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ABSTRACT 

CAP-AND-TRADE AUCTION DESIGN 

Matthew Olson, Ph.D. 

George Mason University, 2015 

Dissertation Director: Dr. Karla Hoffman 

 

Cap-and-trade is the predominant regulatory framework for limiting limit greenhouse gas 

emissions.  The US sulfur dioxide (SO2) market (under which compliance began in 1995 

to combat acid rain) was the first modern cap-and-trade market, and in satisfying 

environmental objectives at acceptable cost, it became the basis of the greenhouse gas 

markets that began to emerge a decade later.   The European Union now operates the 

Emissions Trading System (ETS), the worldôs largest greenhouse gas allowance market.  

In North America, two regional markets now exist.  The Regional Greenhouse Gas 

Initiative (RGGI) governs emissions in nine northeastern states.  California and Quebec 

operate a joint market under the Western Climate Initiative (WCI).  Worldwide, 

Kazakhstan, South Korea, New Zealand, and Switzerland each operate a market.  Japan 

has two regional markets.  China operates multiple experimental regional markets.   

Soon-to-be-released (summer 2015) US federal regulation will impose a greenhouse gas 

emissions cap on each state, but will leave the states free to implement their own means 
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of satisfying the cap.  Compliance is to begin no later than 2018, and cap-and-trade will 

loom large in the consideration of regulatory mechanisms with the SO2 market, ETS, 

RGGI, and WCI figuring most prominently. 

This dissertation is an investigation of cap-and-trade market design with focus on 

specifics of the four benchmark markets.  I use the economics laboratory to investigate 

auction design and frequency.  I then use the laboratory results in a simulated market to 

investigate the effect of hedging and speculative trading which emerges when unused 

allowances do not expire (unlimited banking). 

The laboratory work shows that (1) the secondary markets, not the primary market 

government sales, are the primary means of both price discovery and overall market 

efficiency; (2) market prices reflect an expectation of future market prices, not immediate 

compliance value equilibrium; and (3) frequent, government sales, rather than infrequent, 

large auctions, reduce market price without negatively affecting total efficiency. 

The simulation work investigates the separation of market price from immediate 

compliance equilibrium.  When banking is permitted, tradersô expectations of future 

price, risk preferences, and endowments come together to induce speculative and/or 

hedge values for allowances in addition to the immediate compliance value.  The 

simulation shows that this can create and amplify price volatility.  This is despite the fact 

that unlimited banking is uniformly allowed in modern markets specifically as a risk 

reduction mechanism. 
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1 INTRODUCTION  

Cap-and-trade is the common name for a market-based air pollution regulation 

scheme in which the government establishes a fixed number of tradable allowances each 

of which represents the legal right for its owners to emit a fixed quantity of pollution.  A 

firm holding an allowance can emit the fixed quantity and surrender the allowance to the 

regulator, or if the firm can abate its emissions, it can profit by selling the allowance to 

another polluter than cannot so inexpensively abate emissions.  The fixed quantity is the 

ócapô. The exchange of allowances between polluters is the ótradeô, and with this 

exchange, theory holds that market price is equal to the cost of removing one additional 

unit of pollution from the cap ï the marketôs aggregate marginal abatement cost. 

The viability of cap-and-trade was demonstrated by the US sulfur dioxide (SO2) 

market under which compliance began in 1995.  The economic and environmental 

successes of the program spurred the creation of two regional North American markets 

and the European Unionôs Emissions Trading System ï all three of which regulate 

greenhouse gas emissions.  Though other mechanisms (most notably a carbon tax) are 

also considered for future regulatory frameworks, only cap-and-trade is in active use for 

imposing greenhouse gas limits.  In 2010, legislation to establish a federal market failed, 

but interest (and urgency) in cap-and-trade market design has been re-ignited by EPAôs 

greenhouse gas emissions rules which are to be released in summer 2015.  Those rules 
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will cap each stateôs total emissions while allowing each state to construct its own 

regulatory mechanisms to satisfy the cap.   

1.1 Research Summary 
This dissertation examines the design of cap-and-trade markets. The initial focus 

is on the design of the auctions with which the government releases allowances into the 

market.  What auction design is best suited to a US greenhouse gas cap-and-trade market, 

and what rules must accompany the auction to accomplish regulatory objectives?  

Findings in this work then lead to a final investigation into market rules that allow the 

banking of allowances over compliance boundaries.   

The auction-specific investigation is predicated on the fact that auctions have 

played an increasingly prominent role as the means by which governments release 

allowances into the market.  Under the SO2 market, more than 97% of allowances are 

assigned for free to the regulated community.  In the European market, the majority of 

allowances are now auctioned.  Under the Regional Greenhouse Gas Initiative (RGGI) ï 

the market covering nine northeastern states ï almost all allowances are auctioned.  The 

rules and frequency of auctions across these markets are inconsistent, and are the focus of 

this research.     

We see in the literature review that the theoretical literature informs these 

questions, but is incomplete relative to the practical complexities of these markets.  

Additionally, direct econometric comparison of the designs with data from the natural 

markets is difficult because of the many confounding factors.  And so it is with the 

economics laboratory that I investigate first the effect of privacy rules (does the 
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governmentôs full reporting of bid values and identities change market price?) and then 

the frequency of auctions (does the time span between auctions affect market price?). 

The last portion of the research is an investigation of banking rules.  An 

unanticipated result of the two auction experiments is the revelation of a tendency for 

laboratory subjects to trade well above the marginal cost of compliance early in markets 

where allowances can be banked across compliance boundaries.  I use simulation to 

investigate market price dynamics resulting from treatments on the speculative and hedge 

valuation of allowances that causes the separation. 

1.2 Research Contribution  
This work consists of two primary contributions. 

First, I show experimentally that given a fixed number of allowances that a 

government has to release into a market, more frequent auctions tend to reduce market 

price without effect on overall efficiency.   I am unaware of any similar work in the 

experimental literature.  Further, there exist no game-theoretical models of equilibrium or 

bid/ask strategy that offer any insight on this question; the markets are too complex.   

Second, I show that banking ï a provision included uniformly across modern 

markets to reduce market risk and volatility ï does not necessarily reduce volatility.  

Instead, banking induces speculative and hedge valuations that can amplify a separation 

of market price from marginal compliance cost.  The result can be a market that is more 

susceptible to the volatility that the rule is meant to minimize.  
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2 PROBLEM DESCRIPTION  AND DISSERTATION  OUTLINE  

As an environmental policy, any scheme to limit pollution is viable only if it 

satisfies environmental targets and is sustainable moving forward in time.  A design 

objective of any such scheme is to minimize the cost of satisfying the environmental 

target.  It is with the cost minimization objective that cap-and-trade in general is superior 

to traditional command-and-control.  Under command-and-control, the regulator imposes 

a limit on total pollution output or pollution rate for individual facilities.  While there 

may be some consideration of projected emissions control requirements, there can be no 

consideration of realized control costs or demand shifts for production output.  Under 

cap-and-trade, the regulated entities continuously consider emissions control and external 

market forces as they participate in the allowance market to find the lowest aggregate 

cost of meeting the overall cap.   

The market that actually allows participants to minimize aggregate cost must be 

carefully considered, however.  In constructing a market, designers seek to maximize 

market efficiency (allowances are eventually used by producers who can produce the 

most amount of wealth from them), minimize participation costs, ensure transparency 

(cause and effect of interactions are well-understood and can be anticipated), and ensure 

that participants can still effectively compete is complementary markets. 

The initial allocation of allowances to market participants is always a prickly 

process ï one that can be politically fraught.  Auctions have been introduced over time 

across markets with the primary design objectives of improving price discovery, 
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efficiency, and transparency.  They also serve to satisfy political demand that producers 

pay for the right to pollute, rather than have that right given to them.  

In this dissertation, I exclude all political factors, namely that some fraction of the 

marketôs allowances will be auctioned while the remainder are awarded directly without 

cost.  I assume that regulators will continue to modify extant cap-and-trade markets to 

meet design objectives, and I assume that additional markets will emerge.  Most 

specifically, I undertook this work originally in anticipation of a federal greenhouse 

market.  Now, it will inform the state and regional markets that are likely to emerge in 

response to 2015 regulation. 

To inform the discussion of experiments that follow, Section 3 provides a 

literature review of cap and trade auction design and experimental testing of auction 

designs.   

Section 4 presents the first experiment.  In this experiment, I investigate the effect 

of revealing bid information after the periodic auctions.  At the start of this work, the 

literature and practice were converging to the use of a uniform price auction with the 

argument that they would allow more truthful bidding and encourage higher market 

efficiency as a result.  Federal practice (and indeed, intent) at the time, however, was to 

fully reveal bids (identity, price, and quantity) after each auction.   My question is 

whether the full revelation of information overrides the presumed benefit of the uniform 

price auction.  Does the lack of bid privacy alter price dynamics?  The experiment shows 

no systematic effect of the privacy rules, but does show a consistent separation of market 
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price from marginal abatement cost ï that is, the auctions, regardless of privacy rules 

appear not to aid price discovery or market efficiency.  

Section 5 discusses the second laboratory experiment.  Here, given the results of 

the first experiment, I test the efficacy (and practical utility) of large, periodic auctions.  I 

replace the large infrequent auctions with sales directly into the secondary market.  If the 

large auctions are drivers of efficiency and price discovery, then markets that employ 

them should generate more wealth and be better representative of the marketôs abatement 

cost than are markets without.  I show that not to be the case, and the practical effect is to 

challenge the design that has emerged as standard practice for North American cap-and-

trade markets.  

Section 6 describes my final experiment ï a simulation-based investigation of 

speculative and hedge valuations induced by rules that allow participants to retain unused 

allowances over compliance boundaries.  This closely follows the laboratory experiments 

in which banking was unconstrained and price consistently separated from marginal 

abatement cost.  Here, the question is whether a market that allows unconstrained 

banking can demonstrate that separation without bids that exceed previous market price.  

I show that that this is indeed the case.  The practical implication is that allowance 

banking ï counter to its explicit purpose ï can induce the separation of market price from 

abatement cost, and it can induce volatility. 

Section 7 and Section 8 close the dissertation with a summary of findings and 

questions for further investigation.  
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3 LITERATURE REVIEW  

The literature review begins with a set of definitions and terminology.  We then 

proceed to the academic literature on the many relevant types of one sided auctions (from 

the single unit, single event auction through combinatorial designs) and then to the 

relevant double auction literature.  Following that, we present the history of emissions 

markets, the literature specific to them, and market reports.  

3.1 Definitions and terminology  
This is an operations research dissertation that considers auction and general 

market design.  While much of the original auction literature with its game theoretic basis 

originated from the OR community, market design is a subjects now more at home in the 

economics literature.  As such, some of the terminology may be unfamiliar to the 

intended audience.  Those terms and definitions are provided in this first section (rather 

than spread throughout the document as they are introduced) to provide a single point of 

reference.  

A market consists of three parts: environment, institutions, and behaviors (Smith, 

1982).  Environment is the collection of the marketôs actors, each with its own 

endowments and operating constraints.  The institutions define property rights, 

communications, and transactions.  In this application, an auction with its bidding rules, 

timing, and information reporting rules is an institution.  The behaviors are the actions of 

the market participants in response to each other, the environment, and the institutions.   
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An experimental market is a market that exists only in the economic laboratory.  

The experimenter controls (to the extent possible) the institutions and environment ï 

specifically the rules of the auctions, the subjectsô valuations for the tradable items, and 

their informational and capital endowments.  Test subjects provide the third element of 

behaviors.  In doing this, beyond the backgrounds of the participants themselves and the 

actual money they are paid at the close of the test session, the market is insulated from 

the broader economy. 

A natural market is a market that exists outside of the laboratory setting.  The 

market may have evolved over the course of time (e.g., a stock exchange); it may be 

market designed for a specific purpose (e.g., the emissions markets themselves).  The 

researcher cannot control ï and may not be able to fully describe ï the marketôs 

environment, the institutional rules, or participant endowments.  Though it may be 

natural to refer to such markets as ñrealò, we specifically avoid the term as the 

experimental markets are no less real.  In both natural and experimental markets, profit-

motivated subjects interact through institutional rules. It is specifically the profit 

motivation that allows one to draw parallels between the laboratory and the broader 

world. 

Property right is a legal and economic term.  In the discussion of emissions 

markets, I use it only to mean the option for its holder to emit some fixed quantity of 

pollutant.  A firm (or subject) holding the right can transfer (sell) it to another market 

participant, or it can surrender the right to the regulatory agency and emit the stated 

amount of pollution into the atmosphere. 
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Allowance is the EPAôs preferred term for the property right allowing its holder to 

emit a fixed quantity of pollutant.  In other discussions, synonyms such as ñcreditò, 

ñpermitò, and ñlicenseò can carry subtly different meanings that we do not consider here. 

A bid is an offer to buy. 

An ask is an offer to sell. 

A one-sided auction is one in which the competition is all on one side of a sale.  

In all one-sided auctions discussed here, the government is the single seller.  The entities 

regulated or participating in the cap-and-trade market compete on the buy side of the sale.  

The winning bidder is the one who offers to purchase the good at the highest price.  

A sealed-bid auction is an auction in which bids and asks are solicited only once 

per exchange.  Participants are offered no feedback on their offers until the end when the 

auctioneer announces winners and then money and goods trade hands. 

A dynamic auction is one in which bids and asks are solicited multiple times 

before an exchange occurs.  Our discussion of dynamic auctions will be focused on an 

ascending design (also known as an English auction), but the descending auction (Dutch 

auction) does appear in the introductory discussion on auctions.  In a dynamic auction, 

bidders express willingness to pay an increasing cost for an item (or multiple items) until 

demand equals supply.  In the case of single unit auctions, this means that only a single 

bidder remains.  The difference with a sealed-bid auction is that the bidders have the 

opportunity to modify their bids (usually with some restrictions) over the course of the 

auction before any exchanges are made. 
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A clock auction is a dynamic auction where the auctioneer controls the price 

change between rounds. That change can be a fixed amount each round or be subject to 

some rule that is a function of surplus demand.  When the tick (change in clock price) is a 

function of surplus demand, the ticks are larger with higher levels of excess demand and 

smaller with lower levels of excess demand.  The point is to speed progress through early 

rounds while maintaining precision when converging on a final price. 

A reserve price is a minimum acceptable bid price in an auction.  The auctioneer 

will reject any bid below the reserve price even if that means that the items for sale 

remain unsold.  The reserve price is generally announced before bids are solicited, but 

cases exist where the reserve price remains private to the auctioneer only. 

A first price auction is a single unit auction where the winning bidder pays her bid 

amount.  For multiple-unit sales, the term discriminatory price auction is equivalent.  

More detail on such multiple unit auctions follows below. 

A second price auction is a single unit auction where the winning bidder pays the 

amount of the second highest bid. 

For this discussion, a bid curve or demand curve is a set of buy offers ordered 

from highest price to lowest price.   If presented on a quantity-price plot (x and y 

respectively), the curve has a slope less than or equal to zero.  As an example, a bidder 

creates a bid curve of three buy offers.  For the first, she offers $10; for the second, $8; 

and for the third, $2. The demand curve is always ordered highest to lowest. 

Likewise, an ask curve or supply curve is a set of sell offers ordered from lowest 

price to highest.  The curve has a slope greater than or equal to zero. 
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For the purposes of this discussion, the term uniform price auction is a one-sided 

sealed-bid auction where the government is the single seller of multiple homogeneous 

units (allowances in our world).  Each bidder submits an individual bid curve.  The 

auctioneer then assembles the individual curves into a single bid curve, again sorted 

highest to lowest.  If n units are offered for sale, then the n highest bids in the bid curve 

are awarded units. (This assumes that each bid is for only one unit. When multi-unit bids 

are allowed, the winning bids are the smallest set of the highest bids whose quantity sums 

to at least n.  The lowest winning bid, therefore, may not be fully satisfied in quantity.)  

The winning bidders then pay a single price ï the clearing price ï per each unit won.  For 

all auctions in this discussion, the clearing price is the highest losing bid ï that is, the bid 

for the n+1th unit.  If more bids are offered at the lowest winning price than can be 

satisfied, then ties are broken randomly.  In this case, the clearing price ï the highest 

losing price - is equivalent to the lowest winning price. 

A discriminatory price auction is like the uniform price auction in execution, but 

the winning bidders pay the amount they bid, not the clearing price.  A single unit first 

price auction is a discriminatory auction.  The discriminatory price term is usually 

applied to sales of multiple units. A single-sided discriminatory price auction is used in 

the first experiment.  In the discussion of natural markets, I will note an instance in which 

the discriminatory auction is two-sided in design (sellers can submit an ask curve to the 

auction and be paid exactly their ask amount if they win) but is one-sided in practice in 

that since inception, no private sellers have participated, thus making the government the 

single seller. 
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In a revenue neutral auction, the auctioneer does not keep the revenue raised in 

the auction.  Instead, he disburses it, according to some rule, back to the market 

participants. 

A combinatorial auction is an auction in which multiple assets are offered for sale 

simultaneously and bidders through a specified bidding language (Nisan, 2006 offers 

examples of such languages) can offer AND, OR, and (or) XOR bids on packages of 

goods.  The point is to provide bidders the ability to ensure that they do not win 

duplicative goods or only parts of a whole.  Such auctions were intended to be the focus 

of this research, and their various forms are discussed more thoroughly later in this 

document. 

A continuous double auction is a two-sided exchange.  Multiple buyers and 

multiple sellers participate simultaneously, making offers as they see fit whenever the 

institution is open.  Trades are made whenever a sellerôs offered price is equal to or lower 

than a buyerôs offered price.  This is the institution used on all of the large trading 

exchanges (e.g. NYSE, NASDAQ). 

3.2 General economic literature  
This dissertation is focused on the design of the primary market auctions ï the 

government sales ï within the context of an ongoing secondary market.  This means that 

we look both at the literature on singled-sided auctions and the literature of double 

auctions. We begin with the single sided variety. 
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3.2.1 Auction literature  
Perhaps not surprisingly, theoretical and experimental results from multiple 

threads of the auction literature apply to this investigation.  We discuss them in the 

context of their bearing on the emissions markets.   

We start with single unit auctions.  We begin this discussion with single shot 

auctions where the bidders have independent, private values (bidder values are drawn 

from a common and known distribution, but the realized values are known only to the 

holder) for the item(s) sold.  This is the starting point for any discussion of the auction 

literature.  We then discuss common value auctions since, in an emissions market, the 

secondary market price provides a common (but uncertain) lower bound on the value of 

allowances.  We then make the resale opportunity explicit ï the bidder winning the 

original sale can subsequently sell the item in a follow-on event.  In these models, the 

resale mechanism is defined, and we see that the mechanism strongly influences 

behaviors in the original sale. 

We then discuss sales of multiple homogeneous units.  This can take the form a 

single sale or a series of sequential sales.  We close this section on the auction literature 

with a discussion of combinatorial auctions ï the originally intended focus of the 

dissertation.   

3.2.1.1 Single unit auctions  
Vickreyôs 1961 paper is seminal to auction theory, spanning multiple problems 

that help direct auction research in the following decades.   In  his discussion of single 

unit sales, he shows the strategic equivalence between second price sealed bid auctions 

and English auctions and the strategic equivalence between the first price sealed bid and 
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the Dutch auction.  He also shows the more surprising result, that given risk-neutral 

bidders, who all have a private value independently drawn from the [0, 1] uniform 

distribution, the expected revenue resulting from all four auctions is equivalent.  The 

optimal bids are not equivalent given the realized valuations across the four, nor are the 

revenue distributions equivalent, but the means on the revenue distributions are.  These 

two results, the strategic equivalences and the revenue equivalence, remain the lens 

through which auction research is presented. 

Meyerson (1981) and Riley and Samuelson (1981) find a more general revenue 

equivalence result.  Both show that with the assumption of risk-neutral bidders with 

private values drawn independently from any common distribution, the expected revenue 

for any standard single unit auction where the high bidder is awarded the item is 

equivalent. 

Experimentalists continue to explore auctions with Vickreyôs perspective on 

revenue and strategy.  With the simple case of the single unit for sale, laboratory 

investigations show consistent deviation from risk neutral Nash equilibrium (RNNE) 

bidding, and they show that neither revenue equivalence nor strategic equivalence holds 

in general.  In the two strategically equivalent pairs, the sealed bid variants in the two 

pairs yield bids higher than RNNE and higher than their dynamic counterparts whose 

bids are more varied relative to RNNE.  Kagelôs 1995 survey shows the evidence 

mounting for this conclusion over the course of fifteen years and closes with the 

speculation that the sealed bid versions focus bidder attention on price while the dynamic 

versions focus attention on profit. 
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After laboratory experiments found the consistent deviations from theory, 

attention turned to explanations for the overbidding, especially in the case of the first 

price auction.  Risk aversion is an intuitive explanation ï indeed, Vickrey himself 

realized that without the risk neutrality assumption, revenue equivalence fails as the risk 

averse bidder will increase her bid to improve the likelihood of winning at the cost of the 

reducing her winnings.  The questions of ñWhy?ò and ñBy how much?ò however, remain 

open.    Isaac and James (2000) show that the overbidding might simply be a mistake ï a 

function of bidders not fully understanding the environment.  Dorsey and Razzolini 

(2003) and Armantier and Treich (2007) attribute the overbidding more to probability 

miscalculation than to risk aversion.  Feliz and Ozbay (2007) and Engelbrecht-Wiggins 

and Katok (2007) explore regret theory as a possible explanation.  Kagel and Levin 

(2011) are skeptical of the regret theory explanations but summarize previous work 

supporting the idea that subjects are more likely to increase bids in order to increase the 

chance of winning than they are to decrease bids to win more when they do win.  

Neugebauer and Selton (2006) also investigate overbidding in first price auctions, 

and their results are particularly relevant to this investigation.  They pit a human subject 

against computerized competitors in a sequence of independent auctions with the data 

provided to the human subject after each auction and the number of computerized bidders 

as the treatment variables.  There are treatment effects, but in all cases, the human 

subjects on average increase their bids relative to RNNE over the sequence of auctions.  

That is, over time, against bidders with unchanging strategies, subjects increase their bids 

to increase the chance of winning at the expense of the size of any profit. 
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For the second price pair, strategic equivalence also fails in the laboratory, but 

there is no obvious intuition guiding an explanation.  In neither the sealed bid nor the 

ascending clock can there be any advantage to bidding either above or below true value.  

Kagelôs 1995 survey shows a series of studies that demonstrate the consistent bidding 

above true valuation in the second price auctions, but as with the first price pair, the 

explanation as to why remains open (Kagel and Levin, 2011).  In the first survey, he 

shows the tendency to overbid in the sealed price variant is consistent over a large 

collection of studies.  He also shows that consistent across experiments featuring a series 

of independent ascending clock auctions, bidders quickly converge to the dominant 

strategy of truthful bidding.  Importantly for our application, he notes that both McCabe 

et al. (1990) and Van Huyck et al. (1993) show the same to be true for when multiple 

units are sold with an ascending clock.  

3.2.1.2 Single unit common value auctions  
With common value auctions, we begin to see literature that considers 

environments where the auction is only the start of market interaction.  In the common 

value auction, bidders compete for an item of unknown, but common value, and the 

difference between the bidders lies in their understanding of the value.  That 

understanding is in the form of a private signal drawn from a random distribution that is 

known in form and fixed relative to the unknown common value.  Resale is not explicit in 

the model, but when the common value is considered as proxy for an auction with resale, 

the common value is the price that the market will eventually pay for the item.  In the 

context of an emissions market, the common value element of the auction is the 

secondary market price.  Market participants have a private value of an allowance 
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dictated by the cost to abate their most difficult units of pollution, but they have a 

common value for allowances that they do not need for compliance. 

Theoretically, in the base case of symmetric, independent private signals without 

extra available information (as would be available, for instance, in an ascending auction 

where the number of remaining bidders is public), revenue equivalence still holds across 

auction formats (Myerson, 1981), and the risk neutral bidding strategies yield positive 

expected bidder profits.  If, however, there is a combination of public and private 

information, bidders still have a positive expected profit, but there is a theoretical seller 

revenue ranking (Milgrom and Weber, 1982) with an English auction expected to yield 

more seller revenue than a sealed bid second price auction, which in turns is expected to 

yield more revenue than a sealed bid first price auction. 

Experimentally, as is the case with the private value environments, there is 

systematic deviation from theoretical risk neutral in common value auctions.  Most 

prominently, the Winnerôs Curse is pervasive; bidders tend to lose money by paying more 

than actual value of the item sold.  Three threads of the common value literature are 

relevant here.  Kagel (1995) and Kagel and Levin (2011) summarize. 

First, the revenue ranking expected when some common information exists is 

generally the reverse of anticipated theory. This addition of common information 

parallels the emissions markets with the ongoing secondary market separating the 

auctions.  First price auctions tend to raise more revenue than second price auctions, 

which themselves yield more than the English auctions. 
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Second, additional information tends to reduce revenue, especially with 

inexperienced bidders ï counter to theoretical expectation.  Theory shows that bidders 

raising their bids in response to common information still have positive expected profit.  

In the lab, common information lowers bids and dampens the effects of the Winners 

Curse. Bidders re-evaluate their private signals, and bid lower.  Before common 

information yields the theoretically expected rise in bids, bidders have to first be highly 

experienced and earning positive profits. 

Third, experience reduces the tendency towards the Winnerôs Curse in common 

values auctions, but it does not entirely eliminate it.  Experienced bidders consistently bid 

above RNNE.  This is both a function of subjects learning over the course of multiple 

experiments and also subjects self-selecting out of subsequent experiments when they do 

poorly in initial sessions (Garvin and Kagel, 1995).    

Further, of interest to a practical application, experience in similar, but not 

identical, environments does not yield an advantage in a particular environment.  Dyer et 

al. (1989) discuss an experiment on the common value auction specifically.  They 

consider student subjects and professionals from the construction industry where firms 

have similar cost structures and the individual auctions can plausibly be described as 

common value.  The professionals were no less susceptible to the Winnerôs Curse than 

were student subjects, with the similarity being chalked up to the dissimilarities with the 

actual industry environment. More recent work with a private value auctions shows 

dissimilarities in behaviors between subjects recruited from eBay where frequent sellers 

show a strong tendency to underbid in second price auctions, yet frequent buyers do not 
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(Garratt et al., 2012).  The offered explanation is that if a seller has to first buy a good for 

later resale she must purchase below actual value to sell at a profit.  The lesson is that 

participants in specific environments do apply previous knowledge to new environments, 

but that such knowledge doesnôt necessarily provide the most profitable intuition for the 

new environment.  

3.2.1.3 Single unit auctions with an opportunity for resale 
Drawing closer to the emissions markets, we now consider cases where resale 

opportunities are explicitly considered.  In these environments, the price eventually paid 

in the aftermarket creates a common value consideration for the initial auction, but when 

information about that auction is released, bidders have a new ability to use their bids to 

signal their competitors.  The work below shows that optimal signaling strategies depend 

(both in magnitude and direction relative to environments without resale opportunities) 

on the specifics of the environment and that the effects on an emissions market are 

indeterminate.    

Goeree (2003) develops a theoretical model of a private value environment where 

an auction is followed by an abstracted aftermarket.  He considers two cases.  In both, a 

single unit is auctioned.  In his first case, the bidders compete for the single item, and it is 

assumed that the winner benefits more in the abstracted secondary market when her 

competitorsô estimate of her private value increases.  This increases bids over those in an 

environment without an aftermarket, but revenue equivalence holds over first price, 

second price, and English auctions.  In his secondary case, he assumes bidders wish to 

understate their private value for the secondary market.  Here, bids in the two sealed bid 

institutions are lower than those in an auction where there is no need to signal, and the 
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optimal bid function may not be monotonically increasing on private value, which may 

open the door to an inefficient allocation.  English auction bidding is unaffected because 

the bidder with the highest private value still needs to beat the bidder with the second 

highest value. 

Haile (2003), in his theoretical investigation, also considers the case of a single 

item being auctioned, but he makes the secondary market explicit by using two auctions 

conducted in sequence.  Bidders have independent, identically distributed use values for 

the item being sold, but receive only an affiliated signal of their private value before the 

first auction.  Once the first sale is complete, bidders receive their own use values as well 

as the information afforded by the information revelation treatment.  All bidders who lose 

in the first auction participate in the second.  He offers two forms of secondary market: 

(1) a take-it-or-leave-it offer to the bidder of the resellerôs choice and (2) an English 

auction.  The two options represent extremes.  In the first, the winner of the first auction 

(the reseller) has a dominant negotiating position.  In the second, the remaining bidders 

are better positioned. 

In the full information revelation case, all private values are revealed to everyone 

after the first auction.  Regardless of whether the first auction is first price sealed bid, 

second price sealed bid, or ascending, the take-it-or-leave-it secondary market induces an 

equilibrium bid function for the first auction that is higher than would be expected were 

there no secondary market.  This is because of the value in the option to resell. The 

winner in the first market will resell the item at the highest ï not necessarily his own ï 

private value.  When the secondary market is an English auction, the bid function for the 
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first auction is below that of a stand-alone auction when the number of bidders is small 

(though the definition of small is undetermined) and above that of a stand-alone auction 

when the number of bidders set is large (again with large being undetermined).  The 

value of the resale opportunity increases with the number of bidders because the expected 

value of the second highest value increases. 

In the second information revelation case, the bidders receive their own private 

values after the first auction and the other bids ï not the private values ï from the first 

auction.  Revenue equivalence holds for the sealed bid variants if a separating 

equilibrium exists (he does not produce a sufficiency condition to show that such an 

equilibrium must exist), but not the English auction.  When a separating equilibrium does 

exist for the sealed bid designs, however, the relative strengths of the incentives to 

underbid and overbid are not developed, so the overall effect remains ambiguous.  For the 

case of the English auction as the first design, a separating equilibrium cannot exist for 

the take-it-or-leave it aftermarket, and the result is bid pooling under use value.  For the 

English auction aftermarket, the sum of the countervailing effects is ambiguous, and a 

general revenue ranking for the first auction remains an open question. 

Lange et al. (2011) consider part of Haileôs model in a laboratory environment, 

investigating environments where the first auction is first-price sealed-bid.  The 

aftermarket is conducted automatically by formula, thus avoiding any confounding 

effects of the second auction (the take-it-or-leave-it offer or the English auction).  As 

predicted, when the reseller has the dominant negotiating position in the aftermarket, bids 

in the first auction are higher than those when there is no resale or when the aftermarket 
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is an English auction.  When comparing the aftermarket in the form of an English auction 

to the case of no aftermarket, they note that bids from high signal bidders are higher than 

baseline and that bids from low signal bidders are lower. This is consistent with theory, 

and they note that this finding is a óédemanding test of theory, as it requires subjects to 

recognize and consider differences in the options values conveyed by resale over the 

signal space.ò  A final observation is that low-signal bidders are more likely to win the 

first auction when there is an aftermarket than when there is not.  That is, the aftermarket 

induces speculative bidding.   

Along the lines of speculative bidding, Garrat and Tröger (2006) explicitly 

introduce a speculator in their theoretical study.  The speculator is a bidder who has no 

private use value for the item auctioned; he can only profit by winning the auction and 

subsequently reselling to a competitor with positive value for the item.  The other bidders 

have independent, identically distributed values.  They show that in equilibrium in both 

first price and Dutch auctions, the speculator actively bids, but expected profit is zero.  

With second price and English auctions, on the other hand, when the clearing price is 

announced at the auctionôs conclusion, equilibrium bids pool at $0 for low value 

participants as they become indifferent to winning in the auction or purchasing from the 

speculator afterward as long as their real use values remain uncertain for the speculator.  

This means that speculators can, with positive probability, profit. In considering initial 

seller revenue, however, they show that the direction of change can be determined only 

with knowledge of the realized values, not simply the distributions from which they are 

drawn.  
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Taken together, the literature suggests that the secondary market can strongly 

influence bid behaviors in a primary auction market, but the effects in an emissions 

market will be indeterminate. In the models discussed here, countervailing pressures to 

increase and decrease bids relative to those for an auction without resale exist 

simultaneously and to ambiguous effect.  Evolving endowments in the natural emissions 

market muddy the identification of sellers, speculators, and buyers, and the dynamics of a 

double auction continuously alter negotiating positions to further distance the natural 

market from the static models presented here. 

3.2.1.4 Multiple unit auctions with homogeneous goods 
Thus far, we have considered only environments in which one item is sold.  We 

now consider auctions of multiple homogeneous goods with buyers valuing more than 

one unit.   

To begin this discussion, we introduce the idea the idea of efficiency.  Informally, 

an efficient institution is one that yields an allocation where the participants that most 

value the items exchanged end up with those items. In the design of government auctions, 

efficiency is a primary concern. 

An auction that awards the items for sale to the highest bid is termed a standard 

auction. An auction that awards the items for sale to the highest values ï not necessarily 

bids - is efficient.  We confine our discussion to standard auctions and since such 

auctions receive only bids (not values), an efficient standard auction is one in which a 

bidderôs dominant strategy is monotonically increasing on value.  In the context of 

bidders with demand for more than one unit, this means that an efficient auction is one 

for which the dominant strategy for a particular entry in a bid vector depends only on its 
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associated value, not its relative position in a value vector or the length of a competitorôs 

demand vector.  

3.2.1.4.1 Single events 
We consider three multi-unit designs with this section: the sealed-bid uniform 

price, sealed-bid discriminatory price, and the dynamic ascending uniform price 

(English).  The first two are in active use in existing emissions markets.  The third is part 

of the intuition behind this investigation in the first place.   

Perhaps surprisingly, all three designs are inefficient.  For none does there exist a 

general dominant bidding strategy dependent solely on value.  Vickrey pointed this out in 

his original paper (1961) and proposed an efficient multi-unit design for which the 

optimal bid strategy is honest revelation of values.  The mechanism, however, is largely 

impractical in natural environments (Ausubel and Milgrom, 2006b).  We discuss this 

below with combinatorial auctions, and bypass consideration for now. 

The discriminatory price auction is the natural extension of the first price single 

unit auction.  A bidder submits a non-increasing demand curve ï a vector of bids ordered 

highest to lowest.  The collection of submitted bid vectors is merged and again ordered 

highest to lowest, and the highest n bids are filled where n is the number of items sold in 

the auction.  The bidders then pay the sum of their winning bids.  Unlike the single unit 

first price auction, however, there is no closed form, general dominant bidding strategy.  

The characteristics of equilibrium bids can be broadly described (Krishna, 2002), and 

solution can be found for specific classes of environments where the dominant strategy is 

shown to depend on the number of bidders, the number of units each demands, the 
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number of units sold, and the form of demand curves (Engelbrecht-Wiggans and Hahn, 

1998a; Chakraborty 2006). 

The uniform price auction differs from the discriminatory price in that the price 

paid for each winning bid is the price of highest losing bid.  The uniform price auction is 

thus an extension of the second price single unit auction.  A losing bid sets the price the 

winners pay, and indeed, when a bidder demands only one unit, her dominant strategy is 

to bid her actual value.  It is this parallel that drove the intuition driving the change in 

Treasury bill auctions from discriminatory price to uniform price (Kagel, 2002), but it is 

incomplete.  Once bidders demand more than one unit, the parallel does not extend to 

additional units.  Only the first unit is honestly reported; all others are shaded downward.  

And as a historical aside, after six years of empirical experimentation, Treasuryôs results 

remained ambiguous (Federal Reserve Bank of New York, 2013) as to the relative 

revenue effects of the two designs. 

The ascending English auction maintains its weak equivalence with the uniform 

price auction in the multi-unit demand case, and when values are purely private, bids 

should be equivalent in both the uniform price sealed bid and the ascending designs. 

Now, given the inefficiencies and the lack of general equilibrium strategies for the 

three designs, is there an efficiency ranking?  For that matter, is there a revenue ranking?  

Ausubel and Cramton (2002) show that neither ranking is available for the general case.  

The rankings, like the strategies themselves, depend again on the specifics of the 

particular environment.   
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With the theoretical ambiguity, the experimental literature is relatively thin, but 

does show consistent threads as well as tendencies that mirror the single unit 

experiments.   

List and Lucking-Reiley (2000) report a field experiment with baseball trading 

cards and a sealed bid uniform price auction.  They present two bidders (professional 

card traders) with the chance to buy two equivalent sports trading cards.  Thatôs two 

bidders, each with two unit demand, and two units for sale.  They report the expected 

demand reduction with bids for the second units ï the bidders recognized the need to 

reduce price on potentially price setting bids.  They also report regular bidding above 

value for the first entry in the biddersô demand curves even though the dominant strategy 

is to bid actual value.  This is consistent with the results of the single unit literature 

showing consistent over-bidding in second price auctions. 

Kagel and Levin report a similar environment.  They also use two bidders, each 

with two unit demand, competing for two units.  It is a laboratory experiment, however, 

and demand is induced with each subject having the same per unit value for both units 

(though the value is different for the two subjects).  The optimal strategy is for each 

subject to bid his value on the first item and 0 on the second.  They find demand 

reduction, but bids are above optimality in both cases, with the sealed bid variant yielding 

higher bids than the ascending design.  They also run treatments on information 

availability, and show that with more information available, bids are lower, with the 

ascending design where dropouts are reported yielding the lowest bids.  This also is 

consistent with the single unit literature which shows subjects converging to optimal 
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strategy most quickly with the English design.  It is also consistent with the common 

value literature that shows that with increased information, bidders are less likely to 

overbid. 

Porter and Vragov (2006) use the same environment and find results consistent 

with the two other investigations.  In the sealed bid case, bids are above value on the first 

item and below for the second.  In the ascending design, bids are lower than those of the 

sealed bid design and actually near the clockôs starting price, showing a closer 

approximation of the optimal strategy.  Again, this is consistent with the single unit 

experimental literature. 

3.2.1.4.2 Sequential auctions 
Sequential auctions, as the name suggests, are a collection of auctions hosted one 

after the other to sell off multiple items.  The literature usually assumes a short duration 

between the rounds so that valuations (though not signals of those valuations if 

uncertainty exists) remain unchanged and so that the time value of money can be ignored.   

Krishna (2002) discusses sequential private value auctions in which bidders have 

identically distributed independent private values.  He considers both a sequence of 

single unit first price auctions and single unit second price auctions.  In both cases, the 

equilibrium bidding strategy is independent of the information reported at the end of the 

auction, and the expected price of the next auction is simply the price of the previous.  

There is no opportunity for arbitrage between rounds, but this again is dependent on the 

assumption of independent values. 
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When bidder valuations are not entirely private and independent ï that is, values 

are either affiliated or common ï opportunities for arbitrage do emerge, and optimal 

strategies incorporate an element of signaling. 

Ortega-Reichert (1968) considered an affiliated private value model where two 

bidders compete in a pair of single unit, first price auction.  Both bidders have value for 

both offered units, and the optimal bidding strategies include a deception element as each 

bidder attempts to have her rival undervalue the second item.  The bid functions are 

strictly increasing on private value, so they are invertible ï thus negating the deception 

ï but the equilibrium bidding strategy recognizes the need to underbid relative to an 

independent auction, and the bid is still below that of a single unit first price auction. 

Hausch (1986) draws on Ortega-Reichert in considering the revenue implications 

of a pair of simultaneous first price auctions and a sequential pair.  Two items of 

equivalent, but unknown value are sold.  Two bidders each demand two units and have 

private signals for each.  He shows that when a bidder has a high signal for the first, 

depending on the distribution of signals and values, his strategy is to either always 

underbid (relative to a single sale) or to do so with some probability.  There is no general 

rule.  When the optimal strategy is to always underbidding, total revenue for the 

sequential auctions is less than that of the simultaneous versions.  When the strategy is 

mixed, total revenue can be higher. 

Mezzetti, et al. (2008) follow the same vein in their exploration of a case of multi-

unit sequential uniform price auctions in which bidders have affiliated values, but 

demand only one unit each. In doing so, they prove a conjecture of Milgrom and Weber 
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(1982).   The single unit demand means that there is no need for deception, but 

regardless, equilibrium bids in the first auction are low relative to bids in the second 

(even though high signal holders win their items in the first auction).  If the clearing price 

is not reported, the second auction devolves into a standard, single shot uniform price 

auction for the remaining bidders, and the sequential auctions deliver less seller revenue 

than would have a single auction.  If clearing price is reported, then an ñinformation 

effectò raises the bids in both auctions (though bids in the first auction is still below those 

of the second), possibly (but not necessarily) to the point of offsetting the existing 

underbidding tendency to increase overall revenue above that of the single shot auction.  

The size of the information effect is determined by the number of bidders, the signal 

distribution, the number of items sold in each round, and the payoff functions.  Because 

of the changing magnitude of the information effect, they do not propose a general rule as 

to the revenue-raising characteristics of this model. 

In summary, the literature of sequential auctions offers lessons similar as to that 

for single unit auctions with resale opportunity.  First, such markets are highly complex.  

Theory is limited to markets of small numbers of units and bidders, requiring that its 

lessons be extrapolated to large, natural counterparts.  Second, in sequential auctions, 

optimal strategies may yield bids over or under a bidderôs true value with the direction of 

deviation dependent on the specifics of the whole market, not just the institution itself, 

and so the effect of one specific aspect of the auction design is ambiguous. 

3.2.1.5 Multiple unit auctions - Combinatorial auctions 
Now we finally arrive at the original impetus for this work: the combinatorial 

auction.  Though my first experiment did not consider this design and then makes the 
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theory irrelevant to the results of this dissertation, a brief discussion is included for 

completeness. 

Rassenti, Smith, and Bulfin (1982) introduced the notion of the combinatorial 

auction with a market for runway slots ï an application where slots can be both 

complements (ups paired with downs or some number of slots are required before an 

airlineôs presence can be profitable) and substitutes (an airline may value 10am slot 

equivalently with a 1pm slot).  The combinatorial approach allows bidders to bid on 

items they individually consider a whole and, therefore, eliminate the risk of acquiring 

(and paying for) an incomplete part of a whole. They propose a sealed bid design with a 

pricing rule that yields uniform payments for homogeneous items.  In doing so, they note 

two primary concerns common to the design of any combinatorial mechanism: the winner 

determination problem and payment determination ï the price winning bidders pay.     

In our discussions above of standard auctions of homogeneous goods, the winner 

determination problem is simple.  The highest bid(s) win the offered item(s), and the 

bidder(s) pays according to the payment rules, all of which are easily computed.  In the 

combinatorial case, the AND, OR, and XOR package bids mean that the winner 

determination problem is an integer optimization.  The auctioneer does not just select the 

highest bids.  Rather, he selects the bids that maximize the sum of package bids subject to 

supply constraints.  The solution to this optimization (and in some cases in conjunction 

with an additional integer optimization) then informs payment determination as the 

scarcity of the offered items cannot be apparent from the bids alone since they are 

expressed as packages across the items. 
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Recalling the discussion of homogeneous multi-unit auctions, we glossed over as 

impractical the multi-unit Vickrey auction as the direct extension of the incentive 

compatible single unit second price auction.  We re-introduce the notion here with the 

Vickrey-Clarke-Groves (VCG) auction (so named as the latter two offered 

generalizations of Vickreyôs original incentive compatible design) (Vickrey, 1961; 

Clarke, 1971; Groves, 1973).  The design evolved with auctions of homogeneous goods 

in mind, but can be employed with combinatorial bids.  In the VCG, as with the second 

price auction, a bidder cannot affect the price he pays for his winning bid (assuming no 

shill bidding or collusive bidding), and the optimal bidding strategy is to bid his true 

value for the packages (assuming no budget constraints).  When he wins, the bidderôs 

payment is reduced based on the amount that his bids contribute to the overall revenue of 

the auction ï often called the Vickrey discount. That is, for each winning bidder, the 

winner determination problem is calculated again without his bids.   The sum of bids that 

are not his in the original winner determination problem is then subtracted from the result 

of the secondary optimization (the one without the particular winning bidder).  This 

pricing formula can generate not monotonic payments on bid values and importantly, it 

can result in winners paying less than the bids of the losing bidders.  It is this difficulty 

that makes the VCG mechanism largely impractical (Ausubel and Milgrom, 2006). 

Day and Raghavan (2007) propose a partial solution to this difficulty, but to 

discuss the paper, we introduce the concept of a gameôs core.  Informally, the core is the 

set of feasible allocations that cannot be improved upon by some coalition of the gameôs 

participants.  For an auction game, both the bidders and the single seller constitute the set 
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of participants, and the fitness of an allocation (and the ability to improve upon an 

allocation) is specified by the bids.  In the context of the VCG discussion above, the 

practically unsuitable result of a winner paying less than the reported bid of a loser lies 

outside the core. The Day and Raghavan approach is to find the winning bids with the 

standard winner determination problem.  They then use constraint generation to move 

from a VCG non-core payment result to one that lies in the core.  Since many payment 

results can lie in the core, the algorithm can deliver different results depending on the 

starting payment rule, and in light of that fact, they suggest finding the payment that 

minimizes the geometric distance from the VCG payment to a payment in the core. 

As an aside, when we originally glossed over the Vickrey auction for the multi-

unit homogeneous auction, it was because of the possibility of non-core solutions.  If we 

were to apply the Day and Raghavan approach to the homogeneous multi-unit design, the 

allocation would remain the same, but the payments would lie somewhere within core, 

which in terms of revenue is bounded below by the uniform price payment and bounded 

above by the discriminatory price payment. 

Now we turn to dynamic designs.  This was the originally intended direction of 

research.  Experimental results indicated shorter learning periods with the ascending 

designs, and as we will see later, the sealed bid auctions that started the two primary US 

emission markets may not have been particularly instructive for market price discovery.  

Combined with the biddersô burden of constructing bids for the complete set of packages 

in a sealed bid auction, my original intuition pointed in this direction. 
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Porter, et al. (2003) set a price for all commodities in the auction.  If multiple 

units of a single commodity are offered, the clockôs price applies to all units.  In each 

round, bidders submit package bids for the quantity of goods demanded at the clock 

price. If aggregate demand is greater than supply, the commodityôs clock price is 

increased for the next round.  A next round is conducted if excess demand exists for at 

least one commodity.  The auction terminates when demand equals supply for all goods.  

This stopping rule is not exhaustive as it does not address the case in which 

demand equals supply for only a strict subset of the commodities and supply strictly 

exceeds demand on the complement set of commodities.  In this case, an integer program 

is called to maximize seller revenue over all submitted bids (not just those of the current 

round).  If the IPôs solution does not alter the allocation of commodities for which 

demand equals supply, the auction terminates.  If, on the other hand, the solution does 

change the allocation of commodities for which demand equals supply, the prices of the 

changed commodities are increased, and for the commodities where demand was strictly 

less than supply, the clock price is set to that of the allocation determined by the integer 

program.  The next round then proceeds.  From a practical perspective, we emphasize 

that this mechanism allows prices to both increase and decrease during the auction.  

Conversations with one of the authors indicate that this can cause unhappiness since the 

downward price movement during a single auction event is non-standard and somewhat 

counter-intuitive. 

Ausubel and Cramton (2004) present a theoretical clock that, given a set of 

assumptions of bidder value endowments (namely that the items for sale are substitutes, 
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but not compliments), achieves full efficiency with a continuous price clock whose 

change is defined by a differential equation on price and excess demand.  They make the 

design practical with discrete clock ticks and activity rules.  

They maintain that clock ticks can be large without sacrificing efficiency if intra-

round bidding is allowed.  At the tick price, bidders may simply submit a quantity 

demanded.  If, however, a new tick price is too high for a particular bidder, the intra-

round bidding allows the submission of one or more pairs of price and quantity.  The 

prices must be larger than the previous tick, but smaller than the current tick.  The 

quantities must simply satisfy activity rules.   

The activity rules are included to eliminate the problem of the ñsnake-in-the-

grassò bidder who seeks advantage by withholding true demand information in early 

rounds.  An activity rule on a single commodity requires that as price increases, a bidder 

cannot demand larger quantities.  When auctioning goods that are substitutes, the 

auctioneer has the ability to group commodities so that bids are monotonic on the group, 

rather than just the single commodities separately. 

As with the Porter, et al. design, bids can be packages, price ticks can be up 

(when demand exceeds supply) or down (when supply exceeds demand), and the auction 

terminates when demand equals supply. 

Ausubel, et al. (2006) augment their clock design by combining it with a proxy 

auction (Ausubel and Milgrom, 2006a).  The clock proceeds similarly to the 2004 design.  

Large price ticks are used to speed the process, but price increments are always upwards 

since the clockôs purpose here is to enable price discovery, not achieve full efficiency. 



35 

 

Efficiency is the purpose of the subsequent proxy phase.  Once the clock is complete, 

bidders each submit values to a proxy agent which then participates in an ascending 

auction without human intervention.  The bidders seed the agents with information from 

the price discovery phase, but the lack of subsequent human intervention is intended to 

reduce the possibility of price reducing coordinated, strategic bidding. 

The authors also offer an improved activity rule based on revealed preference 

over the multiple commodities, rather than demand monotonicity over an auctioneer-

defined group of substitute commodities.  The rule is intended to improve bidder 

flexibility while still repelling snakes. 

The purpose of the combined design is to gain the price discovery enabled by the 

clock as well as the efficiency and collusion resistance afforded by the proxy phase.  The 

authors maintain that the clock alone is unlikely to yield full efficiency, and they 

understand that fully populating a proxy agent is a resource consuming activity.  The 

combination with the clock however, allows a firm to focus the cost and profit analysis 

necessary for the proxy auction. 

3.2.2 Double auctions  
The continuous double auction and its price formation properties has been the 

focus of much laboratory investigation.  This literature contains two threads of interest 

here: (1) repeated, separate markets and (2) multiple round durable goods markets.  In the 

first case, endowments (but not subject earnings, of course) are reset at the start of each 

trading period.  The ending condition of one period does not affect the endowments at the 
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start of the next.  In the durable goods case, the tradable tokens pay a dividend at the end 

of the period and remain in the subjectsô possession to start the next trading period. 

Friedman (2010) summarizes laboratory markets in which goods are not durable.  

Most relevant here is the fact that in a stationary, repeated environment, even if the 

number of buyers and sellers is few, subjects quickly converge upon the equilibrium price 

defined by the induced values.  This is, of course, the ideal case in the emissions markets.  

Market price is supposed to represent an equilibrium which is supposed to represent the 

price of abating the last unit of pollution to meet the cap. 

Allowance banking between compliance periods in the natural emissions markets, 

however, complicate matters.  Because the allowances have value over multiple periods, 

the literature on durable goods becomes relevant.  Smith, et al. (1988) provide the 

seminal results here.  They report the ease with which laboratory subjects establish price 

bubbles for durable assets when a common, random (drawn from a known distribution) 

dividend is paid to the holder of each tradable token at the end of each trading cycle.  In 

these bubble instances, trading prices increase to a point well above the expected value of 

future dividend payment and then collapse before the market draws to a close.  They 

cannot say why bubbles are so easy to establish in such environments, but note the 

tendency to form bubbles decreases with subject experience.   

This effect is pervasive in the literature, and it parallels the results for common 

value auction.  Bubbles form in the double auction on durable goods with traders paying 

prices higher than the underlying values rationally support, just as in the common value 

auctions, overpayment (the Winnerôs Curse) is pervasive.  The underlying equilibrium of 
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the trading market is the common value of the auction.  Additionally, in both institutions, 

experience reduces the tendency to high prices.   

Van Boening et al. (1993) effectively replicate the original Smith et al. finding.  

Dufwenberg, et al (2005) explore the mix of experienced and inexperienced traders and 

find that with under 1/3 of a market being inexperienced, bubbles can be abated.  Haruvy 

et al. (2007) find a positive correlation between tradersô expectations of future price and 

future price.  In all cases, inexperienced bidders, regardless of treatment, have strong 

tendency to trade at prices well above the expected values of the durable tokens. 

Hussam et al. (2008) show results that are particularly relevant to findings in my 

first experiment and treatment variable in my second.  They attempt to recreate bubbles 

with experienced traders, and are successful in doing so.  They train subjects with two 

sessions of fifteen trading cycles with an equivalent environment (defined by starting 

capital, number of tokens in the market, the distribution on token dividends).  In a third 

session, they introduce a treatment where the variance on the dividend is higher and there 

exists more liquidity (higher initial cash endowments and a lower number of tradable 

tokens).  Subjects participating in a baseline session with the environment definition used 

in the first two sessions demonstrated their experience and produced lower market prices.  

Those with the altered parameters returned to inexperienced form and produced higher 

market prices.  This again parallels auction work, specifically the eBay sellers in Garratt 

et al. (2004) who consistently underbid in second price auctions.  In order to operate as an 

experienced participant in a market, a participant needs experience in such a market ï not 

something that is just similar. 
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Of note to my work is an early investigation of an early form of the sulfur dioxide 

market (discussed below), (Franciosi, et al., 1999), in which one treatment considers 

durable goods (akin to bankable allowances ï also discussed below).  In these markets, 

they explicitly model both the primary market auctions ï the government sales ï and 

secondary market trading.  They show strong correlation between auction and secondary 

market prices (as is the policy makerôs objective), and show some (but not conclusive) 

tendency towards bubble formation.  In a later emissions market study (in fact, the one 

that delivered the design for the Regional Greenhouse Gas Initiative, which is discussed 

below), the secondary market in between primary market auctions is modeled as a single 

two-sided uniform price auction (Holt, 2007), thus implying an equivalence between the 

two-side uniform price call auction and the continuous double auction.  The authors make 

no mention of prices departing from underlying use-value supply and demand.  

3.3 Market -based pollution regulation  

3.3.1 Origins of market -based environmental regulation  
The evolution from early pollution regulation to this work, which began as the 

creation of a US greenhouse gas cap-and-trade market was seemingly imminent, has been 

a long one.  Tietenberg (2006) provides an excellent overview.  Here, a brief background 

is provided as are discussions of previous market based schemes that are relevant to the 

design of an auction for the greenhouse gas market. 

Market based regulation schemes convert the externality of pollution consequence 

into a production consideration by assigning a price to pollution. Pigou (1920) proposed 

the idea of a tax to internalize market externalities.  In the context of pollution regulation, 
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if the regulator could define a per unit tax equivalent to the marginal cost of abating the 

last acceptable unit of pollution, then the market would find the least expensive means of 

satisfying the environmental objectives.  The problem, of course, is finding the marginal 

price.   

Coase (1960) acknowledged the difficulty of finding the appropriate price and 

proposed defining pollution management in terms of property rights.  Crocker (1966) and 

Dales (1968) matured the idea with application to air and water, respectively, and 

introduced the idea of a market of tradable property rights.  Baumol and Oates (1971) and 

Montgomery (1972) then provided the theoretical basis for such markets.   

Baumol and Oates set up the problem as a series of constrained optimizations ï 

one for the broader economy from the perspective of the regulator and many for the 

independent cost-minimizing market participants.  They show that the participantsô 

optimal response to a per unit price on pollution output yields optimality conditions for 

the economy-wide problem.   

Montgomery further expands the work.  He includes the complication of 

geography (emissions at location x affecting pollution levels at locations y and z) and also 

sets up the problem as a master economy-wide problem and a series of individual cost 

minimizations for the participants.  Unlike the Baumol and Oates solution which only 

considers an exogenously imposed tax, he explicitly establishes a market of tradable 

rights.  In doing so, he defines market equilibrium for cost-minimizing firms and shows 

both that the market equilibrium point satisfies necessary and sufficient conditions for 

minimizing the economy-wide problem and that the market price is the cost of removing 
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the next pollution unit from the economy.  Further, he discusses the difference between 

licenses to emit a quantity, rather than a rate.  Both are possible, but he intuits the 

difficulty of trading rates in the face of geographic quantity limitations since the 

differences in diffusion for sources will not allow one-for-one trading. 

Milliman and Prince (1989) and (1992) follow later and consider the evolution of 

pollution control technology.  They show that when the regulated community is forced to 

pay for the right to pollute (either through a direct tax or an auctioned allowance right) 

rather than a granted right (a freely awarded allowance right or simple command and 

control rate limits), technological innovation is faster, and over time, improves the 

environmental effect of the regulatory regime. 

3.3.2 Relevant cap-and-trade markets  
The existing cap and trade markets, of course, inform this research and informed 

the design proposed in the 2009 greenhouse gas cap-and-trade bill (HR 2454 in the 111th 

Congress).  Three markets ï the US sulfur dioxide (SO2) market, the Regional 

Greenhouse Gas Initiative (RGGI) market, and the European Unionôs Emissions Trading 

System ï loom largest, but three others ï EPAôs nitrogen oxides (NOx) market, 

Californiaôs RECLAIM market and Illinoisôs ERMS ï inform the original hypotheses.  I 

present each market here, reporting on structure and noting criticisms. 

3.3.2.1 Acid Rain - SO2 
Title IV of the 1990 Clean Air Act Amendments (CAAA) established the first 

modern cap-and-trade market as the means of addressing acid rain.  This market was also 

the first to use auctions to disburse allowances to private industry.  Auctions and trading 

began in 1993 to aid price discovery.  Compliance began in 1995.     
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From 1993-2005, the Chicago Board of Trade (CBOT) conducted the auction for 

EPA without compensation.  In 2006, CBOT chose to discontinue its participation, and 

EPA itself assumed responsibility for all aspects of the auction moving forward. 

3.3.2.1.1 Market timeline 
The SO2 market uses an annual compliance cycle.  At the end of each compliance 

year, the regulated entities have to turn in allowances that sum to the amount of pollution 

generated during the year.  An auction is held at the start of each compliance cycle.  

Secondary market trading is ongoing. 

3.3.2.1.2 SO2 auction 
Most allowances in the SO2 market (> 97%) are at no cost to industry.  Title IV 

included a base allocation rule that gives the quantity of allowances that are to be 

disbursed to each regulated facility. Deviations from that base rule were included with 

some facilities receiving free allowances than the base rule would dictate, but Ellerman et 

al. (2000) report that these deviations result more from political deal-making than from 

environmental or broader economic concerns.   

The auctions were included in the market because there were concerns about 

eventual allowance prices and market liquidity when the law was originally considered.  

The auctions were to guarantee a means for new market entrants to purchase allowances 

in the event that incumbents refused to sell at any price. The intent was not to raise 

revenue for the federal government, nor was the auction intended to improve market 

efficiency. 
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3.3.2.1.2.1 SO2 auction ɀ Mechanism 
For the annual auction, EPA withholds 2.8% of a yearôs allowances on a 

proportional basis from the entities guaranteed allowances in the original legislation.  All 

revenue generated from the auction is returned proportionally to the original holders as 

are any allowances not purchased. 

The annual auction event is actually a simultaneous pair of two-sided, sealed bid, 

discriminatory-price, revenue-neutral auctions.  The óSpot Auctionô is for allowances that 

can be used immediately.  The parallel óAdvance Auctionô is for allowances that cannot 

be used for compliance until seven years have passed since the auction is conducted.  A 

week before the auction is conducted, bidders submit a downward sloping demand curve.  

Sellers may also offer an upward sloping supply curve, but in practice, this does not 

happen, and the auction is effectively one-sided with the government as the sole seller. 

To conduct the match, bids are ordered from highest to lowest.  Asks are ordered 

from lowest to highest with the EPAôs withheld allowances being offered at $0 before 

any sellerôs $0 offer.  The two curves are then matched such that the highest remaining 

bid is matched with the lowest remaining ask.  In all auctions since inception of the 

market, the clearing trade is simply the last bid satisfied before supply is exhausted.  If 

multiple bids are submitted at the clearing price, then EPA breaks ties with a lottery. 

The auction is discriminatory price for both bids and asks.  When demand and 

supply are matched, the bidder pays her full bid price for each individual share she wins.  

If the share she wins is an EPA withheld share, the revenue is simply disbursed 

proportionally to the incumbent entities.  If, on the other hand, the share she wins is one 

offered by a different seller, then she pays the full price of her bid directly to that seller. 
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After the auction is executed, the EPA releases all bid information to the public.  

Bid owners, quantities, and prices are all revealed.  Seller information is not made public.  

This bid reporting is the basis of the first bit of the proposed research and is discussed 

later. 

3.3.2.1.2.2 SO2 auction ɀ Analysis 
In 1996, after three years of auctions and one year of compliance, the General 

Accounting Office, noting that the U.S. Treasury had switched from a discriminatory 

price design to a uniform price version for its securities auctions, recommended that EPA 

also change to a uniform price design.  The recommendation spurred an official request 

for comment.  Sixteen responses were received (EPA A-96-19, 1996).  Seven of eight 

responding utilities subject to the regulation and all three responding brokers argued for 

retaining the original design, primarily on the grounds of maintaining market stability.  

The Chicago Board of Trade, having conducted the first three auctions for EPA, 

recommended a switch to a two-sided uniform price design, arguing likely improvements 

to price discovery, revenue, and efficiency. 

The literature also featured arguments against the design.  Cason (1993) shows 

analytically that the seller mechanism introduces inaccurate price signals and 

inefficiency.  Cason and Plott (1996) experimentally show a uniform price variant to 

improve price discovery and market efficiency.  Brookshire and Burness (2001) show 

analytically that the revenue-neutral mechanism also generally sends incorrect price 

signals to the secondary market.   

The auction was intended to ensure liquidity in the market and to provide price 

discovery for the secondary market, and by August 1996 when responses were submitted, 
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EPA could claim success with the design.  There had been a significant reduction in SO2 

emissions from the regulated sources, and the market had proved politically viable.  The 

bids submitted to the auctions and the resulting clearing prices had already begun 

converging to the prices on the secondary market (though that convergence may have 

been more a function of auction prices coming to reflect the secondary market, rather 

than the reverse (Joskow, et al., 1998), and no complaints of market liquidity had 

surfaced.   

Given the perceived success of the market to date and given industryôs aversion to 

change, EPA made no change to the design, and it remains at the time of this writing. 

3.3.2.2 Regional Greenhouse Gas Initiative 
The Regional Greenhouse Gas Initiative (RGGI) was formed by ten Northeastern 

and Mid-Atlantic States in the absence of federal action to limit greenhouse emissions.  

In 2006, RGGI first published its model rule to serve as the template for legislation in the 

participant states.  Auctions began in September 2008, and the first compliance period 

began in January 2009.  New Jersey withdrew from the scheme in 2011, but the nine 

other States remain. 

As in the SO2 market, RGGI allowances do not expire. 

3.3.2.2.1 Market timeline 
Compliance periods are three years. The first regulated 2009-2011 emissions; the 

second, 2012-2015.  Allowance auctions are conducted quarterly; the first was conducted 

in September 2008.  RGGI governs primarily electricity generators, so the quarterly 

auctions allow firms to simultaneously consider the complementary electricity auctions.  

The frequency of the auction is intended to provide liquidity to the market and to reduce 
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the size of required capital reserves without creating undue administrative burden.  

Secondary market trading was ongoing (primarily in the form of futures) until the market 

collapsed with the regulated firms producing less pollution than the quantity allowed by 

the cap. 

3.3.2.2.2 RGGI auction 
About 90% of RGGI allowances are auctioned into the market.  This has been the 

case since the marketôs inception, and it makes RGGI the first cap-and-trade market 

where the majority of allowances are auctioned, rather than allocated for free. 

3.3.2.2.2.1 RGGI auction ɀ Mechanism 
The RGGI market design emerged from a study founded in the economics 

laboratory (Holt, 2007).  The auction design is a single-sided, uniform price, sealed bid 

design with a minimum reserve price.  Like the SO2 market, two uncoupled auctions are 

conducted simultaneously.  One is for allowances of the current compliance periodôs 

vintage; the other is for the next compliance period.   

Unlike EPA for the SO2 market, RGGI keeps bid information.  The list of 

qualified bidders who declare intent to participate is released along with the clearing 

price, some aggregate statistics about the bid set and the quantities awarded to each 

winning bidder.  RGGI does not publish bid prices, nor does it publish explicitly 

identifying information about the winning bidders.  Compounding this, it is actually 

illegal for a participating firm to communicate such information itself (RGGI, 2008).  

3.3.2.2.2.2 RGGI auction ɀ Analysis 
When designing the market, Holt et al (2007) acknowledged the criticism of the 

price discovery capability of the SO2 discriminatory price auction and instead focused on 
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the uniform price design.  The notion that the uniform price offered a suitable 

improvement on the SO2 design was not universally shared, however.  Before the market 

started, the New York and New England Independent System Operators submitted 

comments suggesting an ascending auction to aid price discovery and a combinatorial 

framework to enable more efficient bidding across vintages (Cramton, 2006).  

PowerAuctions, LLC did the same (Ausubel, 2007).   

In practice over the following years, RGGI itself also cast doubts on the price 

discovery capabilities of the uniform price design.  The auction reserve price has only 

ever been changed to keep pace with inflation.  After a year of trading, the fourth auction 

notice noted that, ñthe Participating States have determined that there are not sufficient, 

reliable market data available to establish a valid current market price,ò (RGGI, 2009b).  

Two years later, the uncertainty had not been resolved, and RGGI commissioned an 

analysis to consider a new means of determining the reserve price (Shobe, 2010).  The 

reserve price was not changed.   

In the end, the performance of the RGGI auction has become a non-issue.   The 

regulated community has reduced aggregate emissions below the cap.   The result is that 

since September 2010, with the exception of the March 2011 auction, supply in the 

auctions has exceeded demand.  Allowances are sold at the reserve price, and secondary 

market trading has ceased.  The program has effectively become a tax with the per unit 

emissions cost being the auctionsô reserve price.   

3.3.2.2.3 2'')ȭÓ ÉÎÆÌÕÅÎÃÅ 
In the years since its inception, RGGI has effectively (though not explicitly) 

become the North American model.  Its mechanism and timeline served as the basis for 
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the market described in the 2009 bill (HR 2454, 111th Congress) proposing a federal 

greenhouse gas market.  More recently, California has adopted the design for its 

greenhouse gas emissions market.  Auctions for this market started in November 2012.  

California is also a member of the Western Climate Initiative, which also includes British 

Columbia and Quebec, and which, like RGGI, was created in the absence of federal 

action on the subject of greenhouse gas emissions.  BC and Quebec do not as yet have 

markets established, but WCI exists to share expertise and harmonize markets across 

participant jurisdictions as they are established.  

3.3.2.3 EU ETS 
The European Unionôs Emissions Trading System also regulates greenhouse 

emissions.  It now regulates power stations and manufacturing plants in all 27 EU 

member states as well as Croatia, Iceland, Liechtenstein, and Norway.  Each member 

state is allocated some number of allowances, which the government then disburses to 

industry subject to some common regulations and its own preferences. 

The market has evolved over its lifespan.  The first compliance period, Phase 1, 

spanned 2005-2007.  Phase 2 spanned 2008-2012.  Phase 3 spans 2013-2020.  In the first 

two phases, the market was more fractured with the individual member states having not 

just their own allocations and allocation plans, but also their own caps.  In Phase 1, 

member states were prevented from auctioning more than 5% of their national allocation, 

and during Phase 2, 10%.  Phase 3 brings more unity to the market.  A total cap replaces 

the individual caps, allocation rules are more homogeneous, and roughly half of all 

allowances will be auctioned with a common method. 
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3.3.2.3.1 Phase 1 and 2 Timelines and Mechanisms 
The Phase 1 and 2 ETS markets did not feature the regularity of the SO2 and 

RGGI markets.  The member states had the discretion to disburse their allocations and 

conduct auctions (if any) as they preferred.  There was no shared calendar or even shared 

method of auction. 

The Danes experimented with direct sales of allowances into the secondary 

market during Phase 1 by varying sales volumes over time with the purpose of 

maximizing revenue (Benz, 2008).  Germany experimented with direct sales at the start 

of Phase 2 where its auctions accounted for roughly 2% of the marketôs total allowance 

inventory (EC 2009, EC 2010).  The Germans differed from the Danes in that their 

objective was not to maximize revenue, but instead to achieve a ñmarket-friendlyò result.  

The state-owned promotional bank KfW sold allowances and futures directly into the 

most liquid exchanges available.  KfW traders did vary volume over time, but were 

largely able to match the price of nearby exchange trades (BMU 2010a, 2010b). 

In the second half of Phase 2, the Germans again changed their auction 

mechanism. In 2010, they eliminated the volume variability and switched to a weekly 

uniform-price auction where a fixed quantity was sold each week.  Like the previous 

method of market-friendly direct sales, the auctions delivered clearing prices consistent 

with the surrounding secondary market (Weiss, 2010).   For all months unaffected by the 

November 2010 allowance theft, the auctionsô clearing prices have deviated less than a 

percent from the secondary market (DEHSt, 2011).  As of summer 2012, the weekly 

auctions tend to constitute less than a percent of total ETS spot market trade volume (and 

less on the more liquid futures markets) (DEHSt, 2012).   
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3.3.2.3.2 Phase 3 Timeline   
For Phase 3, allowances are auctioned almost daily, all with a uniform-price 

auction.  The Intercontinental Exchange (ICE) conducts sales every other Wednesday 

morning to disburse the UK allocation.  The current schedule (still pending EU approval) 

shows that a constant number of allowances (slightly more than 4 million per auction) 

will be sold in each auction (ICE, 2013).  The two August auctions are the exception 

when the number offered will be half of normal to coincide with the normally light 

August trading volume.  The European Energy Exchange hosts the auctions for the 

remaining countries.  On Fridays, the auction is conducted to sell from the German 

allocation.  On Monday, Tuesday, and Thursday, the auction sells allowances for the rest 

of the member participants.  Volume is relatively constant here, as well.  The EU auctions 

are scheduled to release approximately 3.5 allowances per auction.  The German auctions 

are scheduled to release between 4 and 5 million per week (EEX, 2013). 

The combination of the ICE auctions for the UK and the EEX auctions for the 

remaining ETS participants means that for every ten trading days, nine include a 

government sale of allowances to the market.  Except for every other Wednesday, there is 

an auction for 3.5-5 million ETS allowances ï well above daily trading volume on both 

the futures and spot exchanges since the start of Phase 2 (EEX, 2013; ICE 2013).   

Of note in these auctions is the idea that they will be deemed to be running 

correctly as long as they deliver clearing prices consistent with the secondary market.  

Indeed, the intent is to employ a secret reserve price to each auction and vacate its results 

if the resulting clearing price is judged to be too low relative to the secondary market 

(EC, 2010).   
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3.3.2.3.3 Phase 3 Analysis 
The evolution to daily auctions has occurred over the entire duration of the market 

itself.  Analyses of auction frequency began with Phase 1.  This work is generally 

qualitative it is assessments, but generally consistent.  Higher frequency minimizes 

opportunities for strategic manipulation, minimizes the likelihood of government 

revenues inconsistent with secondary market prices, offers bidders increased flexibility 

with their own decision timelines, and improves market liquidity.  On the downside, 

higher frequency implies higher operational costs to the regulators and participants, and if 

the secondary market is well-functioning, it diminishes the relative benefits of the more 

frequent auctions (Mandell, 2005; Matthes and Neuhoff, 2007). 

Neuhoff (2007) extends this consideration as he presents the results of a workshop 

on Phase 2 ETS auction design.  The work group included members of the regulated 

community, financial intermediaries, academics, and government.  The group predicts a 

risk premium resulting from less frequent auctions.  Looking at previous investigations of 

hedging behaviors, they anticipate intermediaries emerging to offer hedges against the 

risk resulting from the time gap between auctions, but increasing average cost to the 

regulated emitters in the process.  With the intermediaries absorbing some market 

surplus, lower auction revenues are anticipated (though groupôs uncertainty with this 

prediction is highlighted).  In the end, he recommends weekly or monthly auctions.  

Two years later in the consideration of Phase 3 auction design, a survey of ETS 

market participants cites the same time risk aversion as the basis of a strong, cross-

industry preference for auctions that are conducted no less frequently than weekly (ICF, 

2009).   
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This EU industry survey is echoed in a later recommendation for the Australian 

government from an experimental investigation of cap-and-trade market design (Betz, et 

al, 2010).  They specifically exclude frequency from their experimental design, 

summarizing Ockenfels (2009) (available only in German) by reporting that the effects of 

auction frequency are so dependent on the particulars of a market that no general models 

of general effects currently exist.  They further assert that that laboratory investigation of 

frequency is impossible.  Instead the design choice must come rather from an 

investigation of the secondary market and industry surveys.  

3.3.2.4 Ground level ozone and particulates - NOx 
EPA followed the SO2 market with another cap-and-trade program for nitrogen 

oxides (NOx) which are responsible for ground level ozone and particulate matter.  As 

ground level ozone is only a seasonal concern, the cap and the allowances pertain only to 

emissions between May 1 and September 30 of each year.  Trading, however, is 

continuous. 

NOx allowance trading began in 1999 under the Ozone Transport Commission 

(OTC) NOx Budget program.  Before the 2003 ozone season, OTC was replaced by the 

NOx SIP Call market that featured lower caps and included more States.  In both of these 

markets the States themselves were issued allowances by the federal government, and 

then the States distributed the allowances as they pleased.  Though Kentucky and 

Virginia both experimented with auctions, the primary mode of disbursement has been 

free allocation.  The State disbursal of allowances was of interest to the proposed 

research as a federal auction that allows the participation of the various States (at 

irregular intervals) could eliminate duplicative State functions. 
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Beginning in 2009, the NOx SIP Call market was to be replaced by the Clean Air 

Interstate Rule.  CAIR was vacated (US DC Circuit, 2008) because the regulation does 

not adequately address the locality effects of NOx pollution.  CAIRôs State NOx budgets 

reflected consideration of the fact that upwind sources affect downwind air quality, but 

the legislation pointedly permitted the trading of allowances without regard for 

geography (CAIR, 70 Federal Register at 25,196) despite the fact that EPA understood 

the initial allotments will have little effect on the eventual allocation by the market 

(CAIR, 70 Federal Register at 25,230-1).  The ruling does not threaten the legality of cap-

and-trade in general; it only nullifies the CAIR legislation.   

The appeals process is currently underway, but EPA is working to determine the 

best means of modifying CAIR to satisfy the ruling. A possible remedy to the 

legislationôs flaw is a market of geographically constrained allowances.  This is not 

currently a popular option inside EPA, but it does seem to be a natural fix.  If indeed such 

allowances are devised, the markets for them will be strongly interdependent with 

allowances serving simultaneously as complements and substitutes to the various 

regulated entities. 

3.3.2.5 RECLAIM 
RECLAIM was established in 1994 by the Californiaôs South Coast Air Quality 

Management District (SCAQMD) to regulate SO2 and NOx in and around Los Angeles.  

The market does not use auctions, but it informs this work for two reasons.  First, the 

market considers geography in that trading of allowances westward is restricted since any 

emission over the coast will affect eastern areas.  Second, the market suffered severe 

price shocks during the electricity deregulation and shortages of 2000.  The first point is 
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an example and precedent for the consideration of geographical limitations on allowance 

trading.  The second point highlights the needs for transparency and rapid price 

discovery.    

3.3.2.6 Illinois ERMS 
The Illinois Environmental Protection Agency began in 2000 the Emissions 

Reduction Market System (ERMS), a cap-and-trade system to regulate volatile organic 

compounds (VOCs) in the Chicago area (Kosobud, 2004).  The market was significant to 

this research as, like RECLAIM, it was a domestic non-federal market, and, unlike 

RECLAIM, some of its regulated firms would not be subject to a federal greenhouse gas 

market.  Therefore, the market was thought likely to remain when a federal greenhouse 

gas market was established and to demonstrate the possibility of other such markets 

emerging elsewhere at a later date. 
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4 BID PRIVACY IN PERIOD IC AUCTIONS  

This chapter is the result of the first laboratory experiment which was intended to 

illuminate the effects of the public announcement of bid information.  

With the 2009 legislation still active in Congress, EPA was investigating market 

design with the working assumption that the auctions would use a uniform price design.  

This was in line with the more modern RGGI design as well as recommendations from 

the economics literature at the time and the Chicago Board of Trade, who administered 

the SO2 auctions.  In all cases, the reasoning was that the uniform price design would 

elicit bids more representative of actual valuation and, as a result yield higher efficiency.   

What was not considered in any of the recommendations was the fact that EPAôs 

practice in SO2 and its intent for the federal market was to fully report bidder identity, 

quantity, and price after each auction.  I hypothesized the effect of this public reporting 

would was away the intended effect of the uniform price auctions as market participants 

sought to protect private information.  Indeed, I expected a pooling of bids around 

previous market price ï just as in the SO2 discriminative price auctions and just as the 

uniform price design was intended to deter.   

We see in this chapter that the experiment did not shed light on this question.  

Instead, it raised questions about the value of infrequent auctions in the first place. 

The remainder of this chapter is the paper eventually submitted for journal 

review.   
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4.1 Introduction  
US federal responses to climate change may feature a pollution allowance (cap 

and trade) market as a primary means of reducing greenhouse gas emissions.  The House 

passed the American Clean Energy and Security Act of 2009 on June 26, 2009.  Senate 

versions are under consideration. 

We investigate the price discovery and efficiency effects of both the auction 

design and its associated reporting rules in the context of the ongoing secondary market.  

The proposed federal regulation draws primarily on the history of the federal sulfur 

dioxide (SO2) market and the Regional Greenhouse Gas Initiative (RGGI) market.  We 

consider aspects of each with our laboratory markets and show possible difficulties with 

these market structures.  To close the paper, we suggest future investigation into an 

alternative market design that we hypothesize reduces practical regulatory burden and 

promotes market efficiency. 

Our laboratory markets include sealed bid auctions interspersed with secondary 

market trading and compliance periods.  In our markets, we use the auctions to disburse 

at least a quarter of the allowances into the market.  We observe (1) market prices reflect 

an expectation of future market prices and are insensitive to banked allowance 

inventories that depress the competitive equilibrium; (2) allowance banking increases 

with uncertainty; and (3) the secondary market - not the auction - is the primary 

mechanism of overall market efficiency.  Contrary to our original hypotheses, we also 

find (4) no efficiency difference resulting from the use of a uniform price or 

discriminative price auction and (5) no price or efficiency differences resulting from 

differing bid reporting rules.  
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4.2 Background  
We begin with a short review of the literature concerning the institutions 

comprising an allowance market: continuous double auctions and single-seller discrete 

auctions. 

4.2.1 Continuous double auctions  
The continuous double auction and its price formation properties has been the 

focus of much work.  The literature contains two threads of interest here: repeated, 

separate markets and multiple round durable goods markets.  In the first case, 

endowments ï but not subject earnings ï are reset at the start of each trading period.  The 

ending condition of one period does not affect the endowments at the start of the next.  In 

the durable goods case, the tradable tokens pay a dividend at the end of the period and 

remain in the subjectsô possession to start the next trading period. 

Friedman (2010) provides a summary of laboratory markets in which goods are 

not durable.  Most relevant here is the fact that in a stationary, repeated environment, 

even if the number of buyers and sellers is few, subjects quickly converge upon the 

equilibrium price defined by the induced values.  Gjerstad (2007) notes this convergence 

occurs primarily during trading, not between periods, and, in fact, the price of the first 

trade in a period is more a function of the trade prices in the immediately previous period 

than it is of the induced values. 

Allowance banking between compliance periods makes the durable goods studies 

relevant to this particular environment.  Smith, et al. (1988) provide the seminal results 

here.  They report the ease with which laboratory subjects establish price bubbles for 

durable assets when a common, random (drawn from a known distribution) dividend is 
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paid to the holder of each tradable token at the end of each trading cycle.  In these bubble 

instances, trading prices increase to a point well above the expected value of future 

dividend payment and then collapse before the market draws to a close.  They cannot say 

why bubbles are so easy to establish in such environments, but note the tendency to form 

bubbles decreases with subject experience.   

Our markets differ in that our traded assets, while infinitely bankable, have 

private values and must be spent to generate new wealth in the market.  Once spent, the 

asset is removed from the market.  Franciosi, et al. (1999) use a market and assets similar 

to ours.  They, however, use the two-sided revenue neutral SO2 auction design, and they 

conduct trading before the auction in each compliance period.  In the markets that allow 

banking between compliance periods, they show strong correlation between auction and 

secondary market prices, while showing also some (but not conclusive) tendency towards 

bubble formation.   

4.2.2 Single seller discrete a uction s 
Auction design within the context of a continuous secondary market also spans 

the auction literature.  Compliance entities participating in the market will estimate a 

private value for an allowance, but the value is likely correlated with the private values of 

similar firms.  The secondary market introduces a common value element as the market 

price represents a lower bound on the value of allowances for the market participants.  

Since only a portion of the periodôs allowances are auctioned at any one time (either 

because multiple auctions are held each compliance period or because a large fraction of 

the market is allocated for free), we must consider sequential models as well.   
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Kagelôs 1995 survey compares theory and experimental results in affiliated 

private value and common value single shot auction.  In particular, he notes the 

systematic overpayment in common value auctions in the laboratory.  If a winnerôs curse 

is not present, greater information availability prior to the auction further increases bids.  

If a winnerôs curse is present, the added information induces a more realistic assumption 

of the common value, and bids are lower than otherwise.   

Krishna (2002) discusses sequential private value auctions in his survey.  With 

bidders who have a private value for exactly one unit each, the equilibrium bids for a 

series of one unit sales do not depend on the information revealed from previous 

auctions.  Ortega-Reichert (1968), Hausch (1986), and Mezzetti, et al. (2008) show that 

under affiliated value models with either multi-unit demand or multi-unit sale, 

equilibrium strategies differ with the information reported from previous auctions.  

The link between sequential auction models and the pollution markets is served 

by models that include both an auction and then a subsequent aftermarket.  Haile (2003) 

notes the difference between these resale models and common or affiliated value models 

that do not allow resale is the fact that the common price element is endogenously 

determined in the resale environment.  He also notes that incentives to signal in the 

original auction exist in such a market, but the magnitude and even direction of the 

deviation from true value depends on the details of the auction and the secondary market 

design as well as the information reporting procedures.  Goeree (2003) also shows that 

the structure of the secondary market helps determine the direction of the signaling in the 
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auction.  Further, when bidders have the incentive to understate values, a separating 

equilibrium may not exist, and the auction becomes inefficient. 

4.2.3 Current  legislation and markets  
The market described in the HR 2454 is based primarily on two markets: the US 

SO2 market and the RGGI greenhouse gas market.  The SO2 market serves as the model 

for general market structure and administration.  The quarterly uniform price auctions 

mirror the RGGI design.  Though the bill specifies an auction design, it allows the use of 

an alternative design, ñé if the Administrator determines that [it] would be more 

effective, taking into accounté costs of administration, transparency, fairness, and risks 

of collusion or manipulation,ò (US House, 2009). 

4.2.3.1 Acid rain ɀ SO2 
Compliance in the SO2 market is annual with an auction at the start of the 

compliance year and an on-going secondary market.  Allowances do not expire, and they 

are defined by a vintage which specifies the first year that it can be used for compliance. 

The vast majority of allowances (~97.2%) are given for free to the regulated community; 

the remaining 2.8% are auctioned.  Half of the auctioned amount is sold seven years 

before it can be used for compliance.  The remaining half is sold at the beginning of the 

compliance year in which it can first be used.   

The SO2 auction is a two-sided, revenue neutral, discriminative price, sealed bid 

auction.  After each auction, all bid information is made public; bidders are identified by 

name, quantity, and price.  Cason (1993) shows analytically that the seller mechanism 

introduces inaccurate price signals and inefficiency.  Cason and Plott (1996) 

experimentally show a uniform price variant to improve price discovery and market 
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efficiency.  Brookshire and Burness (2001) show analytically that the revenue-neutral 

mechanism also generally sends incorrect price signals to the secondary market.  The 

Chicago Board of Trade, having conducted the first three auctions for EPA, in 1996 

recommended a switch to a two-sided uniform price design, arguing likely improvements 

to price discovery, revenue, and efficiency (US EPA, 1996).  

In practice, the SO2 auction functions as a one-sided auction since private sellers 

have preferred to exchange in the secondary market, making moot the problems with the 

seller mechanism.  Additionally, within one year of trading (and prior to the first 

compliance deadline), bids in the auction were a reflection of secondary market prices 

(Joskow, et al. 1998), making moot any problems with the auctionôs price discovery 

characteristics. 

4.2.3.2 RGGI 
The Regional Greenhouse Gas Initiative (RGGI) was formed by ten Northeastern 

and Mid-Atlantic States in the absence of federal action on GHG emissions.  Compliance 

periods are three years.  The first regulates 2009-2011 emissions.  Allowances do not 

expire.  All ten states have agreed to auction at least 25% of their allowances; six have 

promised to auction 100%.   

The allowance auctions are conducted quarterly with the first occurring in 

September 2008.  RGGI governs primarily electricity generators, so the quarterly 

auctions allow firms to simultaneously consider the complementary electricity auctions.  

The frequency of the auction is intended to provide liquidity to the market and to reduce 

the size of required capital reserves without creating undue administrative burden.  
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The auction design is a single-sided, uniform price, sealed bid design with a 

minimum reserve price.  Like the SO2 market, two uncoupled auctions are conducted 

simultaneously.  One is for allowances of the current compliance periodôs vintage; the 

other is for the next compliance period.  Unlike the SO2 market, bid information is kept 

private in the RGGI market.  The list of qualified bidders who declare intent to participate 

is released along with the clearing price, some aggregate statistics about the bid set and 

the quantities awarded to each winning bidder.  Not disclosed are the identities of 

winning bidders or bid prices.  

The original design recommendation (Holt, et al., 2007) discusses experiments 

that guided the reasoning behind the RGGI design.  In some treatments they allow 

banking and employ a secondary market, but, unlike our markets, the secondary market is 

represented by a single uniform price call auction.  They make no mention market price 

reflecting expected future price, rather than underlying supply and demand.   

RGGIôs actual auction announcements do reveal some doubt as to the discovery 

capability of the auction, however.  The minimum reserve prices have been constant from 

the first auction to the current one (RGGI, 2009a), and the fourth auction announcement 

specifically states, ñthe Participating States have determined that there are not sufficient, 

reliable market data available to establish a valid current market price,ò (RGGI, 2009b).   

4.3 Experim ent  
Our laboratory market was intended to capture the dynamics of the presumed 

greenhouse gas market.  Here we describe our market structures, their deviation from 

their natural counterpart, our laboratory methods, and the input data. 
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4.3.1 Experimental environm ents 
The laboratory market designs are simplified variants of the EPAôs SO2 market 

and RGGIôs CO2 auction.  They are framed, however, as production environments.  Input 

units take the place of allowances, and instead of compliance, subjects manage 

production in which they convert input units into output units, which represent new 

wealth in the market.     

Each year is modeled as a cycle of four institutions: information update, a sealed 

bid auction, a secondary trading market, and production.  Figure 1 shows a single cycle 

along with the time allotted to each institution within the cycle.   

 

Figure 1: Institution order and timing in a single cycle 

The cycle begins with the information update institution which does not require 

user interaction.  Instead, all freely allocated allowances are distributed, and the subjectsô 

assigned private values for output units are changed to introduce uncertainty into the 

experimental environment.  These private values change at the beginning of each cycle, 

but remain constant through the cycle.   

The auction follows the information update.  Across all markets, the auction is a 

single-sided, sealed bid design that releases the yearôs remaining allowances into the 
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market.  Our treatments vary the payment rules, bid information disclosure rules, and the 

quantity of allowances sold in the auction each cycle.   

The auction is followed by the secondary market that is modeled as a continuous 

double auction.  Bids and asks are posted and transactions are executed one unit at a time.  

No bid or ask queue is maintained.  Subjects can only submit offers that reduce the bid-

ask spread, and once an offer has been beaten in the market, it is permanently removed 

from consideration.   

Production is the final institution of each cycle.  Subjects are able to convert input 

units into output, the value of which is set by the values assigned at the beginning of a 

cycle.  Each subject is limited to producing a maximum of five output units each cycle 

(though there is no limit on maximum inventory). One input unit is required to produce 

one output unit, and once converted into output, the input unit is removed from the 

market.  Production is the only institution in which wealth is actually created.   To model 

infinitely bankable allowances, input units do not expire; any unused inventory in a 

particular cycle is carried over into the next.  However, input units that are not converted 

to output by the end of the market have no value to the subject. 

4.3.2 Market simplifications  
Our laboratory markets capture the salient features and incentives of natural 

greenhouse gas markets. At the same time, as in all laboratory investigations, they are 

unavoidably simplified.  Our key simplifications are common to the literature in this area.  

We note our specific simplifications here. (1) In a natural market, emissions and 

allowance trading are concurrent.  Only at compliance must the inventory of allowances 
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be greater than the quantity emitted since the last compliance period; at any other time, a 

polluter may have already emitted more than it has allowances in inventory.  In the 

laboratory market, this is not possible.  The subjects first acquire input units and then use 

up to the number of input units in inventory to produce output.  This simplification 

eliminates consideration of compliance penalties.  (2) In our markets, all trading is spot 

trading and consists only of input units that can be converted to output as soon as they are 

released into the market.  No derivative contracts exist.  (3) All  subjects in the laboratory 

market model polluters ï all can use input units to generate wealth.  In the natural market, 

non-compliance entities will participate in the market in an attempt to derive profit 

through exchange.  In our market, profits can be made this way, but we have no subjects 

for whom it is the only way. (4) In a natural market, common information that is not 

provided by the market itself will be available.  No external information is relevant to our 

laboratory markets. 

4.3.3 Training procedures  
Each subject participated in three experimental sessions (Session 1, Session 2, and 

Session 3), each of which lasted two to three hours.  After the first two sessions, subjects 

were given a test to assess their understanding of the rules and the user interfaces.  

Subjects with adequate performance on the test were invited for a subsequent session.  

Session 3 markets are the primary source of data from which our conclusions are drawn.  

Students earned a $5 show-up fee for all sessions.  Session 2 and Session 3 

markets featured performance payments; Session 1 markets did not.  To ensure relatively 

constant average payouts across treatments, subjects participating in markets in which all 
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input units were auctioned also received a flat fee to complete a session.  This bonus was 

$5 for Session 2 markets and $10 for Session 3 markets.  After both Session 2 and 

Session 3 markets, subjects were paid in cash at a rate one hundred experimental dollars 

to one real dollar.  Session 2 earnings (not including show-up fee) averaged $26 per 

subject.  Session 3 earnings (not including show-up fee) averaged $38 per subject. 

We attempted to have subjects participate in only one treatment for their three 

sessions.  This would allow them to learn the user interface and market rules concurrently 

with developing market strategies.  For three of the five treatments this was true.  For two 

treatments (Discriminative-Public-25 and Uniform-Private-25), some subjects 

participated in Session 1 markets that were different from their Session 2 and Session 3 

markets.  In all cases, subjects were provided with the same rules in Session 2 and 

Session 3 markets. 

4.3.4 Laboratory procedures  
To start a session, the monitor seated subjects randomly in the laboratory and then 

randomly assigned a username to each subject (Endowments had been assigned to the 

username as part of the experimental design and remained constant for the username 

across all laboratory markets in a given Session).  Once given usernames, the subjects 

logged into the system, and the monitor distributed instructions.  The monitor then read 

the instructions aloud.  To improve subjectsô comprehension, the reading was stopped 

after the explanation of each institution that requires user interaction (the auction, trading, 

and production).  The subjects played the institution, and each was given a sheet of 

exercises.  As subjects completed the exercises, the monitor spoke with each individually 
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at their terminals to discuss any errors and to ensure understanding.  The monitor did not 

collect the exercises; subjects could refer to them throughout the market and the test at 

the end of the session.  After all subjects had been visited, the monitor did the exercises 

on the board for all to see.  These explanations remained on the wall for the duration of 

the experiment.  After the explanation to the group, the monitor resumed reading aloud 

the instructions for the next institution.  The market proceeded without further 

interruption after the final bit of instructions. 

4.3.5 Experimental design  
Three two-level treatment variables are considered in the laboratory markets: 

sealed bid design (either uniform or discriminatory), bid disclosure rules (full disclosure 

or aggregate information), and the fraction of a cycleôs allowances offered in the auction 

(25% or 100%). 

Sealed bid design - The single-sided auction at the start of the cycle is either 

uniform or discriminative price.  In both cases, revenue is returned to the seller, and no 

private sales are permitted during the auction phase. 

Bid disclosure ï After each auction, either all bid information (bidder identity and 

price) is reported or only the clearing bid (with identity removed) is reported.  The full 

reporting case duplicates practices for the SO2 market and the proposed federal 

greenhouse gas market.   

Fraction of the allowances auctioned ï Of the 24 allowances released into the 

market each cycle, either all are auctioned or only 25% are auctioned. 
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The three treatment variables are varied over five treatments.  Three Session 2 

markets and two Session 3 markets were run for each treatment.  In all Session 3 markets 

and all but three Session 2 markets, eight subjects participated.  In the remaining three 

Session 2 markets, only seven players participated, but in the cases where we invoke 

Session 2 data, these runs are excluded. 

The uniform price auction serves as the auction design for the bulk of the markets.  

With the uniform price design, we have a two-replicate, 2x2 factorial design to assess the 

effects of bid disclosure policy and the fraction of allowances auctioned.  We include the 

two markets featuring the discriminative price auction as they are more similar to the SO2 

auction, and they serve as a means of comparing our laboratory market to that natural 

market.  

4.3.6 Input data  
Subject endowments are constant across markets in a particular session.  Session 

2 markets last twelve cycles; Session 3 markets last sixteen.  In both Sessions, twenty-

four new input units are added to the market each cycle. 

4.3.6.1 Production values 
At the start of a cycle, each of the eight subjects is given a new set of five 

descending marginal production values.  Players are symmetric in that their value sets are 

drawn from the same distributions although the distributions vary between sessions and, 

in the case of Session 3 markets, between cycles.   

In all sessions, maximum aggregate wealth results only when input units are 

converted to output in the same cycle in which they are first released into the market.  In 

other words, banking reduces the overall wealth generated in the market.  We did this to 
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make a more confident a priori estimate of total subject payment.  It had the secondary 

benefit of allowing the setting of a near-constant ceiling on the marketsô equilibrium 

prices. 

To assign the production values, we use three distributions each cycle.  The first 

distribution sets equilibrium price (absent banking) by setting the 25th highest value (of 

the 40 created for the cycle).  Since only 24 input units are released into the market each 

cycle and since banking is unprofitable, this 25th value will never be exercised in a 

maximally efficient market.  24 values are then drawn from a distribution whose lower 

bound is strictly greater than the upper bound of the 25th value.  Finally, 15 more values 

are drawn from a distribution strictly below the realized 25th value.  These 40 values are 

then distributed randomly so that each market identity has 5 values per cycle. 

The Session 2 production values are drawn from the same distributions for all 

cycles.  The 25th value is drawn from a discrete uniform distribution [e$37-e$40].  The 

high 24 values are drawn from a uniform distribution [e$41-e$100], and the remaining 

low 15 values are drawn from a uniform distribution [e$1 - 25th value].     

Session 3 markets include a values shift at the start of cycle 9 of 16 cycles.  In all 

cycles, the high 24 values are drawn from [e$51-e$100].  In the first eight cycles, the 25th 

value is drawn from [e$47-e$50], while in the second half of the market, the 25th value is 

drawn from [e$27-e$30].  The result is a gap of over e$20 between the 24th and 25th 

values in the second half of Session 3 markets.  This was intended to offer insight into 

speculative bidding with the bid disclosure policies and the relative price discovery 

capabilities of the two sealed bid options.  
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4.3.6.2 Free allocations 
For the markets in which only 25% of the input units are auctioned, four of the 

eight subjects are given free input units each cycle.  Five free input units are assigned to 

the owners of the two smallest sums of efficient production values.  Four free input units 

are assigned to the owners of the third and fourth smallest sums of efficient production 

values.  These subjects receive this quantity each cycle in the information update 

institution.  We refer to them as incumbents; they model the entities that will receive free 

allowances under a grandfathering scheme.  Subjects who do not receive free allowances 

are called new entrants.  We concentrate the freely allocated input units in the hands of 

only four subjects to ensure each cycle still presents the opportunity for profitable trade 

after the auction. 

4.4 Performance mea sures 
Before proceeding into a detailed discussion of findings, we define terms for 

measuring market performance. 

Equilibrium is the intersection of myopic supply and myopic demand.  Since 

subjects have no explicit information about future value distributions, equilibrium is 

defined strictly in terms of current values and current inventories.  Thus, as banked 

inventory holdings increase, the equilibrium price decreases. 

A single playerôs demand is defined as the values that she cannot realize given her 

current inventory.  As an example, Player A has three units in inventory.  Since she has 

five descending marginal production values at all times and produces output in 

descending order of value, her demand is the bottom two elements of her set of 

production values.  Similarly, player supply is the set of values that can be immediately 
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satisfied from inventory holdings.  Any inventory greater than five units is represented in 

the supply curve with value e$0 since subjects can produce no more than five output units 

per cycle.  Input units offered in the auction also are considered part of the supply curve 

with value e$0. 

In our laboratory markets, supply and demand rarely intersect at a particular 

value.  In these cases, equilibrium is defined as the range between the last demand and 

supply value pair before curve intersection.  If the curves are exhausted before they 

intersect, the considered range is between the last entry of the shorter curve and the entry 

with the same index in the other curve. 

Banked inventory is the sum of input unit inventories after the production phase 

in a cycle.  This equates to allowances retained by market participants after a compliance 

deadline.  

Incumbent banked inventory ratio is the fraction of banked inventory held by 

incumbents over the total banked inventory at the end of a particular cycle.     

Total market efficiency is the fraction of the total wealth generated in the market 

over maximum possible generated wealth.   Since seller revenue is also included in the 

calculation of generated wealth, clearing prices above buyer values do not necessarily 

result in efficiency loss. 

Holding efficiency (effhold) describes the wealth generating potential of the 

marketôs allocation at a particular time without considering production and banking.  

Given the sum of player inventories, icurrent, the maximum holding value is the sum of the 

highest icurrent values at that time.  The actual holding value is the sum of values that 
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could be immediately realized if production were possible and all inventories were 

converted to output without further exchange.  The holding efficiency is then the actual 

holding value over the maximum holding value. 

4.5 Hypothesis  
We undertook this experiment with questions about the implications of the full 

bid disclosure, which is the policy for the SO2 market and which we have assumed will 

be the policy under the presumed federal greenhouse gas market.  We anticipated - 

consistent with resale models [7] and [8] - that subjects would use information disclosure 

rules to signal underlying values.  Specifically, we hypothesized that the full disclosure of 

bids would encourage low bidding in the auctions as subjects sought to hide their true 

valuations from the other market participants.  If this hypothesis were true, we would 

expect auction participants to pool bids at or below the underlying equilibrium price.  The 

auction would, therefore, generate market inefficiency, and it would depress market 

price.  Clearly, if such were the case, the government might carefully consider disclosure 

policy in future markets. 

In the following section, we provide evidence that our hypothesis is incorrect.  In 

particular, we find that subjects do attempt to communicate through the auction when bid 

curves are made public, but we find limited indication of an aggregate effect from bid 

privacy.  In addition, we present surprising findings concerning price and risk response.  

4.6 Results 
We now present our results in terms of five broad categories. 
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1. Price: Market prices reflect an expectation of future market prices and are 

insensitive to banked allowance inventories that may otherwise depress price. 

2. Risk response: We find strong evidence that allowance banking is a response 

to uncertainty. 

3. Primary auction versus secondary trading: The secondary market ï not the 

auction ï is the primary mechanism of overall market efficiency. 

4. Auction design: With limited data, we find no difference in aggregate market 

behavior between the discriminative price auction and the uniform price 

auction. 

5. Privacy: The full disclosure of bid information does not affect either overall 

market efficiency or seller revenues.  It likely does not affect auction 

efficiency. 

4.6.1 Prices 
Our laboratory markets consistently yield both auction clearing prices and trade 

prices that are well above competitive equilibrium, reflecting instead an expectation of 

future market price.  This separation of market price and the underlying equilibrium price 

is a consequence of banking, which itself is a response to uncertainty. 

Observation 1: In all treatments, auction clearing prices and trading prices 

reflect an expectation of future prices and are consistently above the underlying 

equilibrium range. 

Figures 2-11 are summaries of the Session 3 markets.  They make plain the fact 

that market price is consistently higher than underlying equilibrium prices.  They also 
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argue against the price discovery properties of an auction once a market of this sort is 

established.  Even in the three markets in which clearing prices and trading track 

equilibrium during the first eight cycles (Figures 3, 6, and 11), the auction at the start of 

the ninth cycle (when the underlying value of inefficient units falls) looks no different 

from the previous auctions.  And after the shift, prices in both the auctions and trading 

phases fail to track equilibrium prices as closely as they had before the shift.  The 

auction, if it provides discovery at the start of the market, does not provide that function 

in the middle of an ongoing market.  Subjects bid and trade on expectation of future 

prices, not underlying value. 

The finding is consistent with the literature.  Our multiple cycles are stationary in 

the sense that the value distributions are constant over the first half of the market and then 

again over the second with a different distribution.  The subjects do find a relatively 

constant market price as demonstrated in previous work with repeated, but separate 

double auction trading periods.  With the banking mechanism, however, trading prices 

are above equilibrium, as is the case with previous durable goods experiments.   

This result also strengthens the idea that price adjustment occurs during double 

auction trading rather than between trading periods ï even if a period begins with a 

multiple unit auction, which considered by itself, theoretically should find the 

equilibrium price.  Considering again Figures 2-11, at the start of cycle 9 when the gap is 

introduced in the value distribution, we see that the auction-clearing price in all but one 

market is higher than that of the subsequent double auctionôs average trade price.  



74 

 

Whenever an adjustment (however minimal) occurs with the underlying value shift, we 

first see this adjustment in the double auction.   

We also observe that the clearing prices are consistently above equilibrium prices.  

This result supports the existing common-value sealed-bid auction literature.  That 

literature argues that one is likely to see a systematic overpayment in common value 

auctions either when the winnerôs curse is not a consideration or when bidders have 

greater access to information before the auction.  Our environment satisfies both 

conditions.  First, banking removes the winnerôs curse since allowance holders can hold 

them for later use or for resale if the immediate compliance period does not offer the 

opportunity for profitable use.  And second, the secondary-market trading serves to 

increase information availability prior to subsequent auctions.   

4.6.2 Risk response  
Observation 2: Allowance banking increases in response to increases in 

uncertainty about the value of inventory. 

Three pieces of evidence support this observation, but first, we recall the 

discussion of production values in section 3.6.1.  In all three sessions, maximum 

efficiency can be achieved only if no units are banked.  Value distributions are constant 

over Session 1 and 2 markets.  For Session 3 markets, a values shock occurs at the start of 

the ninth cycle with cycles 1-8 using one distribution and cycles 9-16 using another. 

Session 2 vs. Session 3 markets 

At the outsets of Session 1 and Session 2 markets, subjects have no expectation of 

value distributions, changes to the value distributions, or market prices.  In these 
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Sessions, the distribution of production values remains constant over all cycles, and 

maximum efficiency can only be achieved if no units are banked.  As such, these first two 

Sessions provide no opportunity for either speculative or hedging gain, and these subjects 

learn to spend more aggressively in Session 3 markets.  The lesson is that as subjects 

become more comfortable in the environment (through the first two training Sessions) 

and as they begin to form expectations of future market conditions, they bank fewer 

allowances. 

We show this by comparing the banked inventories at the end of each cycle across 

the Session 2 and Session 3 markets.  In doing this, we consider only the first eight 

cycles.  Session 2 markets conclude after twelve cycles, so by cycle 9, subjects begin 

shedding input units that have no value after the game.  Session 3 markets include the 

demand shock at the start of the ninth cycle.  Consideration of only the first eight cycles, 

therefore, allows comparison of strategies in constant value environments before any end 

of market effects can be felt. 

Statistically, the null hypothesis holds that Session 2 banked inventories are less 

than or equal to those of Session 3.  To test it, we apply a Wilcoxon rank sum test to each 

cycle, so that we have eight (correlated) tests.  The first cycle yields a p-value of .0103; 

all other cycles have p-values less than .009.  So even though the tests are strongly 

correlated, the weakest evidence is strongly persuasive.  By creating an expectation of 

value stability over the whole course of Session 2 and the first half of Session 3, we 

remove perceived uncertainty, and banked inventories are smaller in Session 3. 

Response to value shift 
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In Session 3, banked inventories are usually grown over the first four cycles and 

then trimmed through the eighth cycle as subjects liquidate inventories in response to an 

expectation of market stability.  At the beginning of the ninth cycle, the demand schedule 

changes and uncertainty is introduced.  As the market grapples with the shift, inventories 

are again grown.  Of course, as the market again begins to settle and the close of the 

market looms, subjects begin to liquidate inventories. (Inventory not converted to output 

by the end of the market has no value.)   

Statistically, we fit a linear model to compare the rate of inventory change for 

periods 5-8 and 9-12.   The Session 3 markets yield a p-value of .002 for the null 

hypothesis stating the two banking trends are equivalent ï strongly significant.  The 

estimated slope for cycles 5-8 is indeed negative (-0.25 banked units/cycle) to show a 

consumption of banked inventory as subjects become accustomed to a constant value 

distribution.  The estimated slope for cycles 9-12 is positive (0.91 banked units/cycle) to 

show the increased rate of banking after the value shift.  

Inventory distribution (incumbents vs. new entrants) 

In markets where only 25% of new input units are auctioned, it is the new entrant 

- not the incumbents - who are responsible for the banking.  Statistically, we consider the 

incumbent banked inventory fraction at the end of each cycle.  A signed rank test for each 

cycle tests the null hypothesis proposing that the median value of fraction held by 

incumbents is greater than or equal to 0.5.  For the first cycle, the testôs p-value is 

significant at 0.039; for all subsequent cycles, the p-value is at least half as small.  As 

above, the tests are highly correlated, but even the weakest evidence for rejection is 
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strong.  Thus, we conclude that new entrants hold a larger fraction of the total banked 

inventory.  

The disparity in banking rates can be traced to a difference in the uncertainty 

facing incumbent and new entrant subjects.  Incumbents automatically receive enough 

input units to cover their maximum production capacity (or just one input unit shy of 

maximum capacity), so banking in consideration of their own values is unprofitable.  

Incumbents do, however, have the opportunity for speculative gain if new entrant 

production values and, therefore, market prices increase. New entrants share the same 

possible speculative gain if their own production values rise, but, unlike the incumbents, 

they also bear the risk of incumbent production values and, therefore, market price 

increasing.  Thus, under the hypothesis that uncertainty increases banking, we should see 

new entrant firms banking more than incumbent firms.  We indeed do observe this 

phenomenon. 

4.6.3 Comparing auctions to trading  
Observation 3: The secondary market, not the auction, is the primary 

mechanism of overall market efficiency. 

As expected, when only 25% of a cycleôs allowances are auctioned, the secondary 

market improves the wealth generating potential of the market (holding efficiency) over 

that achieved with just the auction.  At the end of the auction, the incumbent subjects 

have not yet had the opportunity to sell their less profitable input units.  Trading corrects 

this imbalance.  In Session 3, of the 96 cycles (6 markets of 16 cycles each) only one 
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cycle yielded holding efficiency after the auction that was greater than holding efficiency 

after trading.  

The trend is weaker with the markets in which all input units are auctioned, but 

still holds.  In 44 of 64 cycles (4 markets of 16 cycles each), the secondary market 

improves the holding efficiency resulting from the auction.  Since this difference between 

the two institutions is only marginally correlated with the difference from the previous 

cycle (Durbin-Watson D = 2.1, Pr < D = .67), we model the observations as independent.  

Both a t-test and the signed rank test indicate that holding efficiency is greater after 

trading than after the auction (one-sided p-values less than .0001 for both tests). 

Combined with Observation 1 in which we show the auction not to be a price 

discovery mechanism once the market is underway, the secondary marketôs consistent 

improvement of holding efficiency tells us that the secondary market is the primary 

mechanism of market efficiency and price determination.  The auction may have effect at 

the marketôs start; in time, however, it does not.  This finding is consistent with Joskowôs 

(1998) analysis of the SO2 market. 

4.6.4 Auction design  
Our experimental design is focused on the uniform price design as it is the most 

likely design for a future market, and so we compare the discriminative price and uniform 

price auctions only in markets in which 25% of the allowances are auctioned. 

Observation 4: The choice between uniform price and discriminative price 

auction design does not affect aggregate market performance when 25% of the 

allowances are auctioned.  
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We compare the uniform and discriminative price auctions with three measures: 

overall market efficiency, seller revenue, and auction efficiency.  We detect no difference 

for any of these measures.  A full statistical analysis is available in the working version of 

this paper (self reference omitted for peer review), but this observation fits squarely with 

Observations 1 and 3.  The auction reflects the secondary market, and the secondary 

market is the primary means of market efficiency.  The auction is superfluous, and thus 

its specific design does affect the aggregate market. 

4.6.5 Privacy  
As mentioned above, we began this effort with questions as to the effects of the 

policy for bid disclosure after the auctions.  Our findings, however, did not match our 

expectations.  Here we present detailed results for our single positive finding related to 

privacy effects (Observations 5).  We also present two negative findings (Observations 6 

and 7), but limit detailed discussion to the (longer) working version of this paper (self 

reference omitted for peer review).    

Observation 5: The complete disclosure of bid information after the auction 

allows individual attempts at market manipulation. 

The markets present no macroscopic indications of market manipulation or 

collusion; however, questionnaires distributed after Session 3 markets indicate some 

attempts to use the auctions as a means of communication.  For the markets in which 

subjectsô auction bids were made public after the auction, subjects were asked 
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ñWhen bidding in the sealed bid auction, did you consider the fact that your bids 

were public information immediately afterwards?  If so, how did you alter your bidding 

strategy?ò 

Two of the 56 subjects who participated in a final session that featured full bid 

disclosure explicitly indicated in their remarks that they attempted to communicate 

through the disclosure rules.  The first one attempted to signal in the market featuring the 

uniform price auction and in which all input units are auctioned.  The subject notes an 

effort to reduce the clearing price of the auction. 

ñI started bidding extravagantly on one or two units (to guarantee a buy @ 

clearing price) but I noticed that this made other players do the same, so I toned it down 

to lower the clearing price.ò  

By the fourth cycle in this market, the auction clearing price drops from initial 

highs and remains relatively constant until the end of the market.  The subject is not able 

to coordinate any collusion to further suppress price, so he is likely mistaking cause for 

correlation as other players learn to bid less aggressively in the auction, but this does 

demonstrate intent. 

The second - and stronger - example of communication via auction disclosure is 

from a market where 25% of the input units are sold with a discriminative price auction. 

ñYes, by bidding in random cycles.  Also by altering the buy and sell prices i.e. 

sometimes buy a unit for higher price to set a benchmark and then sell a few quick units 

(and it worked!)ò 
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Here, rather than seeking coordination, the subject pays to announce 

misinformation.  If only the clearing bid is announced, this method of manipulation 

cannot be attempted.  The purposely-high bids will never be conveyed to the market, and 

the subject will simply reduce his earnings without a chance for gain. 

Seven other subjects (of the remaining 54) returned ambiguous free-form 

responses that may indicate some attempt either to hide private values by abstaining from 

the auction or to manipulate the auction price (both up and down).   

These are anecdotal and self-reported evidence, and, again, we detect no 

macroscopic effects.  Indeed, the multiple strategies revealed in the questionnaire 

responses seek to move auction prices both up and down, so, on the aggregate, they may 

tend to cancel.  However, these responses are evidence of attempts to manipulate the 

market through the disclosure rules, and the government will have to balance the need for 

perceived transparency against the fact that the reporting will induce attempts at collusion 

and price manipulation.  

Observation 6: Bid privacy does not affect total market efficiency or seller 

revenue. 

Paralleling Observations 1, 3, and 4, bid privacy affects neither total market 

efficiency nor total seller revenue.  The auction reflects the secondary market.  The 

auctionôs details do not affect the overall market.   

Observation 7: Bid privacy likely does not affect the auctionôs allocative 

efficiency.   
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We differentiate between market efficiency and auctionôs allocative efficiency in 

this observation.  While market efficiency is a measure of generated wealth, allocative 

efficiency is a measure of the auctionôs ability to allocate input units to those valuing 

them most highly at the time of auction.  A low allocative efficiency would indicate the 

auction provides an arbitrage opportunity with the secondary market as low-value bidders 

win units in the auction for later resale.  A high allocative efficiency indicates high-value 

bidders actually submit the high bids and win units in the auction. 

With this observation, we note that privacy rules do not, on the aggregate, affect 

the subjectôs ability to find arbitrage opportunities between the auction and the secondary 

market.  Observation 5 shows clear individual attempts at arbitrage between the auction 

and secondary market, which if all attempted in the same price direction, could 

conceivably affect efficient auction distribution, but we find no aggregate effect.     

4.7 Conjecture, implications, and further work  
The tendency of the participants in these mechanisms to hoard allowances and 

thereby keep prices higher than the equilibrium prices is the most practically distressing 

observation from the experiment.   The cap-and-trade market is intended to aggregate the 

private abatement costs of the individual market participants to find the minimum total 

cost solution of satisfying the pollution constraint.  In the process, market price should 

represent the regulated communityôs cost of abating the next unit of pollution.  Our 

experiment suggests an inability of subjects in a market featuring periodic large auctions, 

continuous secondary market trading, and banking to find the marketôs marginal price.  

Rather than reflecting true underlying values, market prices in our environment seem to 
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be more a response to price expectation and uncertainty.  Despite consistently high 

prices, however, the relatively high holding efficiencies at the end of trading indicate that 

subjects are still able to use the high prices to determine the relative strength of their 

values and reallocate accordingly.  This is indicative of a relatively healthy market.  

Government revenues are indeed higher than would be expected from underlying 

equilibrium prices ï a finding that will be greeted with varying degrees of enthusiasm 

depending on oneôs relationship with the market, but the market itself is not destroying 

wealth.  We caveat this assessment, however, with the facts that we have considered 

neither asymmetries between the market participants nor common information provided 

from sources external to the market.     

Our laboratory markets, coupled with the observed results of the SO2 and RGGI 

markets, call into question the basic structure of auctions in an allowance market since a 

primary objective of the auctions is price discovery.  The original SO2 auction may have 

helped price discovery early in the market, but came to mirror secondary market trading 

by the third auction.  RGGI is still unsure as to what its market price should be.  In our 

experiment, we see that once the market is established, the auction does not help identify 

the divergence of market prices from underlying use value, but does invite attempts at 

price manipulation. We also see that secondary market trading always improves the 

holding efficiency of a market after an auction. 

We therefore conjecture that the emissions allowance market may not require 

periodic auctions. Instead, the government could release a steady stream of allowances 

into the secondary market.  Economically, this may improve market efficiency by 
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offering a guarantee of at least limited liquidity from the government even in the face of 

external shock.  This may eliminate a degree of risk to the market participants, thus 

reducing the impulse for allowance banking, and in doing so, such a sales mechanism 

may deliver a market price that better represents the marginal cost of abatement.  In terms 

of regulatory burden, the steady release of allowances obviates the governmentôs cost of 

conducting an auction at all, and government revenues correspond exactly to current 

market prices. Such a market constitutes the next phase of our research. 

4.8 Conclusion  
We have presented the results of laboratory markets that model pollution 

allowance markets.  The markets use bankable allowances in repeated cycles of a sealed 

bid auction, a secondary market, and compliance.  We observe (1) market prices reflect 

an expectation of future market prices and are insensitive to banked allowance 

inventories that depress the competitive equilibrium; (2) allowance banking increases 

with uncertainty; and (3) the secondary market - not the auction - is the primary 

mechanism of overall market efficiency.  Contrary to our original hypotheses, we also 

find (4) no efficiency difference resulting from the use of a uniform price or 

discriminative price auction and (5) no price or efficiency differences resulting from 

differing bid reporting rules. 

Our findings call into question the basic structure of the proposed federal 

greenhouse gas market in which an active secondary market is expected and periodic 

sealed bid auctions are used to disburse some fraction of the allowances into the market.  
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The auctions are not the primary driver of efficiency in such a market, and they fail to 

find prices that represent underlying use values and banked inventories.   

In response, we have proposed and are currently experimenting with an 

alternative market design in which the large periodic auctions are replaced with a steady 

stream of allowances released directly into the secondary market.  Economically, we 

hypothesize that the steady release of allowances will improve liquidity, thereby lowering 

the market participantsô perceived risk and, therefore, lowering banked inventories.  In 

turn, this could lead to both improved market efficiency and deliver lower market prices 

that more accurately represent abatement costs.  Administratively and politically, the 

mechanism may be superior since the cost of conducting the auction is eliminated and 

since government revenues will more closely reflect market conditions. 
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4.9 Market summaries  

 

Figure 2: Experiment 1 - Uniform Public 25% auctioned - Run 1 
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Figure 3: Experiment 1 - Uniform Public 25% auctioned ï Run 2 
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Figure 4: Experiment 1 - Uniform Public 100% auctioned - Run 1 
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Figure 5: Experiment 1 - Uniform Public 100% auctioned - Run 2 
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Figure 6: Experiment 1 - Uniform Private 25% auctioned - Run 1 
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Figure 7: Experiment 1 - Uniform Private 25% auctioned - Run 2 
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Figure 8: Experiment 1 - Uniform Private 100% auctioned - Run 1 
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Figure 9: Experiment 1 -  Uniform Private 100% auctioned - Run 2 
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Figure 10: Experiment 1 - Discriminative Public 25% auctioned - Run 1 
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Figure 11: Experiment 1 - Discriminative Public 25% auctioned - Run 2 
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5 PERIODIC AUCTIONS V S. CONTINUOUS INJECTION 

This chapter summarizes the second laboratory experiment.  It constitutes my first 

contribution to the literature: for a given number of allowances auctioned, markets that 

use small, frequent government sales directly into the secondary mark tend to have lower 

market prices (government sales and secondary markets) than do markets with large, 

infrequent auctions.  

With the experiment conducted in 2009, this work pre-dated by four years ETS 

Phase 3 where auctions are conducted daily.   ETS regulators converged to the daily 

schedule after meetings with industry and academia.  Over the course of 2010-2012, 

intuition built around the preference for the frequent auctions.  To this date, however, I 

am aware of no experimental or theoretical literature on this subject.  This section 

remains unique and remains practical as a North American model has emerged in which 

auctions are conducted quarterly.  Since direct comparison is impossible, these laboratory 

findings remain relevant to current market design efforts.  

The remainder of this chapter is the paper submitted for journal review. 

5.1 Introduction  
The renewed possibility of US federal action to limit greenhouse gas emissions 

spurs renewed interest in cap-and-trade design.  Now in its third compliance phase, the 

European Unionôs Emissions Trading System (EU ETS) is a mature market.  With the 

cap newly tightened, allowances in the Regional Greenhouse Gas Initiative (RGGI) 

market are again selling above the reserve price.  Under the Western Climate Initiative 
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(WCI), Californiaôs first compliance period began in 2013, and Quebec joined the market 

in 2014. 

In these cap-and-trade markets, the allocation of allowances remains a thorny 

practical implementation problem.  Auctions increasingly feature in these market on the 

argument that they improve market efficiency, transparency, and price discovery over 

politically determined allocations.  The specific implementation of the auction, however, 

remains an open question.  

Here, we use laboratory markets to consider the frequency of the auctions in 

response to the emergence of a two auction schedules.  Under ETS, auctions are held 

daily. In the two North American markets (and in the federal market proposed in 2009), 

auctions are held quarterly. 

We consider two limiting cases: the first where a single sealed-bid, uniform-price 

auction is used once at the start of a compliance period and the second where the primary 

market auction is replaced with a continuous, uniform in quantity, non-strategic injection 

of allowances directly into the secondary market.  Throughout this paper, we refer to this 

second case as continuous injection.   

We focus on the effects to government revenue, price formation, and market 

efficiency. We find no evidence of difference to market efficiency with the two frequency 

treatments.  We do find that continuous injection yields lower market prices with the 

result being that government revenues are lower while market participant winnings are 

higher. 
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5.2 Background  
Two threads inform this work.  First, the benchmark natural markets, of course, 

provide the practical context.  The design of any future cap-and-trade market will surely 

rely heavily on the lessons learned in these markets.  We discuss EU ETS, RGGI, and 

WCI structures, and then we turn to the relatively sparse literature on auction frequency 

in cap-and-trade markets.   

5.2.1 Natural markets  
EU ETS, RGGI, and now WCI are the benchmark cap-and-trade markets.  All 

three markets use a sealed-bid, uniform price auction to disburse allowances to market.   

The choice of the uniform price design for all three was informed at least in part 

by US EPA sulfur dioxide (SO2) market.  There, a revenue-neutral discriminative-price 

two-sided sealed bid auction was used shortly after the start of each annual compliance 

cycle.  Useful for price discovery at the start of the market, the nearly horizontal bid 

curves for the auctions once the market was underway showed that that the secondary 

market trading ï not the auction ï became the price discovery mechanism in that 

environment (Joskow, et all 1998).  Part of the point in using the uniform price design 

was to regain some of the price discovery power of the auctions. 

Though the three markets use the same auction design, they differ in the fraction 

of the market that is auctioned (rather than freely allocated) and in the frequency of the 

sales.  The two North American markets feature quarterly auctions (as did the failed 2009 

attempt at a federal market).  Under RGGI, where the first compliance period began 

January 2009, the primary market auctions dominate the market (Burtraw, et al, 2010).  A 

2010 analysis (Shobe, 2010) of the reserve price for the auctions compared clearing 
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prices to the futures secondary market (the spot secondary market was too thin and its 

contracts irregular for direct analysis).  It shows wide divergence of the auction and the 

futures prices at the start of trading (the first auction was held in September 2008) with 

future prices exceeding those of the intervening auctions.  Over the next two years, the 

two prices converged.  From 2010 to 2013, the total supply of allowance exceeded 

demand, and the secondary market effectively stopped as allowances were sold in the 

auctions at the reserve price.  In 2013 with the tightening of the cap, price rebounded, and 

auction prices have generally matched nearby trading price (RGGI, 2013; RGGI, 2012). 

ETS features daily auctions in Phase 3.  40-50% of Phase 3 allowances will be 

disbursed into the market via the auctions.  Market price and auction price have been 

closely paired since the start of the Phase in 2013 (DEHSt, 2014).   

The daily auctions were not the original Phase 1 ETS design, but rather emerged 

from deliberate purpose and experimentation. The Germans started movement to the non-

strategic frequent sales during Phase 2.  In the first two years (2008-2009) the state-

owned promotional bank KfW sold allowances and futures directly into the most liquid 

exchanges available with a regulatory requirement to employ a strategy of regular sales to 

achieve ñmarket-friendlyò results.  Over the course of those two years, even though daily 

government sales volume was variable, the sale prices closely matched those of nearby 

exchange trades (BMU 2010a, 2010b).  This is in contrast to the Danes, who in Phase 1 

also sold directly into the secondary market and also varied sales volumes over time, but 

did so with the purpose of maximizing revenue (Benz, 2008). For the second half of 

Phase 2, Germany eliminated the volume variability and switched to a weekly uniform-
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price auction where a fixed quantity was sold each week.  Like the previous method of 

market-friendly direct sales, the Phase 2 auctions delivered clearing prices consistent with 

the surrounding secondary market (Weiss, 2010).  For all months unaffected by the 

November 2010 allowance theft, the auctionsô clearing prices deviated less than a percent 

from the secondary market (DEHSt, 2011).  Though the weekly German auctions 

constitute less than a percent of total ETS spot market trade volume (and less on the more 

liquid futures markets) (DEHSt, 2012) combined with industry opinion, the frequency 

strongly influenced Phase 3 design.     

5.2.2 Literature  
Turning from market practice to the literature we note that the RGGI design itself 

results from laboratory investigation (Burtraw, et al, 2007).  That study investigated 

multiple dimensions of market design with auction design being the primary 

consideration.  Frequency is considered, but qualitatively, not experimentally.   

This jibes with much of the general literature on auction frequency in that it is 

also qualitative or speculative, but generally consistent.  Higher frequency minimizes 

opportunities for strategic manipulation, minimizes the likelihood of government 

revenues inconsistent with secondary market prices, offers bidders increased flexibility 

with their own decision timelines, and improves market liquidity.  On the downside, 

higher frequency implies higher operational costs to the regulators and participants, and if 

the secondary market is well-functioning, it diminishes the relative benefits of the more 

frequent auctions [Mandell, 2005; Matthes and Neuhoff, 2007). 
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Neuhoff (2007) extends this consideration as he presents the results of a workshop 

on Phase 2 ETS auction design.  The group predicts a risk premium resulting from less 

frequent options.  Looking at previous investigations of hedging behaviors, they 

anticipate intermediaries emerging to offer hedges against the risk resulting from the time 

gap between auctions, but increasing average cost to the regulated emitters in the process.  

With the intermediaries absorbing some market surplus, lower auction revenues are 

anticipated (though groupôs uncertainty with this prediction is highlighted).  In the end, 

he recommends weekly or monthly auctions.  

Two years later in the consideration of Phase 3 auction design, a survey of ETS 

market participants cites the same time risk aversion as the basis of a strong, cross-

industry preference for auctions that are conducted no less frequently than weekly (ICF, 

2009).   

This EU industry survey is echoed in a recommendation for the Australian 

government from an experimental investigation of cap-and-trade market design (Betz, et 

al, 2010).  They specifically exclude frequency from their experimental design, 

summarizing Ockenfels (2009) (available only in German) by reporting that the effects of 

auction frequency are so dependent on the particulars of a market that no general models 

of general effects currently exist.  They further assert that that laboratory investigation of 

frequency is impossible and that the design choice must come rather from an 

investigation of the secondary market and industry surveys. 
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5.3 Experiment  
Our investigation of frequency supposes that our laboratory cap-and-trade 

markets capture the dynamics of their natural counterpart.  With this section, we describe 

our market structures, their deviation from their natural counterpart, the experimental 

design, our laboratory methods, and the input data.  

5.3.1 Laboratory market design  
To compare the government sales mechanisms, we use two laboratory market 

designs modeled closely on natural counterparts.  To avoid the context of an emissions 

allowance market with the subjects, however, the markets are presented to the subjects as 

production environments.  Input units take the place of allowances, and instead of 

compliance, subjects manage production in which they convert input units into output 

units, which represent new wealth in the market. 

Like their natural counterparts, the two laboratory markets (the auction market 

and the continuous injection market) are repetitions of compliance cycles which 

themselves consist of multiple institutions (each of which is detailed in the following two 

sub-sections).  The laboratory markets differ from each other only in the method of 

government sales and their timing relative to secondary market trading.  

Input units model infinitely bankable allowances ï they do not expire.  Any 

unused inventory in a particular cycle is carried over into the next.  However, input units 

that are not converted to output by the end of the market have no value to the subject.   

The laboratory markets also account for the fact that only a portion of a cycleôs 

full collection of allowances are sold (arbitrarily chosen to be 28%).  At the beginning of 
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a cycle, some of the market players receive a fixed quantity of new input units (and 

receive that fixed quantity every cycle), while others receive none. 

Our laboratory markets computer-based.  Subjects interact with the market (and 

each other by extension) through their own interface.  A central server ties together the 

laboratory market. 

Six subjects participate in each of our laboratory markets. 

5.3.1.1 Auction market 
The auction market uses a timeline that simulates the EPAôs SO2 market, but uses 

the uniform-price auction like greenhouse gas markets.  We use the SO2 market schedule 

as it is the limiting case of infrequency with a single auction at the start of the compliance 

cycle (RGGI and WCI, both with multiple, regularly-spaced large auctions, are 

somewhere in the middle on the frequency continuum).  Each compliance period is 

modeled as a cycle of four institutions: information update, a sealed bid auction, a 

secondary trading market, and production.  Error! Reference source not found. shows a 

single cycle along with the time allotted to each institution within the cycle.   

 
Figure 12: Single cycle institution sequence in auction markets 

The cycle begins with the information update institution.  This step requires no 

user interaction.  Instead, all freely allocated allowances are distributed, and the subjects 
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receive new values for output units.  These private values change at the beginning of each 

cycle, but remain constant through the cycle.  We use the value changes to introduce 

uncertainty into the experimental environment.  The information update institution lasts 

fifteen seconds each cycle to give the subjects time to consider their new production 

values each cycle and inspect the historical record of previous cycles.  

The auction follows the information update.  The auction is a single-sided, 

uniform-price sealed bid design that releases five input units into the market each cycle.  

After each individual auction, all bids are recorded and made public so that each subject 

can refer to the auctionôs results at any subsequent point in the market.  Each auction lasts 

at most two minutes.  If all six subjects submit bid curves before the two minute limit, the 

auction is executed immediately, and play continues without further delay.       

The secondary market, which is modeled as a continuous double auction, follows 

the auction.  Bids and asks are posted and transactions are executed one unit at a time.  

No bid or ask queue is maintained.  Subjects can only submit offers that reduce the bid-

ask spread, and once an offer has been beaten (a lower ask or higher bid), it is 

permanently removed from consideration. Additionally, subjects do not have the ability 

to withdraw offers.  If an offer has been accepted as the market offer (highest bid or 

lowest ask), it remains active until it is beaten, it is accepted, or trading is closed.   

The secondary market lasts no more than two minutes.  However, if at any point, 

twenty seconds passes without a new accepted offer (bid or ask), trading is closed, and 

the market continues into the next institution.  As with the auction, at the close of a 
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particular double auction, a record is made available to all subjects for review at any 

subsequent point in the market. 

Production occurs at the end of each cycle.  Subjects are able to convert input 

units into output, the value of which is set by the values assigned at the beginning of a 

cycle.  Each subject is limited to producing a maximum of five output units each cycle 

(though there is no limit on maximum inventory). One input unit is required to produce 

one output unit, and once converted into output, the input unit is removed from the 

market.  Production is the only institution in which wealth is actually created (in the 

auction, wealth is reallocated from participants to the government seller; during trading, it 

is reallocated between participants).  Production lasts at most 30 seconds.  As with the 

auction, if all subjects complete production before time expires, the market advances 

without further delay. 

5.3.1.2 Continuous injection market 
We use continuous injection to model the limiting case of high auction frequency.  

It is effectively a combination of ETS Phase 3 daily auctions and the early Phase 2 

German approach of non-strategic government sales directly into the secondary market. 

In this market design, the continuous injection institution replaces both the 

auction and secondary trading institutions in the market design above.  The information 

update and production institutions remain the same.  Error! Reference source not 

found. shows the sequence of institutions within a single cycle of the continuous 

injection market. 
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Figure 13: Single cycle institution sequence in the continuous injection markets 

The continuous injection institution is modeled as a repeated sequence of a single-

unit sealed-bid first-price auction followed by a double auction secondary market.  In a 

true continuous injection market, the government sale would occur within the context of 

the double auction itself.  Here, we abstract the governmentôs scheduled issuance of a 

single market ask ï an acceptance of the highest current bid, regardless of its value ï with 

an auction where the winner pays exactly her bid (the standing best bid in the double 

auction).  The abstraction holds, first because the single buyer pays exactly her bid value 

for the single unit offered in each auction (as is the case in of our double auction) and 

second because we are investigating auction frequency ï not the specific mechanics of 

continuous injection, which themselves would require specific investigation.  We 

introduced the abstraction to obviate any difficulties in the laboratory with network 

synchronization if the subjects were to adopt timing-dependent sniping strategies. 

Since five new input units are sold into the market each cycle, five loops of the 

auction and trading sequence constitute a single instance of the continuous injection 

institution in this environment.  The auction takes at most 20 seconds.  Unlike the auction 

markets, only the winning bid is recorded and made public after these auctions.  The 
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trading uses the same rules and mechanisms discussed in the previous section and lasts at 

most 40 seconds per loop of the institution.   

At the close of a continuous injection institution, a complete record of auction 

prices and trades is made available to the subjects for review at any subsequent point in 

the laboratory market. 

5.3.2 Market simplifications  
Our laboratory markets include the salient features and incentives of natural 

greenhouse gas markets.  Most importantly, pollutions allowances are managed as 

production inputs, government sales are conducted in the context of an ongoing double 

auction-based secondary market, and allowances do not expire.  At the same time, as in 

all laboratory investigations, our markets include simplifications.  Above, we noted our 

abstraction of the continuous injection sale as a single unit sealed bid first-price auction.  

Here, we note our others.  

First, in a natural market, emissions and allowance trading are concurrent.  Only 

at compliance must the inventory of allowances be greater than the quantity emitted since 

the last compliance deadline; at any other time, a polluter may have already emitted more 

than it has allowances in inventory.  In the laboratory market, this is not possible.  The 

subjects first acquire input units and then use up to the number of input units in inventory 

to produce output.  This simplification eliminates consideration of compliance penalties.   

Second, in our markets, all trading is spot trading and consists only of input units 

that can be converted to output as soon as they are released into the market.  No 

derivative contracts exist.   
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Third, all subjects in the laboratory market model are polluters ï all can use input 

units to generate wealth.  In the natural market, non-compliance entities will participate 

in the market in an attempt to derive profit through exchange.  In our market, profits can 

be made this way, but we have no subjects for whom it is the only way.  

Fourth and finally, in a natural market, common information that is not provided 

by the market itself will be available.  No external information is relevant to our 

laboratory market. 

5.3.3 Experimental design  
For this experiment, we used 18 separate laboratory markets to consider two 

treatment variables: the government sale mechanism and a shock to the underlying use 

value of allowances.  The sale mechanism is a two-level variable; the value shock is a 

three level treatment.  We employed a 3x2 factorial design with three replications per 

treatment. 

Government sale mechanism ï We consider both the uniform-price auction and 

the continuous injection methods of selling input units into the market.  Five input units 

are sold to the market participants each cycle.  In the first case, a uniform-price auction 

prior to secondary market trading is used.  In the second, five first-price auctions for one 

unit each are spread evenly throughout the secondary market.   

Value shock ï We consider three levels of underlying production values.  The 

base case features values drawn from a constant distribution.  The two excursion cases 

consider values shifted up and values shifted down for cycles 7-10.  Section 5.3.4.1.1 

contains a full discussion of these distributions. 
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5.3.4 Market data  
The data driving a laboratory market come in two forms: input data and run-time 

data.  The input data define the particulars of the laboratory market and the subject 

endowments.  These data remain constant over all replicates of a particular treatment, 

and, where possible, they remain constant over all runs, regardless of treatment.  Run-

time data are created by the subjects themselves over the course of the laboratory market.  

They affect subsequent decisions in the market, but we cannot control them (though we 

do record them as they form the basis of analysis). 

5.3.4.1 Input data 
The input data can also be considered to fall into two broad classes: market 

definition and market identity endowments.  

 Market definition inputs simply define the particulars of the laboratory 

markets.  This information is public to all subjects.  For this study, six subjects participate 

in each market.  The markets consist of sixteen compliance cycles, and eighteen new 

inputs units are added to the market in each cycle.  Five are sold.  Thirteen are freely 

allocated.   

 The endowment data are assigned to a market identity, and subjects are 

randomly assigned a market identity when they enter an experimental session.  This 

allows us to model information that is publicly available in a natural market without 

sacrificing the privacy of a particular subject in the laboratory.   

The endowment data consist of the production values and free allocation 

allotments assigned to each of the market identities.  Production values are private 

information.  No subject at any time can see the production values of any market identity 
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other than his own.  Free allocation allotments, on the other hand, are public information.  

At all times, all can see the distribution of free input units. We discuss our means of 

generating these inputs in the following two subsections.  

5.3.4.1.1 Compliance cycles 
The laboratory markets from which we draw our data last 16 compliance cycles.  

We could have used fewer compliance cycles and had our subjects participate in multiple 

markets from which we gather data.  In previous unpublished work, we have seen 

evidence that allowance banks grow to start the market and then hit a plateau before 

falling again as the market closes and unused allowances become useless.  We used 16 

market cycles to ensure that end-of-market banking behaviors could not dominate the 

duration of the market. 

5.3.4.1.2 Production values 
Production values vary for each market identity between cycles, but they are 

symmetric over the identities in that they are drawn from the same distribution for all 

identities. Each market identity is assigned five production values per cycle (with each 

individualôs production being limited to a maximum of five values per cycle). 

The generation of these values begins with the base treatment in which there is no 

shock to underlying value distributions.  Two distributions set the production values for 

each cycle.  The first is uniformly distributed over the integers e$40 (40 laboratory 

dollars) through e$100.  From this, eighteen values are drawn and randomly distributed to 

the market identities.   The second is uniformly distributed over the integers e$0 through 

e$40.  The remaining twelve values per cycle are drawn from this distribution and 
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assigned to the market identities.    This means that absent banking, the equilibrium 

market price is roughly e$40. 

Production values for the case of the downward underlying value shock are 

equivalent to the base case for cycles 1-6 and 11-16.  For cycles 7-10, the values created 

for the base case are simply decreased by e$20.  Any value less than e$0 after the shock 

is then set to e$0 to avoid the case of production actually destroying wealth. 

For the case of the upward underlying value shock, the same procedures are 

employed.  Cycles 1-6 and 11-16 have the same production values as the two other cases.  

Cycles 7-10 have production values that are simply e$20 greater than those of the base 

case. 

5.3.4.1.3 Free allocations 
Thirteen of the eighteen input units added to the market at the beginning of each 

cycle are given for free to three of the six market identities.  These identities are termed 

incumbents; they represent the relative winners in the political process that allocates the 

majority of allowances.  They receive a constant number of allowances to start each 

cycle.  Two of the incumbents receive five new input units at the start of every cycle ï 

enough to guarantee the option of producing the maximum allowed level of output every 

cycle (should they chose to do so).  The third receives three.  The remaining three 

identities who receive no free input units are called new entrants.    The imbalance of free 

allocation allotments in our laboratory market may be more pronounced than a natural 

version, but it ensures that every cycle presents the opportunity for profitable trade in the 

secondary market. 
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5.3.4.2 Run-time data 
Run-time data consist primarily of winnings, inventories of input units, and price 

series. 

Individual winnings and inventories are private information.  At no point can any 

subject determine the winnings or inventory holdings of any market identity other than 

his own, nor can any subject determine the aggregate sum of winnings or inventory 

holdings in the market. 

Price series are public information.  When in a trading institution (strict double 

auction and continuous injection), subjects are presented with a graph showing all 

exchanges and sales that have occurred previously in that particular institution.  Also, at 

all times, subjects can access a graphical history of all previously conducted institutions.   

5.3.5 Subject training procedures  
The experimental market necessitated rigorous subject training.  The market 

design is complex, and early decisions in a market can propagate over the duration of the 

market.  We, therefore, used a training session to familiarize the subjects with the 

environment.  At the end of the training session, we used a written test to assess the 

subjectsô understanding of marketôs rules and the user interfaces.  Subjects who 

demonstrated a clear understanding of the environment were invited to a second session 

with the same market design within two weeks of the training session.    

It is from the second sessions that we draw our findings ï that is, all subjects in 

the laboratory markets upon which we rest our arguments were experienced in our 

experimental environment and had demonstrated an understanding of our environment.  
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Training markets only lasted 12 compliance cycles, and they did not include a 

value shock.  The distributions from which production values were drawn remained 

constant over the course of the market. 

 96 subjects participated in 16 training markets using the auction. 86 were 

invited to return.  71 did return, and 54 (nine markets of six subjects each) participated in 

a second session auction market.  If at a second session, the number of qualified subjects 

was not a multiple of six (six subjects per market), then the subjects were selected 

randomly for participation (Any qualified subject was deemed as qualified as any other 

subject who had been invited to return).  We could not coordinate the schedules of the 17 

bumped qualified subjects to muster two more second session auction markets.  

112 subjects participated in 19 continuous injection training markets.  89 were 

invited to return. 68 did return.  54 participated in second session continuous injection 

markets (again, nine markets of six subjects each).  

Summing over the two treatments, our observations are drawn from 18 

experimental markets with a total of 108 subjects. 

5.3.6 Laboratory procedures  
To start a session ï either a training session or a second session ï the monitor 

seats subjects randomly in the laboratory and then randomly assigns each a market 

identity.  Market identities are private.  Subjects cannot match another subject with 

another market identity.   

Once given market identities, the subjects log into the system and the monitor 

distributes instructions.  The monitor then reads the instructions aloud.  To improve 
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subjectsô comprehension, the reading is stopped after the explanation of each institution 

that requires user interaction (the auction, trading, continuous injection, and production).  

The subjects play the institution, and each is given a sheet of exercises.  As subjects 

complete the exercises, the monitor speaks with each individually at his terminal to 

discuss any errors and to ensure understanding.  The monitor does not collect the 

exercises; subjects can refer to them throughout the market and, in the case of the training 

market, during the test at the end of the session.  After all subjects have been visited, the 

monitor does the exercises on the board for all to see.  These explanations remain on the 

wall for the duration of the experiment.  After the explanation to the group, the monitor 

resumes reading aloud the instructions for the next institution.  The market proceeds 

without further interruption after the exercises for the production institution. 

5.3.7 Subject payments  
Subjects earned a $5 show-up fee for both sessions.  In the training sessions, 

subjects were paid in cash one real dollar for 160 laboratory dollars, and per subject 

payouts averaged $12 (not including the show-up fee).  For the second sessions, the 

exchange rate was one real dollar to 80 laboratory dollars, and payouts average $38 

(again not including the show-up fee). 

5.4 Hypothes is 
As discussed in Section 5.2, previous investigations of live and laboratory 

markets show the secondary market to be the primary mechanism of price discovery and 

efficiency.  We therefore expected that, in our laboratory setting, when an auction was 

replaced with the continuous injection sales mechanism there would be little effect on 
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market prices or market efficiency.  Contrary to hypothesis, however, we see statistically 

significant differences between the markets using the single uniform-price auction per 

compliance period and the markets using continuous injection. 

5.5 Results  
We now present findings in three broad categories: 

Revenue and winnings: The continuous injection sales method reduces the 

average sale price of allowances (thus government revenue also) and increases market 

participant winnings.   

Price discovery: Both the auction and the continuous injection sales methods are 

price-following ï not price-discovering.  Continuous injection sale prices more closely 

track secondary market prices than do auction clearing prices, and the prices in the 

continuous injection markets better reflect the underlying equilibrium of production 

values. 

Efficiency: We detect no difference in total market efficiency between markets 

using auctions and markets using continuous injection.   

5.5.1 Revenue and winnings  
Result 1: The auction delivers higher government revenue than does the 

continuous injection.  

The laboratory markets show strongly significant differences in total seller 

revenue between the two government sale mechanisms.  Table 1 shows the central 

tendencies. 



116 

 

Table 1: Experiment 2 - Total seller revenue (after 16 cycles) means and medians 

 Mean Median 

Auction 4004 4285 

Continuous injection 2945 3251 

Statistically, we employ two tests.  First, a rank sum test on the total seller 

revenue at the end of each laboratory market (18 observations), yields a one-sided p-

value of 0.017.  Second, a linear regression model of the following form shows the sale 

mechanisms to be strongly significant. 

ὶὩὺὩὲόὩ‍ ‍ὶὩὺὩὲόὩ ‍ώ  

The ɓ terms are the regression coefficients.  The y term is an indicator variable 

(ώᶰπȟρ) noting whether the market uses an auction or continuous injection to disburse 

allowances.  The resulting R2 is .9945.  Table 2 holds the remaining model output. 

Table 2: Experiment 2 - Revenue is higher with auction than with continuous injection 

 ɓ0 ɓ1 (previous total 

revenue) 
ɓ2 (isAuction) 

Parameter estimate 280 0.98 77.0 
p-value <.0001 <.0001 <.0001 

The coefficient on the previous cycleôs revenue shows the sales deliver a 

relatively constant revenue stream to the seller.  With the intercept and the indicator 

coefficient, the regression estimates revenues resulting from the five input units sold each 

cycle to be about 28% higher with the auction than with the continuous injection.  

 

Result 2: Auction clearing prices are higher than continuous injection sale 

prices. 
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This observation is a corollary of Result 1.  Since auction clearing prices are 

higher than continuous injection sales prices, and since the total number of input units 

sold is equivalent in the two markets, then overall revenues (price × quantity) are higher 

with the auction than with continuous injection. Error! Reference source not found. 

shows central tendencies. 

Table 3: Experiment 2 - Government sale price means and medians 

 Mean Median 

Auction 50.05 50.0 

Continuous injection 35.12 36.0 

We employ a conservative statistical approach with this result (and throughout 

this analysis) in which we generate a single value for each experimental market by 

averaging the clearing and injection sale prices over each run.  Comparing the 18 

observations with a one-sided rank sum test, we find a p-value of 0.017 for the null 

hypothesis stating that the auction clearing prices are lower than continuous injection sale 

prices. 

We note that the same procedure applied to the secondary market trade prices 

does not yield a difference between the two sales methods. 

Result 3: Median player winnings are higher in the continuous injection 

markets than in the auction markets.  Specifically, incumbent winnings are higher 

in the continuous injection markets than in auction markets. 
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Our laboratory markets show with strong significance that the overall player and 

incumbent winnings increase.  The evidence for increased new-entrant winnings is less 

convincing. 

Statistical evidence for the result is provided by a linear model on the sum of 

subject winnings at the end of the laboratory market.  

ύὭὲὲὭὲὫί‍ ‍ώ ‍ᾀ ‍ᾀ  

As above, the ɓ terms are the regression coefficients.  The y term is a binary 

indicator variable noting the government sale mechanism.  The z terms are ternary 

indicators accounting for the three value shift treatments. 

Results are shown in Table 4 for overall winnings, incumbent winnings, and new 

entrant winnings. 

Table 4: Experiment 2 - Player winnings 

   Means 

 R2 p-value on  

ɓ1 (isAuction) 
Auction  

markets 
Continuous 

injection markets 
Overall winnings 0.70 0.01 17661 18942 
Incumbent winnings 0.69 0.03 12369 13046 
New-entrant 

winnings 
0.47 0.18 5293 5896 

The difference of the means would indicate the incumbents and new entrants 

roughly share the increase in winnings attributable to the continuous injection.  The lack 

of fit in the third case, however, eliminates statistical significance on the notion of 

increased new-entrant winnings.  

5.5.2 Price discovery  
Result 4: Government sales are price-following, not price-discovering. 
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A primary purpose of auctions in an allowance market is price discovery.  Indeed, 

price discovery is an objective of any market, but the auctions in the allowance markets 

are specifically intended to aid this process.  We find that the auctions, over the course of 

an entire market, do not aid this objective.  Instead, a particular auction is more a 

reflection of previous secondary market trading than of subsequent secondary market 

trading.  This is true also of continuous injection. 

To show this statistically, we first calculate ŭi for each secondary market trade as 

follows: 

‏ ȿὴ ίȿ ȿὴ ί ȿ 

pi is the price for a particular trade i.  st is the sale price of the government sale 

immediately preceding the trade.  In the case of an auction market, this is the clearing 

price at the beginning of the cycle.  In the continuous injection, this is the sale price of the 

input unit sold in immediately previous first-price auction.  st+1 is the sale price of the 

next government sale.  ŭi is positive if the trade price considered is closer in value to the 

next government sale; it is negative if it is closer to the previous government sale.  If the 

government sales are price-discovering, then ŭi should generally be negative.  As this 

sectionôs header suggests, the ŭi here are generally positive ï the government sales are 

price following. 

Again proceeding along a conservative route, all ŭi are averaged into a single data 

point per laboratory market, and we apply a rank sum test on the null hypothesis that the 

government sales are price discovering.   In the case of our nine continuous injection 

markets, the one-sided p-value for H0 is 0.02, significant evidence supporting the notion 
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of price-following.  For the nine auction markets, the one-sided p-value is 0.08 ï 

conceivably a borderline level of significance for price-following, but one that certainly 

makes dubious any claims of price discovery properties of the uniform-price auction in 

the context of an ongoing market.    

Arguably, price discovery properties are most important at the start of a market or 

when some underlying value shock occurs before the secondary market can react, so we 

apply the same conservative tests to the first cycle and the cycles that begin with an 

underlying value shift (7 and 11).  These cycles do not show either government sale 

mechanism to be price discovering.  Instead, market price forms in the secondary market.      

Result 5: Prices of continuous injection sales more closely match secondary 

market trade prices than do the clearing prices of the auctions. 

We now question which of the two government sales mechanisms yield prices 

more similar to secondary market prices.  We consider two metrics.  The first is the 

absolute difference (d) between each secondary market trade price to the immediately 

preceding government sale (where the subscript p denotes previous). 

Ὠ ȿὴ ίȿ 

The second is the absolute difference between each trade price and the 

immediately following government sale (where subscript f denotes future). 

Ὠ ȿὴ ί ȿ 

We note that these two metrics are each one half of the ŭi equation above.  

Taking the same conservative approach as before, we average the difference terms 

in each market to generate a single value per laboratory market and apply a rank sum test 
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to compare the government sales mechanisms.  For the preceding sale difference, the 

continuous injection yields a smaller average, but the result is not significant (p-value of 

0.13 on the one-sided test).  For the following sale difference, however, the result is 

significant (p-value of 0.05), and since the government sales (auction and injection) are 

price-following, we can conclude that the government sales in a continuous injection 

market more closely match the secondary market. 

5.5.3 Efficiency  
Result 6: We detect no difference in market efficiency between markets using 

auctions and markets using continuous injection. 

We compare efficiencies of the two sales mechanisms by considering the total 

wealth in the market at its close.  This is the sum of player winnings and government 

revenues.  As we did in Result 3, we apply a linear model:  

ύὭὲὲὭὲὫί‍ ‍ώ ‍ᾀ ‍ᾀ  

This yields a p-value of 0.43 (R2 of 0.85) on the null hypothesis of no difference between 

the sales mechanism treatments.  We thus cannot reject the null hypothesis, but we cannot 

confirm that there is in fact no difference. 

We now recall the first three findings.  There, we show the infrequent auctions to 

increase government revenues and continuous injection to increase market participant 

winnings.   If there is indeed no efficiency difference between the treatments (and our 

data cannot reject that notion), then the magnitudes of these changes are equivalent.  The 

sale mechanism would yield no changes in total generated wealth ï only the allocation 

between the seller and the market participants. 
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5.5.4 Use-value shifting  
All of the results presented above consider the auction frequency treatment.  We 

included the value shock treatment as we had seen in unpublished previous work hints of 

systematic banking behavior in response to value shifts.  With this experimental 

environment, we see no statistically significant trends. 

5.6 Conclusion  
We have presented the results of laboratory markets that model two mechanisms 

for government sales of allowances into a cap-and-trade market:  a relatively infrequent 

uniform-price auction and the continuous injection mechanism, which is the non-strategic 

sale of allowances directly into the double auction of the secondary market exchange.   

We find that the average government sale price in continuous injection markets is 

lower than in auction markets (Result 1).  The mechanisms do not themselves appear to 

affect the amount of wealth generated in the market (Result 6), so these lower sale prices 

reduce total government revenue (Result 2), but that lost revenue is transferred to the 

regulated community, certainly to incumbent firms and likely to new entrants (Result 3).   

Our markets also show that both auctions and continuous injection sales are price-

following (Result 4).  Market price adjusts over the course of the double auction trading 

in the secondary market, not with the government sales.  Additionally, government sales 

in the continuous injection markets are closer to secondary market prices than are the 

clearing prices in the auction markets (Result 5).  

The lack of price discovery by the large, infrequent auctions parallels some 

previous work on multiple-period price formation in a double auction.  Gjerstad (2007) 

uses a laboratory environment of repeated double auctions to show convergence trade 



123 

 

price to equilibrium, but he shows that the price converges more over the course of each 

double auction than at the cycle boundaries.  In our environment, the auctions serve as 

the cycle boundaries, and the double auction is the primary price mover.  

More generally, the double auction literature show strong convergence to 

equilibrium in experimental environments (Friedman, 2010).  Equilibrium in this market 

is ill -defined ï input unit banking, the production limits, and the unknown future value 

distributions conspire to make that definition fraught ï and so we have not offered a 

comparison of market price to underlying equilibrium.  But, if it is indeed true that 

trading will converge to equilibrium, then equilibrium is different in our two treatments.  

The double auctions are the primary movers of market price, but market price is higher 

with the larger, less frequent auctions.  We conjecture that this price difference is a signal 

of the risk that the ETSôs regulated market participants foresaw before Phase 2 (Neuhoff, 

2007) and again before Phase 3 (ICF, 2009).  Regardless of the source of the price 

difference, this means that while the frequency of government sales may be of little 

relevance to price discovery, it certainly affects eventual market price, and frequency 

should be a primary concern for a market designer.   
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5.7 Market summaries  
 

 

 

 
Figure 14: Experiment 2 - Continuous injection - constant production value distribution - Run 1 
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Figure 15: Experiment 2 - Continuous injection - constant production value distribution - Run 2 
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Figure 16: Experiment 2 - Continuous injection - constant production value distribution - Run 3 
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Figure 17: Experiment 2 - Continuous injection - downward production value shift - Run 1 
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Figure 18: Experiment 2 - Continuous injection - downward production value shift - Run 2 
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Figure 19: Experiment 2 - Continuous injection - downward production value shift - Run 3 
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Figure 20: Experiment 2 - Continuous injection - upward production value shift - Run 1 

 



131 

 

 
Figure 21: Experiment 2 - Continuous injection - upward production value shift - Run 2 
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Figure 22: Experiment 2 - Continuous injection - upward production value shift - Run 3 

 


















































































