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ABSTRACT 

GEO-FINGERPRINTING OF SOCIAL MEDIA CONTENT 

Hatim Gazaz, M.S. 

George Mason University, 2016 

Thesis Director: Dr. Dieter Pfoser 

 

With the percentage of Twitter users approaching 20% of the US population by 2019, 

tweets provide a good sample of the public’s sentiment and opinion. Consequently such 

data has been excessively used in commercial and research efforts. While works have 

analyzed the content of tweets in relation to the underlying social network of a 

discussion, somewhat less attention has been paid to the spatial distribution of messages 

and topics. This thesis tries to assess the locality of discussions using the concepts 

mentioned in tweets. Based on a global distribution of topics across the 48 contiguous 

states, spatial topic dissimilarity is discovered by recursively subdividing the space into 

smaller and smaller partitions and using statistical testing to compare the distributions. 

Experimenting with a large Twitter dataset for the US, locality of a discussion was 

observed to occur at specific thresholds and only 14 of the 49 most populous urban areas 

feature a unique discussion. Overall, this work establishes trends as to when locality in a 

discussion in social media occurs. 



 

2 
 

1. INTRODUCTION 

Social media usage has exploded in recent years as evident by the fact that in 

January 2015 there existed 186 million social media accounts in the USA alone [1]. Users 

of social media share their observations and opinions instantaneously. Using the ever 

popular Twitter data, studies show how many aspects of human activity such as mobility 

[2] or even National Football League (NFL) game events [3] can be observed by mining 

such social media data. Using smartphones, tweets are increasingly geotagged, i.e., 

geographic coordinates are attached as metadata to a tweet. Although Twitter limits free 

access to streaming data to 1% of all tweets, more than 90% of all geotagged tweets are 

captured when using a bounding box as a filter parameter [4]. 

The objective of this work is to assess the locality of topics mentioned in tweets. 

Using a large collection of tweets collected from the public Twitter streaming API for 

several days, entity extraction techniques are used, specifically the Textrazor services, to 

identify concepts in those tweets. All concepts mentioned in a set of tweets taken together 

are considered a topic of discussion. The objective of this work is to see how topics differ 

at various levels of spatial granularity. In the experimental setup, the area of the US (48 

contiguous states) was partitioned into hierarchical bins (bounding boxes). Then, named 

entities were extracted from geo-located tweets for those areas and categorized into 9 

high-level topics. The topical distribution for entire US and all hierarchical bins was 
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calculated. Finally, all bins were compared to the global distribution using a statistical 

test to see if they differ. 

1.2.	Thesis	Organization	
The remainder of this paper is structured as follows. Section 2 briefly discusses 

related work. Section 3 introduces the data used in the experimentation and the tools used 

for entity extraction. Section 4 discusses the overall approach and presents the 

experimental results. Then, the results are discussed in Section 5 to highlight major 

findings and present test cases. Finally, Section 6 gives conclusions while directions for 

future work are discussed in Section 7.  
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2. LITERATURE REVIEW 

2.1.	Current	Utilization	of	Geo-Tagged	Tweets	
The large number of geo-tagged tweets can provide a good sampling of US 

content. There are diverse ways to utilize this resource for a variety of objectives. The 

objectives of utilizing geo-tagged tweets can be categorized in two major areas, (1) 

inferring users’ location and (2) a geographic analysis of the content. 

2.1.1.	Inferring	Users’	Location	
Since only a small fraction of tweets are geo-tagged, using additional methods to 

geolocate tweets are needed. A simple approach is to geocode the toponyms mentioned in 

tweets using NER approaches and gazetteers as well as public APIs such as Google 

Geocoder [5]. The works that rely on a single characteristic of a tweet, i.e., tweet text, 

yield lower rates of correctly geolocating tweets than those using a combination of 

characteristics. 

A probabilistic framework for estimating a Twitter user’s city-level location based 

purely on the content of the user’s tweets is proposed in [6]. Around 51% of users where 

assigned coordinates within 100 miles of their correct locations. A method to predict the 

location of tweets related to dengue fever is proposed in [7]. The prediction only utilized 

information relating to follower or following relationships in Twitter to identify friends of 

users that don’t have geo-tagged tweets. Then, a voting system was used to figure out the 
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most probable location to assign to the tweet. This method increased the number of geo-

tagged tweets by 45%. 

As expected, using multiple data aspects can increase the scope and accuracy of 

geocoding such is in the case of a hierarchical classifier that combines tweet content, 

tweeting behavior and explicitly mentioned geographic locations [8]. The classification 

estimates the time zone of Twitter users based on the pattern of tweeting activity. Then, 

using the place names and tweet content they refine the estimation to state and city level. 

2.1.2.	Geographic	Analysis	of	Tweets	Content	
Aggregating the Twitter content with respect to a point of interest yields a better 

understanding of what is going on at that location. Various works try to capitalize on this 

and extract events. GeoScope [9] conducts statistical and geospatial analysis to derive the 

most frequently used hashtags within cities around the world. They conducted their 

analysis on a large dataset containing 63 million tweets that contain hashtags and they 

were able to geo-tag. In this thesis, their suggestion to conduct a hierarchical trend 

detection coupled with named entities is investigated. 

Another study [10] considered also toponyms in tweets to locate events. 

Observing the duration of trending topics can help marketeers or organizers of campaigns 

assess impact. The location of future civil unrest events were successfully detected days 

in advance by looking for public places in a tweet with a reference to a future date [11]. 

An “Attention Automaton” system [12] assesses collective users interests either within a 

geographic extent or a virtual network of followers on Twitter. 
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Several works have investigated the correlation between geo-tagged tweets and 

population characteristics. Gore et al. [13] have found a correlation between an increased 

use of words like “espresso”, “yoga”, and happiness (mood) and low obesity in urban 

areas. The mentioning of physical activities has also been positively correlated with low 

obesity. Mitchell et al. [14] investigated correlations between the tweets’ content and 

happiness levels of states and cities. They also observed happiness being positively 

correlated with low obesity and they propose to predict and monitor the changing levels 

of obesity and happiness in real-time. 

Twitter user locality is different from the locality of the conversation. User 

locality measures the percentage of a user’s activity within his/her geo-cultural-political 

community. Twitter users were found to be highly local and cover an area of several 

hundred kilometers at most [15]. Twitter users tend to communicate more with users with 

similar languages and backgrounds [16]. 

2.2.	The	Effect	of	the	Modifiable	Areal	Unit	Problem	
As Openshaw has pointed out [17], patterns or results found from geo-tagged 

tweets are a product of the specific way the area was divided. For example, it is a difficult 

process to decide how the US should be divided to identify the effect of physical 

geography on the published content on Twitter. Openshaw proposes that the results of the 

study will change with every unique partitioning system used in the analysis. Hence, the 

partitioning system used in each study should undergo thorough analysis and 

consideration to understand the effect of the modifiable areal unit problem (MAUP) [18]. 
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When aggregating tweets from small areal bins into larger areal bins, there is a 

smoothing effect. And with each division of areal bins, the resolution increases to show 

more differentiation and unique characteristics [19]. The changes in statistics caused by 

MAUP are a measure to gauge the best method of aggregation. To test the robustness of 

the results from one way of zoning a region, the same test with a different way of zoning 

is conducted. If the results agree, then the area is less sensitive to the variation in zoning, 

which indicates a low susceptibility to MAUP [20].  

2.3.	Knowledge	Gap	&	Thesis	Contribution	
People interact with varying geographic extents beyond their area of residence 

and beyond administrative or census areas. Hence, a specific areal size that affects their 

behavior cannot be assumed [21]. It can be deducted that when the effect of MAUP is not 

known, varying scales should be used [22]. 

Because it is unknown at which spatial scale different factors of the physical 

geography affect the tweeting behaviors, space is divided into gradually smaller bins. 

Then, the similarity of the bins to the root bin is tested to find a satisfactory resolution 

that can highlight regional differences. 

This study seeks to observe areal differentiation based on tweets. Through 

exploring the effect of MAUP with a hierarchical grid, the resolution at which areal 

differences begin to surface will be evident. This thesis addresses the resolution of 

Twitter data that should be maintained. If data is aggregated into big areas it will be 

smoothed and will lose unique characteristics that ensure areal differentiation. 
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3. DATA & TOOLS 

In order to achieve the objectives of this thesis, two large collections of geo-

tagged tweets were obtained. Both datasets were collected from Twitter’s live streaming 

API. The collection was initially only filtered by a bounding box covering the 48 

contiguous states. The geo-tagged tweets were stored in a spatially enabled PostgreSQL 

database and Python was the programming language used to conduct calculations. In the 

following sections, further details describe each of the datasets and tools utilized in this 

thesis. 

3.1.	Data	
An initial dataset of around 222 thousand tweets that cover the US was collected 

on August 18, 2015, between 9 AM and 11 PM. This dataset was used to establish the 

database schema and the skeleton of the processing code. On January 29, 2016, a second 

collection was obtained that covers the 24-hour day EST. This collection had 245 

thousand geo-tagged tweets. The first and second datasets will be referred to as Dataset 1 

and 2 respectively for the remainder of the thesis. Both collections went through a set of 

cleanup steps to focus on required and useful data only. 

The first step of cleanup consists of trimming the tweets geographically to only 

include tweets within the 48 contiguous states. The free Twitter API only allows a 

rectangular bounding box for the collection. The bounding box used in the collection 
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was: Min. Longitude, Latitude =-124.72, 24.56 and Max. Longitude, Latitude = -66.72, 

49.56. Thesis caused the collection of many tweets that fell inside Mexico, Canada or 

other regions outside the scope of this study. 

The tweets are collected in JSON format and contain many unnecessary attributes 

about the tweets and the publishing user. Only useful information was extracted from the 

collected tweets namely: (1) id number, (2) text content, (3) geographic coordinates and 

4) publishing timestamp. 

This study relies on the content of the tweets. Hence, users who are 

disproportionally active and spam users that generate automated content should be 

removed from the datasets. The high frequency of tweeting is an indication of spam 

accounts. The confidence grows with higher frequencies and repeated content [23]. A 

maximum of 30 tweets per user was established as an acceptable limit. The tweets of 

users who have published more than 30 tweets were removed. This appeared to be only 

1% of the users and included users who tweeted between 31 and 950 tweets per day. 

Additionally, there were high numbers of automatically generated users who have 

common patterns. The two most prevalent words in these users’ names were: 1) tmj 

(abbreviating “That’s My Job”) and 2) job. Tweets of users with usernames that include 

any of these two words have been deleted. In Dataset 1, there were a total of 4085 users 

that contained one of the two words and published 49532 tweets. In Dataset 2, the 

number of users matching either of the words increased to 5183 and tweets to 54677. As 

the statistics on Table 1 show, although the percentage of spam users is only 6% and 7% 

in collections 1 and 2 respectively, they constitute 57% and 58% of the total tweets. The 



 

10 
 

final count of usable, i.e. non-spam, tweets for Datasets 1 and 2 is 95438 and 102474 

respectively. 

 

Table 1 Twitter Data Collections 

Item Dataset 1 Dataset 2 
Total Users 76,077 82,081 
Spam Users 4,711 5,797 

% Spam Users 6 % 7 % 
Total Tweets 222,364 244,919 
Spam Tweets 126,926 142,445 

% Spam Tweets 57 % 58 % 
Non-Spam Tweets 95,438 102,474 

 

Spam users have their tweets throughout the whole study area and are not 

restricted to any geographic area. Figure 1 shows the distribution of spam tweets (in red) 

in Dataset 1. The spam tweet density follows a very similar pattern to non-spam tweets 

(Figure 2), it does not seem to have a random distribution. Spam tweets undermine geo-

social research and the extraction of accurate information from tweets content [24]. 

The definition of spam accounts can extend to any non-personal account if the 

focus of a study was only personal sentiments. In this thesis, the concern is removing 

automated tweets that have high volumes and can affect the natural distribution of 

extracted entities in some areas. 

The work by Guo et al. [24] has calculated the percentage of spam users to be 2-

3%. The datasets used in this thesis have shown double that estimation using two 
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straightforward heuristics. Lin et al. have found that spam users employ higher rates of 

tweeting but have stipulated that spam users might reduce the publishing rate to evade 

detection [25]. As observed in this study, spam accounts don’t seem to be reducing their 

tweet-publishing rate yet. 

To illustrate the difference between the content in spam tweets and non-spam 

tweets, the top 40 words used in each dataset were calculated and plotted. The results are 

shown in Table 2 in the form of word clouds that show words in sizes relative to their 

frequency counts. 

 

 
Figure 1 Spam Tweets Heat Map (red areas) in Dataset 1 
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Figure 2 Non-Spam Tweets Heat Map (red areas) in Dataset 1 

 

On one hand, the spam tweets have a consistent message of advertising jobs and 

motivating users to click and open links to the advertising pages. On the other hand, in 

non-spam tweets versatility is seen in the extracted top words. Although there are some 

common words, e.g. “new” and “photo”, the word beach clearly indicates summer 

patterns in Dataset 1 compared to Dataset 2. The word “photo” is common because it is 

related to Instagram image posts that are shared also on Twitter.  

Additionally, words belonging to weather terminology, e.g. “humid” and 

“temperature”, are related to weather announcements. These can also be considered spam 

tweets and will require additional investigation in future work. 
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Table 2 Word Clouds for Spam and Non-Spam tweets 
 Dataset 1 Dataset 2 

Spam 

  

Non-Spam 

 
 

 

To show clear patterns in Twitter datasets, a search by a single keyword like 

“beach” can be performed. The expected resulting tweets should be near water bodies and 

they should be more concentrated in Dataset 1, August, compared to Dataset 2, January. 

Clearly, Figure 3 has a higher density of points including northern coastal areas with a 

total of 2836 tweets. Meanwhile, Figure 5 only shows 1552 tweets mostly concentrated in 

the southern and western coastal areas. 
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Figure 3 Tweets Mentioning “Beach” (red dots) in Dataset 1 
 

 
Figure 4 Tweets Mentioning “Beach” (red dots) in Dataset 2 

 

Figure 5 and Figure 6 show the hourly frequencies of published spam and non-

spam geo-tagged tweets. The peak hours for non-spam tweets are 8 AM to 6 PM. Spam 
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tweets have a more steady increase from 7 AM to 1 PM and peaking at 9 PM and slowly 

decreasing until mid-night. The frequency cycles are not synchronized between spam and 

non-spam tweets. Spam distribution might be optimized for more views.  

 

 
Figure 5 Hourly Frequency of Non-Spam Geo-Tagged Tweets 
 

 

 
Figure 6 Hourly Frequency of Spam Geo-Tagged Tweets 
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3.2.	Tools	
The collected Twitter data are stored in PostgreSQL database with PostGIS 

extension to provide geospatial capabilities. Additional database tables were created 

during processing to store the cleaned tweets and the statistics. With PostGIS, it is easy to 

query the tweets within a specific geographic area, which is a crucial operation in this 

study. 

Python [26] will be the primary programming language used for processing the 

datasets. Many Python programming packages are available to facilitate the connection to 

PostgreSQL database and conduct various statistical operations. The package “psycopg2” 

[27] enables connecting to PostgreSQL to retrieve data from the tables, and after 

processing, to insert or update records. Scipy [28] is the package used for the majority of 

the statistical functions like minimum, maximum, variance and Chi-Square Test. 

QGIS is open-source mapping software that has the capability to visualize 

geospatial data from PostgreSQL databases and online services. It was beneficial in 

visualizing the tweets distribution and processing results.  

3.2.1.	TextRazor	
In order to extract named entities from tweets, the TextRazor API [29] was used 

from within Python using a published programming package. Entities were identified 

from each tweet by utilizing the Freebase knowledge base instead of Wikidata. Then, the 

entities were assigned to topic groups and counts were stored for each tweet and stored in 

its table as discussed in section “4.3. Assigning High-Level Topics”. 
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4. ANALYSIS & RESULTS 

In this section, a description of the analysis procedures along with the results is 

detailed. Each of the steps is explained in its own sub-section below. The first step uses 

the geographic dispersion of the tweets to create the hierarchical bins that will be used in 

this thesis. Then, named entities are extracted from all the tweets and counted to calculate 

the topical distribution. Subsequently, the entities’ distribution is aggregated for all 

hierarchical bins. Then, the all US topical distribution is calculated by adding all the 

entities. Then, for each of the smaller bins, a categorical statistical test is conducted to 

test the hypothesis that the bin is similar to all US distribution. 

4.1.	Hierarchical	Bins	
It is the goal of this thesis to find the spatial resolution at which the content of 

tweets begins to have a different topical distribution from the overall US distribution. In 

order to have a predetermined definition of space partitions a selection could be made 

from existing US political boundaries such as: 1) all 48 contiguous states, 2) individual 

states, 3) counties and 4) cities. Or, use census systems that rely on states, counties, 

census tracts, block groups and census blocks. 

Census systems will not limit disease spread or other human interactions. Hence, 

using census tracts for the hierarchical breakdown of tweets is not mandatory [20] it is 

usually used because of convenience and availability of data. 
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Alternatively, custom hierarchical regular bins that rely on available data density 

could be created. The choice was to create the custom hierarchical binning system for 

several reasons. Firstly, although both methods provide hierarchical relations between 

parent and child bins, the custom hierarchical binning would allow more levels. 

Secondly, The custom binning reaches sub-city areas, which provides more detail. Lastly, 

custom binning systems allow more flexibility to be applied to any geographic region 

other than the US. Other research has found that grid based zoning can increase 

homogeneity and keep a consistent system over time [30]. 

4.1.1.	Bin	Generation	
As shown in Figure 7, the bin generation and numbering starts with the root bin 

that encompasses all the 48 contiguous states and all tweets. This root area was then 

expanded a little to fit two rows of 5 square areas of 12.8 degrees. Then, a recursive 

function was used in Python to calculate the number of tweets in each of these square 

areas. If the number of tweets was more than 20, it would divide the area into 4 equal 

rectangular bins. The division process would continue until the number of tweets drops to 

20 or if the size of the bin reaches 0.00625 degrees this is equivalent to ~800 x 800 

meters bin. 

4.1.2.	Bin	Numbering	
The used grid naming system uses the name of the parent bin and appends one 

more digit to identify the child bin. The root bin, which is level 1 in the hierarchy, has the 

number 0. The second level contains ten bins numbered from 00 to 09. Then, each child 

bin in levels 3 to level 13 can only add a digit between 1 and 4 since there are only 4 
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equally sized child bins. This facilitates the generation of child-parent aggregation 

without the need of conducting spatial intersection operations. The number of digits in a 

bin number corresponds to the level number. In Figure 7, the top right bin is at level 4 

and belongs to the following parent bins: 1) root, 2) bin 9 and 3) bin 4. 

 

 
Figure 7 hierarchical grid numbering system 

 

4.1.3.	Bins	Production	
Using the bins generation rules detailed above, the bins were produced for both 

datasets. The tweets geographic distribution is different between the two datasets, which 

causes a difference in the resulting bins. To ensure the use of the same set of bins in the 

calculations of both datasets, only bins produced by both datasets were chosen. The total 

counts of bins in each level are shown in Table 3. Due to choosing only mutual bins, the 
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total count of chosen bins drops to only 5210 instead of around 7000 bins produced by 

each dataset.  

Figure 8 demonstrates the concentration of chosen bins around urban areas with 

darker shades of gray. Although all levels of bins are displayed on the map, due to the 

large extent of the map only a maximum of 8 levels is discernible.  

 

Table 3 Chosen Bins Dimensions and Counts 

Level Dimension 
(Degrees) Dataset 1 Dataset 2 Chosen 

2 12.8 9 9 9 
3 6.4 30 30 30 
4 3.2 96 93 93 
5 1.6 253 244 236 
6 0.8 514 486 445 
7 0.4 739 699 591 
8 0.2 1010 748 790 
9 0.1 1311 891 999 

10 0.05 1171 978 777 
11 0.025 831 1057 530 
12 0.0125 673 1285 409 
13 0.00625 529 1317 301 

Totals - 7166 7837 5210 
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Figure 8 Chosen Bins 

 

4.2.	Extracting	Entities	
To assess the topics of a discussion in Twitter entity extraction methods can be 

used, which effectively discovers the concepts of a knowledge base such as DBpedia or 

Freebase in tweets. TextRazor was specifically used in this thesis. TextRazor was found 

to have the highest precision of 65% in named entity linking [31]. The free educational 

license allowed for 15,000 daily requests only. Meanwhile, extracting entities from each 

tweet in a separate request would require around 10 days for each dataset. Alternatively, 

several hundred tweets were grouped into a single request. The returned entities from 

TextRazor provided information about the location of the matched word. Given this 

information, the tweet that contained the matching word or phrase can be located. Using 

this grouping method around 700 tweets can be grouped without exceeding the 200 KB 

limit on the requests. 
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Confirming the language of the tweet and deciphering abbreviations and idioms 

can improve the entity extraction from tweets [32]. So, in order to improve the quality of 

matched entities, the tweet text was cleaned before being sent through to TextRazor. 

Username mentions are removed from the content of tweets to prevent false matches with 

entities that match usernames. Hashtag symbols were also removed to allow matches for 

meaningful hashtags. Also, URLs were removed from tweets to prevent matches against 

words in URLs. 

4.2.1.	Freebase	
TextRazor uses two databases to identify entities: Freebase [33] or DBpedia [34]. 

The database chosen for this thesis is Freebase, which contains 423 million entities that 

belong to 62 million topics that fall under 77 domains. When an entity is matched with a 

word in a tweet additional information is returned from TextRazor. Each entity can 

belong to several topics and domains and this information is returned along with the 

listing of entities and their confidence score. 

The confidence score given by TextRazor indicates the percentage of confidence 

that the returned entity matches the given word or phrase. There is another score 

regarding relevance and it looks at how closely relevant the entity is to the whole body of 

text. The relevance score is ignored in this study and only the confidence score greater 

than 0.6 (out of 1) was used to limit the matching to high confidence results.  

4.3.	Assigning	High-Level	Topics	
A returned entity by TextRazor could be assigned to multiple instances of the 77 

domains. These domains should be grouped into high-level topics that can give an easy-
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to-grasp picture of the topical distribution across all domains. Also, using a small number 

of categories will enable the use of the lack-of-fit Test, which will be discussed later on, 

to find bins that have different distribution from the root bin. Table 4 lists the chosen 

topic groups and the topics assigned to each group. Also, the percentages of topics and 

entities in each group are listed. The “culture” group is leading ahead of all other groups 

with 61% of topics and 71% of all entities.  

 

Table 4 Domains grouping into high-level topic groups 

Group Domains Topics 
% 

Entities 
% 

Culture music, film, tv, fictional_universe, cvg, theater, broadcast, 
fashion, comedy, radio, amusement_parks 61% 71% 

Geography location, geography, transportation, travel, zoos, 
protected_sites 4% 5% 

Literature visual_art, book, media_common, periodicals, library, 
comic_books, exhibitions, interests 20% 8% 

Sports sports, soccer, olympics, american_football, baseball, 
basketball, cricket, ice_hockey, boxing, martial_arts, games 1% 2% 

People people, food, language, celebrities  7% 5% 

Science biology, medicine, astronomy, chemistry, spaceflight, 
meteorology, engineering, geology, physics 2% 3% 

Society organization, award, education, projects, aviation, boats, 
law, rail, event 3% 4% 

Technology business, internet, computer, digicams  2% 1% 
Politics military, government, royalty, symbols, religion 0% 0% 

 

Textrazor finds for each tweet its named entities. Each of these entities belongs to 

one of the 9 categories shown in Table 3. Now, the total counts and percentages for each 

topic category can be computed for both datasets. For each bin, the number of tweet 

occurrences on a category basis can be computed, i.e., how many tweets are recorded in 
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the area of a bin in a specific category. Table 5 shows a sample of tweets with the 

assigned counts in each topic group. 

 

Table 5 Topic Group Counts Sample 

Tweet Culture Geog. Lit. Sports People Sci. Society Tech. Politics 

I'm at Target at least four to five 
times a week. 0 0 1 0 0 1 1 1 0 

saw Selena Gomez's house last night 1 0 0 0 1 1 1 1 0 
nyccccc @ Times Square 1 1 1 0 0 0 0 0 0 
Lido Key Beach, FL 0 1 0 0 0 0 0 0 0 
Wilson County Fair 0 1 1 0 0 0 0 0 0 
Back in deptford for a little bit 0 1 0 0 0 0 0 0 0 

 

4.4.	US	Topical	Distribution	
Once the counts of entities for all tweets have been collected through TextRazor, 

the total counts and percentages for each topic group for both datasets were calculated. 

Table 6 lists the percentages for each group for both Datasets 1 and 2. Even with around 

164 days gap between the two datasets, the percentages are almost the same. As shown in 

Table 4, Freebase’s database topical distribution is not reflected in the topical distribution 

found in Twitter datasets. The similarity, shown in Table 6, between the percentages in 

both datasets suggests a stable daily distribution. 

 

Table 6 Topic Group Percentages for Both Datasets 
Dataset Culture Geography Literature Sports People Science Society Technology Politics 

Dataset 1 13.3% 15.0% 18.3% 6.3% 6.1% 5.2% 15.3% 12.2% 8.4% 

Dataset 2 13.2% 14.7% 18.1% 6.8% 5.9% 5.1% 15.0% 11.9% 9.2% 
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4.5.	Find	Different	Bins	Using	Lack-of-Fit	Test	
After establishing the topical distribution of all US data, it’s desired to find at 

which bin level do distributions differ significantly from the root. Bins’ distribution has 

to be compared to the root bin distribution. This is accomplished by modifying the Chi-

Square Test [35] into a test named lack-of-fit X2 test. The primary purpose of the lack-of-

fit test is to test the hypothesis that a sample categorical frequency fits the known 

population frequency. Equation 1 explains the calculation of the X2 using the expected 

frequency (E) and the sample observed frequency (O) in and summing all the values for 

the 9 categories.  

 

Equation 1 Lack-of-Fit (X2) 

𝑋! =
𝐸! − 𝑂! !

𝐸!

!

!!!

 

 

Observed values in the equation are calculated using the percentage of entities in 

a category and multiplying it with the number of tweets. And the expected values are the 

product of multiplying the percentage of the category in the root bin by the number of the 

tweets in the tested bin. So, the number of tweets in a bin is a crucial parameter in the 

calculation.  

In order to reject the hypothesis that the sample bin distribution fits the root bin 

distribution an α value of 0.01 will be used. Since the number of topic groups used to 

calculate X2 is 9 then the variable of degrees of freedom is equal to 8. When using these 

parameters, the X2 value needs to exceed 20.09 to reject the hypothesis that the sample 
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bin data fits with the root data distribution. The Python package Scipy is used for the 

calculation of the X2 and the p-value. So, if any bin has a calculated p-value < 0.01 the 

hypothesis is rejected and the bin is considered significantly different from the root bin. 

4.5.1.	Using	All	Tweets	to	Find	Different	Bins	
To compare the topical distribution of bins to the root distribution, the entity 

counts of all tweets that fall within each bin need to be summed. Then, the X2 and p-

value for each bin are calculated. The percentage of different bins from root broken by 

level is shown in Figure 9. 

The results from Figure 9, for Dataset 1, suggest that bins get more similar to the 

root bin as they get smaller. Only around 5% of the bins are different from root at level 

13. Meanwhile, almost 90% of bins at level 2, just a level away from root, are different 

from root. Comparable results were found in Dataset 2 as Figure 10 shows. 

These results completely contradict expected results of increasing locality and 

differentiation as resolution increases. For this reason, a further study of the lack-of-fit 

test has revealed that larger sample sizes almost guarantee rejecting the hypothesis due to 

the squared nominator in the X2 expression in Equation 1 [35]. 

An experiment was conducted to explain the effect of sample size on the results of 

the X2. The calculation of the p-value was done using varying sample sizes of tweets. 

Figure 11 shows how the percentage of different bins increases by increasing the number 

of tweets used in the X2 computation.  
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Figure 9 Percentage of different bins using all tweets in bin (Dataset 1) 

 

 
Figure 10 Percentage of different bins using all tweets in bin (Dataset 2) 
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Figure 11 Percentage of different bins using all tweets in bin (Dataset 2) 
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Figure 12 Percentage of different bins all tweets vs. sampled tweets (Dataset 1) 

 

 
Figure 13 Percentage of different bins all tweets vs. sampled tweets (Dataset 2) 
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Figure 12 and 13 show the results of using the mean p-value of sampled tweets 

(red) in both datasets compared to using all tweets (blue). Both red graph lines show the 

expected behavior of increasing percentage of different bins with the increase in level. 

This is true up to level 7 bins with an approximate width of 51 kilometers. From that 

point on, the percentage of different bins almost flattens indicating a clear point of 

evident locality starting from level 7. 

Figure 14 and Figure 15 show maps of the 48 contiguous states and the different 

bins using the sampling at all levels. To attempt making overlapping bins visible in the 

map the bins transparency was increased to around 40%. So, the darker red areas indicate 

several overlapping bins. 

The majority of the different bins are hardly visible using such large-scale maps 

but they give an overall spread of different bins. Hence, Table 7 provides the absolute 

and percentage numbers of different bins per level. The columns labeled “All Bins” list 

the number of bins that have 20 or more tweets and has more than two entities in each 

category. This restriction is imposed due to X2 limitations. 
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Figure 14 Different bins using sampled tweets at all levels (Dataset 1) 

 

 
Figure 15 Different bins using sampled tweets at all levels (Dataset 2) 
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Table 7 Number of all valid and different bins in each level for both datasets 

Levels Dataset 1 Dataset 2 
Level Approx. Width 

(Km) All Bins Different Percent All Bins Different Percent 

2 1638.4 9 0 0% 9 0 0% 
3 819.2 30 1 3% 30 0 0% 
4 409.6 87 5 6% 87 6 7% 
5 204.8 209 17 8% 216 14 6% 
6 102.4 349 28 8% 355 32 9% 
7 51.2 439 36 8% 475 45 9% 
8 25.6 575 39 7% 615 40 7% 
9 12.8 681 36 5% 769 43 6% 

10 6.4 511 31 6% 584 43 7% 
11 3.2 392 30 8% 418 40 10% 
12 1.6 297 14 5% 322 27 8% 
13 0.8 208 8 4% 220 20 9% 

 

4.6.	Effect	of	Different	Bins	on	Parent	Bins	
If a bin has a different distribution form the root bin, does it cause parent bins to 

also be different from root? This is a question that this section will attempt to answer. To 

assess this effect for each different bin, parent bins were checked. The number of 

different parent bins is counted and averaged for each level. With the increase of levels 

the effect on parent bins increases. Table 8 lists the average number of different parent 

bins for child different bins at each level. 
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Table 8 Statistics of different bins and their observed effect on parent bins (Dataset 1) 

Level All Diff. 
Bins 

Bins with 
Different Parents 

% with Diff. 
Parent Bins Avg. Number of Diff. Parent Bins 

2 0 0 - - 
3 1 0 0% - 
4 5 1 20% 0.20 
5 17 4 24% 0.24 
6 28 10 36% 0.43 
7 36 20 56% 0.75 
8 39 22 56% 1.08 
9 36 23 64% 1.14 

10 31 16 52% 1.13 
11 30 27 90% 1.90 
12 14 14 100% 3.14 
13 8 6 75% 3.00 

 

Table 9 Statistics of different bins and their observed effect on parent bins (Dataset 2) 

Level All Diff. 
Bins 

Bins with 
Different Parents 

% with Diff. 
Parent Bins Avg. Number of Diff. Parent Bins 

2 0 0 - - 
3 0 0 - - 
4 6 0 - - 
5 14 5 36% 0.36 
6 32 10 31% 0.44 
7 45 23 51% 0.76 
8 40 28 70% 1.28 
9 43 24 56% 1.40 

10 43 29 67% 1.77 
11 40 33 83% 2.00 
12 27 25 93% 3.07 
13 20 16 80% 3.15 

 

Figure 16 helps visualize the data in Table 9. By using two y-axes, two measures 

of affecting parent bins are displayed. Overall, different bins at all levels cause parent 

bins to become different from root. The effect is stronger and affects more levels of 

parent bins at higher resolution bins. Different bins at levels 11, 12 and 13 cause two to 

three levels of parent bins to become different. Also, more than 83% of bins at these 

levels cause at least 1 parent bin to become different. This finding illustrates the effect of 
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aggregating bins into larger spatial bins. The differentiation of a bin’s distribution 

smoothes when combined with neighboring bins and eventually disappears. 

 

 
Figure 16 Percentage of Different bins that also have a parent different bin (red). The average range of affected 
parent bins (blue) – Dataset 2 
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compared to the overall discussion on Twitter. The areas that show a difference from root 

in both datasets have shown consistently different discussion. 

The total number of urban areas published by the US Census Bureau is 3601. 

New York city area has the highest 2014 population of 18.4 million people and Lake 

Rancho Viejo, CA, has the smallest population figure of 2500 people. The different bins 

from levels 10 to 13 in the Dataset 1 and two were 63 and 103 respectively. The 

intersection was conducted for each dataset independently then results were compared. 

The results are listed in Table 10. 

Only 33 urban areas out of all 3601 urban areas had different overlapping bins at 

least in one dataset. And only 14 (highlighted in green in Table 10) had different 

overlapping bins in both datasets. The percentage of urban areas that have had 

overlapping different bins is only 0.4%. The population numbers at these 14 urban areas 

ranged from 18.4 million in New York to 0.9 million in New Orleans. 
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Table 10 Different urban areas and wither it was different or not in each dataset 

Rank Name Population Different in 
Dataset 1? 

Different in 
Dataset 2? 

1 New York--Newark, NY--NJ--CT 18.351 M YES YES 
2 Los Angeles--Long Beach--Anaheim, CA 12.151 M YES YES 
3 Chicago, IL--IN 8.608 M YES YES 
4 Miami, FL 5.502 M YES YES 
5 Philadelphia, PA--NJ--DE--MD 5.442 M YES YES 
6 Dallas--Fort Worth--Arlington, TX 5.122 M YES YES 
7 Houston, TX 4.944 M YES NO 
8 Washington, DC--VA--MD 4.587 M NO YES 
9 Atlanta, GA 4.515 M NO YES 

10 Boston, MA--NH--RI 4.181 M YES YES 
12 Phoenix--Mesa, AZ 3.629 M NO YES 
13 San Francisco--Oakland, CA 3.281 M YES YES 
15 San Diego, CA 2.957 M YES YES 
16 Minneapolis--St. Paul, MN--WI 2.651 M NO YES 
17 Tampa--St. Petersburg, FL 2.442 M NO YES 
19 Baltimore, MD 2.204 M YES YES 
20 St. Louis, MO--IL 2.151 M NO YES 
23 Las Vegas--Henderson, NV 1.886 M YES YES 
24 Portland, OR--WA 1.850 M NO YES 
27 Pittsburgh, PA 1.734 M YES NO 
30 Cincinnati, OH--KY--IN 1.625 M YES NO 
32 Orlando, FL 1.511 M YES YES 
36 Columbus, OH 1.368 M YES NO 
37 Austin, TX 1.362 M NO YES 
38 Charlotte, NC--SC 1.249 M YES YES 
43 Louisville/Jefferson County, KY--IN 0.973 M YES NO 
49 New Orleans, LA 0.900 M YES YES 
50 Raleigh, NC 0.885 M NO YES 
95 Winston-Salem, NC 0.391 M YES NO 

117 Kissimmee, FL 0.314 M NO YES 
120 Greensboro, NC 0.312 M NO YES 
297 Norman, OK 0.104 M YES NO 

1708 Aspen, CO 0.008 M NO YES 
 

 

https://en.wikipedia.org/wiki/Chicago
https://en.wikipedia.org/wiki/Miami
https://en.wikipedia.org/wiki/Philadelphia
https://en.wikipedia.org/wiki/Houston
https://en.wikipedia.org/wiki/Washington,_D.C.
https://en.wikipedia.org/wiki/Atlanta
https://en.wikipedia.org/wiki/Boston
https://en.wikipedia.org/wiki/San_Diego
https://en.wikipedia.org/wiki/Minneapolis%E2%80%93Saint_Paul
https://en.wikipedia.org/wiki/Baltimore
https://en.wikipedia.org/wiki/St._Louis,_Missouri
https://en.wikipedia.org/wiki/Portland,_Oregon
https://en.wikipedia.org/wiki/Pittsburgh
https://en.wikipedia.org/wiki/Cincinnati
https://en.wikipedia.org/wiki/Orlando,_Florida
https://en.wikipedia.org/wiki/Columbus,_Ohio
https://en.wikipedia.org/wiki/Austin,_Texas
https://en.wikipedia.org/wiki/Charlotte,_North_Carolina
https://en.wikipedia.org/wiki/New_Orleans
https://en.wikipedia.org/wiki/Raleigh,_North_Carolina
https://en.wikipedia.org/wiki/Winston-Salem,_North_Carolina
https://en.wikipedia.org/wiki/Kissimmee,_Florida
https://en.wikipedia.org/wiki/Greensboro,_North_Carolina
https://en.wikipedia.org/wiki/Eau_Claire,_Wisconsin
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5. DISCUSSION 

From the results of the analysis listed in Table 7, it is clear that with increased 

partitioning of bins local topical distributions can be differentiated. The increased bin 

resolution increases the identification of different bins up to a level 7. After which, there 

were no observed gains in differentiation percentage. This is due to the effect different 

bins have on parent bins, Figure 16. Such effect maintains the differentiation of bins for 

varying numbers of levels.  

It appears that the Lack-of-Fit Test (discussed in section 4) was never used in 

Twitter content analysis to find areas that deviate from the common distribution of topics. 

The choice of topics can be altered to spot deviations in other domains and applications. 

These tests can be achieved with little data since topics are tracked instead of specific 

terms. 

Visualization of twitter content should be appropriate for multiple scales like 

countrywide, statewide and citywide [38]. With the use of a hierarchical binning system, 

bins fitness to the expected distribution can be tested at 12 levels. 

The aggregated percentages of topical distribution across the US are almost 

constant between the two datasets, as shown in Table 6. This fixed distribution can be 

very beneficial in using historical distributions instead of calculating the distribution 

daily or hourly, which can support faster processing of streaming data monitoring. 
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5.1.	Smoothing	Effect	
In this section the smoothing effect of aggregation will be illustrated. The area 

under investigation starts with bin number “0731344214421” which is at level 13, i.e. the 

smallest spatial bin size. It covers the Reagan National Airport (DCA) in Washington 

D.C. area and it had witnessed an increased amount of geo-tagged tweets causing the area 

to be flagged as different compared to the root bin (All US). Consequently, when this 

small bin is aggregated into larger bins it caused 4 parent bins to also be different from 

root, shown in Figure 17. But the p-value has been increasing in each aggregation step 

and the topical distributions are smoothed to assimilate root percentages, shown in Table 

11. The smoothing effect is depicted graphically using a radar diagram in Figure 18. The 

figure shows only a sample of parent bins, i.e. “073134421” and “0731”. 

 

 
Figure 17 Smoothing Effect of Aggregating Bins 
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Table 11 The smoothing effect of aggregating bins 

Dataset 2 Culture Geog. Lit. Sports People Sci. Society Tech. Politics P-value 

Root (All US) 0.13 0.15 0.18 0.07 0.06 0.05 0.15 0.12 0.09 - 
07 0.13 0.14 0.18 0.07 0.06 0.05 0.15 0.13 0.09 0.97573 
073 0.13 0.14 0.17 0.07 0.06 0.05 0.15 0.13 0.09 0.97816 
0731 0.12 0.14 0.19 0.05 0.07 0.06 0.15 0.13 0.08 0.68912 
07313 0.12 0.14 0.18 0.05 0.07 0.05 0.16 0.14 0.09 0.83335 
073134 0.12 0.15 0.18 0.05 0.06 0.04 0.16 0.13 0.09 0.87375 
0731344 0.13 0.14 0.17 0.06 0.06 0.04 0.16 0.14 0.09 0.86691 
07313442 0.13 0.14 0.17 0.06 0.06 0.04 0.16 0.14 0.09 0.85511 
073134421 0.09 0.20 0.18 0.03 0.05 0.05 0.16 0.07 0.16 0.00339 
0731344214 0.08 0.23 0.13 0.03 0.05 0.03 0.21 0.05 0.18 0.00045 
07313442144 0.07 0.25 0.08 0.03 0.02 0.01 0.28 0.04 0.23 0.00006 
073134421442 0.07 0.25 0.08 0.03 0.02 0.01 0.28 0.04 0.23 0.00014 
0731344214421 0.07 0.26 0.08 0.02 0.02 0.01 0.29 0.03 0.24 0.00003 

 

 
Figure 18 Smoothing effect of aggregating bins using a few example parent bins 
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5.2.	Local	Events	Detection	
The use of lack-of-fit test is primarily used in this thesis to study the effect of 

aggregation on the differentiation of varying areal units, i.e. MAUP. Furthermore, once 

different areas are highlighted, they can be investigated for local trends or events that 

have caused this differentiation. To this end, two test cases are discussed below: 1) 

Towson, MD and 2) San Jose, CA.  

5.2.1.	Test	Case:	Towson,	MD	
The square bin encompassing Towson did not have a significantly different 

topical distribution in Dataset 1 but was found different in Dataset 2. The radar chart in 

Figure 19 demonstrates the difference between the US distribution and Towson’s 

distribution in Dataset 1. Although they might seem significantly different, the calculated 

p-value was found to be ~0.6. Hence, the hypothesis that they are similar can’t be 

rejected. Meanwhile, in Dataset 2, Towson’s topical distribution was found to be 

significantly different from all US. The p-value calculated was 0.0005, which is far less 

than 0.01 and warrants a rejection to the fitness hypothesis. 

In order to investigate the reason of differing from all US distribution, the top 40 

used words are extracted using the English language stemming capability of PostgreSQL 

database management system. Figure 21 shows a word cloud of the top 30 words with 

larger font for more frequently used words. The town name appears to be the most used 

term followed by SECU Arena.  
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Figure 19 Towson Statistics in Dataset 1 

 

 
Figure 20 Towson Statistics in Dataset 2 
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It was found that the SECU Arena at Towson University had hosted a significant 

women basketball match between Mercy High School and the Institute of Notre Dame1. 

In addition, the rapper Fetty Wap had a performance the previous night at the same 

arena2. Additional key words relating to the weather are due to automatic tweets about 

weather conditions and forecasts. 

 

 
Figure 21 Towson Word Cloud in Dataset 2 

 

 	

                                                
1 https://www.indofmd.org/INDMercyGame 
2 http://www.livenation.com/events/513196-jan-28-2016-fetty-wap 
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5.2.2.	Test	Case:	San	Jose,	CA	
The city of San Jose, CA, was also not flagged as different in Dataset 1. Figure 22 

displays the radar graph for the area in Dataset 1. The p-value calculated is 0.018, which 

does not warrant a rejection to the fitness hypothesis with the strict 99% confidence used 

in this study. If the usual 95% confidence were used then this area would have been 

flagged as different as well. When the word cloud of San Jose in Dataset 1 is examined, 

Figure 25, a clear reference to Shania Twain and her concert can be seen on August 173. 

Although the concert was on the previous night, the pictures and videos were still being 

shared on social media the day after. 

 

 
Figure 22 San Jose Statistics in Dataset 1 

 

                                                
3 http://www.mercurynews.com/music/ci_28658313/review-shania-twain-says-hello-goodbye-san-jose 

0	
0.05	
0.1	

0.15	
0.2	
0.25	
0.3	
culture	

geography	

literature	

sports	

people	science	

society	

technology	

poliXcs	

002244422	 Root	Dataset	



 

44 
 

 
Figure 23 San Jose Word Cloud in Dataset 1 

 

In Dataset 2, San Jose had a p-value of 0.0098, which barely drops below the 

threshold of 0.01 and is clearly flagged as different due to rejecting the fitness hypothesis. 

Figure 24 displays the radar chart of the topical distributions of the area compared to all 

US. By examining the word cloud for Dataset 2 in Figure 25, references to the 

convention center and an abbreviation of WSBG16 are apparent. The abbreviation 

corresponds to the 2016 World System Builder annual convention4 that was held between 

28 and 31 of January.  

                                                
4 http://www.worldsystembuilder.com/events.html 
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Figure 24 San Jose Statistics in Dataset 2 

 

 
Figure 25 San Jose Word Cloud in Dataset 2 
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6. CONCLUSION 

With the millions of users generating content, it is very easy to drown in the 

millions of tweets. This is compounded by the high percentage of unimportant chatter 

[39]. This work tries to identify locality in tweets. Named entities were extracted from 

geo-tagged tweets for the 48 contiguous states. The entities belonged to 77 domains and 

were grouped into 9 topic categories. A hierarchical subdivision of space was used to 

aggregate the tweets and respective categories in bins of varying spatial size. With the 

various topic distributions of bins of different sizes, a lack-of-fit test was conducted to 

compare all bins to the topic distribution of the root level (entire US) and identify the bins 

that differ. 

The percentage of differing bins remained constant when reaching Level 7 

(corresponding to 51km side length) and smaller bins. This finding suggests that a 

locality in discussion can be observed starting at such spatial extents. I.e., in larger cells 

the distribution of topics resembles that of the entire US. When examining urban areas 

since they generate most of the traffic on Twitter, only 33 out of 3601 areas differed in 

terms of treated topics. 

These findings will further increase the understanding and utilization of geo-

tagged tweets to encourage novel applications. Content uniqueness and differentiation 

can inform better event detection and spot interesting local patterns. 
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In addition to achieving the major goals of this thesis, interesting statistics have 

been found regarding the tweets. The obtained datasets have around 6% of users who 

produce ~60% of the geo-tagged tweets. This is an alarming percentage that should 

always be factored in studies on geo-tagged tweets. 
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7. FUTURE WORK 

Content uniqueness and differentiation can inform better event detection and spot 

interesting local patterns. The methods of this study can be customized to find 

correlations and trends between different areas. The chosen topics and the way they are 

grouped will tailor the lack-of-fit test to the desired characteristics. 

It would be interesting to see if the topical distribution for entire US is similar in 

other time periods or to other international regions. Specific urban areas can be studied to 

identify what differentiates urban areas. Since Freebase has been migrated to Wikidata 

[40], similar entity extraction can be conducted to compare results with Freebase, which 

was used in this thesis. Additionally, the same processing logic can be tested out with a 

different way of partitioning the space to further study how this change would affect the 

results. Since this study only used geo-tagged tweets with exact coordinates, other studies 

can include tweets with estimated coordinates. 
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