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Context / Background
How are E-Resources changing Libraries?

Why LOCKSS?
How does it work?

A behind the scenes view of LOCKSS
Project Future



"...let us save what remains: not by 
vaults and locks which fence them from 
the public eye and use in consigning 
them to the waste of time, but by such a 
multiplication of copies, as shall place 
them beyond the reach of accident."

-- Thomas Jefferson, 1791



• The world is moving to the web.  Seven (7) million pages  
added each day.

• Websites are becoming the version of record for many 
scientific journals.

• Information stored on paper may survive for millenia; 
stored digitally it may not be recoverable next week.

• There is a significant investment in e-resources that 
needs protection.  

a bit of context...



We’ll get to the “what is 
LOCKSS” in just a moment, 
but to better appreciate why 
it is an important technology,  

we need to back up just a bit...



What is a Library?



A Library is a Memory 
Organization

A Library Serves 
Communities

• It collects documents and 
cultural artifacts

• It organizes, provides access, 
and interprets

• It preserves objects for 
future use



  just a collection of links.

Our challenge is to figure out a way to place 
an ever greater reliance on e-resources, but 

prevent the library from becoming...



Without local 
collections, librarians 

risk becoming
digital concierges

...and we have a harder 
time differentiating 
ourselves from new 
competitors in the 
information arena



Do Libraries Have a Future?

• current digital objects

• mostly common, homogeneous resources

• leased access to subscription materials

Without local collections, libraries link to:



Failure to collect and preserve this 
digital information could lead to a  

“dark age” in our time

Access without ownership ensures the 
end of libraries as we have known them

We put our resources (and future 
relevance) at the mercy and whim of 

publishers, aggregators and market forces



LOCKSS



LOCKSS

A Persistent Access Preservation 
System for E-Journal Content



Librarians subscribe to journals on behalf of 
their readers for both immediate and long-term 
access

A major flaw with web publishing is that there 
has been no mechanism to implement the 
traditional purchase-and-own library model

Instead, we’re leasing access for today’s users 
and leaving tomorrow’s vulnerable to availability 
issues outside our control.

The “why” of LOCKSS



LOCKSS offers a 
way to change this 
by providing a low-
cost and simple-to-
operate system for 
maintaining long-

term access.



LOCKSS allows libraries to take custody of the 
material to which they subscribe, in the same 
way they do for paper, and to preserve it. 

By preserving it they ensure that, for their 
community, links and searches continue to 
resolve to the published material even if it is no 
longer available from the publisher. 



How does it work?
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Publisher “authorizes” 
content for LOCKSS 

caching.  Each LOCKSS 
cache crawls publisher site 

for content

“Plugins” enable 
LOCKSS cache to 
understand how 

to crawl site for a 
given publisher / 

provider
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The library caches communicate with 
each other continually but very slowly, 
using the Library Cache Auditing 
Protocol (LCAP).  These unicast and 
multicast IP datagrams enable the 
LOCKSS caches to challenge each 
other to vote in polls proving that their 
respective copies of journal volumes, 
issues, and articles are the same. 
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If cache A determines 
that the content it 

holds is corrupted, it 
then asks for a new 
copy of that content 

from either the 
publisher or one of the 
other LOCKSS caches 

on the net

ok ok

bad

ok

ok

Note: Cache B will never 
give a copy of an article to 
Cache A if the requesting 

cache has not shown in the 
past that it had a copy of 

the content.



 Cache
B

Cache
A

Cache B allows 
download of 

replacement data to 
Cache A.

System wide polling 
resumes...

ok ok

ok

ok

ok

wide-area replication 
(”Lots of Copies”) 

ensures valid data (”
Keep Stuff Safe”)
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so...lots of copies 
keep stuff safe 

and peer review 
of redundant 

content insures 
data integrity



The LOCKSS 
team won an  

ACM research 
award in 2004 
for work that 

addresses 
security/integrity 

within this 
polling protocol



What is a LOCKSS cache?

• A simple PC (e.g., 2GHz Celeron, 512MB RAM, 
CD-ROM, 1.44 diskette, 250Gb Disk Drive, 
Ethernet)

• Machine runs a “customized, highly secure” 
version of OpenBSD unix.  It is an appliance, 
running only the LOCKSS software.

• Local system administrator interacts with the 
LOCKSS appliance via a web browser



Our LOCKSS appliance has an archive 
of e-journal content and we feel good 
about doing our part to preserve this 

content for eternity... 

It’s 2008



But now the website for one of the 
journals we need...one we put in our 

LOCKSS cache...has left the net.

  Can our LOCKSS appliance help?



Yes.
Not only can we get content from 

a LOCKSS cache once the 
original publisher’s site is gone... 

a LOCKSS cache can be configured to 
supply articles even if the publisher’s 

site is down just temporarily. 



Patron’s browser sends link to proxy server. Proxy server 
redirects query to LOCKSS cache. LOCKSS cache does a 

quick query to publisher site (”are you alive”, “is your content 
newer than my cached version”). If answer is “YES” then 

LOCKSS cache redirects query to the publisher’s website. Data 
travels back from publisher to proxy server to patron.



If publiser’s website does not respond, then 
LOCKSS cache retrieves content from local 

drive and sends it back to proxy server which 
sends it to the patron’s browser.



LOCKSS has shown it can affordably:

• Get permission to preserve copyright content

• Automatically collect it from the publisher

• Prove that the collection is OK

• Preserve it despite hardware/software failure and 
attack by powerful adversaries

• Disseminate it transparently to users



System Status

• Production release since April 2004

• Libraries are contributing plug-ins, UI developments

• LOCKSS alliance has been formed to institutionalize 
support for LOCKSS maintenance and further 
development

• New genres of content are being considered: 
newspaper articles; government documents, web 
sites



Support LOCKSS 
development

Encourage 
institutional 

membership in 
the LOCKSS 

alliance

http://lockss.org



Questions?



University Libraries
Library Systems Office


