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ABSTRACT 

A COMPARATIVE STUDY OF THE UTILITY OF KNOWLEDGE BASES FOR THE 
GEOSPATIAL ENRICHMENT OF SOCIAL MEDIA DATA 

Jacqueline Hunke, M.S. 

George Mason University, 2018 

Thesis Director: Dr. Arie Croitoru 

 

In the last decade the use of social media has increased substantially. It has 

become a data-rich source from which to extract meaningful data, as each post that 

a user makes to social media contains information that can be extracted or derived. 

Inherent in some of this data is geographic information (e.g. coordinates, location 

names) and this information, once discovered, can provide useful spatial, temporal, 

and thematic context. However, deriving such contextual information often requires 

the use of external knowledge bases. Employing Semantic Web and Linked Data 

principles have enabled the large-scale mining of such information from social 

media. As recent studies have shown, using such knowledge bases can disambiguate 

social media data and enrich its derived analysis products. Motivated by these 

recent trends, this thesis conducts a meta-analysis of those recent studies and 

proposes a set of selection criteria that should be considered when selecting a 
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knowledge base for extraction of geographic and other contextual information from 

social media data. The analysis also explores which knowledge bases, among the 

ones existing today, are the most commonly-used and evaluates them against the 

defined criteria set. Based on this, a set of recommendations are put forward for 

selecting the best suited knowledge bases for the geospatial enrichment of social 

media data.  
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CHAPTER ONE 

1.1 Introduction 

During the last decade, social media usage has substantially increased on a 

global scale, providing the opportunity to mine meaningful information from the 

data that users publish to social media. One of the significant elements that can be 

deduced from social media data is location information, making it possible to add a 

geospatial component to information collected from social media data. Location 

information associated with social media data has the potential to immensely 

enhance analysis on these data. Topics in social media can vary both spatially and 

temporally, therefore having the ability to extract this location information and 

enhance the analysis, accounting for both space and time, is essential. 

This thesis reviews the use of knowledge bases to aid with information 

extraction from social media data. Specifically, this thesis explores the utilization of 

these knowledge bases to deduce location information from social media data in 

order to determine the optimal knowledge base(s) to use to complete this task. This 

is important research, as knowledge bases can be rich sources of information that 

have the potential to enrich information from social media data, therefore 

conducting an analysis on which sources of knowledge may be best suited to 
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harness geospatial information from the vast amounts of social media data that exist 

can considerably enrich this domain. 

1.2 Thesis Structure 

The remainder of this thesis will be broken down into the following sections: 

Chapter Two will provide background for the foundational concepts related to this 

domain, including the identification of the most common knowledge bases and their 

characteristics. It will also review studies that have previously utilized knowledge 

bases to extract meaningful information from social media data, with a subsection of 

studies that have specifically focused on extracting geospatial information, as well 

as define the optimal criteria a knowledge base must meet to be used for the 

geospatial enrichment of social media data in an extensive literature review. 

Chapter Three describes the motivation and the research objectives for this paper. 

Chapter Four analyzes the knowledge base candidates in this study against the 

criteria defined in Chapter Two to enrich geospatial information in social media data 

and include a discussion on the findings. Chapter Five contains the conclusion and 

potential future work that was identified in this study. 
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CHAPTER TWO 

2.1 A Developing World Wide Web 

 The World Wide Web was originally developed as a network where people 

could share knowledge and collaborate, no matter the distance between them 

(Berners-Lee et al., 1994). While today it represents the concept of users worldwide 

having access to near-limitless information, it began as a proposal written by Tim 

Berners-Lee to manage information in the lab in which he worked, CERN, and create 

a distributed linked information system (The Birth of the Web, 2013). Throughout 

the years, the World Wide Web has developed extensively from static read-only 

pages, to a complex means by which both humans and computers can upload, share, 

and extract not only information, but meaningful data. 

Web 1.0 was characterized primarily by relatively static read-only web 

pages, typically published by businesses, where information could be shared to Web 

users (Aghaei et al., 2012). Web users had the ability to view these Web pages and 

gather information by reading the content, but lacked the means to write to the 

Web. The concept of Web 2.0 was first introduced in 1999 by Darcy DiNucci and 

later popularized by Tim O’Reilly (DiNucci, 1999; O’Reilly, 2005). While the term 

Web 2.0 did not represent a definitive new version of the web, it identified a shift in 

the World Wide Web – the Web as a platform.  
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With Web 2.0, web pages changed from static read-only pages to dynamic 

sites to which users could contribute (O’Reilly, 2005). In other words, it became a 

bi-directional web with which users had the ability to interact (Aghaei et al., 2012). 

O’Reilly (2005) created a list (Table 1) of examples of Web features and web pages 

that are examples of Web 1.0 (static webpages) and their correlated Web 2.0 

complement (interactive and dynamic webpages).  

 

Table 1 Web 1.0 vs. Web 2.0 (Source: O’Reilly, 2005) 
Web 1.0 Web 2.0 

Double Click Google AdSense 
Ofoto Flickr 
Akamai BitTorrent 
mp3.com Napster 
Britannica Online Wikipedia 
Personal Websites Blogging 
Evite Upcoming.org and EVDB 
Domain Name Speculation Search Engine Optimization 
Page Views Cost per Click 
Screen Scraping Web Services 
Publishing Participation 
Content Management Systems Wikis 
Directory (taxonomy) Tagging (“folksonomy”) 
Stickiness Syndication 

 

Figure 1 depicts the dichotomy between a “Web 1.0” web page, showing the 

first website ever created on the World Wide Web, and a current web page, showing 

the official Twitter handle’s homepage. This transformation of web pages from 

being simple information sharing systems that contained hyperlinks to pages with 
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data that are queryable, clickable, and linkable, has enabled other aspects of the web 

to grow as well. 

 

 
Figure 1 (a) Web 1.0 (Source: Line Mode Browser 2013, 2013) vs. (b) a Modern Website (Source: Twitter, 
2018) 

 

2.1.1 The Semantic Web (Web 3.0) 

Until the early 2000s, the World Wide Web was composed of web pages that 

were constructed to be read by humans, not necessarily to be understood or 

processed by computers. In 2001, Berners-Lee et al. published an article proposing 

and outlining the idea of the Semantic Web, depicting detailed examples of its 

potential uses and benefits (Berners-Lee et al., 2001). The World Wide Web 

Consortium (W3C) defines the Semantic Web, sometimes referred to as Web 3.0, as 

a “web of linked data” with data referring to any type of information that can be 

shared and gleaned from the web (Semantic Web, 2015). This concept of a “web of 
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linked data” is meant to be creating and forging connections amongst concepts on 

the Web (Geospatial Semantic Web Interoperability Experiment, 2006). This is 

achieved by having a machine-readable structure of the web content, enabling 

machines to automatically read and interpret data on the Web while mining the 

useful information (Antoniou & Van Harmelen, 2004). In recent years, the idea of 

the Semantic Web has been embraced, leading to easier understanding and retrieval 

of information and data on the Web by computers. This “web of linked data” has 

become a reality, turning the World Wide Web into a giant ever-changing and 

constantly updated database full of data that can be discovered, queried, read, and 

extracted by computers. While Web 2.0 was concerned with “…content creativity of 

users and producers…”, Web 3.0 is concerned with linking data sets (Aghaei et al., 

2012). 

The concept of how entities may be related is easily understood by the 

human intellect, but this concept must be extensively defined for machines to 

process and understand relationships. The Semantic Web enables machines to 

process and exchange information, including possible relations between data, 

enriching the web experience. As it is defined by the W3C, the Semantic Web 

“...provides a common framework that allows data to be shared and reused across 

application, enterprise, and community boundaries” (W3C Semantic Web Activity, 

2013). The W3C states that vocabularies, which “define the concepts and 

relationships… used to describe and represent an area of concern”, are the backbone 

for the Semantic Web’s existence (Vocabularies, 2015). These vocabularies, often 
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extremely complex and referred to as ontologies, enable the relationships between 

terms to be defined and identified by machines. The two necessary features which 

form the Semantic Web  foundation are the Semantic Web Stack (the underlying 

technology enabling machines to read, “understand”, link and make meaning of the 

data) and the controlled vocabularies (ontologies) which define terms based on 

their entities and associations (Bidney & Clair, 2014). Both of these concepts are 

discussed in detail in Section 2.2. 

The design principles of “Linked Data” are an important component to 

enabling machines to make meaning from information on the web – they enable 

machines to read and understand the data. Bizer et al. (2009) define Linked Data as 

“…data published on the Web in such a way that it is machine-readable, its meaning 

is explicitly defined, it is linked to other external data sets, and can be linked to form 

external data sets.” Utilizing Linked Data enables the sharing and linking of material 

and knowledge on the Web (Linked Data, n.d.). According to Tim Berners-Lee 

(2010), in order for Linked Data to be complete, it must meet the following five 

criteria: 

1) The data is available on the web 

2) The data is available in a machine-readable, structured format 

3) The data’s format is a non-proprietary format that other users can access 

4) The data utilizes open W3C standards (discussed below) to identify things, 

making the data discoverable and linkable 

5) The data links to other data, providing context 
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The concept of Linked Open Data (LOD) incorporates the need for data to be 

published under an open license (Heath, n.d.).  Figure 2 depicts the names and types 

of datasets that exploit the Linked Data format and their respective relationships to 

other datasets. These datasets are what currently comprise the Semantic Web, 

meeting the five criteria defined by Berners-Lee (2010), and are all considered LOD. 

 

 
Figure 2 the Linked Open Data Cloud (Source: Abele et al., 2017) 
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Together, “[t]he Semantic Web and Linked Data emphasize on the readily 

availability of data by presenting the contents in machine readable formats, so that 

machines can use this data for the creation of new intelligent services, new 

interlinking and discovery of new concepts and knowledge.” (Sahito et al., 2011). 

Both concepts are integral in the process of enriching social media data, as 

discussed below. 

2.1.2 The Geospatial Semantic Web 

 As the Semantic Web was developing, Max Egenhofer (2002) recognized the 

need for moving towards a semantic geospatial web, a way in which to capture the 

geospatial perspective of entities on the web, noting that retrieving geospatial 

information will rely on the development of geospatial-relation ontologies. Kolas et 

al. (2005) also discussed the criticality of developing geospatial ontologies, noting 

that the development of standardized geospatial ontologies is critical for making 

sense of geospatial information on the web (Kolas et al., 2005).  

 The diversity of geospatial data (varied temporal and spatial scales, sources, 

origins, manner in which it was collected, stored and displayed, etc.) demonstrates 

the need for utilizing semantics for machines to access and understand and connect 

geospatial data (Yue, 2013). In other words, just like most data available on the 

Web, geospatial data comes in a multitude of formats (e.g., coordinates, place names, 

etc.), so a Geospatial Semantic Web would enable this data, no matter the format, to 

be captured and connected. In an attempt to address this issue, Fonseca & Sheth 

(2012) define three dimensions of geographic information on the Semantic Web: 
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Professional: Structured geographic information stored in geographic 

databases which are indexed or described in web pages (Egenhofer, 2002). This 

will require spatial ontologies to identify spatial concepts/terms across 

disciplines. 

Naive: The retrieval of unstructured, subjacent, informal geographic 

information in web pages. This will require location information to be 

discoverable and readable within web pages. 

Scientific: Geographic information science papers, models, and theories. This 

will require a specialized search engine to query the data. 

 This thesis will review ontologies that contain spatial information and is 

mostly concerned with Fonseca & Sheth’s “Naïve” dimension of geographic 

information on the Semantic Web, as spatial data from social media will come from 

the content published on social media pages, or the metadata associated with the 

content. 

2.2 The Architecture of the Semantic Web 

A primary challenge of creating the Semantic Web is “…to make an 

infrastructure that is most appropriate to the job of integrating information on the 

Web” (Allenmang & Hendler, 2011). The focus is on publishing data to the Web in 

such a way that it is machine readable and can be identified by a global reference, a 

Uniform Resource Identifier (URI) (Allenmang & Hendler, 2011).  In order for 

machines to extract meaningful information from the Web, the data published on 

the Web must be written in a format which can be understood by machines. The 
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Semantic Web has a collection of hierarchical layers of technologies and standards 

(Koivunen & Miller, 2001). These layers are depicted in the Semantic Web Stack, 

Figure 3. Each part of this Semantic Web stack is described in detail below. 

 

 
Figure 3 Semantic Web Stack (Source: adapted from Feigenbaum, 2006 & Bratt, 2007) 

 

Unicode and Uniform Resource Identifier (URI): The foundation of the 

Semantic Web’s architecture hierarchy are Unicode and URIs. Unicode is a standard 

that ensures each character (no matter the language, platform, or program) has a 

unique identifier, or code (What is Unicode, 2017). By utilizing the Unicode 

standard, the issue of multiple character encoding systems, potentially causing 

issues when working cross-platform or in another language, is avoided and 

guarantees that the way a character is coded by a computer is recognized as the 
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same character by all other computers no matter the language, platform, or software 

being used. 

A URI is defined as a unique string of characters which identifies a resource 

(Masinter et al., 2005). URIs are most often associated with Uniform Resource 

Locators (URLs), however a URI does not necessarily need to identify the resource’s 

location on the Web (Berners-Lee et al., 2001). Together, Unicode and URIs form the 

basis for sharing information on the Semantic Web. 

Extensible Markup Language (XML): Standard Generalized Markup Language 

(SGML) is an international standard (ISO 8879) created in order to re-use data by 

storing information in a neutral format that is autonomous and can be read by all 

devices (Smith, 1989). This standard is important as it helps to support efficient 

communication, enabling collaboration across fields and over time (Antoniou & Van 

Harmelen, 2004). Two popular SGML applications are Hyper Text Markup Language 

(HTML) and Extensible Markup Language (XML). Most web pages are written in the 

machine readable HTML, with web browsers (e.g. Google Chrome, Internet Explorer, 

Mozilla Firefox, Safari) reading the HTML elements and tags to identify how to 

display the information (HTML Introduction, n.d.). Figure 4 (HTML Introduction, 

n.d.) displays a simple example of an HTML document and its view in a web 

browser. 
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Figure 4 HTML Document and the Resulting View in a Web Browser (Source: HTML Introduction, n.d.) 

 

The foundation of the technologies supporting the Semantic Web is XML. 

This SGML application was developed due to limitations of HTML. While HTML was 

developed to display data on the web with a focus on how the data is presented, 

XML focuses on transmitting the data, focusing on what the data is (Introduction to 

XML, n.d.). That is, XML emphasizes the simplification of data storing, sharing, 

transport, and availability, it does not contain information on how to display the 

data, therefore XML and HTML complement each other and are often used together 

(Introduction to XML, n.d.). Like HTML, XML is written with tags – the information 

written in XML is simply wrapped in tags. Software is required for machines to send, 

receive, store, or display the XML (Introduction to XML, n.d.). Figure 5 (Introduction 

to XML, n.d.) shows a simple note written in XML, with the information wrapped in 

tags. 
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Figure 5 Top: A Note Written in XML Bottom: XML File Read and Displayed using Software (Source: 
Introduction to XML, n.d.) 

 

XML alone does not have the capability to store information about the 

semantics of the data (Antoniou & Van Harmelen, 2004). It is possible to display the 

same information in a multitude of ways in an XML document, as shown in Figure 6 

(Berners-Lee, 1998), making it difficult for computers to interpret the meaning of 

the data. This is where the next layer of the Semantic Web architecture comes in, the 

Resource Description Framework (RDF). 

 



15 
 

 
Figure 6 Representing the sentence "The author of the page is Ora" in XML (Source: Berners-Lee, 1998) 

 

 Resource Description Framework (RDF) and Resource Description Framework 

Schema (RDFS): RDF is a data model used to represent semantic data on the Web, to 

be read by computers, expressed using RDF triples (Figure 7) made of three 

components: a subject, predicate, and object (Cyganiak et al., 2014). 

 

 
Figure 7 An Example of an RDF Triple Represented Graphically 
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 Utilizing RDF triples enables the data semantics (objects, subjects and their 

relationships) to be shared across platforms while retaining the meaning and 

relationships (Yue, 2013). RDF is able to characterize things by using three essential 

parts: Resources, Properties, and Property Values. RDF assigns each Resource 

(essentially any noun; any “thing”) and Property (essentially relationships between 

resources) with a unique URI and a Property Value(s) to describe the resource (XML 

RDF, n.d.). The RDF Schema (RDFS), also shown on the Semantic Web architecture, 

is a language that serves as the vocabularies for RDF data models (RDF Vocabulary 

Description Language 1.0: RDF Schema (RDFS), 2004). The RDFS language is an 

extension of RDF and is capable of conveying class and property hierarchies (Grimm 

et al., 2011; Harth et al., 2011). 

RDF documents are written using XML, enabling ease for sharing and 

transport of the data. Using the sentence in the example from Figure 6, the sentence 

“The author of the page is Ora” can be put into an RDF triple (Figure 8).  
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Figure 8 Representing a Simple Sentence using the RDF Data Model (Source: Adapted from Berners-Lee, 
1998) 

  

 Ontology Vocabulary: The next layer of the Semantic Web stack is the 

Ontology Vocabulary. Vocabularies provide the definition for concepts, or “terms”, 

and relationships within domains on the Semantic Web (Vocabularies, 2015). The 

terms ‘vocabulary’ and ‘ontology’ are often used interchangeably, but typically 

vocabularies refer to smaller groups of concepts and relationships while ontologies 

refer to those that are more formal and/or larger and more complex (Vocabularies, 

2015). This thesis will use the term “ontology” when referring to 

vocabularies/ontologies in the literature. Ontologies contain the definitions for 

terms within a given domain of knowledge using a specified syntax for the Semantic 
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Web (Antoniou & Van Harmelen, 2004). Section 2.3 discusses the concepts related 

to ontologies in further detail. 

 The Web Ontology Language (OWL) is the logic-based language established 

by the W3C which allows for concepts and their relationships to be recognized and 

understood by machines (McGuinness & Van Harmelen, 2004). OWL allows for rich 

descriptions of concepts and includes features such as “expressive operators for 

concept description…; the ability to specify characteristics of properties…; well 

defined semantics…; the use of URIs for naming concepts and ontologies; a 

mechanism for importing external ontologies; and compatibility with the 

architecture of the World Wide Web, in particular other representation languages 

such as RDF and RDF Schema” (Bechhofer, 2009).  

 Rules: Rule languages, such as The Semantic Web Rule Language (SWRL) and 

Rule Interchange Format (RIF), facilitate “reasoning over existing RDF data and 

inference of new data” (Feigenbaum, 2006).  In other words, the presence of rule 

languages enables rules to be applied to data from multiple sources across the web, 

possibly with multiple rule systems. These rules can be used to transform or enrich 

data using distinct specifications (Harth et al., 2011). SWRL is designed to be used in 

conjunction with ontologies to be the rule language on the Semantic Web, combining 

rules with OWL knowledge bases (Horrocks et al., 2004). RIF is an XML language 

framework that focuses on the exchange of rules (as opposed to defining rules) 

between rule systems (Kifer & Boley, 2013). RIF is an essential piece of the Semantic 



19 
 

Web stack, helping to make data interoperability possible (Feigenbaum, 2006; Harth 

et al., 2011). 

 Querying: A means to query data written for the Semantic Web is a necessity 

in order to make the data discoverable. SPARQL Protocol and RDF Query Language 

(SPARQL) enables the querying and manipulation of data in an RDF graph on the 

Web (The W3C SPARQL Working Group, 2013). 

 Logic, Proof, & Trust: Until this point, the layers in the Semantic Web stack 

have primarily been concerned with how knowledge is represented (Antoniou & 

Van Harmelen, 2004). The top layers of the Semantic Web Stack are Logic, Proof, 

and Trust and these are more related to the quality of the data and keeping it 

secured. The logic layer enables the rules (discussed above) to be formed, the proof 

layer carries out the rules, and together the proof and trust layer gauge whether an 

application can have access and ensures the quality of the data by limiting access 

(Koivunen & Miller, 2001; Medić & Golubović, 2010). Numerous logics can be 

utilized in the Semantic Web (e.g. First-Order Predicate Logic, Horn Logic) to assess 

the reliability of the information gleaned from the lower layers of the stack 

(Hendler, 2001).  

 Cryptography: Throughout the entire hierarchy, each piece of the Semantic 

Web stack is concerned with cryptography. It is essential to use cryptography, 

digital signatures and keys to transfer information and data on the internet to keep 

it secured until it reaches its destination. The trust layer at the top of the stack will 
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be made possible through the use of digital signatures and other cryptography 

technologies (Antoniou & Van Harmelen, 2004). 

 Putting it all together: Together, each layer of the Semantic Web stack 

contributes to creating and maintaining a secured Semantic Web. It includes means 

by which to send structured data and associated entity-relationship information, 

while organizing it hierarchically, securely across the web (Antoniou & Van 

Harmelen, 2004). 

 
2.3 Ontologies, Knowledge Bases, and Folksonomies 

 Within the domains of Artificial Intelligence and Knowledge Engineering, 

knowledge based systems (computer programs which utilize knowledge bases to 

make decisions and solve problems) utilize ontologies to enable both knowledge 

sharing and reuse (Gruber, 1995; Studer et al., 1998; Fensel, 2001). When an 

ontology is populated with instances of classes, it can be considered a knowledge 

base (Noy & McGuinness, 2001). These ontologies, or bases of knowledge 

(knowledge bases), are necessary for the capturing and storing of information – 

defining topics and indicating the relationship between topics (Vocabularies, 2015).  

An ontology can be visualized as a complex graph structure which connects 

those common entities with a specific relationship.  An ontology is a type of a 

complex taxonomy. A taxonomy can be defined as “a hierarchical grouping of 

entities according to data internal to the taxonomy”, creating hierarchical 

relationships between entities within the taxonomy (Van Rees, 2003). Once 
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relationships are defined between the entities, typically within a specified domain, a 

taxonomy can be considered an ontology (Van Rees, 2003). Figure 9 graphically 

depicts a simple example between a taxonomy (a) and an ontology (b), illustrating 

the complexity created by defining the relationships between entities. 

 

 
Figure 9 (a) A Simple Taxonomy and (b) a Simple Ontology (Source: Reimer, 2011) 

 

Figure 9b shows the structure of how a basic ontology can graphically be 

depicted. Ontologies exist for numerous subjects and disciplines, creating well-
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defined networks of terms and relationships for a given topic, or set of topics. Figure 

10 shows a simplistic view of a small knowledge base, showing that the instances 

are populated for the concepts/classes. 

 

 
Figure 10 An Example of a Small Knowledge Base Shown Graphically (Gattani et al., 2013) 

 

 Tom Gruber defined the term Ontology, with relation to computer systems, in 

1993, stating that it is a “specification of a conceptualization” (Gruber, 1993). In 

other words, an ontology defines concepts as well as their relationships to other 

concepts. Ontologies can either be “hand-crafted” or created (semi-) automatically 

(Hoffart et al., 2013). The precision on these handcrafted ontologies is high, 

however they lack the immense coverage that an automatically constructed 

ontology has (Hoffart et al., 2013). Ontologies are an integral part of the Semantic 

Web, as they allow various systems to communicate using standard vocabularies, 

they aid with queries, enable knowledge bases to be created and reused, and enable 

communication across systems (Guarino, 1995; Gruber, 2008). In the context of this 

thesis, a knowledge base is defined as an ontology (concepts/entities and their 
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relationships) that has defined instances for those concepts/entities. This definition 

is comparable to the one used by Gattani et al. (2013) who define a knowledge base 

as consisting of concepts, instances for each concept, and relationships amongst the 

concepts. 

 As discussed in Section 2.1, Web 2.0 brought the shift towards dynamic web 

pages using user contribution. Thomas Vander Wal termed the word “folksonomy” 

in 2004 to describe the social classification occurring on the web with users tagging 

objects on the internet (such as photos on the social media sight Flickr) with user-

defined labels to better classify and give more meaning to the entities (Vander Wal, 

2007). In his own words, a “[f]olksonomy is the result of personal free tagging of 

information and objects (anything with a URL) for one’s own retrieval. The tagging 

is done in a social environment (usually shared and open to others). Folksonomy is 

created from the act of tagging by the person consuming the information” (Vander 

Wal, 2007). Previous studies have shown that the semantics used in a tagging 

system, or folksonomy, can utilize existing knowledge bases to create and/or 

enhance knowledge bases (Specia & Motta, 2007; Van Damme et al., 2007).  

 The main characteristic of a folksonomy is that it is created with users’ 

vocabularies, tagging entities on the web with “freely chosen keywords” (O’Reilly, 

2005). Two popular web pages that utilize a folksonomy system are Flickr (online 

photo storage) and del.icio.us (a tagging or bookmarking system for URLs) (O’Reilly, 

2005; Guy & Tonkin, 2006).  Things are typically tagged for one of two reasons: to 

describe or to categorize (Tommasel & Godoy, 2015). Tags that are used to describe 
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something on the web are useful for later retrieving the information while tags that 

categorize are better for “capturing different interpretations of a resource (because 

they focus on user-specific view of a resource)” (Tommasel & Godoy, 2015). In 

recent years some social networking platforms (namely Twitter and Instagram) 

have utilized the “hashtag” (#) as way to tag user posts in social media. The hashtag 

is followed by a meaningful character string and “are a community-driven 

convention for adding additional context and metadata to [social media]” (Wang et 

al., 2011). Folksonomies may be produced using social media hashtags (Mejova et 

al., 2016), as the use of hashtags is a specific method for users to tag entities. 

Folksonomies are an important concept because the uncontrolled user input 

contributes to the notion of noisy content and ambiguity in the data (Mathes, 2004; 

et al., 2015). They are a “…tool to organize and categorize resources in a bottom up, 

flat [non-hierarchical] and inclusive way” (Laniado et al., 2007), which is a contrast 

to the top-down categorization of entities in a taxonomy. 

2.3.1 Utilizing Ontologies in GIScience 

Mark (2003) quoted one of the first definitions of Geographic Information 

Science (GIScience) by the University Consortium for Geographic Information 

Science (UCGIS), defining it as “…the development and use of theories, methods, 

technology, and data for understanding geographic processes, relationships and 

patterns…”. Over time, as social media platforms increasingly contained and utilized 

location-based data, GIScience has grown to encompass studying and utilizing social 

media data (Sui & Goodchild, 2011). 
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Agarwal (2005) conducted an extensive review on the role of ontologies in the 

domain of GIScience and defines three main applications of ontologies in the domain 

based on a review of the literature: 

1) Ontology for knowledge generation (“methods for linking application-

oriented ontologies to the real world”) 

2) Ontology for domain specification (“attempts to define an overall ontology 

to encapsulate all concepts, processes, and scales (both spatial and 

temporal) in a single framework”) 

3) Ontology for information system development (“the methods for 

formalizing spatial and temporal relations and hierarchies from the real 

world, at both the conceptual and operational level”) 

Based on his review of the literature, Agarwal (2005) concludes that a domain 

specific geo-ontology remains elusive for the field of GIScience, partially due to 

the nature of geographic information being difficult to organize into a 

”structured formal framework”. However, data models and information systems 

managing geographic concepts have integrated ontologies (Fonseca & 

Egenhofer, 1999; Jones et al., 2001; Fonseca, et al., 2002). 

 This thesis will explore the criteria needed for a knowledge base to extract 

geospatial information from the web, specifically from social media data. It will 

also review which knowledge bases have been utilized for this topic thus far. 
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2.4 A Social Web 

As discussed above, with the advent and widespread use of Web 2.0, users 

are able to not only view content on the web, but produce and share information 

(Graham, 2010).  Along with Web 2.0, other technologies are enabling the collection 

and dissemination of information including GPS devices and personal computers, 

both of which have become increasingly accessible to many people (Graham, 

2010).  These technologies permit geospatial information to easily be generated and 

shared by the general population. 

With the evolution and subsequent embracement of Web 2.0 and its 

associated technologies came the social applications and “social software” which has 

aided with the exchange of information among users (O’Reilly, 2005).  The social 

web has developed to the point that web sites are almost completely composed of 

posts and uploads by users – these are sites where people can communicate, 

collaborate, and document events. Social media has become a popular method to 

document real-world events, utilizing user inputs and messages for information 

sharing (Becker et al., 2011; Panagiotou et al., 2016). Social media has been formally 

defined by the Merriam-Webster Dictionary as “forms of electronic communication 

(as Web sites for social networking and microblogging) through which users create 

online communities to share information, ideas, personal messages, and other 

content (as videos)” (Social Media, n.d.).  Kaplan & Haenlein (2010) define social 

media as “… a group of Internet-based applications that build on the ideological and 
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technological foundations of Web 2.0, and that allow the creation and exchange of 

User Generated Content.” Social media includes a wide variety of applications such 

as Facebook, Twitter, LinkedIn, YouTube, Flickr, Instagram, and Reddit, which have 

the commonality of providing the ability for users to share an array of information 

in various formats.  Social media use has jumped from just 5% of Americans using 

social media platforms in 2005 to seven-in-ten Americans using social media in 

2018. (Social Media Fact Sheet, 2018). In 2017, there were over 3 billion known 

social media users worldwide (Smith, 2017). These numbers demonstrate the 

staggering reach that social media has globally. These web users are no longer solely 

viewing static web pages, but have the ability to interact with the web and share 

information.  Therefore, social media, in tandem with the increase in mobile device 

usage, has the capability to connect people on a global scale, enabling the ease of 

information sharing while facilitating a global increase in the amount of geospatial 

information that is available. Figure 11 depicts the “social media landscape” as it 

existed in 2017, showing the logos of many of the social media and communication 

platforms and what general category they fall under (Cavazza, 2017). 
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Figure 11 The Social Media Landscape of 2017 (Source: Cavazza, 2017) 

 

2.4.1 Mining Data and Geospatial Information from Social Media 

 Social media is increasingly becoming a main platform for communication 

and information dissemination. Each post, Tweet and upload shared through a 

social media platform contains information that can be extracted or derived (e.g. 

user’s interests and opinions, user’s social network, geographic location) (Croitoru 

et al., 2013). 

 With the emergence and increased popularity of social media platforms, the 

sharing of firsthand content collected is almost effortless – people are able to upload 

photos, videos, descriptions, audio, nearly any media they choose, to social media 

platforms and share these forms of communication with the world.  Firsthand 

accounts and descriptions of events and observations are available through multiple 



29 
 

mediums such as photography, video, and text. These platforms can be viewed as a 

powerful communication tool which distributes information and potentially 

geographic location (Stefanidis et al., 2013).  

The public has truly become a vital resource for information, collecting vast 

amounts of in situ information about their perspectives and environments, and 

sharing this knowledge through a variety of sources. Given the increase in the 

number of mobile device users around the globe, this in situ information is able to 

be disseminated globally and in a variety of formats.   

Certain social media platforms have the capability to share a precise or 

generalized geographic location (Stefanidis et al., 2013).  These geolocated media 

facilitate information sharing to have a location component associated with it, 

enhancing the information and making these communication tools all the more 

powerful.  Social media data has been used as a resource for content-rich geospatial 

information, as geolocation information from social media may be pulled from GPS 

locations associated with the data (e.g. Sakaki et al., 2010; Crooks et al., 2013) or 

from parsing textual references of geographic locations (toponyms) and inferring 

geolocation through toponym recognition, typically through Natural Language 

Processing (NLP) (e.g. Lieberman et al., 2010; Gelernter & Muschegian, 2011; 

Gelernter & Balaji, 2013; Stefanidis et al., 2013; Inkpen et al., 2015). The Semantic 

Web and linked data principles, discussed above, both support this concept of 

gathering large quantities of data from social media by machines. The next section 
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describes specific methods used to extract information from social media data, 

including inferring location from toponym recognition. 

2.5 Entity Extraction and Linking: An Overview 

Data is available in both structured and unstructured formats. The 

Organization for the Advancement of Structured Information Standards (OASIS) 

defines unstructured data as information that is the “direct product of human 

communication” such as e-mails, natural language documents, pictures, and videos. 

Social media data is considered unstructured data. On the contrary, structured data 

is data created for machines to be able to recognize and process (Oasis UIMA, 2006). 

The Semantic Web, using the methods discussed above, is trying to achieve a web of 

more structured data in which unstructured data can be linked to structured data. 

Numerous studies have shown that it is possible to enrich structured data using 

knowledge bases (e.g. Kiryakov et al., 2004; Milne & Witten, 2008; Gabrilovich & 

Markovitch, 2009; Mendes et al., 2011). Fewer studies to do the same to 

unstructured data have been completed (e.g Cucerzan, 2007; Kulkarni et al., 2009; 

Shen et al., 2012). And a limited amount of studies have attempted to do this with 

social media data (e.g. Sahito et al., 2011; Gattani et al., 2013; Brambilla et al., 2017). 

The concept of entity extraction has been studied and practiced for decades 

(e.g. Appelt et al., 1993; Appelt, 1999; Banko et al., 2007; Sarawagi, 2008). Entity 

extraction, also known as Named Entity Recognition (NER), is the process “of 

automatically extracting knowledge from text” (Etzioni et al., 2005). The knowledge 

extracted from text are entities such as “people, organizations, dates, locations, etc.” 
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(Karagoz et al., 2016). NER is a Natural Language Processing (NLP) problem and is 

achieved by first identifying the entities within a source text, and then classifying 

the entities into appropriate predefined groups or “named entities” (Rao et al., 

2013). Once entities are identified and extracted from their source, they are then 

linked to a related entry in a knowledge base, a process called entity linking (Rao et 

al., 2013). An example of the entity linking process is shown graphically in Figure 

12. It is possible to identify location information utilizing NER, discussed below. 

 

 
Figure 12 The Entity Linking Process (Source: Shen et al., 2015) 

 

Toponym Recognition refers to the process of recognizing location names 

and is typically performed using NER (Karagoz et al., 2016). There are numerous 

approaches for toponym recognition in the literature which can be grouped into 
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three main categories (Karagoz et al., 2016), each of which requires preprocessing 

to the input data:  

1. Gazetteer-Based: Relying on a gazetteer or knowledge base to match 

location names from the data. 

2. Rule-Based: Patterns are input as rules i.e. looking at words that precede 

the word “street” will often refer to a street name (typically less precise 

than the gazetteer approach) 

3. Machine-Learning Based: A toponym model is created using supervised 

learning during the data preparation. 

Of these categories, the gazetteer-based approach is the focus of this thesis. 

Ontology-Based Information Extraction (OBIE) an example of a gazetteer-based 

technique. OBIE is an extraction process which exploits the target (formal) ontology 

in both the input and output algorithms for entity extraction, incorporating 

relationships between entities into the extraction process (Li & Bontcheva, 2007). 

OBIE is divided into two stages: entity annotation and entity linking (Bontcheva & 

Rout, 2014). According to Bontcheva & Rout (2014) the OBIE process “…not only 

finds the (most specific) class of the extracted entity, but also identifies it, by linking 

it to its semantic description in the target knowledge base, typically via URI.” LOD 

resources, seen as significant sources of ontological knowledge, have become 

essential in the process of semantic annotation (Bontcheva & Rout, 2014). 

When it comes to extracting meaningful information from the vast amounts of 

social media data, knowledge bases have the capability to add meaning and context 



33 
 

to these data by utilizing their structured information (e.g. Bontcheva & Rout, 2014; 

Varga et al., 2014). Section 2.6.1 will review previous studies that have utilized 

entity extraction and linking to make meaning from unstructured data, specifically 

social media data. The next section is a comprehensive review of those knowledge 

bases most cited in the literature, outlining their main characteristics. 

2.5.1 Linked Open Data Knowledge Sources 

This section gives an overview of the linked open data knowledge sources 

that are most cited in the literature. There are hundreds of structured knowledge 

sources that exist in the literature, therefore to narrow down those to be considered 

in this study, knowledge bases had to meet certain basic criteria. This thesis will 

focus on knowledge bases that meet the requirements defined in a survey of 

knowledge bases conducted by Färber et al. (2015): 

-Freely accessible and useable. The knowledge bases considered must be 

available for public to acquire and use. This thesis will only consider those 

knowledge bases that are a part of the LOD cloud, and therefore meet the 

LOD standards outlined above. 

-Incorporate Semantic Web standards. The knowledge bases must utilize

 semantic web standards (e.g. model using RDF) 

-Contain general knowledge (as opposed to special domains): This thesis is 

interested in those knowledge bases that cover general domains. An 

exception to this is knowledge bases specialized for the geographic domain, 
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as knowledge bases containing geographic knowledge is ultimately what this 

thesis is focused on. 

Screenshots from the web interface of these knowledge bases are included, 

when accessible, to demonstrate the results from querying the knowledge base on a 

web platform. When possible, the knowledge base was queried for the term 

“Vienna” as it exists as a geographic location in multiple instances (e.g. Vienna, 

capital city of Austria; Vienna, town in Virginia). By querying with this term, the 

general extent of geographic knowledge can be assessed based on the results (e.g. 

are coordinate locations included? Does it return more than one location result?). 

The knowledge bases identified and discussed below include: YAGO, DBpedia, 

Wikidata, Freebase, GeoNames, ConceptNet, and BabelNet.  

YAGO: Yet Another Great Ontology (YAGO) was created using Wikipedia, 

GeoNames and WordNet (Suchanek et al., 2007). This multilingual semantic 

knowledge base contains over 10 million entities with nearly 450 million facts about 

those entities, and has been both spatially and temporally enriched (Hoffart et al., 

2013; Rebele et al., 2016). The original YAGO was launched in 2006, with YAGO2 

adding the spatial and temporal component in 2010 and a multilingual element 

added later with the launch of YAGO3 (Rebele et al., 2016). YAGO3 contains 

information from Wikipedias in ten languages, adding the multilingual dimension to 

the knowledge base (Rebele et al., 2016).  One of the main foci of YAGO is precision, 

as shown by an evaluation of the accuracy of the facts in YAGO 3, demonstrating a 

precision of 95% attribute mapping between the data sources making up YAGO 
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(Mahdisoltani et al., 2013; Evaluation of the YAGO3 Accuracy, 2014). YAGO is 

available for download, with updated versions regularly added, either in its entirety 

or by “theme” (YAGO Downloads, 2014). There are nine groups of themes, one of 

which is “GEONAMES”, containing the geographic information associated with 

YAGO, and is shown in Figure 13.  Figure 14 shows the graph browser available 

through YAGO’s web interface, where users can query YAGO and view the resulting 

semantic relationships in graph form (Browse YAGO, n.d.). Geographic coordinates 

for the location of Vienna, Austria are shown related with this instance in YAGO, 

shown in Figure 14 by the   <hasLatitude> and <has Longitude> relationships. 

 

 
Figure 13 YAGO's Geonames Group of Themes (Source: YAGO Downloads, 2013) 
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Figure 14 YAGO Semantic Graph for "Vienna" (Source: Browse YAGO, n.d.) 

 

DBpedia: DBpedia extracts structured information directly from Wikipedia 

and serves the data as linked data, including links to images and external websites 

(Learn about DBpedia, 2017; Lehmann et al., 2015). This knowledge base enables 

users to create complex queries to query the database (Auer et al., 2007). DBpedia is 

a massive knowledge base, one of the largest multi-domain knowledge bases that 

exists (Multi-Domain Ontology, 2015). DBpedia is created by automatically 

extracting the data from Wikipedia, inherently making the data of a lower quality 

compared to hand-crafted ontologies, as discussed above (Multi-Domain Ontology, 

2015).  This extensive multilingual knowledge base has versions in 125 languages 

with the English version of the database containing more than 4.5 million instances, 

over 4.2 of those are classified in a consistent ontology (Learn about DBpedia, 

2017). DBpedia contains extensive geographic information. In addition to 

containing geo-coordinates for many geographic locations, it is associated with 
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geographic data sources including GeoNames, the US Census Bureau, EuroStat, and 

the CIA World Fact Book (Becker & Bizer, 2009; Mobile and Geographic 

Applications, 2015). Figure 15 shows a portion of the results of the linked data URI 

from DBpedia for the term “Vienna” at https://goo.gl/m4WXFK. Figure 16 shows 

that this term has geographic coordinates associated with it.  

 

 
Figure 15 Result from the Linked Data URI for Vienna (Source: https://goo.gl/m4WXFK) 

 

https://goo.gl/m4WXFK
https://goo.gl/m4WXFK
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Figure 16 Geographic Coordinates from the Vienna DBpedia Dataset (Source: https://goo.gl/m4WXFK) 

 

Wikidata: Wikidata is a collaborative, free, and multilingual database of 

structured data (Wikidata: Introduction, 2017). This data in this knowledge base is 

entered and maintained by users, making it editable by anyone (Vrandečić & 

Krötzsch, 2014). In Wikidata, items are represented by numbers which enables 

Wikidata to be language-independent. These items/numbers have associated 

information and facts pertinent to each item, and includes associations to other 

items, both internally to Wikidata and externally to websites or other databases 

(Wikidata: Introduction, 2017). Figure 17 displays some of the results for a query of 

the Wikidata knowledge base for “Vienna” while Figure 18 uses Wikidata’s 

Reasonator! (a tool to explore Wikidata’s items) to display the first search result for 

“Vienna”, the capital of Austria.  Figure 19 shows the geographical distribution of 

Wikidata items that have a populated coordinate location associated with it. Each 

item that has the coordinate location populated is plotted with a single dot onto its 

corresponding coordinate location resulting in a map depicting Wikidata items with 

coordinate locations, demonstrating the large volume of Wikidata entries containing 

coordinate information (Addshore, 2018). 

 

https://goo.gl/m4WXFK
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Figure 17 Wikidata Query Result for "Vienna" (Source: https://goo.gl/1MMHFW) 

 

 

 
Figure 18 Wikidata Item (Vienna, Austria) (Source: https://goo.gl/xQTefR) 

 

 
 

 

https://goo.gl/1MMHFW
https://goo.gl/xQTefR
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Figure 19 Wikidata Items with Coordinate Locations as of March 2018 (Source: http://goo.gl/dKrrnV) 

 

Freebase: Freebase is a former collaborative knowledge base, cited often in 

the literature, that allowed public read/write access to enable users to create and 

maintain the database collaboratively (Bollacker et al., 2008; Varga et al., 2014; Shen 

et al., 2015). In addition to user contributions, Freebase contained data from other 

sources including Wikipedia (Färber et al., 2015). An unspecified number of 

languages were supported by Freebase, however each entity’s name was in English 

(Färber et al., 2015). Freebase helped to power Google’s Knowledge Graph after it 

was acquired by Google in 2010 (Pellissier Tanon et al., 2016). In 2014, Google 

announced that it would shut down Freebase and began the transition of Freebase’s 

data to Wikidata (Pellissier Tanon et al., 2016). On August 31, 2016, Freebase 

completely shut down, however the last data dump (including 1.9 billion triples) of a 

http://goo.gl/dKrrnV
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dormant Freebase knowledge base is still available for download (Data Dumps, 

2017). 

 GeoNames: Digital gazetteers are composed of place names, and 

detailed information corresponding to each place name including, but not limited to, 

the type of place, the information on the geographic location, and sometimes the 

spatial extent of the place (Hill, 2000). GeoNames is a gazetteer that contains 

toponyms, also known as place names, (as features) for over 10 million geographical 

names (of which 2.8 million are populated places) from around the world with their 

associated geographical location (latitude and longitude) and optional attribution 

information (e.g. class, code, elevation, population, public tags, time zone, 

alternative countries, etc.) (About GeoNames, n.d.). Figure 20 depicts a global query 

of the GeoNames database through its web interface for ‘Vienna’, viewing the results 

on a map. Figure 21 depicts the results on a map of two of the “Vienna” query 

results, showing their associate attribute information. The GeoNames Ontology 

makes the GeoNames database available through RDF, with over 11 million 

GeoNames toponyms having a unique URL (GeoNames Ontology, n.d.). In this thesis, 

GeoNames is considered a knowledge base, as it is available as an ontology (and has 

hierarchical relationship structure between geographical entities) and contains 

instances along with attribution information for those instances. 
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Figure 20 GeoNames Database Result for "Vienna" Query (Source: http://goo.gl/PV5T9X) 

 

 

 
Figure 21 Two Examples of the Results from Querying the GeoNames Database for "Vienna", Including 
their Associated Information (Source: http://goo.gl/PV5T9X) 

 

ConceptNet: Termed a “commonsense knowledge base and natural-language-

processing tool-kit”, ConceptNet contains assertions from commonsense knowledge 

(Liu & Singh, 2004). ConceptNet, composed of over 21 million edges (assertions) 

and over 8 million nodes (terms), contains links to URLs that define concepts in 

http://goo.gl/PV5T9X
http://goo.gl/PV5T9X
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WordNet, Wiktionary, OpenCyc, and DBPedia (Speer et al., 2017). ConceptNet is 

composed of data from hundreds of languages, with over 300 languages being 

supported, however it supports ten core languages (Speer, 2016).  

 

 
Figure 22 Results from Querying the ConceptNet Database for "Vienna" (Source: https://goo.gl/B5mXiN) 

 

BabelNet: BabelNet is a  large multilingual semantic network with about 16 

million entries that is an integration of a multitude or sources including, but not 

limited to, WordNet, Wikipedia, Wikidata, and GeoNames (Navigli, n.d; Navigli & 

Ponzetto, 2012.). Containing more than 15 million entries (“Babel synsets”) from 

over 270 languages, BabelNet aims to be both a multilingual encyclopedic dictionary 

and an ontology (Ehrmann et al., 2014; BabelNet, 2018). Figure 23 shows the results 

https://goo.gl/B5mXiN
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for querying the BabelNet network for the term ‘Vienna’ and the related RDFS 

results Figure 24.  

 

 
Figure 23 Results from Querying the BabaleNet Network for the term “Vienna” (Source: 
https://goo.gl/rZN2f9) 
 

https://goo.gl/rZN2f9
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Figure 24 RDFS Results on BabelNet for Vienna, Austria (Source: https://goo.gl/sUFApP) 
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WordNet: WordNet does not meet the definition of a knowledge base as 

defined in this thesis, as it is not an ontology, however numerous knowledge bases 

assessed in this study utilize it as a resource, therefore it is described in detail here. 

WordNet is an English lexical database organizing words into synonym sets (called 

“synsets”) linked by semantic relations (Miller, 1995). WordNet (2018) defines a 

synonym as “…words that denote the same concept and are interchangeable in 

many contexts…”. It is considered a “primary source”, with other knowledge bases 

relying on the content of it (Ballatore et al., 2013). It is the most prevalent lexical 

knowledge resource used for NLP (Navigli & Ponzetto, 2012) with over 117,000 

synsets (WordNet, 2018). WordNet is not specifically designed to be a knowledge 

base, however multiple studies have used it as such (Giunchiglia et al., 2010). The 

WordNet database is available to download as a plain text file in ASCII format 

(WordNet, 2018). Figure 25 depicts the search results from searching “Vienna” 

using WordNet Online. 
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Figure 25 Querying the WordNet Database using WordNet Online (Source: http://goo.gl/V3iJe2) 

 

 Table 2 shows a brief summary of the knowledge base candidates considered 

in this study. It is an overview of the knowledge bases including their size, shown 

based on the terminology that each knowledge base uses, and some of the main 

knowledge sources that contribute to each knowledge base. This summary shows 

that many of these knowledge sources are interconnected and related to one 

another.  

 

 

 

 

 

http://goo.gl/V3iJe2
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Table 2 Linked Open Data Knowledge Bases 
Name Size* Derived From 
YAGO >10 million entities Wikipedia, GeoNames, WordNet 
DBpedia 4.5 million instances 

(English) 
Wikipedia 

Wikidata 47 million data items Users 
Freebase 1.9 million RDF triples Users(and other external sources) 
GeoNames 
Ontology 

>10 million geographical 
names 

Numerous external sources 

ConceptNet 21 million assertions; 8 
million terms 

Crowdsourced (Open Mind Common 
Sense Corpus), Wikipedia, and 
others 

BabelNet 16 million entries WordNet, Wikipedia, Wikidata, 
GeoNames, and others 

NOTE: The terminology used in the Size field is based upon the terminology that each knowledge base 
uses; outside of RDF triples, they refer to the individual concepts/entities in the knowledge bases 

 

2.6 Using Knowledge Bases for Information Retrieval from Social Media 

As stated above, utilizing the structured information from knowledge bases 

in the process of extracting information from unstructured social media data has the 

ability to add meaning and context to the data. The process of information 

extraction from social media data, a type of unstructured data, is impeded by 

challenges associated with this unique type of data. These challenges, outlined in 

Bontcheva & Rout (2014), include: 

-Shorter Messages (microtexts): social media is typically comprised of shorter 

messages (280 characters or less in the case of Twitter), and therefore must 

be supplemented with some semantic-based methods which need more 

content and context. 
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-Noisy Content: social media posts are riddled with abbreviations and 

variations in spelling (e.g. ‘2nite’ instead of ‘tonight’), acronyms (e.g. ‘LOL’ for 

‘laughing out loud’), and emoticons (e.g. :-) for a happy/smiley face). 

-Temporal: social media content is rapidly and constantly being updated and 

trending topics shift, therefore there must be a temporal dimension taken 

into account when collecting information from social media posts. 

- Social Context: In order to accurately interpret information from social 

media posts, understanding the social context is important. 

-User-generated: While content is being generated and consumed by users, 

useful information about those users is also made accessible (e.g. 

demographics, interests, location). The challenge is occasionally much of the 

user-generated content is small, hindering “corpus-based statistical 

methods”. 

-Multilingual: Users will typically write social media posts in their native 

languages, with less than 50% of Tweets composed in English (Carter et al., 

2013). Most semantic technology methods have been created to work with 

English social media data, severely limiting the social media datasets that can 

be used. 

 Given these unique challenges, the same methods for information extraction 

from structured data cannot be used on unstructured social media data. Section 

2.6.1 discusses work that has faced these challenges directly and successfully 

extracted meaningful content from social media data. 
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2.6.1 Previous Work on the Enrichment of Social Media Data using Structured 

Knowledge Sources 

The Wikipedia Corpus 

Numerous studies have demonstrated the utility of the Wikipedia corpus as a 

source for creating specific knowledge bases for information extraction from social 

media data (Michelson & Macskassy, 2010; Meij et al., 2012; Gattani et al., 2013; Guo 

et al., 2013). Bontcheva & Rout (2014) state that “most recent work on entity 

recognition and linking has used Wikipedia as a large, freely available human-

annotated training corpus.” Table 3 summarizes the studies, discussed in detail 

below, which use the Wikipedia corpus for social media data enrichment. 

Michelson & Macskassy (2010) studied the topics of Tweets in order to 

discover related topics of interest of Twitter users, categorizing the entities in 

Tweets using a knowledge base. Due to the fact that Tweets are “noisy and 

ambiguous”, discovering the topic of Tweets in an automated fashion can be 

difficult, therefore the authors chose to use Wikipedia, a source that can provide 

“encyclopedic knowledge about entities”, to disambiguate the Tweet text.  

Because of the diverseness of tweet topics, Gattani et al. (2013) argued that a 

global, general knowledge base would be the most appropriate to use on Twitter 

data – a knowledge base that contains content that is “deemed important in the 

world”. This study also acknowledged that tweets are posted in near “real time” 

with new “…events, topics, and entities… introduced to Twitter all the time, at (near) 

real-world speed” (Gattani et al., 2013). The authors discussed that the information 
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on Wikipedia is continuously being updated, and deemed it an appropriate resource 

of information for the creation of a knowledge base. Because the data directly from 

Wikipedia is not structured in a taxonomy, the authors utilized the knowledge from 

Wikipedia, in conjunction with other structured sources, and converted it into a 

knowledge base (converting the content into a taxonomy). The output from this 

study was an end-to-end system for entity extraction, linking, classification, and 

tagging for social data.  

Meij et al. (2012) were interested in assessing the meaning of what the text 

in a social media post is about using a two-step process of semantic linking and 

machine learning. The authors chose to utilize Wikipedia for semantic linking 

because it has become a “well-known large-scale knowledge source” that has 

become a common source for knowledge linking. The authors demonstrate a 

method of linking the text from tweets to Wikipedia articles. 

Guo et al. (2013) focus on the extraction of information from Twitter posts 

for end-to-end entity linking, utilizing Wikipedia as the external source for entities. 

The authors did not explicitly specify their reasoning for choosing to use Wikipedia 

as their external knowledge source, however they extensively discuss similar 

studies and their success with using Wikipedia as an information source. 
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Table 3 Studies Using the Wikipedia Corpus 
Study Knowledge Base Social Media What Was Done Why this KB? 
Gattani et al., 
2013 

Author created 
using Wikipedia 
Corpus 

Twitter End-to-end system 
for entity 
extraction, linking, 
classification, and 
tagging for social 
data 

Global and 
“real-time” 
knowledge base  

Michelson & 
Macskassy, 
2010 

Authors created 
using Wikipedia 
Corpus 

Twitter Studied topics of 
Tweets to discover 
related topics of 
interest of Twitter 
users 

Needed broad 
corpus for topic 
disambiguation 

Meij et al., 
2012 

Authors created 
using Wikipedia 
Corpus 

Twitter Interpret meaning 
of tweet text with 
semantic linking & 
machine learning 

Well-known 
and large-scale 

Guo et al., 
2013 

Authors created 
using Wikipedia 
Corpus 

Twitter Extraction of 
information from 
Twitter posts for 
end-to-end entity 
linking 

Other studies 
had success 
with it 

 

A commonality between these studies is their citing of a need for a global and 

“real time” knowledge base since social media data is diverse, containing nearly any 

topic, and a variety of topics are constantly being introduced on social media 

platforms. Wikipedia has earned the title of the largest and most diverse online 

encyclopedia, while continuing to be dynamic and constantly growing and contains 

powerful entity linking properties (Shen et al., 2015). 

Large Open Wikipedia Derived Knowledge Bases (DBpedia and YAGO)  

Most studies in this domain have revolved around the use of large Wikipedia-

derived open knowledge bases such as DBpedia and YAGO. In this domain 

“…targeted knowledge bases are typically DBpedia or YAGO due to being derived 
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from Wikipedia and thus offering a straightforward mapping between an entity URI 

and its corresponding Wikipedia page” (Bontcheva & Rout, 2014). Wikidata, while a 

well-defined and cited knowledge base, was not used in any of the studies reviewed 

for extracting information from social media data. Numerous studies demonstrate 

the use of Wikipedia-derived large open knowledge bases to derive knowledge from 

social media. These studies are discussed below and summarized in Table 4. 

Muñoz-García et al. (2011) identified topics in social media posts, choosing to 

use DBpedia because of both how extensive the database is, containing millions of 

instances, many of which are classified in the DBpedia ontology, and because it is 

linked to other rich data sources and ontologies (GeoNames, YAGO, OpenCyc, and 

WordNet). They state that “…by linking social media with DBpedia resources we can 

profit not only from the DBpedia Ontology and the knowledge base facts but also 

from the interlinked semantic information” (Muñoz-García et al., 2011). The authors 

used a multi-step process (including NLP, topic recognition, and language filtering) 

on several types of social media. The authors do not specify the exact social media 

platforms evaluated, rather they describe the types of social media studied (e.g. 

blogs, forums, microblogs, reviews). 

Varga et al. (2014) utilize multiple knowledge bases (DBpedia and Freebase, 

the two largest collaborative knowledge bases at the time of the study) to identify 

the classification of topics of microposts (e.g. tweets), choosing these knowledge 

bases because they have a large amount of data and factual material on an extremely 

wide range (and continuously growing number) of topics and the semantic 
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information are structured in the knowledge bases’ ontologies. The authors created 

semantic graphs from the linked knowledge bases in order to accurately classify 

topics in microposts. 

Sahito et al. (2011) proposes a framework utilizing three knowledge bases to 

link unstructured Twitter data with the structured LOD. This framework extracts 

entity data from Tweets and links them to the three knowledge bases mentioned 

below to enhance the entity’s meaning. The reasoning behind choosing each of these 

collections of knowledge is: 

- DBpedia: chosen because it is a large and multi-domain ontology 

- Freebase: chosen because of the non-hierarchical structure enabling more 

complex relationships between entities to be established 

- GeoNames: chosen as a geographical ontology because it is multilingual and 

stores attribution information on the geographical features 

 Brambilla et al. (2017) utilize DBpedia as a knowledge source in one method 

to discover emerging knowledge in social media content (from Twitter feeds). The 

authors cite DBpedia’s availability as an open knowledge base accessible through an 

open API in addition to its content being generalized as the reasoning behind 

choosing to use DBpedia as their knowledge source. The study shows that it is 

possible to identify emerging knowledge in Tweets “using domain-independent 

semantic methods”. 
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Table 4 Studies Using Large Open Wikipedia-Derived Knowledge Bases 
Study Knowledge Base Social Media What Was Done Why this KB? 
Muñoz-García 
et al., 2011 

DBpedia Mutliple 
(not 
explicitly 
defined) 

Topics identified in 
social media posts 

DBpedia 
ontology is 
extensive & 
DBpedia 
resources 
linked to 
external LOD 
sources 

Varga et al., 
2014 

DBpedia & 
Freebase 

Microposts 
(Twitter) 

Classify topics of 
microposts. 

Large amount 
of data on 
broad & ever-
growing 
number of 
topics 

Sahito et al., 
2011 

DBpedia, 
Freebase & 
Geonames 

Twitter Framework for 
linking 
unstructured 
Tweet data with 
LOD to deliver 
structured data 

Each chosen for 
different 
contributions, 
see reasoning 
listed above 

Brambilla et 
al., 2017 

DBpedia Twitter Discover emerging 
knowledge in 
social media 
content using a 
semantic method 
matching tweet 
topics to DBpedia 
types 

Generic 
publicly 
available 
knowledge 
source easily 
accessible 
through open 
API 

 

Tags and Folksonomies 

 The above studies are generally focused on Twitter data. A review of the 

literature to find similar studies using other types of social media data revealed the 

use of WordNet to enhance folksonomies in multiple studies. Folksonomies, 

discussed in detail above, are created as a tagging system, giving users the ability to 

freely tag items on the Web.  Lee & Young (2007) used WordNet to “disambiguate” 
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Flickr tags with a two-step query process, including a step of user contribution to 

the disambiguation process, with the objective of identifying relevant related 

images. WordNet was chosen because the authors consider WordNet to be “a 

thorough treatment of semantic relations among words”, and they were concerned 

with identifying tag synonyms & homonyms, something that WordNet is equipped 

to support. Laniado et al. (2007) also use WordNet to look at folksonomy tags, 

filtering through del.icio.us keywords using the WordNet ontology to bring a 

hierarchy into the process of navigating the folksonomy and identifying similar 

terms (tags). While WordNet was not as a candidate knowledge base in this study 

because it is considered a primary data source for knowledge bases, these studies 

are identified and briefly described in order to demonstrate that other social media 

sources have been used as data sources to extract meaningful information. 

 

Table 5 Studies Using WordNet to Enhance Folksonomies 
Study Knowledge 

Base 
Social Media What Was Done Why this KB? 

Lee & Young, 
2007 

WordNet Flicker Disambiguate 
Flickr tags; 
discover more 
relevant images 
using 
synonyms 

Looking for 
synonyms & 
homonyms  

Laniado et al., 
2007 

WordNet del.icio.us Bring hierarchy 
to folksonomy 

Needed pre-
defined English 
semantic 
hierarchy 
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2.7 Extracting Geospatial Information from Social Media 

Section 2.4.1 discusses how social media data can been used as a resource for 

content-rich geospatial information, as geolocation information from social media 

may be pulled from GPS locations associated with the data or from parsing textual 

references to identify geographic locations (toponyms) and inferring geolocation 

through toponym recognition, through one of the many ways discussed in the 

studies below. These studies are summarized in Table 6. These studies demonstrate 

the capability of geospatial enrichment of social media data through the use of 

external knowledge sources. 

Gelernter & Balaji (2013) highlight the identification of tweet content as 

opposed to identification of the location of users actively tweeting, stating that these 

could be different locations. They utilize the process of geoparsing (defined in the 

study as “the process of automatically identifying locations named within text”) to 

extract location references from microtext messages, taking into account that these 

references are often misspelled, abbreviated, or extremely localized. Their geo-

parser employs NER in conjunction with machine learning to identify location 

information (e.g. street names, addresses, toponyms, place abbreviations). The 

National Geospatial-Intelligence Agency’s (NGA) gazetteer was used for toponym 

identification (Geographic Names Database, n.d.). The authors outline related work 

identifying location information in an extensive review, grouping this work into five 

main categories: 

- Geo-locating text based on classifying noun types (NER)  
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- Geo-locating text based on language models  

- Geo-locating text based on gazetteer matching 

- Geo-locating text by association with related geo-tagged documents 

- Geo-locating by association with author’s geographic coordinates 

The most cited methods in the literature for geospatial information extraction 

from text, specifically from social media data, are identified and described below. 

Each of these studies falls into one of the categories defined above by Gelernter & 

Balaji (2013). 

Lieberman et al. (2010) conducted toponym recognition, utilizing the 

GeoNames gazetteer, to geotag news articles. They define geotagging as “the process 

of identifying and disambiguating references to geographic locations”. While the 

study is conducting toponym recognition on news articles, as opposed to social 

media, it is an important study to mention because of its recognition and use of 

“local spatial lexicons”, recognizing that the name of a place can vary greatly 

depending on where authors publish news sources, which include blogs and Twitter 

posts. The concept of local spatial lexicons, created from analyzing large amounts of 

news sources (including social media data), are utilized to fine-tune geotagging 

completed from disambiguating spatial locations from article contents using the 

GeoNames gazetteer. 

Gelernter & Mushegian (2011) focus on location disambiguation from 

microtexts (specifically tweets) in the case of crises. This study used the Stanford 

Named Entity Recognizer (Finkel et al., 2005) to determine its usefulness in 
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identifying location information using NER within the text of Twitter posts, 

recommending that this approach be supplemented with a gazetteer such as 

GeoNames. Potential problems were identified with using a gazetteer including the 

slower speed of processing and the granularity of location names, both of which 

could hinder near real-time location disambiguation of tweet data during a crisis. 

 Paradesi (2011) created a system, TwitterTagger, in order to identify 

references to geographic locations in a tweet, and suggest other relevant tweets to a 

given user based on the mined location information. This system uses a database 

maintained by the U.S. Geological Survey (USGS), the Geographic Names Information 

System (United States Board of Geographic Names, 2017) to compare tweet 

contents and identify potential location information. 

 Inkpen et al. (2017) is yet another study which conducts a combination of 

NER and gazetteer matching (using the GeoNames gazetteer) to detect the location 

information located in tweets. The authors also “[classify] the detected locations 

into names of cities, provinces/states, and countries in order to map them into 

physical locations”, utilizing the corresponding coordinates from the GeoNames 

gazetteer to map the locations (Inkpen et al., 2017). 

 Some studies utilize geotagged social media to identify location information 

and employ the use of external knowledge bases to add meaning to the information. 

“A message becomes geo-annotated in terms of latitude and longitude if the user 

posts it using a GPS-enabled device and allows the sharing of this geographic 

information” (Karagoz et al., 2016). Jenkins et al. (2016) use geotagged tweets in 
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conjunction with geo-located Wikipedia articles and DBpedia in order to identify a 

sense of place at a given location.  

 

Table 6 Studies Extracting Geospatial Information from Social Media Data 
Study Knowledge Source Social Media What Was Done Why this KB? 
Lieberman 
et al., 2010 

GeoNames News 
Articles 
(Twitter for 
local spatial 
lexicons) 

Local spatial 
lexicons were 
created from local 
news sources 
(including Twitter) 
to geotag news 
articles based on 
their content 

It is a large 
gazatteer 
created from 
combining 
many 
gazatteers and 
is continuously 
maintained 

Gelernter & 
Mushegian, 
2011 

None, but 
discusses 
GeoNames 

Twitter Determines how 
well NER software 
can determined 
location 
information  

GeoNames 
mentioned as 
most extensive 
gazetteer 

Paradesi, 
2011 

USGS Geographic 
Names 
Information 
System (GNIS) 

Twitter Identify references 
to locations in a 
tweet, and suggest 
relevant tweets to 
user based on that 
location 

Did not specify 

Gelernter & 
Balaji, 2013 

NGA’s gazetteer Microtext 
(Twitter) 

Geo-parse 
microtexts, 
utilizing NER & 
machined learning  

Did not specify 

Jenkins et 
al., 2016 

DBpedia Twitter Social media used 
in conjunction with 
Wikipedia entries 
to help identify 
characteristics of 
place 

Contains the 
information 
from Wikipedia 
(including geo-
location) in a 
structured 
format 

Inkpen et al., 
2017 

GeoNames Twitter Use NER to identify 
location names in 
tweet text, linking 
them to GeoNames 

Large size of 
gazetteer and 
contains 
metadata, 
including 
latitude and 
longitude 
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 Location information can be collected from social media networks through 

coordinate locations (if a GPS-enabled device is used and permission to share 

location information is on), through location information shared in a user’s profile, 

or from estimating location through disambiguating location information from what 

is written in blog posts (Karagoz et al., 2016). The studies summarized in this 

section show that in general, Twitter is the social media platform of choice to extract 

geospatial information from – nearly every study reviewed chose to utilize 

microtexts, specifically Twitter, as their social media medium of choice. The 

majority of these studies disambiguate location from the social media content using 

gazetteer-based methods, typically using the largest geographical gazetteer, 

GeoNames, for reference. It has been shown that DBpedia contains location 

information from geo-located Wikipedia articles (Jenkins et al., 2016), and there is 

potential for utilizing large LOD knowledge bases in this domain.  

2.8 Defining the Criteria for Knowledge Bases to be used in the Geospatial 

Enrichment of Social Media Data 

Knowledge Bases exist for numerous disciplines. Some are openly available 

for public use while others are proprietary. Some cover one specific field 

extensively, others cover a wide array of topics and may not give any depth of detail 

on any given domain. Some were created and left alone, a snapshot in time, while 

others are actively updated. These are just a few characteristics of knowledge bases 

that demonstrate that each knowledge base is not created equal. In order to 
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determine which knowledge base may be optimal for the enrichment of social media 

data, a set of criteria to find this optimal database must first be defined. 

A review of the literature revealed that the first extensive systematic 

comparison of freely available knowledge bases was completed by Färber et al. 

(2015). This thesis bases the knowledge base comparisons on Färber et al. (2015), 

however its criteria are centered on the geospatial components of knowledge bases. 

Prior to this 2015 study, a review of existing knowledge bases and ontologies which 

encompass geospatial information was conducted by Ballatore et al. (2013). This 

review defined criteria that knowledge bases had to meet in order to be considered 

in the review, but it did not conduct a systematic comparison of them. Equipped 

with these two review studies, and the analysis of previous studies utilizing 

knowledge bases when analyzing social media data (Sections2.6 and 2.7), the 

criteria needed for knowledge bases to optimally extract spatial information from 

social media data can be defined. 

• Freely Available: This thesis focuses exclusively on knowledge bases 

that are freely available for use and not proprietary systems. It must 

be LOD, therefore meeting the criteria defined by Berners-Lee (2010), 

discussed above. The knowledge base must be accessible for use and 

have the capability for users to download the structured dataset.  

• Incorporate Semantic Web Standards: As defined above, a criterion for 

knowledge bases in this thesis is that they are an ontology. The 

Semantic Web technologies discussed in Section 2.2 have been 



63 
 

extensively defined and tested by the W3C and the Semantic Web 

community, and therefore components of these technologies (RDF, 

OWL, and/or SPARQL) should be incorporated for a knowledge base 

to be considered in this study. Because the purpose of the Semantic 

Web is to enable its resources to be machine readable, easily 

shareable, and re-usable amongst applications (Cena et al., 2013), it is 

an essential criterion for a knowledge base to utilize Semantic Web 

Standards. Most knowledge bases today have their data represented 

in RDF triples (with the subject-predicate-object architecture depicted 

in Figure 7) (Suchanek & Weikum, 2014). 

• Multiple Languages Supported: The knowledge base must support 

multiple languages, including English. While semantic technology 

methods currently emphasize the English language (Bontcheva & 

Rout, 2014), social media posts are typically written in users’ native 

languages, less than 50% of which are in English (Carter et al., 2013). 

• Actively Maintained: In order to ensure that the information is not 

outdated, the knowledge base must have the capacity to be updated. 

Social media is a dynamic platform, constantly changing and can 

include new topics, therefore the knowledge base must also have the 

capability to be updated to include new information.  

• Have a Geospatial Component: Because this study is interested in the 

geospatial enrichment of social media data, the knowledge base must 
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have spatial information, or have the capability to utilize another 

source to gather spatial information. Section 2.7 demonstrated that 

knowledge bases containing a geospatial component have previously 

been used to geospatially enrich social media data. 

• Data Quality: The quality of the data in the knowledge bases must be 

taken into account. If a knowledge base is wrought with errors in its 

instances and their relationships being incorrect, it could provide 

false knowledge. It must be possible to ensure the general data 

quality.  

2.9 Summary 

 This section provided a comprehensive review of the literature to lay the 

foundation for concepts central to this thesis. An overview of the development of the 

World Wide Web led to an in-depth look at the Semantic Web and its architecture. 

Key terms were then defined, explaining the meaning behind ontologies, knowledge 

bases, and folksonomies, and why they are important to this thesis. The concept of 

social media, as it relates to the developing web, was then discussed, followed by an 

overview of entity extraction and linking, key concepts for extracting meaningful 

information from social media data. The most commonly-used open knowledge 

bases appropriate to this study were then described. An analysis of studies that have 

utilized knowledge bases in conjunction with analyzing information from social 

media data was conducted, with a special focus on studies extracting geospatial 

information from social media. Finally, founded on a review of the literature, the 
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criteria of knowledge bases for geospatial enrichment were established. These 

criteria will be used in the analysis of this thesis, determining which open 

knowledge bases may be best used to disambiguate the social media data and enrich 

these data geographically. 
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CHAPTER THREE 

3.1 Motivation and Objectives 

 With all of the available information on the World Wide Web, especially the 

enormous amount of data continuously being published to social media platforms, 

there have been tremendous efforts to find the optimal methods to have the 

computers glean, understand, and extract meaningful information from these data. 

Much effort has been dedicated to extracting the location information associated 

with social media data. Understanding the location where data is created and/or 

published can add substantial meaning to the data gleaned from the web (e.g. 

Stefanidis et al., 2013). The geographic information from these social media data, 

once discovered, can provide useful spatial, temporal, and thematic context.  

 Numerous knowledge bases exist which aid with the automated extraction of 

information from the web. However, not all knowledge bases are equipped with the 

capability to gather meaningful spatial (location) information from these data 

extracted from the web. The objective of this thesis is to identify which knowledge 

base(s), of those identified in Section 2.5.1, may be best equipped for geospatially 

enriching social media data by comparing them against the set of criteria defined in 

Section 2.8. 
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 One goal of this study is to identify the most commonly-used and optimal 

LOD knowledge bases to extract information from social media. The purpose of 

identifying these knowledge bases initially is to determine which conditions a 

knowledge base must have in order to successfully extract meaningful location 

information from social media data. A review of previous studies is conducted to 

identify which knowledge bases have traditionally been used, and how they have 

been used for disambiguating social media data in order to identify location 

information. This thesis then uses the identified existing knowledge bases and 

compares them to these defined criteria to determine which, if any, are best for 

extracting spatial information from the social media data. Finally, a comparison will 

be made between the knowledge bases identified through criteria comparison and 

the knowledge bases that have been utilized in previous studies to determine if 

there is overlap. An analysis of why the knowledge bases identified were chosen will 

be conducted, including determining whether there is an over- or under-utilization 

of particular knowledge bases and ultimately. Conclusions will be drawn on which 

knowledge bases are best for the geospatial enrichment of social media data. 
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CHAPTER FOUR 

4.1 Analysis 

The knowledge bases identified in Section 2.5.1 are now compared against 

the criteria defined in 2.8. A summary of this comparison is shown in Table 11. The 

information about whether a knowledge base meets the criteria or not are compiled 

from the sources in Section 2.4.1, Färber et al. (2015), and Ballatore et al. (2013), 

unless otherwise noted. 

Freely Available: All of the knowledge bases considered in this thesis are 

freely accessible and useable with availability for the public to acquire and use the 

knowledge base. Table 7 summarizes how users can get access to the knowledge 

bases. All of the knowledge bases considered have a “data dump”, essentially a 

stagnant version of the knowledge base from a given point in time, available for 

download, and all except for Freebase (which is no longer maintained) are able to be 

queried through an online API. 
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Table 7 Access to the Candidate Knowledge Bases 
 How User’s Can Access Knowledge Base URL 
YAGO Web Interface, 

SPARQL Interface, 
Offline by 
Downloading RDF 
triple store 

https://goo.gl/zXE5sa 

DBpedia Online via SPARQL 
query; as linked data; 
Download ontology 

http://wiki.dbpedia.org/ 

Wikidata Online query service 
via SPARQL; offline 
data dumps (JSON, 
RDF, or XML file 
formats) 

https://www.wikidata.org/wiki/Wikidata:Main_Page 

Freebase Last version available 
through data dump ( 
triples format) 

No longer exists 

GeoNames GeoNames API; 
Download ontology in 
OWL 

http://www.geonames.org/ontology/documentation.html 

ConceptNet Online API through 
LOD format (JSON-LD); 
Download (tab-
separated text file) 

http://www.conceptnet.io/ 

BabelNet Online via SPARQL; 
Download  

http://babelnet.org/ 

 

Incorporate Semantic Web Standards: This was inherent in the knowledge 

bases considered for this thesis – that all knowledge bases considered must utilize 

Semantic Web standards. As shown in Table 7, the knowledge bases are 

downloadable and/or queryable using Semantic Web technologies (e.g. RDF, 

SPARQL). 

Multiple Languages Supported: All of the knowledge bases considered in this 

thesis support multiple languages, including English. Table 8 provides detailed 

remarks on some of the language support for these Knowledge Bases. Wikidata has 
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an undocumented number but, as mentioned earlier, the entities are language 

independent. 

 

Table 8 Number of Languages Supported in the Candidate Knowledge Bases 
 Number of Languages 

Supported 
Remarks 

YAGO 10  
DBpedia 125  
Wikidata Many Undocumented Number; Entities are language-

independent as they are represented by alphanumeric 
characters 

Freebase Many Unspecified; Each entity’s name is in English 
GeoNames ≥ 279 Unspecified, but GeoNames contains geolocated Wikipedia 

entries from 279 languages 
ConceptNet > 300 Over 300 languages are supported; 10 core languages 
BabelNet > 280 Over 280 languages 

 

Actively Maintained: All of the knowledge bases considered in this study are 

actively maintained except for Freebase. As noted earlier, Freebase was shut down 

in 2016. Because Freebase does not meet the criterion of being actively maintained, 

it is eliminated as a potential candidate to be the optimal knowledge base in this 

work. 

Have a Geospatial Component: With the exception of Freebase, which has a 

value of unknown, each of the knowledge bases contains a geospatial component. 

Most of those knowledge bases with a geospatial component also have the ability to 

include geographic coordinates for the geospatial information (Table 9). The 

exception to this is ConceptNet, which can include place names and relationships 

related to places (e.g. a specific city is in a certain country), but does not include the 
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geographic coordinate information. This does not eliminate ConceptNet as a 

candidate, however it is important to distinguish which knowledge bases may 

contain coordinate information, as some studies may need this information. 

 

Table 9 Standing of Geospatial Component in the Candidate Knowledge Bases 
 Geospatial Component Includes Geographic Coordiantes 
YAGO Yes Yes 
DBpedia Yes Yes 
Wikidata Yes Yes 
Freebase Unknown Unknown 
GeoNames Yes Yes 
ConceptNet Yes No 
BabelNet Yes Yes 

 

Data Quality: Knowing the quality of the data in the knowledge bases is 

essential. Within knowledge bases, data quality can have several dimensions (e.g. 

entities falsely connected; errors incorporated inherent in the source data; omitting 

connections between terms) but in general it refers to the accuracy that entities 

have to the correct relationships connecting them. As mentioned above, the large 

automatically constructed knowledge bases have a lower quality of content than the 

hand-crafted and curated knowledge bases, which are typically much smaller. The 

quality for the knowledge bases in this study have been, or are currently being, 

assessed to some degree (Table 10), although further work on this can be done and 

will be identified in the future work section. It should be noted that these quality 

assessments were each performed on a snapshot of a sample of each knowledge 

base and are not continuously being monitored. It is vital for the knowledge bases to 
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have had an assessment done on the quality of their contents, as users need to be 

aware of potential quality issues associated with a given knowledge base. Wikidata 

has not been evaluated, however data accuracy is currently being assessed as it has 

been identified as a challenge. Therefore Wikidata, until a data quality assessment is 

completed on this dataset, will not be considered as a candidate. 

 

Table 10 Status of Quality Assessments on Candidate Knowledge Bases 
 Data Quality Assessed Remarks 
YAGO Yes An Accuracy of 95% has been calculateda 

DBpedia Yes Quality is based on Wikipedia entries and extraction 
methods; quality of sample measured approximately a 
12% error rate b 

Wikidata Currently Data accuracy has been identified as a challenge and is 
currently being assessedc 

Freebase Yes Trusted "experts" kept watch for incorrect data; not 
documentedc  

GeoNames Yes  Quality based on the quality of original sources (some are 
authoritative, some are not); data accuracy varies in 
different geographic area & granularity of data sourcesd 

ConceptNet Yes Assessed whether concepts included incorrect knowledge, 
nonsensical data, or non-commonsense information; 
sample measured returned results of 11% meeting these 
criteria (or 89% accurate)e 

BabelNet Yes Reported accuracy of 82%f 
a Database and Information Systems (2014) b Brambilla et al. (2017)  c Färber et al. (2015)  
d Ahlers (2013)     e Liu & Signh (2004) f Navigli & Ponzetto (2012) 

 

A summary of the comparison of candidate knowledge bases and the defined 

criteria is shown in Table 11. Based on this analysis, Freebase can be eliminated as a 

potential candidate due to it being shut down in 2016, and no longer actively 

maintained. Wikidata’s data quality has not been evaluated, however data accuracy 

is currently being assessed as it has been identified as a challenge. Therefore 
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Wikidata, until a data quality assessment is completed on this dataset, will also not 

be considered as a candidate. The remaining five candidate knowledge bases are the 

recommended knowledge bases to be used for extracting geospatial content from 

social media posts. However, it should be noted that of these five knowledge bases, 

ConceptNet does not contain coordinate information. It is important to distinguish 

this if studies rely on coordinate values. The next chapter will contain a discussion 

on how these knowledge bases that were recommended compare to the knowledge 

bases reviewed in past work in the domain (Section 2.7). 

 

Table 11 Candidate Knowledge Bases Evaluated Against the Criteria 
Knowledge 
Base Name 

 

Freely 
Available 

Semantic 
Web 

Standards 

Number of 
Languages 
Supported 

Actively 
Maintained 

Geospatial 
Component 

Data 
Quality 

Assessed 
YAGO ✓ ✓ 10 ✓ ✓ ✓ 
DBpedia ✓ ✓ 125 ✓ ✓ ✓ 
Wikidata ✓ ✓ Many  ✓ ✓ Currently 
Freebase ✓ ✓ Many No; 

Ditribution 
discontin-
ued 2016 

Not 
Documented 

✓ 

GeoNames ✓ ✓ ≥ 279 ✓ ✓ ✓ 
ConceptNet ✓ ✓ >300; 10 

core 
✓ ✓ ✓ 

BabelNet ✓ ✓ >280 ✓ ✓ ✓ 
 

4.2 Discussion 

4.2.1 Trends in the Literature 

A review of the knowledge bases typically utilized in conjunction with 

extracting social media data (Sections 2.6 and 2.7) reveals the top factors that 
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researchers are concerned with when choosing a knowledge base to use. Much 

emphasis was placed on knowledge bases which contain large-scale, broad, or 

global knowledge. This is especially essential for those studies concerned with 

identifying topics in social media posts, as it has been established that topics in 

social media are extremely broad and typically rapidly change.  

Another important aspect commonly identified is for knowledge bases to 

have the capability to be updated to include new topics. Again, topics in social media 

can and will change rapidly. If a knowledge base is stagnant and does not have the 

ability to be updated, it cannot include new information and a gap in the knowledge 

could appear. 

DBpedia and Freebase were overwhelmingly chosen to be the knowledge 

bases of choice in the studies extracting general information from social media data. 

These knowledge bases meet the top factors identified in the trends in literature. As 

Freebase is no longer a maintained knowledge base, DBpedia is left as the existing 

knowledge base of choice in these studies. It should be noted that Section 4.1 shows 

that DBpedia supports far fewer languages than some of the other contenders in this 

study. This is a potential gap in information that could result from utilizing the 

DBpedia knowledge base – missing information due to a lack of language 

information in the knowledge base. This is an important potential gap to note, as 

DBpedia was shown to be the most commonly chosen knowledge base in this 

review. 
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Those studies that focused on the extraction of geospatial information from 

social media data have typically used gazetteers (including GeoNames) and are 

generally interested in utilizing large structured sources with geographic 

information. Gazetteers can be great sources of structured knowledge in this 

domain, but it has been shown that LOD knowledge bases are potential sources of 

geographic information and they have been largely overlooked in the studies 

reviewed for disambiguating location information from social media content. 

Some studies are interested in not just location information, but specifically 

geographic coordinate information. These studies show that there is interest in 

those knowledge bases that contain coordinate information. 

In the process of completing this review, this thesis identified an apparent 

skew of Twitter being the “chosen” social media platform to study – most research 

in this domain focuses on Twitter data. Nearly every study reviewed used 

microtexts, specifically Twitter, as their social media medium of choice. There are a 

few studies that focus on other well-known and popular platforms such as Facebook 

(Ortigosa,et al., (2014) incorporate semantic analysis to conduct sentiment analysis 

on Facebook posts) and Instagram, however an overwhelming majority of the 

studies focus on Twitter data. Samples of social media data can either be obtained 

through Application Programming Interfaces (APIs) or through scraping the social 

media sites (Zafarani et al., 2014). One explanation for the overwhelming use of 

Twitter as the social media platform of choice for studies could be the extensive 

documentation of the Twitter API and the capabilities that this API offers (Docs, 
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2018).  The Twitter API is extremely versatile and enables the API user to collect 

Twitter users’ tweets, followers, and followed people in addition to collect Tweets 

containing specific hashtags (key words) (Ramez, n.d.). Other social media APIs 

allow you to collect a variety of data, but do not as easily allow access to user’s 

content on the respective site (Ramez, n.d.). A gap in the literature exists within the 

domain of analyzing social media content, with most studies focusing on Twitter 

content and an abundance of content from other platforms under-analyzed. 

4.2.2 Comparison of Study’s Recommended Knowledge Bases to Knowledge 

Bases utilized in the Literature 

The knowledge bases reviewed against the criteria show that there are many 

knowledge base options available, other than the gazetteers identified in these 

previous studies, with geospatial information – many of which even include specific 

coordinate location information. This thesis has shown that numerous studies have 

utilized large open knowledge bases in the process of extracting various types of 

information and content from social media and multiple studies using specialized 

knowledge bases and gazetteers to extrapolate geospatial information from social 

media were identified, but there is a void in the literature of studies combining these 

approaches. This displays an apparent gap in the research, discussed further in the 

future work section. 

Table 12 shows an overview of the comparison of this study’s recommended 

knowledge bases to knowledge bases utilized in the literature. Those studies 

focused on the extraction of geospatial information consistently used gazetteers. 
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The LOD knowledge bases have been mostly overlooked in the studies reviewed for 

disambiguating location information from social media content. YAGO and BabelNet 

were not discussed as potential candidates in the literature reviewed within this 

domain. ConceptNet was shown to be used to disambiguate information from 

folksonomies, but not specifically for spatial information disambiguation. In general, 

there is some overlap between this study’s recommended knowledge bases and 

those used in the literature, however there seem to be some knowledge bases that 

have, until now, not been used in this domain. 

   

Table 12 Comparison of this Study's Recommended Knowledge Bases to Knowledge Bases Utilized in the 
Literature 

Knowledge Bases Recommended Knowledge bases Used in the Literature 
YAGO Not used 
DBpedia Frequently used 
GeoNames Used 
ConceptNet Used with disambiguating Folksonomies 
BabelNet Not used 
 Other gazetteers (USGS; NGA’s Gazetteer) 

 

 



78 
 

 
 
 
 

CHAPTER FIVE 

5.1 Conclusion 

This thesis has identified the most commonly-used knowledge bases and 

primary sources for knowledge aggregation. This thesis reviewed numerous studies 

that have extracted meaningful information from social media data utilizing various 

methods in conjunction with knowledge bases. It has also reviewed literature that 

has successfully extracted geospatial information from social media content, 

focusing on those studies that utilized a knowledge base of some kind. Based on a 

review of the literature, the criteria needed for knowledge bases to be valuable in 

the process of extracting spatial information from social media was defined, 

identifying which commonly-used knowledge bases meet these criteria and also 

addressing the data quality in those knowledge bases. YAGO, DBpedia, GeoNames, 

ConceptNet, and BabelNet were all identified as common knowledge bases that met 

the criteria for this study, including containing a geospatial component. GeoNames 

is identified as a knowledge source (a gazetteer) that meets all of the criteria by 

being a domain-specific (geographic) source.  

Based on the analysis done in this study, it was shown that gazetteers are 

overwhelmingly the method of choice for extracting geospatial information, despite 

general linked open knowledge bases being capable of doing this while potentially 
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adding context to the information. DBpedia was identified as the knowledge base of 

choice for extracting data from social media. This study has shown that other 

options exist and meet the criteria to do this, however they are not often, if at all, 

used in the literature in this context. Twitter was identified as the social media 

platform most often used when disambiguating information. Numerous avenues of 

potential future work were discovered while conducting the review and analysis in 

this study. 

5.2 Future Work 

Several directions of future work have been identified in this thesis. Most 

notably would be to do a comparative analysis of various large open knowledge 

bases on a test social media dataset in order to determine which knowledge base of 

those that meet the criteria for geospatial analysis disambiguation from social 

media (Section 4.1) would provide the best results on extracting location 

information. The outcome of this analysis would determine which LOD knowledge 

base(s), available for anyone’s use, would be best for disambiguating spatial location 

from social media content. A specific focus in the benefits or disadvantages of using 

multiple knowledge bases for this task should also be considered. A framework was 

identified in the literature to use multiple knowledge bases (including GeoNames for 

geographical features) to gain meaning from data extracted from social media. The 

literature showed that not many studies utilized multiple knowledge bases. A 

comparative analysis could be done on a singular set of data utilizing both one 

knowledge base and using multiple knowledge bases and a comparison of the 
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results of what information was extracted between these two could be done to see 

what possible benefits and/or drawbacks there are to using multiple knowledge 

bases in the analysis. 

Another possible line of study utilizing multiple knowledge bases would be 

to determine if using multiple knowledge bases in this process could estimate the 

enrichment process accuracy. This would be done by using multiple knowledge 

bases to identify the same concepts, looking at the results and if they are different, 

try to estimate if there is a way to measure the uncertainty in the enrichment 

process. 

An additional direction of future work is to utilize knowledge bases to glean 

information, notably location information, from social media content on a variety of 

social media platforms. Twitter was the social media content of choice for a majority 

of the literature reviewed. Many platforms had very little, if any, literature in this 

domain (e.g. Facebook, Instagram, YouTube) while some platforms had extensive 

literature with a narrow focus (e.g. utilizing knowledge sources to enhance 

folksonomies from Flickr and del.icio.us). A comprehensive comparison of the social 

media APIs should be performed to determine what content and information can be 

gleaned from each of the social media platforms. Aligned with this research could be 

the exploration as to why Twitter is typically the chosen social media platform to 

use in this domain. An understanding of whether it is the content of what the social 

media has to offer, the abilities for researchers to collect the information, or some 
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other reasoning, could shed light on why other potentially data-rich social media 

sources are not being used as often. 

As it has been shown that knowledge bases can extract meaningful 

information from social media data, and that structured knowledge sources can 

derive meaning from folksonomies in social media (e.g. the use of Wikidata on 

folksonomies, the notion of utilizing knowledge bases to capture terms from 

folksonomies that are localized in terms of locational context and/or have a specific 

significance that changes on the temporal scale can be studied in order to determine 

whether capturing this information is possible. Examples of this could be tags in 

social media data such as #RockTheBlock (which could have many significant 

meanings based on locality, such as a concert series in Fairfax, Virginia vs. a 

community housing repair initiative in Niagara, New York) or #MeToo (which, 

before the #MeToo movement, did not have any significance, but the meaning has 

changed through time). This is a field of potential research, to see whether 

knowledge bases have the ability to capture and understand the knowledge from 

folksonomy concepts that change based on geographic or temporal locations.   

As discussed when identifying the quality of the knowledge bases in this 

study, the quality of the knowledge bases have each been assessed, but to different 

standards and definitions of data quality. An extensive comparative analysis of the 

quality of knowledge bases would be beneficial to this domain, as it could better 

justify the use of certain knowledge bases and significantly enhance the analysis 

done in this study 
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There is still much work to be done on this topic in the future – comparing 

the utility of knowledge bases for geographic information extraction and topic 

disambiguation on social media datasets and further work on using a greater variety 

of social media platforms. 
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