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ABSTRACT 

MANIPULATING COMPREHENSIBILITY OF TEXT: AN AUTOMATED 

APPROACH TO GENERATE DECEPTIVE DOCUMENTS FOR CYBER DEFENSE 

Prakruthi Karuna, Ph.D. 

George Mason University, 2019 

Dissertation Director: Dr. Hemant Purohit 

 

Existing approaches to cyber defense such as access control have been inadequate at 

defending the targets from ever increasing exfiltration of intellectual property. Cyber 

deception is one of many solutions that can protect critical documents from advanced 

cyber attackers. Some cyber deception solutions require the generation and deployment 

of fake documents, called “honeyfiles”, which can deceive cyber attackers. 

Fake documents can be generated by manipulating the comprehensibility of a given 

document, as hard to comprehend fake documents can mislead an attacker and waste his 

cognitive efforts. However, generating such hard to comprehend fake documents is 

challenging as 1) existing research is limited in quantifying and manipulating the 

comprehensibility of a given technical document. 2) It requires the generated documents 

to be believable for the attackers, so they curiously interact with the fake documents. 

Existing research has investigated several techniques to automatically generate fake 

documents, however, they do not generate believable fake documents. 
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In this work, we design and evaluate a novel Comprehensibility Manipulation Framework 

(CMF) that provides a platform for generating hard to comprehend, believable fake 

documents. Our framework includes different components to measure, manipulate, and 

evaluate the comprehensibility and believability of text. In our framework, we first define 

novel quantitative comprehensibility measures of text based on principles of reading 

comprehension: “sequentiality”, “connectivity”, and “dispersion”. Second, we design 

manipulation algorithms based on “Addition”, “Deletion”, and “Shuffling” operations to 

effectively manipulate the occurrences of sentences and concepts in a given technical 

document to generate fake documents that are hard to comprehend. Third, we design and 

optimize the selection and application of our manipulation algorithms using the genetic 

algorithm framework to generate fake documents. Fourth, we design algorithms to 

improve the believability of generated fake documents by enhancing its “cohesion” and 

“coherence”. Finally, we conduct task-based evaluation of our algorithms using statistical 

tests and user-studies on reading comprehension and believability tests. We compare the 

original and fake texts based on the metrics of accuracy-of-answer, effort-to-task, and 

effort-to-answer in the reading comprehension tests and probability-to-decipher fake 

documents in the believability tests. Our extensive experiments demonstrate that our 

methods to generate hard to comprehend, believable fake documents can improve cyber 

deception solutions. 
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CHAPTER 1 - INTRODUCTION 

Cyber attackers have been successful in exfiltrating data from different types of 

organizations despite advanced cyber security measures. [1] One recent incident is the 

Equifax data breach where sensitive personal information of 143 million consumers were 

exfiltrated by advanced attackers. Even though the company followed security protocols, 

cyber attackers were able to steal driver license information of several U.S. consumers. 

[2] Such incidents motivate the need for designing cyber deception solutions that are 

useful under the condition an attacker has successfully penetrated the network with the 

goal to exfiltrate critical data and we need to deceive him and increase his cost to data 

exfiltration. 

 

1.1. Deception-driven Approach for Cyber Defense 

Al-Shaer et al. [3] formally define deception in the cyber defense context as a 

“sequence of planned actions/events that divert the adversaries from reaching their goal 

of an attack to either any random but unharmful state(s), or a desired state by the 

defender.” Therefore, the key objective of a deception-driven approach for cyber defense 

is to understand and manipulate an attacker’s perception of the system as well as to 

mislead the attacker’s next series of actions, such that the defender can control and 

monitor the activities of the attacker [1], [4]. Defensive use of deception-based 
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techniques provides significant advantages over traditional security controls and it could 

be used as the third line of defense, after access-control and rule-based approaches [1]. 

Some cyber deception solutions require fake entities to deceive cyber attackers. In 

this dissertation, we focus on fake entities in the form of fake text documents, particularly 

for the application of defending technical documents that are considered as intellectual 

property for key government and industrial organizations.  

Comprehensibility is a crucial property of such fake documents, as hard to 

comprehend fake documents would demand higher cognitive efforts from the attacker in 

comprehending the document [5] and thereby, wasting the attacker’s resources and 

increasing his cost to exfiltrate data. In this dissertation we present a novel computational 

framework to manipulate the comprehensibility property of text documents such that the 

generated fake documents are favorable to the defender in deceiving the attacker. Also, 

fake text documents need to be believable for the attacker, i.e. the attacker needs to 

believe that the document contains legitimate critical information that is not fake. [1] This 

is required to ensure that he curiously interacts with the fake document and invests his 

cognitive efforts in understanding the document. Since the fake document is deceptive in 

nature, higher the efforts to comprehend the document, higher is his cost to exfiltrate data 

and a better chance for the defenders to identify the cyber attacker and slow the attack.  

Prior research in cybersecurity has investigated different techniques to 

automatically generate fake documents. However, these techniques do not generate 

highly interactive and believable fake documents capable of wasting attacker’s cognitive 

efforts by manipulating the comprehensibility of an original text document. In this 
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research we focus on generating hard to comprehend believable fake documents that are 

syntactically correct but are semantically deceptive and demand higher cognitive efforts 

from the attacker. Figure 1.1 shows an example text from our generated fake document. 

  

 
Figure 1.1 An illustrative text paragraph from a document in our experiments, where the sentences underlined 

in the original are deleted and sentences highlighted in the fake are inserted to generate the fake document 

 

In the rest of this chapter: Section 1.2 describes the importance of 

comprehensibility of text and its relation to text comprehension, Section 1.3 describes the 

research positioning of comprehensibility manipulation and generating hard to 

comprehend text with respect to other research domains. Section 1.4 provides the 

research questions we will be investigating as part of this dissertation. Section 1.5 

provides our research approach followed by our research contributions in Section 1.6. 

 

1.2. Comprehensibility of Text 

“Comprehension is a process that is concerned with the mental or cognitive 

functions involved in the act of comprehending text.” [6] The product of this process is 
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the construction of a mental model of the text and any actions the reader performs based 

on this construction. [7] The comprehension process is considered successful when the 

reader is able to identify the words in the text and relate them to form mental 

representations and connect it to their previously learned mental models. [6], [8], [9]  

When text is not well-written to allow the construction of a well-connected mental 

model, it causes cognitive burden on the reader. [5] The same information can be written 

in several different organizational forms, but only few are considered to be easily 

comprehensible. Therefore, even though the comprehension is a process that occurs in the 

reader’s mind, it is influenced by the text characteristics. [8] For this purpose the 

comprehension process is evaluated by measuring the comprehensibility property of text. 

[8] Currently there does not exist one measure that can absolutely measure the 

comprehensibility of text for any text document. Instead, it is measured based on 

different characteristics of text. Some of the characteristics include the ease of parsing 

words to recognize them, ease of relating words to form cohesive units, and ease of 

connecting cohesive units to understand ideas. [7] Each of these characteristics have 

shown to influence the comprehensibility of text. [8] 

Since comprehensibility of text is influenced by several characteristics, 

manipulating the comprehensibility of text and measuring the change in the 

comprehension process due to the changes in text is challenging and requires systematic 

investigation. Following section describes the research domain of comprehensibility 

manipulation and positions it with respect to other related domains. 
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1.3. Manipulating Comprehensibility of Text 

Comprehensibility manipulation is the process of rewriting text to change its 

comprehensibility property. Text could be rewritten to make it easier to comprehend or 

harder to comprehend depending on the application context. The research domain of 

automatically rewriting text to make it easier to comprehend by paraphrasing is called 

text simplification [10]. We call the contrary case of rewriting text to make it hard to 

comprehend as ‘text complication’, which is relevant to our cyber defense research 

context. Text complication is a relatively novel and unique research domain with a lack 

of automation techniques in the literature. 

 
Figure 1.2 Research positioning of comprehensibility manipulation 
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In Figure 1.2, we show the place of comprehensibility manipulation in the wider 

research field of natural language generation. Comprehensibility manipulation is closely 

related to text simplification with an overlap in the goal of simplifying text to form 

cohesive and coherent units. The comprehensibility manipulation and text simplification 

can both be considered as a natural language generation problems as they both generate 

text and utilize natural language generation approaches to generate the coherent text. 

Comprehensibility manipulation is also highly related to the field of text summarization, 

as it uses approaches from extractive text summarization to identify important content. 

However, the aim of text summarization is to reduce the length of the text to given an 

overview, whereas that's not the aim for comprehensibility manipulation as the final text 

produced by manipulation could have a similar or greater text length than the original 

text. [10], [11] 

We next present specific research questions addressed in this research. We 

address these questions by adapting principles and ideas from the broad domain of 

natural language processing and generation to address the research challenges in the 

domain of cyber deception. 

 

1.4. Research Questions 

The goal of this research is to automatically generate deceptive text in the form of 

hard to comprehend, believable fake technical documents by manipulating the 

comprehensibility of an original document to generate hard to comprehend believable 

fake documents. Current approaches are insufficient to generate text that is both 
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deceptive and believable for an attacker. As part of this research we primarily address the 

following research question: 

 

Can we automatically generate believable fake documents by manipulating the 

comprehensibility of an original text document? 

 

This is a challenging question to answer due to two primary reasons. First, though 

there exists some meta-principles [12] on the design of fake documents in the literature, 

there is no systematic computational approach on how to create or generate a ‘believable’ 

fake document. [13] Second, manipulating comprehensibility of text is challenging as 

there is no one measure for comprehension. Also, it is not clear on how to effectively 

measure the change in comprehension due to a change in comprehensibility of text. [8], 

[14] 

To address these challenges, we break down our main high-level research 

question into three specific sub-questions listed below: 

Research question 1: Can we generate deceptive fake text by manipulating the 

comprehensibility of a given text document? 

Research question 2: Can we generate believable fake text documents from a 

given fake text document whose comprehensibility of text has been manipulated? 

Research question 3: Is the observation of reducing comprehensibility and 

preserving believability of generated fake documents using the proposed algorithms 

consistent across various types of documents? 
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To answer these questions, we take the following research approach. 

 

1.5. Research Approach 

We next describe our research approach to answer each of the research questions: 

Research question 1: Can we generate deceptive fake text by manipulating the 

comprehensibility of a given text document? 

We hypothesize that we can generate deceptive text that is hard to comprehend by 

manipulating the comprehensibility of a given believable original document and 

therefore, propose a Comprehensibility Manipulation Framework. We measure the 

comprehensibility of a given text document based on novel quantified measures of its 

characteristics of “sequentiality”, “dispersion” and “connectivity”, as guided by the 

qualitative theories of reading comprehension literature. We design algorithms to perform 

operations of “Addition”, “Deletion” and “Shuffling” on various representations of a text 

document to manipulate the comprehensibility characteristics of text.  

We evaluate our generated text using statistical and user-study based measures to 

observe any change in the comprehensibility of text for a pair of original and generated 

text documents. We then analyze the influence of change in text comprehensibility on 

human reader’s understanding. Our evaluation results demonstrate the generated 

believable fake document’s potential in misleading and deceiving cyber attackers and 

increasing attacker’s cost to cyber-attack due to the increase in required cognitive efforts 

and time in comprehending documents. 
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Research question 2: Can we generate believable fake text from a given fake text 

document whose comprehensibility of text has been manipulated? 

We observed that making modifications to the document in order to manipulate its 

comprehensibility could negatively influence its cohesion and coherence, thereby 

impacting its believability. In this work, we design measures based on “cohesion” and 

“coherence” of text to approximate the believability of a fake document. We also design 

algorithms that enhance the cohesion and coherence of text to improve the believability 

of the fake document. We then evaluate our generated text documents to observe if our 

algorithm made a statistically significant change in the cohesion and coherence of the 

document. We also evaluate the fake documents by conducting a human subjects-based 

believability test to observe the probability to decipher the fake text from a given pair of 

fake and original text documents. 

Research question 3: Is the observation of reducing comprehensibility and 

preserving believability of generated fake documents using the proposed algorithms 

consistent across various types of documents? 

To evaluate the robustness of our framework, we experiment with a set of 30 

technical documents randomly selected from different sources following different 

templates and styles of writing. Of the 30 documents, 10 documents are randomly 

selected from the articles of Communications of the ACM magazine, 10 documents are 

randomly selected from Wikipedia articles and 10 documents are randomly selected from 

Security Encyclopedia articles. While our framework for believable fake document 

generation is scalable, the reason for lesser number of documents in this experimental 
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design is the requirement of robust evaluation with user studies, where we designed 

reading comprehension exercises for each of these documents with extensive human 

effort. 

 

1.6. Contributions 

As a part of this dissertation we thoroughly understood the problem of generating 

believable hard to comprehend fake documents. We designed and implemented a novel 

Comprehensibility Manipulation Framework that provides different representations of a 

text document, novel comprehensibility measures for text documents, as well as novel 

algorithms to automatically manipulate the comprehensibility of text documents to 

generate deceptive yet believable documents, which mislead an attacker/reader from the 

author’s presented idea in the given original documents. We designed and conducted user 

study experiments to extensively evaluate the generation of hard to comprehend and 

believable text. We also share a benchmark dataset containing our original and generated 

fake text documents along with reading comprehension questions based on the text 

documents.[15], [16] 

Rest of this dissertation is organized as follows: Chapter 2 provides the necessary 

background for this research. Chapter 3 provides our framework to generate hard to 

comprehend believable fake documents. Chapter 4 details the text comprehensibility 

measures used in this research. Chapter 5 details the manipulation approaches followed 

by our approach to enhance believability in chapter 6. Chapter 7 provides the discussion, 

limitations and future work based on this thesis. 



11 

 

CHAPTER 2 - BACKGROUND AND RELATED WORK 

In this research, we tackle a problem that is multi-faceted and relates to theories 

of cyber deception, deceptive content generation, computational methods for measuring 

text comprehensibility, natural language generation, cognitive load and believability of 

text. We provide a brief set of related work for each of these topics with a focus on 

content that are useful for understanding the materials presented in this dissertation. 

Section 2.1 and 2.2 describes the research in cyber deception and deceptive content 

generation. Section 2.3 and 2.4 describes the reading comprehension process and 

theoretical models relating cognition and comprehension process. Section 2.3 describes 

the different techniques for measuring comprehensibility of text based on its textual 

characteristics. Section 2.4 describes the different techniques to manipulate the 

comprehensibility. Section 2.5 describes the existing techniques to generate deceptive 

content for cyber security. Section 2.8 describes the constructs around believability of 

text. 

2.1. Cyber Deception 

With limited laws governing and constraining cyber domain, cyber-attacks have 

become a common phenomenon. Today’s computer systems and networks are getting 

bombarded with attacks from different attackers possessing varied potentials. Some of the 

known attackers include cyber criminals, spies (government and industrial), insiders of an 
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organization, hackers, and terrorists. [1] Traditional approaches to cyber defense have 

been inadequate at defending the systems and networks. This is because persistent 

exploitations of organizational cyber security systems demonstrate that the traditional 

cyber defenses (e.g., access-control, firewalls, malware scanners, and intrusion detection 

and prevention technologies) could be bypassed by sophisticated attackers, especially by 

advanced persistent threats (APTs). APTs are stealthy and orchestrated attackers, who 

target both corporate organizations and governments, such as the creators of the well-

known Stuxnet attack in 2010. APTs use software exploits, social engineering or other 

means of gaining access to infiltrate the well-defended enterprises. The attackers 

establish a persistent presence, install malware and backdoors, and exfiltrate critical 

information such as credit card records, intellectual property, and defense secrets [13]. 

This is an indication of attackers using cyber deception offensively for cyber-attacks and 

demonstrating their ability to conceal their activities for deceiving the defender. 

However, the use of deception for cyber defense is still in its early phase for mainstream 

adoption by corporates and governments. According to Bell and Whaley [17], the meta-

model of defense using deception involves two steps: dissimulation (hiding the real) and 

simulation (showing the false). The key objective of a deception-driven approach is to 

understand and manipulate an attacker’s perception of the system as well as to mislead 

the attacker’s next series of actions, such that the defender can control and monitor the 

activities of the attacker. [1], [3], [4] Defensive use of deception-based techniques 

provides significant advantages over traditional security controls and it could be used as 

the third line of defense, after access-control and rule-based approaches [1].  
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Figure 2.1 Creating deception by manipulating reality [13] 

 

Literature provides many types of defensive cyber deception techniques in the 

field of cybersecurity that range from networks and systems to data. [1], [18] Clifford 

Stoll published the earliest use of deception to defend an attack on computer networks at 

Lawrence Berkeley Laboratory [19], [20]. Stoll baited the attacker by creating an illusion 

using fake documents, captured his activities and traced the source. Such an illusion can 

be designed using deceptive digital entities. [13] Stoll’s technique has evolved since then, 

leading to advanced techniques like “cyber deception chain” [4], which is a high-level 

model used to plan and execute deception in cyber defense. The cyber deception chain 

model is useful as it could be used to devise a complete course of actions in case an 

attack is detected. 

By using the cyber deception chain, a clear goal for deception is set such that 

during deceptive defense actions, real or important information is hidden, and false or 

unimportant information is shown. Use of such false information distinguishes the 

attacker from the rest of the legitimate users, providing a way for the defender to monitor 
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and control the activities of the attacker. Examples of information objects that interests an 

attacker and the cyber deception chain should falsify are: system’s decisions, system’s 

software and services, system’s activity, system’s weaknesses, system’s damage 

assessment, system’s performance, system’s configuration, and system’s internal and 

public data [13]. Using these information types, the cyber deception chain should portray 

an illusion of reality for the attacker. This illusion could be designed using digital entities 

with a primary objective to hide, alter, and manufacture reality [13] as shown in Figure 

2.1. When the attacker interacts with such digital entities, he gets a deceived perception 

of the system. Such digital entities that are constructed for the purpose of deception are 

called “fake entities”. 

 

 
Figure 2.2 Gartner’s deception stack [21] with examples [22] 

 

A fake entity can be anything that we want the attacker to interact with. For 

example, it can be a network, a system, an application, a file, a database entry, or a 
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password stored anywhere in the system [18]. Security analysts can use these fake entities 

to deceive the attacker at various stages of the ‘cyber kill-chain’ model [13]. The cyber 

kill-chain model is a sequence of steps that the attacker needs to go through to succeed, 

where breaking the cyber kill-chain at any step will stop or slow down the attack. Fake 

entities could be used at each step of the model and categorized under different levels of 

the software stack. Gartner’s deception stack categorizes the fake entities under various 

levels as shown in Figure 2.2 [21], [22]. The deception stack suggests that the difficulty 

of generating and deceiving an advanced adversary increases as deception moves up the 

stack. It is relatively easy to generate fake entities at network level, as there are pre-

defined specifications for the entities. However, there are no pre-defined rules at the data 

level; instead there are complex human factors that influence the believability, realism, 

enticement, and usefulness of the generated fake entities [22]. We next provide a 

typology of fake entities at the data level. 

Deceptive data-level digital entities are classified into “low-interaction”, 

“medium-interaction” and “high-interaction” based on their complexity [22]. Low-

interaction entities simulate the presence of digital entities but have limited abilities in 

deceiving an attacker during prolonged interaction. Medium-interaction entities facilitate 

higher interaction with the attacker than the low-interaction entities but could give away 

the deception with prolonged interactions. Whereas high-interaction entities are more 

advanced and are capable of creating an illusion that is necessary to deceive and facilitate 

prolonged interactions with the attacker. [23], [24]. In this thesis, we focus on the 
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problem of generating deceptive, high-interaction fake entities in the form of fake text 

documents. 

 

 
Figure 2.3 Illustration of automatically generated fake documents from literature [23], [25]–[27] 

 

2.2. Fake Document Generation and Evaluation 

Generating deceptive fake documents is a challenging task, as it requires the 

generation of text that is believable for an attacker. A fake document is considered to be 

believable if “it is capable of being believed; appearing true; seeming to be true or 

authentic.” [12] Some of the existing techniques to generate fake documents include - 1) 

Random character generation and generation based on random word and sentence 

extraction from a given public document corpus [25] (see Figure 2.3.a). 2) Generation 

based on machine translation in which a given text is translated through multiple 

languages such that the information in the given original text is lost in translation [26] 

(see Figure 2.3.b). 3) Rule-based and preset template-based text generation [23], where 

text is parsed to identify its part of speech tags (see Figure 2.3.c), which are later used as 

templates and are further substituted with matching words taken from a document corpus.  
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Though there exists these techniques to generate fake documents we observe that 

none of the above listed techniques to generate fake documents generate believable fake 

documents for the case of high-interaction documents with an attacker reading the fake 

documents. In this research we focus on generating believable fake documents by 

manipulating the comprehensibility of a given original document. Sections 2.3 to 2.7 

focuses on different aspects related to the comprehensibility of fake text, whereas Section 

2.8 focuses on the aspects of believability. 

 

2.3. Reading Comprehension 

Reading comprehension is a process of simultaneously extracting and 

constructing meaning through interaction and involvement with written language text 

[28]. The comprehension process is influenced by primarily three factors: prior beliefs 

and knowledge of the reader, context for reading, and the text that is being 

comprehended. [29] Text comprehension focuses on how readers integrate information 

from the text (i.e. text base) with their prior knowledge to form a situational model. [30] 

The problem to comprehend arises when the reader finds it hard to form meaningful units 

of information (conceptual understanding) that the reader could use later on to develop 

the understanding of text. [31] Further research to understand the cause of this problem 

have demonstrated that there are limitations on cognitive resources that are available for 

use during the process of comprehension. [32] Therefore, we elaborate the relation 

between the cognitive resources and the comprehension process in the following section. 
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2.4. Theoretical Models for Understanding Comprehension  

Understanding the relation between cognitive resources and the comprehension 

process have been a challenging task with several milestone theories. The Kintsch and 

van Dijk model [7] is an initial theory that focused on the strategies and the processes of 

comprehension. It proposes that two distinct kinds of representation are formed from the 

sentences of the text: text base and situation model. The text base representation is based 

on the text, whereas situation model representation integrates text information with 

reader’s prior knowledge. As an improvement to the Kintsch and van Dijk model, [7] 

Kintsch (1998) reformulated it as the construction-integration model to better explain the 

role of prior knowledge during the comprehension process.  [32], [33] 

Construction and Integration model - The construction-integration (CI) model 

is a process model of text comprehension that describes the process by which written text 

is transformed into a mental representation in the reader’s mind. The CI model involves 

two phases: the construction phase and the integration phase. In the construction phase an 

incoherent mental model is constructed and in the integration phase a coherent whole is 

formed by rejecting inappropriate constructions. [34] 

The CI model assumes that the working memory capacity of a human is limited. It 

assumes that apart from the short-term working memory, the human memory has to 

include another mechanism for storage in the long term called the long-term working 

memory. Information in long term working memory is stored in a stable form, but 

accessing it requires retrieval cues from the short term working memory. [35] Building 
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on these principles of working memories for the task of learning and comprehending text 

is the cognitive load theory as detailed below. 

Cognitive Load Theory - In cognitive science, the theory of cognitive load is 

closely tied to the human biological evolution [36] and is concerned with learning 

complex cognitive tasks, where learners are overwhelmed by the amount of new 

information that needs to be learned. The theory assumes a limited short-term working 

memory for processing new information and an unlimited long-term working memory for 

previously stored familiar information. Processing more new information than the 

capacity of the short-term working memory causes cognitive overload. The cognitive 

load theory provides techniques to manage the cognitive load on short term working 

memory to effectively change the long-term working memory. The theory identifies three 

types of cognitive load: intrinsic, extraneous and germane. The intrinsic load is due to the 

number of new information elements and their interactivity. Whereas, the extraneous and 

germane load is due to the manner in which the information is presented. When learning 

new information, though intrinsic load cannot be reduced, the extraneous and germane 

loads could be modified to make learning easier or harder. [37] In order to enhance 

learning and comprehension, the extraneous load is reduced, but in our work, we increase 

the extraneous load to make learning harder. Our framework builds on this theory and 

provides techniques to manipulate the comprehensibility of text by modifying the number 

of information elements (concepts) and their interactivity via co-occurrence.  
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2.5. Methods to Measure Comprehensibility  

As described earlier, comprehension is a cognitive task that cannot be measured 

directly, it can be approximated based on its influencing factor - the comprehensibility of 

text. Comprehensibility of text is primarily based on the syntactic characteristics of the 

text. [38] Some of the characteristics include average sentence length, lexical diversity in 

discrete structures, syntactic complexity of sentences, and use of connectives to name a 

few. Researchers have applied statistical analysis on these characteristics to derive 

several readability formulas. However, these readability formulas have been criticized for 

their subjectivity to measure comprehensibility and for their poor adherence to 

psycholinguistic theories. [39] We briefly summarize some of the popular approaches to 

quantify approximate measures to assess text comprehensibility. Coh-metrix [40]  

provides a suite of measures each of which describes a characteristic of text such as type-

token ratio, number of connectives and number of words. Crossley et al. (2016) [41] 

measure the overlap of ideas in adjacent sentences, whereas Lapata et al. (2005) [42] 

measure coherence-based connectivity of ideas across sentences using semantic similarity 

of words present in the sentences. Agrawal et al. (2012) [43] quantitatively measure the 

influence of sequential organization of concepts on the comprehensibility of text. In this 

paper, we use this sequentiality measure to evaluate the sequentiality based text 

characteristics of the generated fake documents (detailed in Section 4.1.) However, we 

differ from the above comprehensibility measures by identifying and using two new 

measures of comprehensibility, namely, “connectivity” and “dispersion” for thoroughly 

assessing text comprehensibility based on connectedness of concepts and the positioning 
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of concepts in the document (detailed in Sections 4.2 and 4.3). To our knowledge, none 

of the above works in the literature quantifies the connectivity of concepts or the 

dispersion of concepts in the document.  

 

2.6. Manipulating Comprehensibility of Text 

Natural Language Generation (NLG) is the field of research that deals with 

automatically generating comprehensible text given an idea. Traditional NLG systems 

typically start with an idea represented using nonlinguistic representations such as flow 

charts and dependency trees; generate documents, reports, help messages and other kinds 

of text. [44] Thus breaking the task into two sub-tasks of determining what to include in 

the text and how to present the text. [45] However, techniques based on this principle use 

canned text and template filling based techniques, [46] though these techniques produce 

coherent and comprehensible text they cannot be extended to other domains and tasks 

easily. 

Another approach to generating text is by using the text-to-text generation 

technique. Lapata et al. (2003) [47] uses this technique to generate an entire document by 

ordering sentences from multiple documents. They provide a model that learns 

constraints on sentence order from a corpus of domain-specific texts and an algorithm 

that yields the most likely order among several alternatives. An unsupervised 

probabilistic model for text structuring is designed that learns ordering constraints from a 

large corpus. The model learns which sequences of part of speech tags are likely to co-

occur and makes predictions concerning preferred ordering based on the previously 
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occurred sentence. However, their technique requires a large corpus of documents that 

represents the generated text. In this research, we consider the challenging case of 

generating fake documents given a single technical document.  

There does exists other text-to-text techniques in the domains of monolingual 

machine translations and text simplifications, however, they have been designed for the 

purpose of generating simpler and easy to comprehend documents and is in contrary to 

our research goals.  

Use of Optimization Framework for Comprehensibility Manipulation - 

Optimization frameworks such as genetic algorithm, particle swarm optimization, and 

harmony search algorithm have been used for text-to-text generation. We focus on using 

genetic algorithm to generate text as it is a randomized search method that works well 

and capable of effectively exploring large search space. [48] Genetic algorithms tend to 

cope better with high attribute interactions than greedy search methods, making it more 

suitable for text modifications with fitness functions that are affected by attribute 

(concept) interactions. Liu et al. (2006) [49] used a genetic algorithm to find sets of 

sentences that maximize summary quality metrics, starting from a random selection of 

sentences as the initial population. To choose the best summary, multiple candidates were 

generated and evaluated for each document. [49]–[51] Qazvinian et al. (2008)  [51] used 

genetic algorithm to produce document summary with fitness function based on 

readability, cohesion, and topic-relation. [50] Although particle swarm optimization and 

harmony search algorithms have been explored in the area of text summarization [52], 

[53], genetic algorithm has shown to produce improved summaries. [51] These 
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algorithmic solutions for text summarization inform our technical framework based on 

genetic algorithm — proven to be a powerful optimization technique in a large solution 

space.  

 

2.7. Evaluating Comprehensibility of Text  

Prior research has investigated different approaches to evaluate the effect of text 

comprehensibility on a human reader. Comprehensibility of text influences a reader’s 

understanding of the text based on the ease of extracting and constructing the meaning 

out of the textual units. [28] A reader’s understanding of text is often evaluated using 

reading comprehension exercises. Teachers use such exercises extensively in classroom 

settings where students are presented with a written text followed by a set of questions to 

be answered based on the text. [14] Student’s responses to the questions provide an 

indication of their understanding of the text. For our experiments we need to conduct a 

quantitative comparative evaluation that assesses the change in understanding of the text 

before and after comprehensibility manipulation. For an effective reading comprehension 

evaluation, it is important to also design the question sets carefully. Thus, researchers 

have proposed a typology of questions in the past, e.g., Day et al. (2005) [54] presented a 

framework of question types to evaluate a reader’s understanding of the text. Among 

various types of questions, reorganization and inference questions are the most relevant 

to our research as these questions allow us to evaluate both the literal understanding from 

across the document as well as the inferential understanding of the text. Reorganization 

questions require the readers to use information from various parts of the text and to 
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combine them to answer the questions correctly. Inference questions require the readers 

to combine their understanding from the text with their own prior knowledge to answer 

the questions correctly. Our reading comprehension experiment for evaluation (detailed 

in Section 3.5) relies on reorganization and inference questions for evaluating the 

reader’s understanding of text and for measuring his effort to understand text.  

 

2.8. Believability of Fake Text 

When fake documents are automatically generated, we observe linguistic 

inconsistencies and disfluencies in it that gives the document away as fake text. In our 

research, we hypothesize that improving cohesion and coherence of a fake text will 

improve its believability, this is further explained in chapter 6. In the rest of this section 

we provide a brief background on why cohesion and coherence are the appropriate 

measures to study and enhance believability of fake text documents. 

Measuring Cohesion and Coherence - McNamara et al. (2014) [8] defines 

cohesion as “a characteristic of the text that can be computationally measured", whereas 

coherence is viewed as “the cognitive correlate of cohesion". Cohesion and coherence 

measures have been used for evaluating student essays [55], [56] and they are also 

heavily used for evaluating automatically generated text summaries and the output of 

machine translation [42]. These measures describe the overlap of ideas in adjacent 

sentences or paragraphs and thus, could be used for analyzing a deceptive text that 

provides a coherent reading experience for a human reader. The publicly available 

systems of Coh-Metrix [8] and the Tool for Automatic Analysis of Cohesion (TAACO) 
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[41] provide quantitative measures for cohesion, which are suitable to adapt in our 

research.  

Likewise, Lapata et al. (2005) [42] have proposed a quantitative measure of 

coherence based on the degree of connectivity across sentences using semantic similarity 

metrics. We adapt and extend their method to calculate coherence across paragraphs by 

computing semantic similarity between adjacent paragraphs (details in Sections 4.4 and 

4.5).  

Manipulating Cohesion and Coherence of Text - A relevant research in 

manipulating cohesion and coherence is in the domain of text simplification to simplify 

text at the sentence and lexical levels for smoothing the generated text. Sentence level 

methods simplify the grammatical constructions with fewer number of modifiers. [57] 

Lexical level methods minimize the number of unique words occurring in the text. [8], 

[58] However, these methods are not designed to directly address the problem of 

linguistic inconsistency across sentences. 

Evaluating Believability of Text - Prior literature has investigated different 

methods to evaluate fake texts. Whitham et al. [59] computed the difference between the 

k-dimensional linguistic features (e.g., word count, sentence length) of a fake text and 

legit text in a data repository to measure the realism of text. However, this method does 

not measure the human-level believability of a text document. Shabtai et al. (2016) [60] 

and Bowen et al. (2009) [12] conducted a realistic test where human readers were asked 

to identify the legit text from a pair of fake and legit texts. Similar to their work, we 
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employ a believability test (more details in Section 6.6) to evaluate the automatically 

generated believable fake text. 

 

2.9. Conclusion 

To conclude, in this chapter we have provided different areas of related work in 

literature that are useful for understanding our research in this dissertation. We focused 

on theories of cyber deception, deceptive content generation, computational methods for 

measuring text comprehensibility, natural language generation, cognitive load and 

believability of text. In the next chapter we describe our integrated framework for fake 

document generation. 
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CHAPTER 3 - INTEGRATED FRAMEWORK FOR FAKE DOCUMENT 

GENERATION 

In this chapter we describe a framework for generating hard to comprehend 

believable fake documents. The generated text would increase the cost to exfiltrate data 

for an attacker as he needs to spend more cognitive resources to understand and evaluate 

the importance and veracity of the document’s content. It is a difficult task to generate 

believable and hard to comprehend fake documents as there are no predefined rules for 

creating an ideal fake document. One approach to generate such believable fake 

documents is to exploit the content of a given legitimate original document, however, it 

has multiple associated challenges that needs to be addressed. These associated 

challenges are the following:  

• We need to accurately identify the important information in the original document 

that should be protected from the attacker. 

• We need to eliminate the identified important information from the original document 

without modifying the readability of the generated document.  

• We need to present the remaining unimportant information of the original document 

such that the document is hard to comprehend. This is even more challenging 

because: 



28 

 

o It requires a quantitative measure for comprehensibility that is based on text 

comprehensibility rules, unlike the well-known formulas for readability levels. 

[39] 

o It requires optimal modifications to text such that the comprehensibility of the 

document decreases without making many changes to the document. 

• The fake document should create deception such that it is believable for the attacker.  

The objective of this research is to automate the generation of deceptive content 

such that all the above stated challenges are addressed. For this purpose, we present a 

novel methodology called the comprehensibility manipulation framework (CMF) that 

generates fake documents for the purpose of defensive cyber deception. 

In this chapter, we describe our proposed comprehensibility manipulation 

framework (CMF) in Section 3.1. Sections 3.2 to 3.5 describes each of the CMF’s 

modules. 

 

3.1. Comprehensibility Manipulation Framework 

Each document reads differently, and it would produce better fake documents 

when manipulated using specific operations than others. Therefore, we design the 

Comprehensibility Manipulation Framework (CMF) framework that allow its users to 

choose the operations and evaluations from a set of alternatives, in order to produce fake 

documents that are better suitable for the user. Figure 3.1 provides an overview of the 

proposed framework. 
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Figure 3.1 Overview of research approach and comprehensibility manipulation framework 

 

3.2. Notations and Structured Representations 

We represent a document d in two representations - First, as paragraphs, 

sentences, and concepts. Second, as a concept graph that is based on co-occurrence 

relations. Third, as vectors. Using multiple representations gives us an advantage to 

formally capture both the syntactic-level characteristics of text as well as the semantic-

level characteristics of text. 

Sentence and Paragraph Sets - A document d consists of a sequence of S 

sentences (denoted by si) that are grouped into |K| paragraphs. We identify the sentences 

and paragraphs using syntactic delimiters between two paragraphs or sentences such as 

newline characters, full-stop, question mark or exclamation mark. An ordered set of 

paragraphs in d is represented as K with each paragraph represented as ke where, the 
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sequence of sentences in ke is represented as Ske. A sentence contains concept(s) (denoted 

by cj). A concept could occur more than once in the document; an occurrence of cj is 

represented as cj. There is a finite set of concepts in d that is represented as C. To identify 

the concepts, d is parsed to list the part of speech (POS) tags for each of its words using 

the Stanford CoreNLP POS tagger. [61] A concept (entity) is a noun phrase following a 

regular expression pattern of Adjective*Noun+. The identified concept set is pruned to 

eliminate duplicates, malformed concepts (concepts containing punctuation between 

words, symbolic variables used in the document). Examples of concepts are “readability 

measure” and “post-communist society”. 

 A paragraph containing an occurrence of concept cj is represented as kcj. Each cj 

∈ C is assumed to be explained in its key paragraph (kcj) and has a set of related concepts 

denoted by R(cj), where cj and ci are defined as related concepts if they co-occur in more 

than one paragraph. 

 

 
Figure 3.2 An example concept graph representation for a text snippet 

 

Concept Graph - We represent a document as a concept graph G = (V,E,W) as 

shown in Figure 3.2, where V represents the concept nodes, E represents the edges 

between the concepts, and W represents the edge weights. There exists an edge between 
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two concepts if the concepts co-occur in a paragraph. The weight of an edge is equal to 

the number of times the two concepts co-occur in the paragraphs across the document.  

 

3.3. Comprehensibility Measures 

The proposed CMF framework uses three measures to quantify different text 

characteristics that influence the comprehensibility of text. These measures are detailed in 

Chapter 4. We adapt the comprehension burden measure from Agrawal et al. [43] to 

quantify the “sequentiality” of concepts, i.e. to quantify if the concepts are first explained 

before using them to explain other concepts in the document. We define novel measures 

of “connectivity” and “dispersion” to quantify the strength of concept connectivity and 

the dispersion of concepts in a document. 

We also define two novel quantitative measures based on text characteristics of 

cohesion and coherence. We use these measures to approximate the believability of the 

text generated. These measures are detailed in Chapter 6. 

 

3.4. Comprehensibility and Believability Manipulation Algorithms 

In the CMF framework we provide algorithms for three types of operations: 

1. Information sanitization - This module identifies salient information in the document 

and deletes it. We provide an in-depth description of this operation in Chapter 6. 

2. Comprehensibility manipulation - Given a document, this module manipulates its 

comprehensibility using three different approaches: “Addition”, “Deletion”, and 

“Shuffling” within different optimization algorithms. Our algorithms are optimized 
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based on Pareto-optimality principle and primarily uses the genetic algorithm 

framework. Chapter 5 provides an in-depth description for each of these operations. 

3. Believability improvement - Given a fake document, this module manipulates its 

cohesion and coherence to improve the believability of a document. Chapter 6 

provides an in-depth description of this approach. 

 

3.5. Comprehensibility and Believability Evaluation 

We evaluate our generated documents using statistical tests and user-studies. In 

statistical tests we evaluate the generated fake documents on comprehensibility measures 

to test if there exists a statistically significant change in the text characteristics. In user-

studies, we conduct two types of experiments: 

1. Reading Comprehension Tests - We identified reading comprehension exercise to 

be a good fit for our comprehensibility evaluation, as it is designed to evaluate a test 

taker’s (reader) ability to comprehend textual information. The exercise measures the 

reader’s ability to comprehend a text stimuli (essay) by answering a set of multiple-

choice questions related to the information in the essay. Modifying the essay using 

our framework will likely impact the reader’s ability to correctly answer the 

questions. We expect that when the reader is given a hard to comprehend essay that is 

missing (or has camouflaged) important information, the reader will not be able to 

answer some or all questions of the essay. 

We evaluate the effect of comprehensibility modifications on an essay by 

comparing the reader’s answers to the same set of questions related to the original and 
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the modified essay. We design original and fake reading comprehension experiments 

containing original and hard to comprehend fake text followed by a set of questions. 

We present these exercises to human subjects and ask them to read the text and 

answer questions based on their reading. We compare the responses to corresponding 

questions on original and fake text to measure the change in reader’s comprehension 

due to the change in the comprehensibility of text. We describe the reading 

comprehension tests with more details in Section 5.2. 

2. Believability Tests - We present human subjects with a pair of original and fake text. 

We ask the human subjects to discern the fake text from the provided pair of 

documents. We analyze the responses by computing the probability-to-decipher the 

fake text from the shown pair of documents. Ideally, when the fake text is perfectly 

believable the probability-to-decipher should be 0.5. To evaluate the effectiveness of 

our algorithms in improving the believability of fake text documents, we conduct the 

believability twice, first comparing original and fake text and second comparing the 

original and believable fake text We describe the believability tests with more details 

in Section 6.2. 
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CHAPTER 4 - MEASURING COMPREHENSIBILITY OF TEXT 

In this chapter, we define several comprehensibility measures used in this 

research. These measures describe the various characteristics of text based on syntactic 

and semantic characteristics of the text and help in approximating the comprehensibility 

and believability of text. The measures are as highlighted in Figure 4.1. 

 

 
Figure 4.1 CMF with text characteristics-based measures highlighted 
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4.1. Sequentiality Measure 

When concepts in a document are not explained sequentially i.e., if a concept c1 is 

used to explain a different related concept c2, even before c1 is explained adequately, adds 

a comprehension burden (CB) on the reader to first understand c1 before understanding 

c2. [43] The CB measure is quantified by [43] using the following functions: 

The significance of c1 in a paragraph ke is defined based on the frequency of c1 in 

ke and its number of related concepts (|R(c1)|) as: 

 

 𝜆(𝑐1, 𝑘𝑒) = 𝑓𝑟𝑒𝑞𝑢𝑒𝑛𝑐𝑦𝑖𝑛(𝑐1, 𝑘𝑒). |𝑅(𝑐1)| (1) 

 

In this formulation, two concepts are considered related if they co-occur in at least 

two paragraphs. Key paragraph of c1 denoted by kc1 is the first paragraph in d with 

maximum λ(c1, ke). The comprehension burden for concept c1 occurring in paragraph kc1 

is: 

 ψ(𝑐1, 𝑘𝑐1) = {
λ(𝑐1, 𝑘𝑐1), 𝑘𝑐1 < 𝑘𝑐1
0,                𝑘𝑐1 ≥ 𝑘𝑐1

 (2) 
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CB attributed to (c1) is defined as: 

 

 Ψ(𝑐1) = ∑ ψ(𝑐1, 𝑘𝑐1)𝑘𝑐1  ∈ 𝑑
  (3) 

 

Comprehension burden (CB) of d is: 

 ψ(d) = ∑ ψ(𝑐𝑗)𝑐𝑗 ∈ 𝐶
 (4) 

 

Note that CB quantifies the lack of sequentiality, i.e., the CB value of a text 

document is inversely proportional to the degree of its sequentiality. Therefore, we define 

sequentiality of d as: 

 

 Sequentiality (d) = − ψ(𝑑) (5) 

 

4.2. Connectivity Measure 

According to [7], when concepts in a document are well-connected to each other, 

i.e. when the document is written such that it relates the different concepts in the 

document, the document is easier to comprehend. Graesser et al. (2011) [40] measured 

connectedness based on the use of connectives (“and”, “moreover”), whereas Lapata et 

al. (2005) [42] measured connectedness based on local coherence computed using the 

overlap of information. However, prior works do not consider connectedness of concepts 
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across the document due to their co-locations and its influence on the comprehensibility 

of text. We have designed a connectivity measure to describe the strength of concept 

relations in the text due to their co-location using graph theoretical formulation as 

follows: 

 

 𝐶𝑜𝑛𝑐𝑒𝑝𝑡𝑐𝑜𝑛𝑛𝑒𝑐𝑡𝑖𝑣𝑖𝑡𝑦  (𝑣𝑐𝑗) = (∑ 𝑤𝑗𝑤𝑗 ∈ 𝑊
)
𝛼

 (6) 

 

where vcj is the concept node corresponding to concept cj, w is the weight of edges 

connecting to vcj, and α is a constant greater than one. [62] 

 

 𝐶𝑜𝑛𝑛𝑒𝑐𝑡𝑖𝑣𝑖𝑡𝑦(𝑑) =
∑  Co𝑛𝑐𝑒𝑝𝑡C𝑜𝑛𝑛𝑒𝑐𝑡𝑖𝑣𝑖𝑡𝑦(𝑣𝑐𝑗)𝑐𝑗 ∈ 𝐶

|𝐶|
 (7) 

 

4.3. Dispersion Measure 

In a well-written document, each discourse structure should have a specific focus 

[63], [64]. Lack of focus would make the discourse hard to comprehend as the reader has 

to remember more conceptual information and cognitively organize the information to 

understand the text. Thus, we propose an information theoretic formulation of dispersion 

to assess the burden on a reader for the number of concepts to remember simultaneously. 

Dispersion of concepts in a document is measured based on entropy of concepts at the 

paragraph level as follows:  



38 

 

 

 𝑃𝑎𝑟𝑎𝑔𝑟𝑎𝑝ℎ e𝑛𝑡𝑟𝑜𝑝𝑦 (𝑘𝑒) =  −∑ 𝑝𝑐𝑗𝑙𝑜𝑔2 (𝑝𝑐𝑗)𝑐𝑗 ∈ 𝐶
 (8) 

 

 𝐷𝑖𝑠𝑝𝑒𝑟𝑠𝑖𝑜𝑛 (𝑑)  =  
∑ 𝑃𝑎𝑟𝑎𝑔𝑟𝑎𝑝ℎ e𝑛𝑡𝑟𝑜𝑝𝑦𝑘𝑒 ∈ 𝐾  (𝑘𝑒)

|𝐾|
 (9) 

 

4.4. Correlation Analysis with Existing Comprehensibility Measures 

To understand the correlation of our comprehensibility measures with respect to 

other readability and comprehensibility evaluation measures, we conduct a correlation 

analysis where we compare our comprehensibility measures against three other text 

characteristic measures that are used to approximate the comprehensibility of text.  

 

We identified the following measures for this analysis from the literature: 

1. RDFRE: Flesch Reading Ease - The output of the Flesch Reading Ease formula is a 

number from 0 to 100, with a higher score indicating easier reading. [65] This 

measure is computed using the formula below: 

 

 𝑅𝐸𝐴𝐷𝐹𝑅𝐸 = 206.835 − (1.015  ∗  𝐴𝑆𝐿) − (84.6  ∗  𝐴𝑆𝑊) (10) 

 

Where:  

ASL = the number of words divided by the number of sentences.  

ASW  = average number of syllables per word [40]  
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2. RDFKGL: Flesch Kincaid Grade Level - This outputs a number between 0 to 12 

that corresponds to U.S. Grade-school level. [66] This number is computed based on 

the flesch reading ease score. The higher the number, the harder it is to read the text. 

[67]  

 

 𝑅𝐸𝐴𝐷𝐹𝐾𝐺𝐿 = (0.39 ∗  𝐴𝑆𝐿) + (11.8 ∗ 𝐴𝑆𝑊) − 15.59 (11) 

 

3. LSASS1: LSA Sentence Adjacent - LSA is a technique used to represent world 

knowledge to measure semantic similarity between two text units. [9], [68] Text units 

(or documents) are represented as word document co-occurrence matrix which is 

simply a record of the number of times a word occurs in document. LSA uses singular 

value decomposition (SVD) method to reduce a large word document co-occurrence 

matrix to approximately 100–500 functional dimensions. Each text snippet is 

represented as weighted vector on the K - dimensions. This is then used to compute 

the mean LSA cosines for adjacent, sentence-to-sentence units, thereby measuring the 

similarity of each sentence to the next sentence. The higher the overlap between 

adjacent sentences, the higher the cohesion in the text causing the text to be easier to 

read. [67] 

4. LDTTRc: Type-token Ratio - Type-token ratio (TTR) [69] is the number of unique 

content words (called types) divided by the number of tokens (instance of a word) of 

these words. This a number between 0 and 1. Higher this number harder it should be 
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to comprehend the text because many unique words need to be decoded and 

integrated with the discourse context. As the type-token ratio decreases, words are 

repeated many times in the text, which should increase the ease and speed of text 

processing. [67]  

 

Table 4.1 Correlating our comprehensibility measures to other existing measures 

 

Flesch 

reading Ease: 

RDFRE 

Flesch Kincaid 

Grade Level: 

RDFKGL 

LSA sentence 

adjacent: 

LSASS1 

Type-token 

ratio: 

LDTTRc 

Sequentiality 0.52 -0.28 0.05 0.75 

Connectivity -0.43 0.35 0.33 -0.76 

Dispersion -0.48 0.45 -0.18 -0.95 

 

 

To perform the correlation test, we selected a random original document from our 

dataset containing 30 technical documents (details in Section 5.1). On the selected 

document we applied our comprehensibility manipulation operations of Addition, 

Deletion, and Shuffling (details in Chapter 5) to generate 25 versions of the original 

document. For the set of 26 documents (1 original document and 25 generated versions of 

the original document) we computed the sequentiality, connectivity, and dispersion 

values based on description provided in Section 4.1 – 4.3. We computed the RDFRE, 

RDFKGL, LSASS1, and LDTTRc values using the Coh-metrix online tool. [40] We then 

correlated the computed values as shown in  Table 4.1 Correlating our comprehensibility 

measures to other existing measures. 
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From Table 4.1 we observe that there is not a consistent and significant 

correlation between our comprehensibility measures and other comprehensibility 

measures based on readability. This is primarily because readability measures focus on 

the preliminary characteristics such as sentence length and average number of syllables. 

Because our documents generation technique does not intend to change these 

characteristics, readability measures are not sufficient to capture the changes in the 

comprehensibility at the document level. 

From Table 4.1we can observe that our measures do not correlate with LSASS1, 

this is because LSASS1 is based on the vector space representation across the entire 

document. Such a representation is weak in capturing specific details of a document that 

influences its readability and comprehensibility. 

From Table 4.1 we also observe a high correlation of our measures with LDTTRc 

that is based on the lexical diversity. Our measures correlates with this because all three 

of our measures are based on the concepts in the document and their mutual positioning 

and relations. 
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CHAPTER 5 – COMPREHENSIBILITY MANIPULATION ALGORITHMS 

Several researchers have successfully designed techniques to manipulate the 

comprehensibility of text to generate simple text that is easier for a reader to comprehend 

as compared to the given original text. However, automatically manipulating the 

comprehensibility of text to generate hard to comprehend text is a new challenge that has 

not been thoroughly addressed. In this work, we have designed three comprehensibility 

manipulation operations: “Addition”, “Deletion”, and “Shuffling” that generates hard to 

comprehend versions of a document when given a document. 

Our three operations could be applied independently or in combination with other 

modules to generate hard to comprehend fake documents. In this chapter we will describe 

each of these operations and apply the operations in combination to generate fake 

documents. We also optimize the application of these operations in generating a set of 

hard to comprehend believable fake documents. We incrementally improve our 

optimization technique starting with an exhaustive search algorithm, followed by a 

single-objective genetic algorithm, and finally a multi-objective multi-mutation genetic 

algorithm. We implement the exhaustive search algorithm using one type of operation  

(Shuffling) to optimize based on all comprehensibility measures - sequentiality, 

connectivity, and dispersion. We then implement the Single-objective Genetic Algorithm 

with two types of operations (Addition and Deletion) to optimize based on a single-
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objective of sequentiality measure, and finally, implement the multi-objective multi-

mutation genetic algorithm using all the operations (Addition, Deletion, and Shuffling) to 

optimize based on all the comprehensibility measures of sequentiality, connectivity, and 

dispersion.  

We then evaluate the generated documents using statistical tests and user studies 

to analyze the change in comprehensibility of text due to our operations. To conduct this 

evaluation, we use a dataset containing 30 technical documents. Section 5.1 provides 

more details on our dataset. The different modules of CMF’s comprehensibility 

manipulation approaches that are described in this chapter are highlighted in Figure 5.1. 

 

 
Figure 5.1 CMF with comprehensibility manipulation approaches highlighted 

 

5.1. Dataset 

To evaluate each of our operations we designed a common dataset containing 30 

randomly selected technical articles from three different sources: 10 research articles 
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were selected from Communications of the ACM, 10 technical articles were selected 

from Wikipedia, and 10 articles were selected from the Security Encyclopedia. [70] We 

used these selected articles to conduct statistical and user-based experiments necessary to 

evaluate the effectiveness of our methods. We restricted the length of the original articles 

to a maximum of 1,000 words in order to mitigate the risk of human subjects getting 

bored with lengthy texts, consequently, who might not participate in the evaluation 

experiments with serious intent. Therefore, if a selected article had greater than 1,000 

words, then we would cut-off the article such that only the top paragraphs with word 

count totaling to less than 1,000 words were included. We apply different manipulation 

operations (details in this Chapter) to generate a corresponding fake document. 

For each pair of fake and original documents, we created 2 to 4 multiple-choice 

questions totaling 92 questions with a subtotal of 33 questions for Communications of the 

ACM articles, 34 questions for Wikipedia articles, and 25 questions for Security 

Encyclopedia articles. The questions were of inference and reorganization types 

(explained in Section 2.4) [14], [54] which examined the change in understanding of the 

text between the original and fake text documents. Each question had four multiple 

choice answers of which only one was correct.  

 

5.2. Exhaustive Search 

In this section we present the exhaustive search algorithm based on the Shuffling 

operation, starting with its specific problem, solution implementation, evaluation, and 

discussion. For the Shuffling operation, we hypothesize that changing the 

comprehensibility measures of a text document based on the principles of sequentiality, 
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connectivity, and dispersion (details in chapter 4) would in turn effectively manipulate its 

overall comprehensibility. In particular, achieving lower sequentiality, lower 

connectivity, and higher dispersion of concepts in a technical document would make it 

hard to comprehend. Our methodology develops an algorithm to generate fake text 

documents by shuffling sentences in a given original document such that it affects the 

comprehensibility measures. When shuffling sentences, we preserve the believability of 

the document by introducing constraints on the placement of sentences such that there 

exists content similarity [15] with the neighboring context. Further, we employ Pareto-

optimality principle in selecting a set of believable, hard to comprehend fake documents 

from the Pareto-frontier in the vector space of comprehensibility measures, in order to 

avoid any preferential bias for a measure. The selected believable fake documents are 

such that they meet our desired criterion for comprehensibility i.e., lower sequentiality, 

lower connectivity, and higher dispersion. 

 To state it formally - Given an original document d, our goal is to generate a set 

of fake documents {d′1,d′2 , . . .d′g} such that the fake documents have lower sequentiality 

and connectivity, and higher dispersion with respect to d. 

 

 
Figure 5.2 Shuffling operation 
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Implementation  

Shuffling operation consists of five sub-modules shown in Figure 5.2. The key 

methodology for document manipulation is based on a heuristics-driven exhaustive 

search for optimal sentence sequence. Next, we describe each one of these modules and 

provide their algorithms, along with references to specific functions used in the 

algorithms. 

Target Concept Selection - We identify a set of concepts that are “well-

positioned” and target them for shuffling (Identify_candidate_target_concepts(d,C)). A 

well-positioned concept is one that occurs in a paragraph after its key paragraph and thus 

does not cause burden for understanding. For every target concept (set of target concepts 

represented as (Ctc)), we further compute the minimum required frequency for salience, 

using the function in equation 9.  

 

𝑀𝑖𝑛𝑖𝑚𝑢𝑚_𝑟𝑒𝑞𝑢𝑖𝑟𝑒𝑑_𝑓𝑟𝑒𝑞𝑢𝑒𝑛𝑐𝑦 (𝑐𝑗)  = {
𝜌(𝑐𝑗, 𝑘𝑒),  |𝜌(𝑐𝑗 , 𝑘𝑒)|  =  1

𝜌(𝑐𝑗, 𝑘𝑒)  +  1 ,  |𝜌(𝑐𝑗 , 𝑘𝑒)|  >  1
 (12) 

 

where ρ(cj,ke) = max (frequency_in(cj,ke)) and |ρ (cj,ke)| represents the number of 

paragraphs (ke) in d having the maximum frequency of cj ∈ ke  i.e. if there is only one 

paragraph having frequency_in(cj,ke) = max (frequency_in(cj,ke)), then 

minimum_required_frequency (cj) is 1, else minimum_required_frequency (cj) is max 

(frequency_in(cj,ke)) + 1. We eliminate concepts from the set of target concepts if the 
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total occurrences of a candidate concept in d is less than or equal to its minimum required 

frequency. 

 
Algorithm 1 – Identify candidate target concepts 

 
Require: d, C 

Output: Ctc 

1: function Identify_candidate_target_concepts(d,C) 

2: Ctc = null; 

3:  for (cj : C) do 

4:  if |kcj | in d > |kcj | in d and frequency_in(cj,d) > minimum_required_frequency(cj) 

then 

5:   Ctc.add (cj) 

6:  end if 

7: end for 

8: end function 

 

 

Source Sentence Identification - We identify source sentence(s) for moving for 

each concept cj in Ctc (set of target sentences represented as Sts 

(Identify_target_sentences(d, cj)) such that the total frequency of a concept (cj) in the 

selected sentence(s) is equal to its minimum required frequency (computed using 

equation 13). We randomly select 80% of the sentence(s) from the target concept’s key 

paragraph containing its explanation and the remaining 20% from the rest of the 

document. This is because we want to re-position sentences that explain the target 

concept to the later part in the document to delay its understanding, while also muddling 

the concept explanation by incorporating 20% of the contextually irrelevant sentence(s). 
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Algorithm 2 – Identify target sentences 

 

Require: cj, d  ▷ cj in Ctc 

Output: Sts 

1: function Identify_target_sentences(d,cj) 

2: selected_frequency = 0, Sts = null; 

3: for (si : Skcj ) do ▷ Skcj represents the sentences in kcj 

4:  if (si.contains(cj) and selected_frequency < (minimum_required_frequency(cj) ∗ 

0.8)) then 

5:   Sts.add(si) ▷ removes si from Skcj 

6:   selected_frequency += frequency_in(cj, si) 

7:  end if 

8: end for 

9: while selected_frequency < minimum_required_frequency(cj) do 

10:  for (si : Ske ) do 

11:   if ke ! = kcj and si.contains(cj) then 

12:    Sts.add(si) ▷ removes si from Ske 

13:    selected_frequency += frequency_in(cj,si) 

14:   end if 

15:  end for 

16: end while 

17:end function 

 

 

Believable Hard to Comprehend Document Generation - We first identify 

destination paragraph and later move the target sentences to generate believable fake 

documents (Generate_believable_fake_documents (d, Sts)). Destination paragraph is a 

paragraph ke in d where a target sentence is moved. We identify a destination paragraph 

using exhaustive search by checking two conditions. First, a target concept does not 

occur in it (to ensure there exists a difference in the subject matter of the destination 

paragraph and the target sentence(s)) once moved. Second, there exists cosine similarity 
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between the concept term vectors of target sentence(s) and the existing sentences in the 

destination paragraph, for the purpose of preserving believability. 

 

 
Figure 5.3 An example destination paragraph from the generated fake document with sentences inserted into the 

paragraph underlined 

 

We generate fake documents by moving the target sentence(s) to the destination 

paragraphs. One fake document is generated for each destination paragraph of a target 

concept. To ensure we generate believable fake documents, we iteratively place each 

sentence from the set of target sentence(s) into the destination paragraph 

(Positioning_for_maximum_context_similarity(Sts, ke)). On each iteration, we position the 

inserted sentence such that the context similarity of the paragraph is maximized as per the 

function in equation 14, where snew represents the inserted sentence and sentences s1 to sq 

represent the sentences present in the destination paragraph. The sim(sa,sb) function 

computes the cosine similarity between concept term vectors of the given two sentences. 

Figure 5.3 shows an example of destination paragraph with target sentences (underlined) 

inserted into it. 
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𝑃𝑜𝑠𝑖𝑡𝑖𝑜𝑛𝑖𝑛𝑔_𝑓𝑜𝑟_𝑚𝑎𝑥𝑖𝑚𝑢𝑚_𝑐𝑜𝑛𝑡𝑒𝑥𝑡_𝑠𝑖𝑚𝑖𝑙𝑎𝑟𝑖𝑡𝑦 (𝑆𝑡𝑠,  𝑘𝑒) = 

 max

{
 

 
𝑠𝑖𝑚(𝑠𝑛𝑒𝑤, 𝑠1) + 𝑠𝑖𝑚(𝑠1, 𝑠2)+. . +𝑠𝑖𝑚(𝑠𝑞−1, 𝑠𝑞)

𝑠𝑖𝑚(𝑠1, 𝑠𝑛𝑒𝑤)  + 𝑠𝑖𝑚(𝑠𝑛𝑒𝑤 , 𝑠2)) +. . + 𝑠𝑖𝑚(𝑠𝑞−1, 𝑠𝑞) )
. . . .

𝑠𝑖𝑚 (𝑠1, 𝑠2)  +  𝑠𝑖𝑚(𝑠2, 𝑠3)) + . . + 𝑠𝑖𝑚(𝑠𝑞, 𝑠𝑛𝑒𝑤))

 

  (13) 
 

The generated set of believable fake documents have diverse range of values for 

the three proposed comprehensibility measures due to the varying treatment for 

manipulation. Given multiple hard to comprehend fake documents for a given original 

document, it is challenging to determine which of the documents would be the hardest to 

comprehend. As minimizing the change in one of the measures does not minimize the 

change in all measures of comprehensibility leading to a multi-objective optimization 

challenge. We design our optimization solution 

(Select_Pareto_optimal_fake_documents(D')) using the Pareto-optimality principle [71], 

given the expensive nature of human evaluation for each generated fake document. A 

Pareto-optimal solution is seen as an optimal trade-off among the objectives a non-

dominating solution, where it is not feasible to improve an objective without a penalty to 

another. Formally, a vector of feasible decision variables ƌ* is Pareto optimal if there 

does not exist another feasible decision vector ƌ such that f(ƌ) ≤ f(ƌ*) for at least one f. 

The competing objectives in our context are to decrease sequentiality, decrease 

connectivity, and increase dispersion. We choose the documents on the Pareto-frontier in 

the vector space of the three comprehensibility measures that are the set of all Pareto-
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optimal solutions. The Pareto-frontier across the pairwise measures for our experimental 

data are shown in Figure 5.4 (connected by the line). As per our hypothesis, we assume 

that such documents would be harder to comprehend when compared to the original 

document.  

 

 
Algorithm 3 – Generate believable fake documents 

 
Require: Sts, d  

Output: D’ 

1: function Generate_believable_fake_documents(Sts, d) 

2: for ke : |kcj | to |K| do 

3:  if cosine_similarity(Sts, ke) > 0 and !ke.contains(cj) then 

4:   d’ = Positioning_for_maximum_context_similarity(Sts, ke) 

5:   D′.add(d’) 

6:  end if 

7: end for 

8:  D’ = Select_Pareto_optimal_fake_documents(D’) 

9: end function 

 

 

 

 

 
Figure 5.4 Pareto frontier of generated fake documents 
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Evaluation 

In this section we will go over our data set, experimental setup followed by our 

experimental results and analysis. 

Experimental Setup and Results - To evaluate the impact of our Shuffling 

operation in changing the comprehensibility of a given original text document, we 

conduct two types of validation on our dataset described below using the dataset 

described in Section 5.1: 

Statistical significance test - it validates whether there is a statistically significant 

change in text comprehensibility measures of a fake document in comparison to the 

original document. 

Reading comprehension test - it validates whether the generated fake document 

with poor comprehensibility characteristics is also hard to comprehend for its readers. We 

evaluate the effect of change in comprehensibility based on three performance metrics - 

1) accuracy-of-answer, 2) effort-to-task, and 3) effort-to-answer, which are detailed in the 

following subsection. 
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Figure 5.5 Percentage change in comprehensibility measure values for CACM (blue), Wikipedia (orange), and 

Encyclopedia (green) articles 

 

On each of the 30 selected articles we applied our fake document generation 

framework algorithm to generate 30 sets of Pareto-optimal fake text documents with two 

target concepts shuffled per fake document. From each of the 30 sets we randomly 

selected one believable, hard to comprehend fake document to pair with its original 

document. Figure 5.5 shows the percentage change in comprehensibility measures of the 

fake documents when compared to their originals. 

Reading Exercises and Performance Metrics - We developed a web interface 

for reading exercises in order to effectively observe the human subjects and to evaluate 

our framework. Using our interface, human subjects could read a text article and answer 

questions. We split each article into four parts. The web interface started by displaying 

the first part of the article and the subjects had to click on buttons “Next Part” and 

“Previous Part” to navigate and read the entire article. The web interface also had a 

“show questions” button, which displayed one question at a time upon clicking. Once a 

subject answered a question, the next question was shown, until all questions for the 

article were answered. Every click by the human subjects and their selected answers for 

each question was logged. Because the interface tracked every click of the subjects when 
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comprehending the article, the clicks are considered synonymous to the effort required to 

comprehend the document. We then analyzed the logs with respect to three performance 

metrics. 

We designed three metrics for analyzing the human subject responses. Each of 

these performance metrics compares the results of the exercises between a fake document 

and its corresponding original document as follows:  

1. Accuracy-of-answer - It is the probability to accurately answer a question based on 

the responses from three human subjects (more responses for remedying the potential 

noise) and the correct answer for the question. 

2. Effort-to-task - It is the average of the total number of clicks made by subjects to read 

a document and answer all questions associated with it to complete an exercise.  

3. Effort-to-answer - It is the average of the total number of clicks made by subjects to 

answer each question, excluding the clicks made before the “Show questions” button 

is clicked. 

 

Table 5.1 Comparing the change in sequentiality, connectivity, and dispersion measures of the original and the 

generated fake documents (shows statistically significant shift in the measures) 

 % Change in Mean % Change in SD p-value 

Sequentiality -59.99% -55.38% 0.0001 

Connectivity -25.45% -60.2% 0.05 

Dispersion 1.17% -2.85% 0.0001 
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Next, we describe our experiments and results for the two validation schemes, i.e., 

data-driven and user-study driven analyses.  

Data-driven Analysis: Statistical Test - For validating the statistical significance 

of the change in sequentiality, connectivity, and dispersion measures between fake and 

the corresponding original document, we used the two-tailed paired t-test. We compared 

the 30 pairs of original and fake texts based on their comprehensibility measures. The 

results are shown in Table 5.1. Looking at the p-values in the table, we can observe a 

statistically significant change in sequentiality, connectivity, and dispersion measures. 

These results validate the effectiveness of the proposed algorithm in manipulating the 

comprehensibility of a document. 

 

Table 5.2 Comparing the percentage of accurate answers for user-study responses with a random baseline 

 Original Fake 

Random baseline 25% 25% 

User study responses 69% 39% 

 

 

User-study Driven Analysis: Reading Comprehension Test - We distributed 

the original and fake article documents with questions to a group of graduate and 

undergraduate students such that for each of the 30 pairs of original and fake documents, 

we obtained three human subject responses. The purpose of seeking three responses was 

to curb subject’s individuality in responding to the questions.  
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Analyzing the Influence of Text on the Percentage of Accurate Answers - We 

first create a baseline where in we randomly select answers to each of the questions and 

compute the percentage of accurate answers based on the randomly selected answers. We 

repeat this step such that the first iteration is assumed to represent the original responses 

and the second iteration is assumed to represent the fake responses. The percentage of 

accurate answers for the two iterations are shown in Table 5.2. Since there are four 

answer choices per question, of which only one is correct, a random pick of answer 

would yield correct answers for approximately 25% of the questions as shown in the 

above table. 

Next, we compute the percentage of accurate answers across all the questions 

based on the results from the user-study. The results are shown in Table 5.2. Comparing 

the user-study responses to the random-baseline, we observe that overall 

comprehensibility of the articles had significant influence on the percentage of accurate 

answers. Clearly 69% of accurate responses based on the original text indicates that 

human subjects were able to comprehend the original text, whereas the 39% of accurate 

responses based on the fake text indicates that the fake text directed more human subjects 

to understand the fake text differently. 
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Figure 5.6 Percentage change in accuracy-of-answer for fake text in comparison to the original text 

 

Analyzing the Accuracy-of-answers - We computed the percentage change 

between the accuracy-of-answers for each of the questions on original and fake text pair. 

The results are shown in Figure 5.7, where 62% of the questions show a reduction in 

accuracy-of-answer, 26% show no change in accuracy-of-answer, and 12% of questions 

show an increase in accuracy-of-answer. These results indicate a reduction in accuracy-

of-answers for majority of the cases, implying a reduction in the comprehensibility of 

fake text. 
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Figure 5.7 Document-level analysis of effort required 

 

 

Analyzing the Effort-to-task - We computed the percentage change between the 

effort-to-task for each original and fake exercise pairs. The results are shown in Figure 

5.7. It can be observed that 53% of the exercises show an increase in clicks, 7% of the 

exercises show no change in clicks, and 40% of the exercises show a decrease in clicks. 

Also, on average there is a 5% increase in the number of clicks for fake exercises when 

compared to the original exercises. These results indicate that the human subjects might 

have had an increased need to search through the fake articles to answer the questions, 

implying an increase in their effort to comprehend the articles. 
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Figure 5.8 Analysis of questions with increased accuracy-of-answer 

 

Analyzing the effort-to-answer - We conducted a fine-grained analysis on the 

12% of questions that showed an increase in accuracy-of-answers, by computing the 

percentage change between the effort-to-answer questions on original and fake article 

documents. The results are shown in Figure 5.8. Of the 11 questions, it was observed that 

55% showed an increase in the number of clicks, 9% showed no change in the number of 

clicks and 36% showed a decrease in the number of clicks. This indicates an increased 

effort by the human subjects to accurately answer questions when a fake article was 

presented to them. 

  

Discussion 

We discuss some potential limitations that led to the contrasting results in 

comparison to our hypothesis and then, summarize the lessons learned from these 

experiments evaluating the effectiveness of an exhaustive search algorithm. 
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Limitations of approach and evaluation - Of the 92 questions, 38% of questions 

do not show a decrease in accuracy-of-answer, out of which 54% do not show an increase 

in effort-to-answer. This could be due to multiple factors: 

1. Rephrases - Our approach identifies sentences containing target concepts, and re-

positions the sentences such that the generated document is believable and is hard to 

comprehend. However, our selection of sentences is purely based on the occurrence 

of a concept and does not consider rephrasing of the concept or the information in 

selected sentences. This limits the ability of our approach to manipulate the 

understanding of the text, when there are multiple rephrases of the same information 

in the text. Additionally, when Shuffling is applied to only one of the re-phrased 

sentences, it may limit the effectiveness of manipulating the user’s understanding. As 

part of our future work we will design and apply techniques that identify and shuffle 

all sentences that are syntactically and semantically related to the target concept and 

sentences. 

2. Prior knowledge - We observed that some of the questions could be answered based 

on prior knowledge, in which some subjects with domain knowledge could eliminate 

incorrect choices to select the correct choice. For such questions we observed a 

decrease in the effort-to-answer even though there was no change in the accuracy-of-

answer. We will explore the design of new quantitative measures to model and 

mitigate the effect of a subject’s prior knowledge in our future work.  

Lessons Learned - Overall, the key lessons from this research can be 

summarized as follows: 
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Believable fake documents can be generated by manipulating comprehensibility 

of original text documents. 

Manipulating the comprehensibility characteristics of text such as sequentiality, 

connectivity, and dispersion affects a reader’s comprehension process and the 

understanding of key information in the text.  

Document manipulation algorithms need to quantify and modify the diverse types 

of comprehensibility characteristics for effectively impacting the reader’s 

comprehension.  

 

5.3. Single-objective Genetic Algorithm Search 

Through the experiments on exhaustive search algorithm, we learn that the 

generated fake documents lacked diversity as they were generated by only shuffling 

sentences within the document. However, when deceiving cyber attackers, it is beneficial 

to provide them with a haystack of varied fake documents so that the attacker has to 

spend time and efforts searching through the set of documents to find the original 

document. To generate such a varied set of hard to comprehend fake documents we 

design new operations to generate hard to comprehend fake documents. For this purpose, 

we hypothesize that: (1) duplicating and placing unimportant and hard to comprehend 

sentences in contexts that are not related to the sentence (Addition), and (2) deleting 

sentences that help understand a concept (Deletion) will generate a set of hard to 

comprehend documents when given an original document. Given a large document, it is 

possible to have several possible modifications under the Addition and Deletion 
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operations that would increase the burden on a human reader at varying degrees. 

Therefore, we design our second algorithm to implement the addition and deletion 

operations optimized using the genetic algorithm framework to generate hard to 

comprehend believable fake documents by reducing the sequentiality of concepts in a 

given original document. Also, we use the genetic algorithm to get a high decrease in 

sequentiality, with few modifications performed on the document. 

 

 
Figure 5.9 Comprehensibility manipulation workflow using Addition and Deletion operations 

 

Implementation  

Our genetic algorithm begins with a set of documents (Pinitial) generated by 

applying the mutation function to the given original document (d) and creating a 

modified document for each of the identified mutations (d_m). Promising documents 

from a population generated in one iteration of genetic algorithm are fed into the next 

iteration to form a new population, which is motivated by the possibility that the new 

population will be better than the old one. Promising documents are selected according to 

their fitness to form new documents and the process is repeated ng number of times. [72] 

In the following, we describe the key functions of genetic algorithm that are used in 

Algorithm 4.   
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Algorithm 4 – Single-objective Genetic Algorithm 

 
Require: d, n, ng, h, α, addition  → addition: a binary variable for selecting the 

operation to be performed 

Output: P 

1: function SOGA(d, n, ng, h, α, addition) 

2: C ← Identify_Concepts(d) 

3: d, C ← Pre_Processing(d, C, h) 

4: fitnessScore ← Fitness_Function(d, C) 

5: if (addition) then 

6:  d_m ← Identify_Addition_Mutations(d, C)  

7: else 

8:  d_m ← Identify_Deletion_Mutations(d, C) 

9: end if 

10: Pinitial ← Initialize_Population(d, d_m) 

11: if (Size(Pinitial) > n) then 

12:  Size(Pcurrent) ← n 

13:  Pcurrent ← Selection(Pinitial, n) 

14: else 

15:  Size(Pcurrent) ← Size(Pinitial) 

16:  Pcurrent ← Pinitial 

17: end if 

18: numGen ← 0    → Initializing number of generations 

19: while Size(Pcurrent) > 1 and numGen < ng do 

20:  numGen = numGen + 1 

21:  Pcrossover ← Crossover (Pcurrent) 

22:  if (addition) then 

23:   Pmutated ← Addition_Mutation(Pcrossover) 

24:  else 

25:   Pmutated ← Deletion_Mutation(Pcrossover) 

26:  end if 

27:  Pcurrent ← Pmutated 

28: end while 

29: P ← Post_Processing(Pcurrent, α) 

30: return P 

31: end function 
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Fitness Function: A fitness function (Fitness_Function(d, C)) is an objective 

function used to provide a quantitative measure of the progress of genetic algorithm. We 

want to increase the CB of d, so we define the fitness score of d as a function of CB 

(equation 4). 

Selection: The selection function (Selection(Pinitial, n)) provides higher variation 

in the generated documents and prevents early convergence of genetic algorithm. We use 

the roulette wheel approach for selection of more variations within the population, as it 

does not follow elitism. [73] 

Mutation: A mutation function modifies the document, to generate variations in 

the population by using the following operations. 
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Figure 5.10 - Examples of text generated using Addition and Deletion operations  

 

 

Addition: The Addition operation adds a new sentence to a paragraph in the 

document. A candidate sentence that could be added to a paragraph is a sentence that is 

hard to comprehend, implying it contains a target concept with a positive CB score 

(equation 2) for the paragraph. Such a sentence is duplicated and placed in the identified 

paragraph (Identify_Addition_Mutations(d, C)). Thus, a reader is given a sentence to 
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comprehend that has concept(s), which haven’t been explained since the beginning of the 

document. 

In order to maintain context similarity and integrity of a mutated paragraph, we 

filter out the possible paragraphs to be mutated by a candidate sentence such that both the 

selected sentence for addition and the paragraph follow a similar topical context. For 

preserving the integrity of a paragraph, we limit the number of duplications for a sentence 

to one and the number of mutations to any given paragraph to at most one. Using genetic 

algorithm, we identify an optimal paragraph to insert the sentence 

(Addition_Mutation(Pcrossover)). Figure 5.10.a shows a paragraph from an original 

document and the corresponding fake paragraph generated using the Addition operation. 

Deletion: Readers learn new concepts based on concepts they already know. 

Deletion operation deletes sentences that help in understanding and relating a new 

concept with other known concepts, which in turn, makes the learning process harder. 

Figure 5.10.b shows a paragraph from the given original document and the corresponding 

fake paragraph generated using the Deletion operation. Algorithmically, the key 

paragraph of a concept and its sentences containing the concept are identified 

(Identify_Deletion_Mutations(d, C)) and one of such sentences is removed 

(Deletion_Mutation(Pcrossover)). Once the frequency of the concept in the key paragraph 

reduces, a succeeding paragraph with the highest occurrence of the concept will be 

identified as the next key paragraph of the concept. This identification process is repeated 

until there exists no succeeding paragraph that could be considered as a key paragraph for 
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the concept. Similar to Addition operation, we limit the number of deletions per 

paragraph to at most one sentence in order to preserve the integrity of the paragraph. 

Crossover: The crossover function (Crossover(Pcurrent)) is used to converge a 

population towards local maxima by taking two parent documents from the population as 

input and merging parts of them to produce a new child document. This function ensures 

that the documents in the population are not drastically different from each other. The 

positions for crossover are the places with differences in the parent documents. From the 

list of generated child documents after crossover, duplicates as well as un-mutated 

documents are eliminated. In the case of crossover during Deletion operation, if a child 

with incorrect sequence of deletion mutations is produced, i.e. the deleted sentences do 

not contribute towards increasing the CB of the document, then it is eliminated. 

Given a parent document may have different number of paragraphs and could 

have undergone different mutations, it is not possible to have a fixed position for 

crossover across all documents and mutations. For this purpose, we employ multiple 

crossovers per couple technique [73], which performs multiple crossovers for each pair of 

the parent documents. This technique has shown better results and improved running time 

in comparison to single crossover per couple. 

 

Evaluation 

In this section we will go over the experimental setup followed by our 

experimental results and analysis. 
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Experimental Setup and Results - To evaluate the impact of our Addition and 

Deletion operations workflow in manipulating the document’s comprehensibility, we 

identified three performance metrics: a) variability in comprehension, b) diversion in 

understanding the main idea (of the document), and c) diversion in understanding specific 

information (for concepts provided in the document). Each of these performance metrics 

compares the results of the exercises between a fake document and the corresponding 

original document. The purpose of the first metric ‘variability’ is to study the effect of 

comprehensibility modifications on a document’s overall comprehensibility. Whereas, 

the purpose of the second and the third metrics is to study the ‘diversion’ in 

understanding the document.  

We conducted our tests on our dataset detailed in Section 5.1. We generated fake 

essays for the corresponding original essays, by applying modules of information 

sanitization (details in Chapter 6), comprehensibility modification (Deletion, Addition), 

and post processing on the original essays. We set the parameters of SOGA to h=15 

(percentage of important sentences to be deleted during pre-processing), ng=50 (number 

of generations for the genetic algorithm), and α > 0 (threshold for context similarity of a 

paragraph). We also observed that combining and repeating different modification 

operations (Addition and Deletion) to be a useful technique in achieving higher CB for a 

generated fake essay. 

We distributed the original and fake article documents with questions to a group 

of graduate and undergraduate students such that for each of the 30 pairs of original and 

fake documents, we obtained three human subject responses. The purpose of seeking 
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three responses was to curb subject’s individuality in responding to the questions. In the 

following section, we provide our analysis of these responses. 

Discussion and Analysis of Results - We evaluated the 552 responses using the 

performance metrics (variability in comprehension, diversion in understanding the main 

idea, and diversion in understanding specific information) as follows. 

We define the variability metric as the degree of variance among the responses to 

a multiple-choice test question. To measure the variance, we first compute the probability 

of selecting an answer choice for a question, and subsequently obtain the variance in the 

computed probabilities of all the answer choices. We have observed that, of the 92 

questions, 25% questions showed an increase in variability between the responses to the 

fake and original exercises, 43% questions showed a decrease in variability, and the 

remaining 32% did not show any change. However, variance alone does not indicate the 

shifting behavior in the responses toward correct or incorrect response due to the 

application of comprehensibility manipulation workflow using Addition and Deletion 

operations on the original essays. This is because a shift toward a specific correct or 

incorrect answer in large numbers would decrease the variability in the response to a 

question. Hence, through Table 5.3, we have captured the shifting behavior that shows 

the additional percentage of students who answered incorrectly in the fake exercise with 

respect to the number of incorrect responses in the original exercise, which is up to 

200%. Likewise, the additional percentage of students who answered correctly in the 

original exercise with respect to the number of correct responses in the fake exercise 

increases up to 200%. The higher the percentages are, the stronger is the shift toward 
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incorrect responses. Hence, a statistical significance test was not necessary. These 

percentages indicate a significant shift away from the correct responses that is achieved 

due to application of comprehensibility manipulation workflow using the Addition and 

Deletion operations. We also note the negative values in a few cases, and as future 

research, plan to address the reasons that caused the ineffective application of 

comprehensibility manipulations modules in the essays for specific questions that had 

higher correct responses in fake than in original essays. To further understand the 

variability in responses, we identified comprehensibility manipulations modules that 

affected the relevant sections of an essay corresponding to each question. We observed 

that the Addition operation increased the variability by relating unrelated information and 

enforcing unimportant concepts. On the other hand, the Deletion operation reduced the 

variability as it deletes text from the essay that justifies the answer choices for a question. 

As a result, the readers selected fewer choices, indicating a reduced knowledge 

acquisition. 
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Table 5.3 Analysis of the percentage shift in student responses from an original text due to comprehensibility 

manipulation operations 

    

(a.) % of more responses 

answered correctly in original 

with respect to fake 

(b.) % of more responses 

answered in-correctly in fake 

with respect to original 

    Q1 Q2 Q3 Q4 Q1 Q2 Q3 Q4 

Wikipedia Doc 1 -100% n/a 0% 50% -33% 200% 0% n/a 

  Doc 2 50% 0% -50% n/a n/a 0% -50% 50% 

  Doc 3 n/a 0% n/a n/a n/a 0% 50% 50% 

  Doc 4 0% 0% n/a n/a 0% 0% n/a 50% 

  Doc 5 200% -33% -33% n/a n/a -100% -100% 200% 

  Doc 6 100% 100% 100% -67% 100% 100% 100% -100% 

  Doc 7 0% 100% 50% - 0% 100% n/a - 

  Doc 8 0% 200% -33% - 0% n/a -100% - 

  Doc 9 0% 0% 0% - 0% 0% 0% - 

  Doc 10 -67% n/a - - -100% 200% - - 

                    

CACM Doc 1 0% 0% n/a n/a 0% 0% 50% 200% 

  Doc 2 100% -50% n/a -33% 100% -50% 200% -100% 

  Doc 3 100% 100% n/a -100% 100% 100% 200% -33% 

  Doc 4 200% -100% n/a n/a n/a -33% 200% 200% 

  Doc 5 -50% n/a 100% 0% -50% 50% 100% 0% 

  Doc 6 100% 100% 100% n/a 100% 100% 100% 0% 
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(a.) % of more responses 

answered correctly in original 

with respect to fake 

(b.) % of more responses 

answered in-correctly in fake 

with respect to original 

  Doc 7 -50% 0% -50% - -50% n/a -50% - 

  Doc 8 -33% 100% - - -100% 100% - - 

  Doc 9 200% 0% - - n/a 0% - - 

  Doc 10 0% n/a 200% - 0% 200% n/a - 

            

Encyclopedia Doc 1 n/a n/a 50% - n/a 200% n/a - 

  Doc 2 200% 50% 200% -33% n/a n/a n/a -100% 

  Doc 3 200% n/a - - n/a 200% - - 

  Doc 4 n/a 0% - - 200% 0% - - 

  Doc 5 -100% -100% - - -33% -33% - - 

  Doc 6 100% -50% - - 100% -50% - - 

  Doc 7 n/a 200% - - n/a n/a - - 

  Doc 8 -50% 0% 0% - -50% 0% 0% - 

  Doc 9 n/a 0% - - 50% 0% - - 

  Doc 10 50% 200% n/a - n/a n/a 50% - 

 

We define the metric of diversion in inference as the difference in the number of 

correct answers for a question of type ‘inference’ in the original essay and the number of 

correct answers for the same question in the corresponding fake essay. From the reading 

comprehension tasks in the experiment, twenty-six questions were of type inference. We 
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computed the diversion in understanding for each of these questions and observed that on 

average 65.4% of the responses were correct for the original essays but only 35.9% of the 

responses were correct for the fake essays. The 29.5% drop in correct answers suggests 

that comprehensibility modifications created a comprehension drop in the inference of 

essays and diverted a significant proportion of the readers toward incorrect answers. 

We define the metric of diversion in understanding specific information as the 

difference in the number of correct answers for ‘reorganization type’ questions in the 

original essay and its corresponding fake essay. This metric evaluates the knowledge 

gained by a reader from the specific information provided in essays. Our selected essays 

had a total of 66 reorganization type questions. We found that 59.1% of responses were 

correct for the original essays but only 40.4% of the responses were correct for the fake 

essays. The 18.7% drop in correct answers suggests that comprehensibility modifications 

created a comprehension drop in the understanding of essays and diverted a significant 

proportion of the readers toward incorrect answers. 

Beyond the observations made using the performance metrics, we measured the 

differences in the general understanding of the essays by employing the diversion metric 

to all questions. We have observed that of the total 92 questions, 56.6% of the questions 

had a higher number of correct responses for the original essays than those for the fake 

essays, while 21.7% of the questions had the same number of correct responses for both 

original and fake essays. For the remaining 21.7% of the questions, we found a fewer 

number of correct responses for the original essays than the fake essays. The result 

indicates that on an average the number of correct answers was higher for the original 
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essays than the fake essays as per the statistical significance shown by the 2-tailed paired-

t test whose p <= 0.0001. 

Limitations of approach and evaluation - This approach measures  

comprehensibility of text based on the characteristics of sequentiality, however, this 

measure alone may not be sufficient to capture a human reader’s success in text 

comprehension. 

Lessons learned - We summarize the observations and meta-principles learned 

from our experimental results as: 

• Addition operation leads to an increase in the variance of understanding and creates 

ambiguity around important information. 

• Deletion operation causes a decrease in the variance of understanding and misleads a 

reader towards a specific direction of comprehension. 

• Comprehensibility manipulation workflow using Addition and Deletion operations 

creates a diversion in the understanding of specific information and main idea, which 

helps generate a haystack of fake files to misguide an attacker. 

 

5.4. Multi-objective, Multi-mutation Genetic Algorithm Search 

Based on experimental results observations from both exhaustive search and 

single-objective genetic algorithm, it is clear that comprehensibility manipulation 

operations can manipulate text to reduce its comprehensibility. Prior research on cyber 

deception also suggests three key conceptual approaches to curate deception: 
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manufacturing, hiding, and altering reality (described in Chapter 2). [19], which align 

with our manipulation operations as follows: 

1. Addition - This operation identifies, duplicates, and strategically adds a selected set of 

hard to comprehend sentences (manufacture reality) to reduce the sequentiality of 

concept explanation and use. [15]  

2. Deletion - This operation identifies and deletes sentences explaining a concept (hide 

reality) to reduce the sequentiality of concept explanation and use. [15]  

3. Shuffling - This operation reorders sentences (alter reality) to reduce the sequentiality 

of concept explanation and its use, along with reducing the concept connectivity and 

increasing the dispersion of concepts. 

Though there exists these techniques, due to the textual characteristics of a given 

document some of the operations are more efficient at generating hard to comprehend 

fake documents than others. we provide our methodology to generate fake documents by 

optimally manipulating the comprehensibility of an original document by using the three 

comprehensibility manipulation operations and the three comprehensibility measures. 

Specifically, given an original document d, the task is to manipulate the text in d to 

generate a set D' of decoys that are diverse, hard to comprehend, believable fake 

documents {d’1, d’2, … d’N}, satisfying the constraints Sequentiality(d'i) < 

Sequentiality(d), Connectivity(d'i) < Connectivity(d), and Dispersion(d'i) > 

Dispersion(d). 
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Implementation 

Our approach to generating a set of fake documents D’ is based on ensembling 

these comprehensibility manipulation operations using a novel genetic algorithm. The 

genetic algorithm framework is suitable for our task as it has been used successfully to 

optimize text-based functions such as sentence level searching, selection, and sequencing 

[51] that our comprehensibility manipulation operations build on. However, there are two 

key challenges to ensembling comprehensibility manipulation. First, manipulating a 

given text document to reduce the comprehensibility based on one measure may 

contradict the change in another comprehensibility measure. Therefore, an algorithmic 

solution to reduce the comprehensibility of a text document needs to be a multi-objective 

algorithm that can manipulate the text to reduce comprehensibility across multiple 

comprehensibility measures. Second, the operations to manipulate a text document are 

dependent on the text characteristics of the input document, thereby making some 

operations more effective than others in manipulating the specific input text document. 

Therefore, an algorithmic solution also needs to determine the best combination and 

sequencing of the manipulation operations to effectively manipulate and reduce the 

comprehensibility of the text document. To address these challenges, we develop a 

genetic algorithm that Pareto-optimally optimizes multiple objectives (of decreasing 

sequentiality and connectivity and increasing dispersion) using different types of 

manipulation operations (Addition, Deletion, and Shuffling). Our algorithm’s design is 

inspired from two different implementations of genetic algorithm provided in the 

literature that serve our requirements as follows: 
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• NSGA II - selects a member of population based on Pareto-optimality of multiple 

objectives. [74] 

• Dynamic mutation algorithm - applies multiple mutation operations to generate 

the next generation. [72] 

Our proposed algorithm is a multi-objective, multi-mutation genetic algorithm as 

shown in Algorithm 5. It begins with a set of initial documents (Pinitial) generated by 

applying each of the manipulation operations (used as mutation functions) to the given 

original document (d). Generated documents in a population that meet the fitness 

function expectations (detailed below) in the current iteration of genetic algorithm are 

selected and fed into the next iteration to form a new population. This process is repeated 

ng number of times or until the generated population meets the stopping criteria. [72] We 

avoid the use of crossover operator to combine different documents in the population and 

instead employ the “survival of the fittest” principle in an asexual reproduction scheme to 

prevent early convergence of genetic algorithm. [76] Our algorithm is generic and 

configurable by an end user (defender) to allow variation in the believability and 

comprehensibility of the generated fake documents. We next describe the key functions 

of the proposed genetic algorithm and reference them to specific functions used in 

Algorithm 5. 

Initialization: To initialize the population from the original document 

(Initialization(d)), we first apply the three manipulation operations to generate the 

population Ptemp. On each of the documents in Ptemp we again apply the three 
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manipulation operations to generate the population Pinitial. We then add the documents in 

Ptemp to Pinitial. 

Fitness Function: A fitness function is an objective function used to provide a 

quantitative measure to the progress of genetic algorithm. [72] In our implementation, we 

evaluate the fitness of a document based on its comprehensibility measures (sequentiality, 

connectivity, and dispersion). The Fitness_function(P) computes the fitness of each 

document in the population and filters the generated documents d' in the given population 

P to ensure all documents in P meet the constraint: Sequentiality(d') < Sequentiality(d), 

Connectivity (d') < Connectivity (d), and Dispersion(d') > Dispersion (d). 

Ranking: We next rank (Ranking(Pinitial)) the filtered documents based on Pareto-

optimality as the generated hard to comprehend documents have a diverse range of values 

for the three comprehensibility measures: sequentiality, connectivity, and dispersion. 

When two documents have the same Pareto-optimal ranking, the tie is broken based on 

their crowding distance. Crowding distance is a measure used to compute and increase 

the diversity of a population. It is computed based on the density of solutions on the 

Pareto-frontier and solutions located in less dense regions are preferred. [74] 

Selection: From the ranked list, we select the top N documents as the population 

for next iteration using the selection function (Selection(P, N)). This approach follows the 

principles of elitism and helps us prevent early convergence of genetic algorithm. [76] 

Since our ranking function is based on both the Pareto-optimality and crowding distance, 

it provides variation in the generated documents. [74] Variations in the population is 

useful as it would give the defender a set of varied fake documents for an original 
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document. A varied set of fake documents would empower the defender as it would allow 

him to choose fake documents that are better suited for his deception plan.  

Mutation: We employ the three comprehensibility manipulation operations 

(Addition, Deletion, and Shuffling) in our mutation function. The mutation function 

(Mutation(d', operation_id)) applies a manipulation operation on a document in the 

population. Since the ranked list of documents constituting the population is expected to 

change every iteration, the application of mutation operation is dynamic in nature, with 

the operations identified and invoked using its operation_id. 

We next detail each of the three comprehensibility manipulation operations based 

on their target concept and sentence selection, followed by their manipulation approach 

to generate the hard to comprehend believable text document. 

1. Target concept and sentence selection 

Addition - Hard to comprehend sentences in the document are identified as target 

sentences (Sts). A sentence is considered hard to comprehend if it contains concepts that 

add a burden on the reader i.e. concepts with a negative sequentiality score. 

Deletion - For each concept (cj) in the document, the key paragraph (kcj) of the 

concept and a sentence in it containing the concept are identified as target sentences (Sts). 

With the understanding that when (Sts) is deleted, the frequency of cj in kcj reduces and a 

succeeding paragraph with the highest frequency of cj will be identified as the next kcj of 

cj. 

Shuffling - “Well-positioned” concepts are identified for shuffling, where a well-

positioned concept (cj) is one that occurs in a paragraph after its key paragraph and thus, 
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does not cause burden for understanding it (i.e. with Sequentiality(cj) = 0). For every 

target concept cj (set of target concepts represented as Ctc), we further compute the 

minimum required frequency for manipulation, using the function in equation 12. We 

eliminate concepts from the set of target concepts if the total occurrences of the candidate 

concept in (d) is less than or equal to its minimum required frequency. 

We next identify target sentence(s) for moving (set of target sentences represented 

as Sts such that the total frequency of a concept cj in the selected target sentence(s) is 

equal to its minimum required frequency (computed using equation 12). We randomly 

select 80% of the sentence(s) from the target concept’s key paragraph containing its 

explanation and the remaining 20% from the rest of the document. This is because we 

want to re-position sentences that explain the target concept to the later part in the 

document to delay its understanding, while also muddling the concept explanation by 

incorporating 20% of the contextually irrelevant sentence(s).  

2. Believable, hard to comprehend document generation 

Addition - For each of the identified target sentences Sts we identify a destination 

paragraph (ke) into which we duplicate and insert the Sts. On adding sentences, if the 

generated fake document is hard to comprehend with reduced sequentiality, it is retained 

as a hard to comprehend fake document. A paragraph in the document is considered a ke 

and sentences are inserted into ke if there is a cosine similarity between the sentences in 

Sts and sentences in ke Also, when inserting Sts into ke each sentence snew in Sts is inserted 

iteratively into ke. On each iteration, snew is positioned to maximize the context similarity 

computed using equation 13, where s1 to sq represent the sentences present in ke. The 
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sim(sa,sb) function computes the cosine similarity between concept term vectors of the 

given two text units. Such an approach to inserting sentences into ke is taken to ensure the 

believability of the generated document. [15]  

Deletion - For each cj the identified target sentences Sts are deleted to generate a 

fake document. On deleting sentences, if the generated fake document is hard to 

comprehend with reduced sequentiality, it is retained as a hard to comprehend fake 

document. To ensure the believability of the generated document, we limit the number of 

sentences deleted per paragraph to at most one.[15]  

The Addition and Deletion operations primarily focus on reducing the 

sequentiality of concepts and are not specifically designed to reduce connectivity or 

increase dispersion of concepts. Therefore, our multi-objective, multi-mutation genetic 

algorithm plays an important role in optimizing the selection of operations such that we 

can reuse the manipulation operations to reduce comprehensibility based on all three 

measures of sequentiality, connectivity, and dispersion. 

Shuffling - We first identify destination paragraph (ke) and later move the target 

sentences Sts into ke to generate believable fake documents. We identify ke using 

exhaustive search based on two conditions. First, a target concept does not occur in it (to 

ensure there exists a difference in the subject matter of ke and Sts once moved. Second, 

there exists cosine similarity between the concept term vectors of target sentence(s) and 

the existing sentences in ke, for the purpose of preserving believability.  Also, to ensure 

believability, we iteratively place each sentence from Sts into ke. On each iteration, similar 

to the Addition comprehensibility manipulation operation, we position the inserted 
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sentence such that the context similarity of the paragraph is maximized as per the 

function in equation 13. One believable fake document is generated for each identified 

pair of Sts and its ke. Of the generated documents, based on the three comprehensibility 

measures (sequentiality, connectivity, and dispersion) and in comparison, with the 

original document, hard to comprehend documents are selected.  

Stopping criteria - It is necessary to ensure genetic algorithm stops after a certain 

number of generations to ensure: 

a. There is statistically significant change in all the comprehensibility measures of 

the fake document when compared to the original document.  

b. The generated document preserves the believability of the original document as 

too many mutations on an original document could render a fake document 

unreadable (therefore unbelievable). 

c. The algorithm stops in a timely manner and does not consume excess (or infinite 

amount) of computational resources. 

 

Therefore, to address these challenges we define our stopping criteria based on 

the following: 

• Comprehensibility measures - We set the minimum percentage change for 

sequentiality in terms of α, connectivity in terms of ß, and dispersion in terms of 

Γ. 

• Number of iterations - We set the maximum allowed number of iterations as ng. 
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These criteria make genetic algorithm iterate until ng is reached or until all 

documents in the population satisfies the comprehensibility measures-based constraint 

(Check(P, α, ß, Γ)). 

 

Algorithm 5 – Multi-objective, Multi-mutation Genetic Algorithm 

 
Require: d, N, ng, α, β, γ  

Output: D’ 

1:function Multi_Objective_Multi_Mutation_GA (d, N, ng, α, β, γ) 

2: Pinitial = Initialization(d) 

3: Pinitial = Fitness function(Pinitial) 

4: Pinitial = Ranking(Pinitial) 

5: Pparent = Selection(Pinitial, N)  

6: nGen = 0 ▷ variable tracking genetic algorithm’s progress 

7: while !Check(Pparent, α, β, γ) and nGen < ng do 

8:  for i in range(0,(Pparent).size()) do   

9:   Pchildren + = Mutation (Pparent.d’i , i%3) 

10:  end for 

11:  Pchildren = Fitness function (Pchildren) 

12:  Pparent = Pparent + Pchildren   

13:  Pparent = Ranking(Pparent) 

14:  Pparent = Selection(Pparent, N) 

15:  nGen+ = 1 

16: end while 

17: D’ = Pparent 

18:end function 

 

Evaluation  

To evaluate the impact of our fake document generation framework in changing 

the comprehensibility of a given original text document, we apply Algorithm 5 to our 

dataset (details in Section 5.1). We generate hard to comprehend fake documents for each 
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of these documents and evaluate the efficiency of our algorithm based on the fake 

documents it can generate. The results of the statistical tests are as shown in Figure 5.11 

and in Table 5.3. It can be observed that our algorithm leads to a statistically significantly 

manipulation in the comprehensibility measures of text. 

 

 
Figure 5.11 Percentage change in comprehensibility measure values for the 30 articles using our multi-objective, 

multi-mutation genetic algorithm 

 

 

Table 5.4 Comparing the change in sequentiality, connectivity, and dispersion measures of the original and the 

generated fake documents (shows statistically significant shift in the measures) 

 % Change in Mean % Change in std. deviation p-value 

Sequentiality -92.75% 77.52% 0.0002 

Connectivity -10.85% -12.97% 0.0001 

Dispersion 1.55% -2.68% 0.0001 
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5.5. Conclusion 

We have designed three comprehensibility manipulation operations named 

Shuffling, Addition and Deletion. We designed and evaluated three algorithms for 

comprehensibility manipulation workflow for generating a haystack of fake documents, 

which are believable and readable but are hard to comprehend. We conducted a robust 

evaluation using data-driven and user-study analyses of comprehensibility between the 

generated fake and original document pairs. Our evaluation indicated that the generated 

fake documents can be used to cognitively burden and deceive cyber attackers 

effectively. We finally developed a document manipulation algorithm for generating hard 

to comprehend fake documents using genetic algorithm framework that achieves Pareto-

optimality for multiple goals (comprehensibility measures) by using three different types 

of comprehensibility manipulation operations and thus, presents a generalizable method 

for automate fake document generation at scale. 

Parts of research presented in this chapter have been published in [15]. 
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CHAPTER 6 – ENHANCING BELIEVABILITY OF TEXTS 

As part of this research, we have designed multiple techniques to generate fake 

text documents. One such technique is to generate fake text documents by obscuring the 

salient information in legit text documents (details in this chapter). However, the 

obscuring process can result in linguistic inconsistencies, such as broken co-references 

and illogical flow of ideas across the sentences, which can give away the fake document 

and render it unbelievable. 

In this chapter, we propose a novel method to generate believable fake text 

documents by automatically improving the linguistic consistency of computer-generated 

fake text. Our method (highlighted in fig 6.1) focuses on enhancing syntactic cohesion 

and semantic coherence across discourse segments. We conduct experiments with human 

subjects to evaluate the effect of believability improvements in distinguishing legit texts 

from fake texts. Results show that the probability to distinguish legit texts from 

believable fake texts is consistently lower than from fake texts that have not been 

improved in believability. This indicates the effectiveness of our method in generating 

believable fake text. 
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Figure 6.1 CMF with believability manipulation approaches highlighted 

 

6.1. Background 

Several automatically generated texts using existing methods of fake document 

generation suffer from lack of believability, i.e. linguistic inconsistencies and disfluencies 

give it away as fake text. Believability is essential to the success of cyber deception. [77] 

Our goal is to automatically generate believable fake documents that can deceive 

attackers. 

The believability of a given fake text for a human reader is difficult to assess. 

[12], [78], [79] Believability has two major factors: first, the prior knowledge of a reader 

(attacker) and second, the characteristics of the text. While prior knowledge can affect the 

believability of text, such knowledge can vary from attacker to attacker, resulting in 

different degrees of believability for different attackers. Textual characteristics, on the 

other hand, can affect believability even for attackers with no prior knowledge. We 

hypothesize that cohesion and coherence of text are two major factors in this respect.  
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We define a fake text in this context as a modified version of a legit human-

written text created automatically by removing some sentences that contain salient 

information. We define a believable fake text as the modified version of a fake text with 

higher cohesion and coherence than the fake text. Prior research provides metrics for 

measuring cohesion and coherence based on linguistic characteristics of text. [8], [42], 

[80] Also, the literature on text simplification and summarization provides techniques to 

improve cohesion and coherence of a given text. [57], [81], [82] However, the question of 

how to effectively manipulate a given text to improve its cohesion and coherence so as to 

render it believable still requires more investigation.  

Our specific research questions are the following: a) how can we adapt existing 

Natural Language Processing techniques to automatically modify a given fake text to 

increase its cohesion and coherence? and b) what is the relation between cohesion, 

coherence, and believability of a given text for a reader? We study syntactic cohesion at 

the local sentence level and semantic coherence at the paragraph level. We evaluate our 

method in two ways. First, we test for a statistically significant increase in the cohesion 

and coherence of a believable fake text over its corresponding (unbelievable) fake text. 

Second, we conduct a `believability test' [12] with human subjects for identifying the 

legit text from a given pair of legit and believable fake texts. Our results show that the 

probability to distinguish a legit text against a believable fake text is less than 50%, while 

that against a (unbelievable) fake text is greater than 50%. These results indicate the 

effectiveness of our method in generating believable fake texts. Our specific 

contributions are the following: a novel computational method to increase the cohesion 
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and semantic coherence of a fake text to enhance believability and an analysis of effects 

of this method on the human perception of text’s believability. 

 

The rest of the chapter is organized as follows. Section 6.2 and 6.3 describes the 

believability measures of referential cohesion and semantic coherence. Section 6.4 

describes our problem and solution methodology. Section 6.5 describes our experimental 

setup, followed by result analysis in Section 6.6. Finally, Section 6.7 and 6.8 discusses 

the limitation, and lessons learned.  

 

6.2. Referential Cohesion 

Measures the overlap of ideas by measuring the linguistic overlap in the content 

words across adjacent paragraphs. We use the “adjacent_overlap_all_para” metric 

provided by TAACO. [41] This specific measure is defined as the number of overlapping 

lemma types that occur in both ke and ke+1. We compute the referential cohesion of a 

document d as follows: 

 

 𝑅𝑒𝑓𝑒𝑟𝑒𝑛𝑡𝑖𝑎𝑙 c𝑜ℎ𝑒𝑠𝑖𝑜𝑛 (𝑑) =
∑ 𝑅𝑒𝑓𝑒𝑟𝑒𝑛𝑡𝑖𝑎𝑙 c𝑜ℎ𝑒𝑠𝑖𝑜𝑛(𝑘𝑒,𝑘𝑒+1)
𝑐𝑜𝑢𝑛𝑡(𝐾)−1
𝑒=1

𝑐𝑜𝑢𝑛𝑡(𝐾)−1
   (14) 

 

where ke and ke+1 are adjacent paragraphs and count(K) is the number of 

paragraphs in d.  
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6.3. Semantic Coherence 

Measures the overlap of ideas by assessing semantic similarity between the 

adjacent sentences or paragraphs. We adapt the measure proposed by Lapata et al. (2005) 

[42] to compute the coherence as follows: 

 

 𝑆𝑒𝑚𝑎𝑛𝑡𝑖𝑐 c𝑜ℎ𝑒𝑟𝑒𝑛𝑐𝑒 (𝑑) =
∑ 𝑠𝑖𝑚(𝑘𝑒,𝑘𝑒+1)
𝑐𝑜𝑢𝑛𝑡(𝐾)−1
𝑒=1

𝑐𝑜𝑢𝑛𝑡(𝐾)−1
 (15) 

 

where sim(ke , ke+1) is a measure of semantic similarity between adjacent 

paragraphs ke and ke+1. 

We compute semantic similarity between two adjacent sentences or paragraphs 

using the semantic textual similarity system provided by UMBC-EBIQUITY-CORE. [83] 

This measure is based on the assumption that if two text sequences are semantically 

equivalent, we should be able to align their words or expressions. The alignment quality 

that serves as the similarity measure is computed by aligning similar words and 

penalizing poorly aligned words. Words or expressions are aligned using a word 

similarity model based on a combination of Latent Semantic Analysis [84] and semantic 

distance in the WordNet knowledge graph [85]. 

 

6.4. Problem Statement and Solution Methodology 

A legit text document d is used to generate a fake text document d’, which is then 

used to generate a believable fake text document d”. We define sl in S as a salient 

sentence in d. The context of sl is denoted by c(sl), where c(sl) consists of adjacent 
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paragraphs containing 2x number of sentences with x number of sentences before and 

after sl. We define sj to be a sentence in c(sl) that adjacently follows sl. 

Problem Statement - Given an original legit text document d, generate a fake 

text document d’ and a believable fake text document d”, where: 

1. d’ is fake by not containing a salient sentence sl that is present in d’, 

2. d” is believably fake by not containing a salient sentence sl, and by following the 

constraints: (Referential_cohesion(d”) - Referential_cohesion(d’)) > 0, and 

(Semantic_coherence(d”) - Semantic_coherence(d’)) > 0. 

Our proposed solution for believable fake text generation consists of two 

modules: An information sanitization module and a believability module. The 

information sanitization module consists of two operations: salient sentence identification 

and salient sentence deletion. The believability module consists of three operations: 

coreference correction, singleton entity removal, and referential cohesion improvement. 

We next describe each of these modules and link them to the specific functions provided 

in Algorithm 6. 

 

Information Sanitization Module 

Input: Legit text document d. 

Output: Fake text document d’ and deleted sentence sl .  

Objective: Generate fake text by deleting a salient sentence.  

Salient sentence identification: This operation identifies the most salient sentence 

si in d using the LexRank algorithm. [86] LexRank computes sentence salience based on 
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eigenvector centrality on the sentence similarity matrix, where sentence similarity is 

computed using idf-modified cosine similarity function.  

Salient sentence deletion: This operation generates a fake text document d’ by 

deleting sl from the original document d. Document d is parsed to list the part of speech 

(POS) tags for each of the words in d and the list of POS tags is represented by 

POS_tag_list. 

 

Believability Module 

Input: Fake text document d’ deleted sentence sl, list of POS tags POS_tag_list and 

semantic similarity threshold between noun phrases θ. 

Output: Believable fake text document d”. 

Objective: Generate believable fake text by improving cohesion and coherence of text. 

Next, we describe the three key sequential operations in the believability module. 

These operations are performed at the word level. The parts of speech of every word in d 

is recognized using Stanford’s CoreNLP toolkit [61] (accuracy on noun phrase tagging = 

89.30%) and saved as a list POS_tag_list. 

Coreference correction (COREFERENCE CORRECTION(d’, sj, POS_tag_list)): 

The purpose of this operation is to improve the ease of reading and to relate the noun 

phrases in c(sl). It identifies the coreference chains in the fake text using the Stanford’s 

CoreNLP toolkit. If a pronoun p in sj is resolved to a noun n2, and n2 does not occur in sj 

then replace p with n2. 
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Singleton entity removal (SINGLETON ENTITY REMOVAL(sl, c(sl), θ): The 

purpose of this operation is to hide the traces of sl in c(sl). Specifically, if there exists a 

noun phrase n1 in sl that occurs only once in c(sl) after sl has been deleted; then, n1 is 

replaced with a semantically similar noun phrase n2 present in c(sl) (FIND 

SEMANTICALLY SIMILAR(n1, Nc(sl)), θ)). 

Referential cohesion improvement (REFERENTIAL COHESION 

IMPROVEMENT(sl, c(sl)), θ): The purpose of this operation is to increase the cohesive 

relationships between the before and after parts of sl in c(sl). First, we extract two lists of 

noun phrases Nbefore and Nafter from c(si). Nbefore is the list of noun phrases that occur in 

c(sl) before sl, whereas the Nafter is the list of noun phrases that occur in c(sl) after sl. 

Second, noun phrases in Nbefore and Nafter are compared to pair the noun phrase n1 in Nbefore 

with a semantically similar noun phrase n2 in Nafter (FIND SEMANTICALLY 

SIMILAR(n1, Nafter, θ)). Finally, n1 is replaced with n2 in c(sl). An example of n1 and n2 

are “methods” and “techniques” respectively. 

Both singleton entity removal and referential cohesion improvement operations 

replace the noun phrase n1 with another noun phrase n2 provided n2 is semantically similar 

to n1. n1 and n2 are considered semantically similar if their similarity is above a threshold 

θ (θ=0.80 for high similarity). However, the two operations choose the noun phrases for 

replacement based on different criteria. Also, both these operations will replace n1 with n2 

(REPLACEABLE(n1, n2)) based on the following constraints: (i) n2 does not occur in the 

sentence containing n1, (ii) n1 and n2 have the same plurality, (iii) n1 and n2 have the same 
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number of noun terms. After n1 is replaced by n2, a corrective operation is performed - if 

n1 is preceded by ‘a’ or ‘an’, then it is changed to suit n2. 

Next, we describe the experimental setup and the analysis of results. 

 

6.5. Experimental Setup 

This section presents the experimental design for testing the effectiveness of our 

approach. Our validation experiments are as follows: 

1. Statistical analysis - validates the statistical significance of the improvements in 

cohesion and coherence of automatically generated believable fake text over the fake 

text. 

2. Believability test - validates the following via human subjects: Does applying the 

believability module generate believable fake texts that have lower probability of 

being discerned than fake text? 

Data: We selected 30 technical articles as described in Section 5.1. Based on the 

selected articles, we generated 3 sets of text documents. Each set contains 30 text 

documents as follows: 

• Legit text set - First, we randomly extracted two to three consecutive paragraphs from 

each of the 30 original articles and created legit texts belonging to this set. The 

purpose of extraction is to limit the size of the documents in this set to keep it 

comparable to the size of context modified by the believability module. 

• Fake text set - Next, using our fake generation module we identified the most salient 

sentence sl in the original article. We also identified the context c(sl) (length of the 
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context (2x) = 10) surrounding the salient sentence. Subsequently, we generated fake 

documents by extracting paragraphs containing c(sl) but without the salient sentence 

sl. 

• Believable fake text set - Finally, we generated this set by improving the cohesion 

and coherence of the texts in the fake text set using our believability module. 

 

Table 6.1 Comparing the change in cohesion and coherence of fake and believable fake texts 

 Fake text Believable fake text p - value 

 Mean SD Mean SD  

Cohesion 0.249 0.081 0.262 0.084 0.001 

Coherence 0.378 0.133 0.391 0.134 0.004 

 

 

 

 
Figure 6.2 Analyzing responses on selecting text perceived as fake - given a pair of legit and fake texts (left), and 

given a pair of legit and believable fake texts (right) 

 



96 

 

The aforementioned method to generate sets of documents is suitable as it helps 

keep the legit text, fake text, and believable fake texts comparable. These texts are all 

extractions and modifications of consecutive paragraphs from the same original article, 

having the same topicality, reading level, and sharing the writing style of the same 

author(s). 

 

6.6. Experiments and Results 

This section details the experiments performed and their results. 

Statistical Analysis - For validating the statistical significance of the change in 

cohesion and coherence measures, we used the two-tailed paired t-test. We compared the 

30 pairs of fake and their corresponding believable fake texts based on their cohesion and 

coherence measures. The results are as shown in Table 6.1. Looking at the p-values in the 

table, we can observe a statistically significant improvement in the cohesion and 

coherence of the text due to the operations in the believability module. 

Believability Test - This is a well-defined test in the domain of cyber deception 

that is used to test and measure the believability of a fake object. A perfectly believable 

fake text is one that is indistinguishable in comparison to a legit text. [12] Bowen et al. 

(2009) [12] have described the procedure to conduct a believability test as follows: i) 

Choose two texts such that one is the believable fake text for which we wish to measure 

its believability and the second is chosen at random from a set of legit texts. ii) Select a 

human subject at random to participate in a user study. iii) Show the human subject the 

texts chosen in step one and ask them to decide which of the two texts is the legit text. A 
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perfectly believable fake text is chosen with a probability greater than or equal to 50% 

(an outcome that would be achieved if the human subject decided completely at random). 

In order to observe the change in believability due to the operations in the 

believability module, we conducted two types of believability tests. For the first type, we 

compared 30 pairs of believable fake and its corresponding legit texts derived from the 

same original article. We then conducted the second type of believability test where we 

compared 30 pairs of fake and its corresponding legit texts derived from the same 

original article. We did not inform the subjects about the difference in the pairs apriori. 

We showed each of the 60 pairs to 3 human subjects and asked them to identify the legit 

text. The human subjects were recruited through classes in our university. In total, we 

received 180 responses for selecting the legit text in each of the 60 pairs. 

We evaluated the 180 responses using the believability test’s performance metric 

- the probability of selecting a fake or believable fake text as the legit text. Figure 6.1 

shows the aggregated analysis of all the 180 responses per type of believability test. 

Figure 6.1.a shows the probability of a subject selecting the fake text as a fake text to be 

70%, indicating that the subjects were able to discern the legit text correctly for a 

statistically significant number of times. This probability indicates the likelihood of a 

distinguishing factor in the text that helped the subjects to identify the fake text. On the 

other hand, Figure 6.1.b shows a probability of 57% (p-value: 0.006, two-tailed t-test) for 

selecting a believable fake text as a legit text. This result implies that the believable fake 

text is truly believable for the subjects, and there may not exist a distinguishing factor 

that helped the subjects to recognize the believable fake text as fake. 
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We further performed a fine-grained analysis to validate our hypothesis that an 

increase in the cohesion and coherence of text would improve the believability of the 

text. For this analysis, we compared the individual probability of selecting a believable 

fake text in a believable fake-legit text pair for each of the 30 pairs. The results are as 

shown in Figure 6.2. We found that 76% of the tests resulted in greater than 50% 

probability for a subject to identify the believable fake text as legit. These results indicate 

the positive effect of applying our believability module on the believability perception of 

fake text. 

 

 
Figure 6.3 Distribution per test pair for 3 human subjects, where the orange bar (left) for each pair indicates the 

probability of identifying the legit text and blue bar (right) indicates the probability of selecting the believable 

fake text as the fake text 

 

 

6.7. Limitations and Error Analysis 

Our believability module is dependent on a semantic similarity model to provide 

us the similarity of noun phrases. Measuring text similarity and alignment for comparing 

the meaning are challenging tasks and open research questions. We chose UMBC-

EBIQUITY-CORE because its similarity computation is based on leveraging both 



99 

 

distributed semantics (Latent Semantic Analysis) and semantic networks (WordNet) for 

generalization. However, errors in the chosen model influences the performance of the 

believability module to have fewer choices when substituting similar noun phrases. Also, 

our approach is dependent on the POS tagger to identify noun phrases. If the tagger fails 

to annotate a noun or its plural form accurately, then the identified candidates for 

substitution would not be the complete set of nouns occurring in the document. These 

limitations can reduce the number of possible substitutions and therefore, limiting the 

possible improvements in the cohesion and coherence of the fake text. 

We also conducted an error analysis on the results of the believability test to 

understand the characteristics of text that was not perceived as legit. In Figure 6.2, out of 

the 30 pairs of believable fake-legit texts, six pairs were such that the legit text was 

discerned. This could be a result of pre-existing complexity in comprehending the text 

that was randomly chosen for generating the believable fake text. The characteristics of 

hard to comprehend text includes a greater presence of infrequently used words and 

longer sentences. For instance, among the six pairs, we found sentences containing nearly 

40 words in the chosen text. These observations motivate our future work to improve the 

believability by also incorporating other features of text comprehension that are beyond 

cohesion and coherence alone. 

 

6.8. Conclusion 

We designed a novel computational linguistics method to enhance the 

believability of fake texts, which are used in cybersecurity solutions to deceive cyber 
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attackers. Our methods rely on improving the linguistic consistency by increasing 

cohesion 1) at the sentence level via coreference correction between sentences, and 2) at 

the paragraph level via semantic relatedness among entities. We evaluated the outcome of 

our method using statistical techniques to measure the significance of improvements in 

the cohesion, coherence, and believability of the generated text. We found that the 

increase in the values of cohesion and coherence metrics for the believable fake text was 

statistically significant when compared with the fake text. Further, the believability test 

showed that the probability to distinguish a legit text from a believable fake text is lower 

than the probability to distinguish a legit text from a fake text. These results prove our 

hypothesis that the computer-generated fake text with higher cohesion and coherence 

leads to improvement in the believability of the text. These results further indicate the 

effectiveness of our method in generating believable fake text for misleading potential 

cyber attackers and increasing the cost of intellectual property thefts. 

For the purpose of reproducibility, our dataset will be available upon request, for 

research purposes. Our future work will explore an extension of the anew methods to 

analyze and address the challenge of obscuring salient information at multiple locations 

in a given text. We will also experiment with varied types of documents by domain 

including non-technical documents. The application of our methods will help to create 

benchmark data repositories of both legit and fake text documents for cyber deception 

research. 

Parts of research presented in this chapter have been published in [16]. 
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CHAPTER 7 – DISCUSSION 

To summarize, we have conducted in-depth research to understand and design the 

state-of-the-art solutions to complex cyber deception challenge of automatically 

generating hard to comprehend believable fake documents that can serve as high-

interaction decoys [23]. We have designed a novel comprehensibility manipulation 

framework for the purpose of generating fake documents given an original document. We 

have also designed novel measures to quantify text characteristics-based measures of 

dispersion and connectivity of concepts in a document. Our framework uses two different 

representations - sentence & paragraph sets and concept graph to represent a document. 

As we want to protect critical and salient information in a given original document from 

the attacker, we sanitize the document to identify and delete salient information using the 

Salient information identification and deletion module. We then manipulate the input 

document to generate multiple versions of the document that are hard to comprehend 

when compared to the given input document, we have designed and evaluated three 

comprehensibility manipulation operations - Addition, Deletion, and Shuffling for this 

purpose. We have also optimized our operations and the selection of our operations using 

the genetic algorithm framework to achieve Pareto-optimal increase in dispersion and 

decrease in sequentiality and connectivity. We also identified factors that influence the 

believability of a fake document and designed linguistic measures of cohesion and 
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coherence to approximate the believability of fake documents. We then designed and 

extensively evaluated operations to improve the cohesion and coherence of a given fake 

document to enhance the believability of a given fake document. Our user-study based 

evaluations have that our proposed CMF approaches generate documents that are both 

believable and readable but are hard to comprehend and can misguide cyber attackers. 

 

7.1. Limitations and Future Work 

As part of our current work we focus on the textual characteristics of the 

document and do not evaluate the document based on quality of its knowledge. That is, 

we do not evaluate the documents on its information quality attributes of correctness and 

completeness. As part of our future work we will design techniques to measure and 

manipulate these properties of a fake document. 

We plan to expand this research by further evaluating the cognitive effects on 

human understanding given the change in different comprehensibility measures for 

different types of document representations. Also, approaches tested in this dissertation 

are limited to making changes using sentence level operations, our future work will focus 

on designing concept level comprehensibility manipulation operations. 

This dissertation focused on generating fake document based only on a given 

original document, a future research work could design techniques to introduce incorrect 

information based on world knowledge. This would allow us to generate fake documents 

that will miss-educate an attacker. 
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7.2. Applications 

We next list a few domains to which research from this dissertation could be 

applied: 

Cyber Deception: Deceptive Text Generation - Our comprehensibility 

manipulation framework could be used in the domain of cyber deception to generate 

believable fake documents as high interaction decoys for cognitively burdening and 

misleading an attacker. 

Language Understanding and Generation - This research could be used in the 

domains of natural language understanding and generation by leveraging anew 

comprehensibility measures for various evaluation tasks. Some applications include: 

News Summarization - Our comprehensibility measures could be used to evaluate 

news summaries and guide the process of news summarization  

Generation and Detection of Fake Text on Social Media and News- Work from 

this thesis could be used in two ways: 1) Our believability test could be used to seek 

user’s input on a given news article. 2) Our comprehensibility measures and believability 

measures could be used to guide the identification and detection of fake text. 

Reproducibility: The datasets used in this dissertation for comprehensibility and 

believability manipulation evaluations are available for future research purposes at: 

https://bit.ly/2KnerLB. 
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