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Abstract

APPLICATIONS OF SECURE COMPUTATION TO SET INTERSECTION

Phi Hung Le, PhD

George Mason University, 2021

Dissertation Director: Dr. S. Dov Gordon

Secure multi-party computation protocols allow many parties to compute a function

over their private data without revealing their data to other parties. We look at a concrete

example of secure multi-party computation in real world applications: private set intersec-

tion (PSI). We design more efficient private set intersection protocols with different flavors:

two-party PSI with an untrusted third party, two-party asymmetric PSI via vector OLE,

and PSI via MPC-in-the-head.

Our PSI protocols are designed to meet different needs. The PSI via MPC-in-the-head

protocols allow two or more parties to compute the intersection between their input sets,

and the output is learned by all the parties. The other two focus on the two-party setting

with a clear use case for each. The PSI via vector OLE protocols focus on the problem of

mobile contact discovery. They are executed in two-party setting between a server that has

a large input set (billions of items) and a client with much smaller input set (a few thousand

items). The two-party PSI with an untrusted third party protocols allow the two parties,

which provide input, to securely compute an arbitrary function over the intersection.



Chapter 1: Introduction

Secure multi-party computation protocols enable multiple distrusting data holders to jointly

compute on their collected input while revealing nothing to any party other than the output.

Many of the foundational questions about secure computation were resolved in the last

century; in the last decade, a long line of research has focused on concrete complexity, in

an attempt to close the gap between the cost of computing on private data, and that of

computing in the clear. Today, a handful of companies across the world have begun selling

secure computation for a variety of applications1, and Google claims to be using it in-house

to perform set intersection, helping advertisers to determine the efficacy of their ads [48].

Any function f can be represented as a Boolean circuit or an arithmetic circuit, and

can be computed securely by using generic approaches [18, 39]. Generic solutions work,

however, they are usually not practical. For example, the generic solution for private set

intersection [46] has the complexity of O(κ · n log(n)) while a customized protocol [72] has

the complexity of only O(n). Much research in cryptography now focuses on designing

customized protocols that meet practical needs: they are efficient in terms of computation

and communication complexity with respect to some constraints on available resources and

security requirements.

An important example of secure computation is private set intersection (PSI). PSI en-

ables two or more parties to compute any function f over the intersection of their private

input sets, Xi, without leaking anything other than f(∩ni=1Xi). It is one of the problems

that has been studied extensively in the cryptography community, not just as an academic

challenge, but because it has many important, real-world applications. For example, the

protocol that computes f(X∩Y ) = X∩Y is needed for secure mobile contact discovery [55].

1Unbound Tech, Sharemind, and Partisia, to name a few.
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Another example, private set intersection cardinality, where f(X ∩Y ) = |X ∩Y |, is needed

to securely compute the ads conversion rate (the ratio between the number of users who

saw the ads and bought the product and the total number of users who saw the ads [47]).

In this work, we design new private intersection protocols that are optimized for different

settings.

1.1 Problem Statement

Private set intersection protocols are needed to fill the privacy gap in many applications. To

name a few, it should be used when two or more organizations want to learn the common

names in their private list, or when a vendor X and an advertiser Y want to compute

the ad conversion rate. One of the reasons that prevents private set intersection from

being deployed is that many state-of-the-art PSI protocols have heavy overhead. The main

objective of this dissertation is to design new customized private set intersection protocols

that are practical and can be deployed in real world applications. We focus on the PSI

variances that are needed for some important applications such as mobile contact discovery,

PSI protocols that allow parties to compute any function over the intersection of their

input, and multi-party PSI that allows all parties to obtain the output. Our studies result

in several contributions, as follow:

• PSI via MPC-in-the-head: We construct PSI protocols based on oblivious polynomial

evaluation and somewhat homomorphic encryption. We present two new, maliciously

secure, PSI protocols, one for the two-party case, and an extension to the multi-

party setting. In a very broad sense, our approach is similar to the old result by

Kissner and Song [59], in that we arrive at the output by computing a polynomial

T (x) = Q(x) · R(x) + P (x) · S(x), where the roots of Q(x) encode the inputs of one

party, the roots of P (x) encode the inputs of the other, and the polynomials S(x)

and R(x), which are not known to either party, serve to hide the elements that are

not in the intersection. However, while Kissner and Song homomorphically encrypt

2



the coefficients of these polynomials, our approach is much more similar to the recent

result by Ghosh and Nilges [36]. Like them, we reduce the problem of computing this

polynomial T (x) to the problem of oblivious linear evaluation (OLE). What sets our

approach apart from theirs is that we rely only on semi-honest OLE, which makes our

solution much more efficient in concrete terms, and competitive with the state-of-the-

art. To do that, we rely on the MPC-in-the-head paradigm of Ishai et al. (IPS) [51].

Compare to the state-of-the-art [36], our protocol needs only two semi-honest OLE

per input item, while [36] needs four active OLE per input item (when the input size

is large).

• Unbalanced PSI for mobile contact discovery: Secure mobile contact discovery is

needed for applications such as Whatsapp and Signal [55]. In this scenario, there

is a server that holds billions of user contacts (e.g. phone numbers), and there are

many users (clients) each has a few thousand contacts (less than 10000 in practice).

When a user joins the network, private set intersection is executed to identify his or

her friends who are using the apps. The application should also support an efficient

update phase when a server adds or deletes a user, or when a user adds or deletes a

contact. We present a PSI protocol that is optimized for this concrete use case. Our

protocol is secure against a semi-honest server and an actively malicious client. It

has very low computation and communication cost compared to the state-of-the-art

(which considers the same security model). For a client with input size of 11041 items,

the communication cost of our online phase is only 690 kilobytes. This is 32X-64X

cheaper than the cost of online phase protocols proposed in [58] and [55]. Our online

runtime is 3.62 seconds and 3.78 seconds in Wifi and LTE setting respectively. This

is around 5X faster than the best prior work.

• Two-party f(PSI) with an untrusted third party. We design efficient protocols that

compute an arbitrary function f over the intersection between two parties. In this

setting, the input is a set of pairs (x, px) where x is the identification (or index) and

3



px the payload associated with x. We relax the problem of two-party private set

intersection by enlisting the help of an untrusted third party: we assume that two

parties each has large input sets, and that a third party is available to help them

compute. We allow for the malicious corruption of at most one party. Taking two

further relaxations, in nearly all of our protocols we allow the third party to learn

the size of the intersection, and, although we assume an honest majority among the

three parties, we do not guarantee fairness: one of the parties might receive output

and then choose to abort the protocol before the others learn anything.
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Chapter 2: Background

In this chapter, we give a brief overview about private set intersection as well as the nota-

tions, tools, and concepts used through out this dissertation.

2.1 A Brief History of PSI

We can divide private set intersection protocols into two groups. The first one focuses

on identifying the intersection itself. In this case, the function f is the identity function

f(∩ni=1Xi) = ∩ni=1Xi. Most of the work on private set intersection belongs to this group.

We refer to the protocols in the first group as private set intersection protocols. The second

one focuses on private set intersection with computation, where the function f can be any

arbitrary function. For example, the function f that computes the intersection cardinality

is f(∩ni=1Xi) = | ∩ni=1 Xi|.

2.1.1 Private set intersection

The various technical approaches used to solve this problem can be broadly divided into a

few categories.

PSI from polynomial evaluation. One of the earliest PSI protocols, by Freedman et

al. [32], provided an elegant semi-honest solution using additively homomorphic encryption.

Party one encodes its input as the roots of a polynomial, P . It then encrypts the coeffi-

cients of this polynomial and sends the ciphertexts to Party two, who evaluates the same

polynomial, homomorphically, on each of their own inputs. Party two then randomizes the

result of each evaluation as follows, and sends the randomized encodings to Party one to

determine the output: for input y, Party two computes Enc(r · P (y) + y). If y is a root of

P , this encodes y, while in all other cases, it encodes a random value. Enforcing malicious

5



behaviour requires using cut-and-choose and the random oracle, where only the first party

learns the PSI result. Over the next several years, several results strengthened the security

guarantees and the performance [16,36,41,44,59].

PSI from oblivious PRFs. A separate line work explores a different approach, using

oblivious pseudo-random functions (PRFs) [31,43,52]. In this approach, Party one samples

a random PRF key k for PRF F . They compute Fk(x) for every input x in their set, and

send the encoded values to Party two. Party two then obliviously evaluates the same PRF

F , without knowing k, on each of their own inputs. Party two computes the intersection

on the encoded values, and sends it back to Party one for decoding. In the construction of

Hazay and Lindell, the oblivious PRF is constructed from the number theoretic PRF of Naor

and Reingold [71], though later variations would improve upon this approach (e.g. [52]).

PSI from generic solutions. The line of work on PSI took an interesting twist in 2012,

when Huang et al. [46] demonstrated that generic solutions for secure computation, based

on Yao’s garbled circuits, were now faster than these custom protocols. For a moment, it

seemed that the line of work on customized PSI protocols, and possibly other customized

MPC protocols, might have come to an end. The advantage to using garbled circuits is

that the circuit is (relatively) simple, the protocol has constant rounds (when using garbled

circuits), and this can easily be made secure against a malicious adversary using existing

techniques such as cut-and-choose [63–65], authenticated garbled circuit [57, 86], or other

generic solutions. Another advantage is that the computational complexity is dominated by

oblivious transfer (OT). OT extension, introduced by Ishai et al. [50], allows us to extend a

base number of OTs to any arbitrary number, using only cheap, symmetric key operations.

As a result, garbling circuits requires only a small number of public key operations, inde-

pendent of the circuit size. Additionally, while many researchers had assumed that a circuit

for PSI would have size O(n2) for sets of size n, Huang et al. demonstrated a much simpler

circuit, composed of an oblivious merge of the (pre-sorted) sets, a pairwise comparison of

neighboring elements, and an oblivious shuffle of the data to hide the match locations. This

has complexity O(n log n). While several prior results, both based on polynomial evaluation
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and based on oblivious PRFs, offered linear communication complexity, they required O(n)

public key operations which dominates the cost of sending O(n log n) data in “reasonable”

networks. More recently, Pinkas et al. [74] show how to reduce the circuit size to O(n),

using cuckoo hashing.

OT-based PSI. A new bar had been raised, but it was quickly passed. Huang et al. had

demonstrated the importance of leveraging OT extension; since 2012, a long line of work

using OT extension for PSI has out-performed the generic solution, and this approach has

held claim to being the state-of-the-art in run-time since 20131[23,60,72,73,76,80]. The first

of these works used encrypted Bloom filters [23], but better solutions followed, and the line of

works was soon tied to the earlier approach of using oblivous PRFs, relying on OT extension

in place of oblivious PRFs to construct randomized, correlated encodings of input values

[60]. The earlier results in this line of work only offered semi-honest security, but with O(n)

communication complexity and very few public key operations, Pinkas et al. claimed to be

100X faster than the generic result of Huang et al., with 1/10 the communication cost [73].

Rindal and Rosulek provided the first malicious secure construction from OT extension,

requiring O(n log n) communication [80]. Very recently, returning to an abstraction that

resembles a garbled Bloom filter, Pinkas et al. [72] have the first malicious secure PSI

protocol from OT extension with linear communication complexity.

Unbalanced PSI. Most PSI constructions, including the ones just described here, assume

that the two parties have the same (or similar) input sizes, computational power, and upload

bandwidth. These protocols also work for the case of unbalanced PSI, however, in some

real world applications, they may not be efficient or practical due to the constraints that

one of the parties may face. For example, one party could be a mobile device with limited

hardware, storage, and bandwidth. Taking the resource constraints into consideration, some

unbalanced PSI constructions have been proposed. Chen et al. [11] give a PSI protocol from

fully homomorphic encryption with communication cost that is linear in the size of the

1Using a linear number of public key operations, it is still possible to out-perform OT-based solutions,
including garbled circuits, when considering only communication complexity [11,15,67]. In some cases, this
is the more important metric.
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smaller set. Resender and Freitas Aranha [78], optimizing the work of Baldi et al. [5], use a

cuckoo filter to reduce the communication between the server and the client, and use elliptic

curve GLS-254 to improve the computational performance. Their protocol is only secure in

semi-honest setting. Kiss et al. [58] designed a PSI protocol with pre-computation based on

an OPRF, instantiating it using a secure computation of AES, and using the Naor-Reingold

PRF. Kales et al. [55] improved upon their work by using the LowMC cipher [1] instead of

AES, and an Elliptic curve based Naor-Reingold PRF, together with a more efficient cuckoo

filter. Except for the work of Chen et al. [11], which has total communication cost that is

linear in the smaller set, the other protocols only have communication cost that is linear in

the smaller set size during the online phase. [11,55,58] achieve security against a malicious

adversary and privacy against a malicious server. [5, 78] work in semi-honest setting.

2.1.2 Private set intersection with computation

There are multiple works looking at intersection cardinality [20,21,32,59]. These protocols

are secure against one malicious party in the two-party setting, however, they are very

inefficient. In [20, 21], it takes more than an hour for two parties to find the intersection

cardinality for sets of size 220. Ion et al. [49] compute the sum of all items in the intersection.

Another application that relates to f(PSI) is labeled-PSI [10], in which a sender sends a

label li to a receiver if the item xi is in the intersection. Labeled-PSI is an efficient two-

party protocol to perform computation over the intersection in the asymmetric setting (a

server has many items and a client has few ones). However, labeled-PSI leaks the whole

intersection. It also would compare very unfavorably in the symmetric setting, where input

sets are roughly the same size. Finally, they are secure against a malicious receiver, but can

only ensure privacy against a malicious sender, while we assume an honest majority.

Recently, Orlandi et al. [13] and Pinkas et al. [74, 75] provide 2-party protocols for

computing arbitrary functions over the intersection. They both claim O(n) complexity

in the semi-honest setting. To avoid the issue we previously described, which required the
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output of the intersection computation to be obliviously shuffled, in these works they instead

feed all 2n values into the circuit for f , together with indicator bits that denote whether an

item was in the intersection. Depending on f , this might be a very reasonable solution: for

example, if f is a simple summation, then a linear-sized circuit can easily include exactly

the right items, using 1 multiplication for each indicator bit. However, for some functions

this will result in the log n overhead that we manage to avoid. For example, if f computes

the median of the intersecting items, the best oblivious construction we know of requires

O(n log n) gates.2

2.2 Preliminaries

Basic notations. We denote a security parameter by κ. We say that a function µ : N→ N

is negligible if for every positive polynomial p(·) and all sufficiently large κ’s it holds that

µ(κ) < 1
p(κ) . We use the abbreviation ppt to denote probabilistic polynomial-time and

denote by [n] the set of elements {1, . . . , n} for some n ∈ N. We assume functions to be

represented by an arithmetic circuit C (with addition and multiplication gates of fan-in 2),

and denote the size of C by |C|. By default we define the size of the circuit to include the

total number of gates including input gates.

2.2.1 Security Definitions

We prove the security of our protocols in the standard real/ideal paradigm [38]. Briefly, a

protocol securely implements an ideal functionality if for all PPT adversaries there exists a

simulator such that the joint distribution of the outputs and the view of the adversary when

interacting with the simulator is computationally indistinguishable from the distribution of

the outputs and view when running the real protocol.

2We note that median is an example of a symmetric function. As Pinkas et al. [75] point out, When
avoiding the oblivious shuffle of the intersection, it is necessary that f be a symmetric function, or the
output of f may leak something about the intersecting items. While this property is necessary for claiming
security, the case of median demonstrates that it might not be sufficient for claiming efficiency.
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2.2.2 Secret-Sharing Schemes

We use several different secret sharing schemes in our protocols: 2-out-of-2 secret sharing,

replicated secret sharing, and Shamir secret sharing.

2-out-of-2 and replicated secret sharing. Given a secret value x, 2-out-of-2 secret

sharing scheme is a simple way to split the secret between two parties: P1 has a random

field element r and P2 has x − r. Replicated secret sharing is a 2-out-of-3 secret sharing

scheme where x is split among three parties. To secret share x, 3 field elements are selected

at random, subject to x1 + x2 + x3 = x. Then, P1 is given x1 and x2, P2 is given x2 and

x3, and P3 is given x3 and x1. We will move back and forth between these two sharing

schemes, and we will apply them both to binary values, as well as to larger fields. We denote

[x]A, [x]B as replicated arithmetic and binary shares of x respectively, and 〈x〉A, 〈x〉B 2-out-

of-2 additive sharings. We sometimes write [x]A = (x1, x2, x3), ignoring the replication of

shares.

Assumed functionalities. Our protocols are described in a hybrid world, where we

assume access to several simple, trusted functionalities. All of these have been implemented

securely in our experiments. For completeness, we include detailed descriptions of these

functionalities in Appendix A. The secure protocols for these functionalities can be found

in the work of Chida et al. [12]. We summarize the functionalities here.

• Frand gives a replicated arithmetic sharing of a random element r ∈ Zp (Figure A.1).

• Fcoin gives all parties the same random element r ∈ Zp (Figure A.2).

• Finput secret-shares data owned by one of the parties as replicated arithmetic shares

(Figure A.4).

• Fmult takes replicated arithmetic shares of two input values, and outputs shares of their

product, up to an addictive attack. That is, the functionality allows the adversary to

specify a constant that will be added to the product (Figure A.5).
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• FCheckZero gives true to the parties if they hold a replicated arithmetic share of zero,

otherwise, it gives false (Figure A.3).

Authentication on additive shares. We define MACα(x) ≡ αx as the MAC of x,

where α, x ∈ Zp, x is the data, and α is the MAC key. Technically, this is not a secure

authentication code, since anybody can recover α after seeing a single authentication. As

is standard in MPC work, however, the MAC key and the authentications will always be

secret-shared. The key is sampled by calling Frand. The shared MAC is computed by calling

Fmult on the shared key and data, ([α]A, [x]A). Note that we allow the MAC to be computed

up to an additive attack. The adversary can add an arbitrary additive term d to the MAC.

Thus, the parties will hold shares of αx + d in stead of αx. To simplify the presentation,

we use the same notation for the MAC with additive attack: MACα(x) ≡ αx+ d.

Share Conversion.

[x]A → [x]B: There are scenarios that the parties are holding replicated arithmetic

secret shares and they want to compare the shares. It is more efficient for them to convert

the shares to replicated binary ones and perform the comparison with a Boolean circuit. We

use an approach similar to that of Mohassel and Rindal in their ABY3 system to convert

[x]A → [x]B [69], though we extend their technique so that it can be used with arbitrary

fields; they only required share conversion for rings. Let [x]A = (x1, x2, x3), P1, P2, and

P3 hold (x1, x2), (x2, x3), (x3, x1) respectively. From [x]A, parties can set [x1]B = (x1, 0, 0),

[x2]B = (0, x2, 0), and [x3]B = (0, 0, x3) without interaction. Let k be the bit length of

xi. The three parties first call k full adders to compute (c[i], s[i]) ← FA(x1[i], x2[i], x3[i]).

After this step, they hold [c]B and [s]B and execute a ripple carry adder circuit to compute

[x]B ← 2[c]B + [s]B. This is correct as x1 + x2 + x3 =
∑k−1

i=0 2i(x1[i] + x2[i] + x3[i]) =∑k−1
i=0 2i(2c[i] + s[i]) = 2c+ s. The ripple carry adder can be replaced by a parallel prefixed

adder to reduce the round complexity at the cost of O(k log k) communication (as done in

ABY3). The procedure above may leave the participants with a few overflow bits. Assume

we are working on a field Zp, the adders will output x = (x1+x2+x3), which can take values
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in the range [0, 3p − 3]. However, what we need is (x mod p) ∈ [0, p − 1]. The problem

can be solved by repeatedly deducting p from x until the value of x is in the correct range.

This can be done by executing the following Boolean circuit twice: x ← x − (x > p) · p.

The subtraction is done by executing a ripple borrow subtractor circuit. The above is

all computed in a single circuit, and can be executed using any general-purpose 3-party

computation using replicated binary sharing.

[x]B → [x]A: we also use the protocol proposed in [69] for this conversion. In sum-

mary, from [x]B = (x1, x2, x3), the parties obtain the shares [x1]A = (x1, 0, 0), [x2]A =

(0, x2, 0), [x3]A = (0, 0, x3) non-interactively. For binary values x and y, the XOR oper-

ation can be replaced by arithmetic operations as x ⊕ y = x + y − 2xy. To compute

[x1]A ⊕ [x2]A ⊕ [x3]A, we just need to execute the above operations twice. The share con-

version is secure against 1 malicious party.

[x]A
1,2−→ 〈x〉A: Let [x]A = (x1, x2, x3) be a replicated sharing of x, held by P1, P2 and

P3. P1 and P2 want to convert [x]A to 〈x〉A. They can locally set their share to x1 + x2

and x3 respectively. Note that this is only secure in the semi-honest setting: if one of them

is malicious, he can modify his share arbitrarily, and there is no longer any replication that

can be used to catch him later. The conversion between [x]A and 〈x〉A is needed to achieve

the efficient three-party oblivious shuffling protocol in Section 5.2.3.

〈x〉A 1→ [x]A: P2 and P3 hold a two-out-of-two sharing of x, and wish to create a

replicated secret sharing that includes P1. We describe a protocol that requires sending

only 2 elements3, and, more importantly, prevents P1 from performing an additive attack.

P1 and P2 agree on a random value r1, and P1 and P3 agree on random value r2. P1 sets

his own shares to (r1, r2); this prevents an additive attack, since the other parties already

know these values. P2 computes x1 − r1, P3 computes x2 − r2, and they swap values. P2

sets his shares to (r2, (x2 − r2) + (x1 − r1)), and P3 sets his to ((x1 − r1)− (x2 − r2), r1).

3this doesn’t really impact runtime, since we have no way of distributing the cost: when executing this on
n shared elements, we will require 2 parties to each send n elements, rather than having each of the 3 parties
send 2n/3. Nevertheless, the improvement has an impact on the financial cost of running the protocol.
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Threshold secret sharing scheme. A secret-sharing scheme allows distribution of a

secret among a group of n players, each of whom in a sharing phase receive a share (or

piece) of the secret. In its simplest form, the goal of secret-sharing is to allow only subsets

of players of size at least t + 1 to reconstruct the secret. More formally a (t + 1)-out-of-n

secret sharing scheme comes with a sharing algorithm that on input a secret s outputs

n shares s1, . . . , sn and a reconstruction algorithm that takes as input ((si)i∈S , S) where

|S| > t and outputs either a secret s′ or ⊥. In this work, we will use the Shamir’s secret

sharing scheme [83] with secrets in F = GF(2κ). We present the sharing and reconstruction

algorithms below:

Sharing algorithm. For any input s ∈ F, pick a random polynomial p(·) of degree t in

the polynomial-field F[x] with the condition that p(0) = s and output p(1), . . . , p(n).

Reconstruction algorithm. For any input (s′i)i∈S where none of the s′i are ⊥ and |S| > t,

compute a polynomial g(x) such that g(i) = s′i for every i ∈ S. This is possible using

Lagrange interpolation where g is given by

g(x) =
∑
i∈S

s′i
∏

j∈S/{i}

x− j
i− j

.

Finally the reconstruction algorithm outputs g(0).

Packed secret-sharing. Packed secret-sharing, an extension of standard secret-sharing,

was introduced by Franklin and Yung in order to reduce the communication complexity of

secure multi-party protocols [29]. The authors considered Shamir’s secret sharing with the

difference that the number of secrets s1, . . . , s` is ` instead of a single secret, evaluated by

a polynomial p(·) on ` distinct points. To ensure privacy in case of t colluding corrupted

parties, the random polynomial must have a degree at least t + `. Packed secret sharing

inherits the linearity property from Shamir’s secret sharing with the additional benefit

that it supports batch (block-wise) multiplications, which is very useful to achieve secure
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computation with honest majority and constant amortized overhead [17].

Coding notation. For a code C ⊆
∑n and a vector v ∈

∑n, denote by d(v, C) the

minimal distance of v from C, namely the number of positions in which v differes from

the closest codeword in C, and by ∆(v, C) the set of positions in which v differs from

such a closest codeword (in case of ties, take the lexicographically first closest codeword).

We further denote by d(V,C) the minimal distance between a vector set V and a code C,

namely d(V,C) = minv∈V d(v, C).

Definition 1 (Reed-Solomon code.). For positive integers n, k, finite field F, and a vector

η = {η1, · · · , ηn} ∈ Fn of distinct field elements, the code RSF,n,k,η is the [n, k, n − k + 1]

linear code over F that consists of all n − tuples (p(η1), ..., p(ηn)) where p is a polynomial

of degree < k over F.

2.2.3 Oblivious Transfer

1-out-of-2 oblivious transfer (OT) is a fundamental functionality in secure computation

that is engaged between a sender S and a receiver R where a receiver learns only one of the

sender’s inputs whereas the sender does not learn anything about the receiver’s input. In

this chapter we consider a generalized version of t-out-of-n OT where the receiver learns t

values and which will be useful in establishing the watchlist channels; see Figure 2.1 for its

formal description.

We also define a variance of t-out-of-n OT where there are multiple senders. In this

setting the receiver learns t values from each sender. The indices of these values are the

same across all the senders. See Figure 2.2 for its formal description.
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Functionality F t:nOT

Functionality F t:nOT communicates with sender S and receiver R, and adversary A.

1. Upon receiving input (sid, v1, . . . , vn) from S where vi ∈{0,1}κ for all i ∈ [n],
record (sid, v1, . . . , vn).

2. Upon receiving (sid, u1, . . . , ut) from R where ui ∈{0,1}logn for all i ∈ [t], send
(vu1

, . . . vut
) to R. Otherwise, abort.

Figure 2.1: The oblivious transfer functionality.

Functionality Ft:n
mOT

Functionality F t:nmOT communicates with senders Si and receiver R, and adversary A.

1. Upon receiving input (sid, vi1, · · · , vin) from Si where i ∈ [m] and vj ∈ {0, 1}κ

for all j ∈ [n], record (sid, vi1, · · · , vin).

2. Upon receiving (sid, u1, · · · , ut) from R where ui ∈ {0, 1}logn for all i ∈ [t],

send (viu1
, · · · , viut

) for all i ∈ [m] to R. Otherwise, abort.

Figure 2.2: The multi-sender t-out-of-n oblivious transfer functionality.
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2.2.4 Oblivious Linear Evaluation

An extension of the oblivious transfer functionality for larger fields is the oblivious linear

evaluation functionality (OLE). More concretely, OLE over a field F takes a field element

x ∈ F from the receiver and a pair (a, b) ∈ F2 from the sender and delivers ax + b to the

receiver. Note that in the case of binary fields, OLE can be realized via a single call to

standard (bit-) 1-out-of-2 OT functionality; see Figure 2.3 for its formal description.

Functionality FOLE

Functionality FOLE communicates with sender S and receiver R, and adversary A.

1. Upon receiving the input (sid, (a, b)) from S where a, b ∈ F, record (sid, (a, b)).

2. Upon receiving (sid, x) from R where x ∈ F, send a · x + b to R. Otherwise,
abort.

Figure 2.3: The oblivious linear evaluation functionality.

We split the computation of a regular OLE ((u·x+v,⊥)← FOLE(x, (u, v))) into an offline

phase where a random OLE is computed (i.e., (⊥, a · r + b) ← FOLE((a, b), r) where a, b, r

are sampled uniformly at random and the roles of the sender and receiver are reversed),

and an information theoretic secure online phase where the parties exchange just 3 field

elements to convert the random OLE to an actual OLE. The offline phase is much more

expensive and requires the use of cryptography techniques. After the sender obtains the

output of the random OLE (a · r + b), the receiver sends (x − a) to the sender, who then

sends back (u− r, (a · r + b) + r(x− a) + v − b). The receiver now can compute u · x+ v =

(a · r + b) + r(x − a) + v − b + x(u − r). The online phase is clearly information theoretic

secure against the sender as the sender’s view is (r, x− a, a · r+ b) where x− a and a · r+ b

are uniformly random and independent from the output and can be simulated perfectly by

a simulator. The receiver’s view is (a, b, u − r, (a · r + b) + r(x − a) + v − b, ux + v). A
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simulator can choose the first message u− r in the online phase uniformly at random. The

second message is computed uniquely based on the input and output of the receiver. So, the

simulator can simulate the receiver perfectly too, making the conversion step information

theoretic secure.

When only the receiver provides input x, and the parties want to compute (u · x +

v, (u, v)) ← FOLE(x,⊥)) where u, v are random values, the conversion process is a bit sim-

pler. The parties first compute ((⊥, u · r + a) ← FOLE((r, a), u)) where a, r are chosen

uniformly at random by the receiver, and u is chosen uniformly at random by the sender.

The receiver also sends (x− r) to the sender, who will send back (u · r + a) + u(x− r) + v

(v is sampled uniformly at random too). The receiver just needs to subtract its random

value a to obtain u · x + v = (u · r + a) + u(x − r) + v − a. The view of the receiver is

(a, r, (u · r + a) + u(x− r) + v)). The simulator just picks a random value for u · x+ v and

uses it to simulate the sender’s message. The view of the sender is (u, v, u · r + a, x − r).

The simulator knows (u, v) and just uses random messages to simulate u · r + a, x − r. In

both cases, the simulator can simulate the parties perfectly.

2.2.5 Vector OLE from LPN Assumptions

The VOLE ideal functionality is given in Figure 2.4. It takes two input vectors (a,b) from

a sender – in our case, the client – and takes a value k ∈ Zq from the receiver. It returns

(k · a + b) to the receiver.

A few efficient constructions for VOLE based on the LPN assumption have been pro-

posed [8, 35, 82]. These protocols are very efficient when the length of the vector OLE is

214 or longer.
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FVOLE

Inputs: Client provides a = {a1, ..., am} ∈ Zmq ,b = {b1, ..., bm} ∈ Zmq . Server

provides k ∈ Zq. Functionality:

1. Waits for inputs from client and server.

2. Computes c = {c1, ..., cm} where ci = ai · k + bi ∈ Zq.

3. Sends c to the server and P = k ·G to client.

Output:
Server receives output c.

Figure 2.4: Vector OLE Ideal Functionality

2.2.6 Ring-LWE

In some protocols, we use the leveled homomorphic encryption scheme proposed by Brak-

erski et al. [9]. The BGV encryption scheme is built around the arithmetic of cyclotomic

ring R = Z[X]/Φm(X), where Φm(X) = Πi∈Z∗m(X−ωim) is the mth cyclotomic polynomial,

ωm = exp(2π
√
−1/m) ∈ C is the principal mth complex root of unity. For the special case

m = 2n+1, we have Φm(X) = X2n + 1 = Xm/2 + 1. Let p and q be the plaintext and

ciphertext modulus used in the BGV scheme. We denote Rp ≡ R/pR and Rq ≡ R/qR

the plaintext and ciphertext ring respectively4. The security of the BGV homomorphic

encryption schemes is based on the hardness of the ring learning with errors problem.

Definition 2. [66] Let χ be a gaussian distribution over Rq. Define the distribution (a, b)

by sampling a, s uniformly from Rq and e according to χ, then set b← a · s+ e. Define the

distribution (a′, b′) by sampling a′, b′ uniformly from Rq. The R-LWE assumption states

that distinguishing between these two distributions is computationally infeasible.

SIMD operations on plaintext slots. Let ` be the smallest integer such that p` ≡

1 mod m, then Φm(X) can be split into ` irreducible polynomials such that Φm(X) =

4p, q are not necessary prime numbers.
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Π`
i=1Fi(X) where all the polynomials Fi(X) have degree d = φ(m)/` (φ(·) is the Euler’s

totem function). This property allows us to pack d plaintext messages ai ∈ F dp into a single

message a ∈ F φ(m)
p where a ≡ ai mod Fi(X). Choosing p such that p ≡ 1 mod m enables

SIMD operations on φ(m) plaintext slots.

Distributions for BGV. Let N = φ(m), p plaintext modulus, q ciphertext modulus.

SCALE-MAMBA [2] uses the following noise distributions to instantiate the BGV scheme.

• HWT(h,N): samples a vector of length N in Rq with elements chosen at random

from {−1, 0, 1} such that the number of non-zero elements is equal to h.

• ZO(0.5, N): samples a vector e of length N inRq with elements chosen from {−1, 0, 1}

such that Pr[ei = −1] = Pr[ei = 1] = 1/4 and Pr[ei = 0] = 1/2.

• dN(σ2, N): samples a vector of length N in Rq with elements chosen according to an

approximation to the discrete Gaussian distribution with variance σ2.

• U(q,N): samples a vector of length N with elements chosen uniformly at random over

the range [−q/2, q/2).

Key Generation. The secret key is sampled from the HWT distribution sk ≡ s ←

HWT (h,N) where h = 64 typically. The public key is defined as pk ≡ (a, b) where a ←

U(q,N), and b← a · s+ p · e for e← dN(σ2, N) and p is the plaintext modulus.

Encryption/Decryption.

• Encpk(m): Let m ∈ Rp be a plaintext message. The encryption of m is denoted

as Encpk(m) ≡ (c0, c1) ∈ R2
q where c0 ← b · v + p · e0 + m, c1 ← a · v + p · e1,

e0, e1 ← dN(σ2, N).

• Decsk(c): Given a ciphertext c = (c0, c1) ∈ R2
q ≡ Encpk(m), the underlying message

m can be recovered by computing m′ ← c0 − c1 · s, then m = m′ mod p.
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2.2.7 Zero knowledge proof

In the malicious setting, we use zero knowledge proofs to enforce honest behavior. Given a

relation R, a common input x and a witness w, we use the standard ideal zero knowledge

functionality defined by FRzk : ((x,w),⊥)→ (⊥, (x,R(x,w)). The zero knowledge protocols

can be instantiated non-interactively in the random oracle model using the Fiat-Shamir

heuristic [28]. In this chapter, we require a zero knowledge proof of knowledge, which

allows the simulator to extract the witness.

Zero Knowledge Proof of Knowledge of Discrete Log.

RDL = {(G, G, q, P, w)|P = w ·G}

A prover can prove to a verifier that he knows the discrete log of an elliptic curve point

P with respect to the base point G by using a Schnorr proof [81]. When dealing with

multiple instances, batching can be used to reduce the communication cost [34] (with some

extra computational overhead on the prover).

RbatchedDL = {(G, G, q, P, (w1, ..., wn))|Pi = wi ·G}

For the batched proof, the prover picks r ∈ Zq and sends R = r ·G to the verifier. The

verifier challenges him with an e ∈ [1, 2t+log(n)]. The prover responds with z = r+
∑n

i=1wi·ei

mod q. The verifier checks that z ·G = R+
∑
ei · Pi.

The communication cost of the batched proof is almost the same as that of a single

proof. He verifier needs to send log(n) extra bits for the challenge.

Zero Knowledge Proof of Knowledge of Common Discrete Log.

RCDL = {(G, G, q, P1, P2, w)|P1 = w ·G AND P2 = w−1 ·G}

With a simple transformation, the statement RCDL can be expressed as
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RCDL = {(G, G, q, P1, P2, w)|P1 = w ·G AND G = w · P2}

This relationship is very similar to the discrete log relationship and can be proven using

similar techniques: the prover samples r uniformly at random and sends R1 = r · G and

R2 = r · P2 to the verifier, who responses with a challenge e ∈ [1, 2t]. The prover then

sends z = r + e · w mod q to the verifier, who then verifies that z · G = R1 + e · P1 and

z · P2 = R2 + e ·G.

Range Proof of Discrete Log.

RRDL = {(G, G, q, P, k)|P = k ·G AND k < 2log(q)−1}

In our protocols, the server should choose a random key k such that k < q − 2t where

(0, 2t) is the range of the input and t = 128, log(q) = 256. He commits to the key by sending

the client P = k · G and proves that he knows k such that k < q − 2t. Instead of proving

k < q − 2t, we let the server to choose k ∈ (0, 2log(q)−1) and proves that k is indeed in

this range. This is secure as attacks on elliptic curve, such as baby-step-giant-step, take

O(
√

2log(q)−1) time.

To prove this, we use the OR Sigma protocol [14]. The prover and verifier agree on two

different generators G,H of the same elliptic curve (none of them know the value α such that

G = α ·H). For each bit ki of k, the prover computes Ci = ai ·H+ki ·2i ·G. He sends Ci to

the verifier and proves that he knows the discrete log of one of the two values (Ci, Ci−2i ·H).

After proving log(q)− 1 proofs, both parties can compute C =
∑log(q)−2

i=0 Ci = a ·H + k ·G.

Now the prover proves he knows a such that a · H = C − k · G. Each partial knowledge

proof proves that ki ∈ {0, 1}. When all proofs can be verified, the verifier can be sure that

k ≤
∑log(q)−2

i=0 2i < 2log(q)−1.
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2.2.8 Cuckoo Filters For Efficient Data Representation

Fan et al. [26] proposed Cuckoo Filter as a better way to compress set membership data

that allows fast insertion and deletion. To insert an item x into the cuckoo table, we first

compute its tag tx = Ht(x), then find a bucket in the cuckoo table for x. For each item,

there are two possible buckets x can occupy. The first one is p1 = H(x) and the other one

p2 = p1 ⊕H(tx). x will attempt to get in p1 first. If it is full, x tries p2. If both are full, x

kicks a random tag in one of the buckets to take its place, then that tag will be moved to its

second bucket. The process goes on until all the tags have found their home. The cuckoo

filter is defined by these parameters (n, ε, v, b): number of buckets (n), tag size (v = |tx|),

bucket size (b), and false positive rate (ε). Kales et al. [55] further improved the cuckoo

filter by having a bit to indicate whether an entry is empty or not and only send data if it

is holding a tag.

2.2.9 Secure Selective PRF from `-DDHI assumption

The `-DDHI assumption. The `-DDHI assumption in a group G of prime order q states

that 1/x · G is indistinguishable from a random group element, even when given input

{G, x · G, ..., xl · G} ∈ G`+1 [6, 22, 53]. Given the `-DDHI assumption, the following is a

pseudorandom function: Fk(x) = 1
k+x · G. Dodis and Yampolskiy proved the following

theorem.

Theorem 1. [22] Suppose the `-DDHI assumption holds in G. Then F is a secure PRF

provided the domain size ` is polynomial in the security parameter.

In recent work of Peihan Miao et al [67], the authors proves that if the `-DDHI assump-

tion holds, then Fk(x) = 1
k+x · G is a secure selective PRF (the PRF is secure as long as

the adversary is allowed to query up to ` PRF).

According to Dodis and Yampolskiy’s Corollary 1 [22], in the generic group model, any

adversary with advantage 1/2 + ε in distinguishing 1/x · G from a random group element
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(when given {(xi,Fk(xi)) | i ∈ {1, ..., l}}) must perform at least Ω(
√
εq/l) group operations

if l = o( 3
√
q). For the asymmetric PSI setting, 220 is a generous bound for `, so a group of

order q ≈ 2256 would suffice. For example, when ε = 2−40, q ≈ 2256, ` = 216, the adversary

has to perform Ω(2100) group operations to have a 2−40 advantage in distinguishing some

Fk(y) from a random group element.
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Chapter 3: Fully Secure PSI via MPC-in-the-head

In this chapter, we present several new protocols for private set intersection (PSI), one for

two-party setting, and another for multi-party setting. In recent years, the state-of-the-art

protocols for PSI have all been built from OT-extension. We take a new twist on an older

approach, using the MPC-in-the-head paradigm of Ishai et al. [51] to construct a polynomial

with roots that encode the intersection, without revealing the inputs. Our reliance on the

paradigm of Ishai et al. allows us to base our protocol on semi-honest secure Oblivious

Linear Evaluation (OLE), which is very efficient. Our construction is competitive with the

state-of-the-art, and provides several important benefits. Unlike the best concretely efficient

PSI protocols, our protocol guarantees correctness of the output to all parties. It can be

split into an offline and online phase, with extremely little communication during the online

portion. It allows the adversary far less room for adding extra input values than does prior

state-of-the-art. It provides a practical alternative to existing solutions today, and, because

of its reliance on black box primitives, it might see further improvements in the future. The

work presented in this chapter is under submission.

3.1 An overview of our PSI constructions.

Applying MPC-in-the-head to PSI. We depart from the successful line of work building

PSI from OT extension, and return instead to methods based on oblivious polynomial

evaluation. In a very broad sense, our approach is similar to the old result by Kissner and

Song [59], in that we arrive at the output by computing a polynomial T (x) = Q(x) ·R(x) +

P (x)·S(x), where the roots of Q(x) encode the inputs of one party, the roots of P (x) encode

the inputs of the other, and the polynomials S(x) and R(x), which are not known to either

party, serve to hide the elements that are not in the intersection.
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However, while Kissner and Song homomorphically encrypt the coefficients of these

polynomials, our approach is much more similar to the recent result by Ghosh and Nilges

[36]. Like them, we reduce the problem of computing this polynomial T to the problem of

oblivious linear evaluation (OLE). What sets our approach apart from theirs is that we rely

only on semi-honest OLE, which makes our solution much more efficient in concrete terms,

and competitive with the state-of-the-art. To do that, we rely on the MPC-in-the-head

paradigm of Ishai et al. (IPS) [51].

Ishai et al. presented a general compiler for constructing maliciously secure protocols,

in a black box way, out of semi-honest secure primitives. At a high level, this is done

by constructing two protocols: an “outer protocol” for computing the desired function –

in our case, the polynomial T , and an “inner protocol” for securely simulating the roles

of the participants in the outer protocol. The outer protocol is unconditionally secure

against an adversary corrupting a minority of parties, while the inner protocol relies on some

cryptographic primitive, and must be secure against a semi-honest adversary corrupting n−1

parties. The parties in the inner protocol secret share among themselves the state of the

parties in the outer protocol, and securely simulate each of their executions. Using oblivious

transfer, the members of the inner protocol obliviously establish “watch channels” through

which they can monitor the behavior of a minority of simulated parties. This allows them

to catch any cheating with very high probability, without violating privacy.

We describe how our protocol is derived from the IPS paradigm. For simplicity, we

stick to the two party setting, and ignore the modification that allows us to move the OLE

execution into an offline phase. As in IPS, we view the outer protocol as involving multiple

servers, and two clients: the two parties with input play the role of the clients, and begin

by secret sharing their inputs with the servers, using a packed secret sharing scheme (see

Section 2.2.2). We denote the polynomials encoding the input sets as P and Q. The two

clients then separately sample random polynomials to serve as additive shares of the masking

polynomials: R̂(·) = R̂1(·) + R̂2(·), and Ŝ(·) = Ŝ1(·) + Ŝ2(·).1 These polynomials are secret

1We use thatˆsymbol to denote that these variables are from the offline. Even though we collapse the
two faces in the introduction, we maintain that notation so it can be mapped to our protocol description.
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shared with the servers as well. Having the clients sample these values, rather than the

servers, saves a lot of complexity. The servers add the shares of R̂ and Ŝ, and perform two

polynomial multiplications by locally multiplying their threshold shares, doubling the degree

of the polynomial. They add the results, each arriving at a secret share of: T = Q ·R+P ·S.

In the IPS compiler, the state of each server is additively secret shared by the clients,

and the outer protocol is emulated on these additive shares. At the input layer, when the

clients provide the servers with polynomials P andQ, R̂1(·), R̂2(·), Ŝ1(·) and Ŝ2(·), the clients

secret share the state of the server without communicating: implicitly, we can view this as a

deterministic sharing procedure where one share is set to 0. When performing addition on

the shares, each of the clients has one 0 share, and therefore does not need to perform any

computation either. At this point, server j’s state contains
(
P (j), Q(j), R̂(j), Ŝ(j)

)
. The

clients hold additive shares
(
P (j), 0, R̂1(j), Ŝ1(j)

)
and

(
0, Q(j), R̂2(j), Ŝ2(j)

)
. To emulate

the product of the shares, the clients use the GMW protocol in the OLE hybrid model.

That is, P1 and P2 make two calls to FOLE and they take turn to be the receiver. P1 and

P2 sample random values, Û1(j) and Û2(j) respecitively. In the first instance, P1 plays the

receiver and uses input R̂1(j), and P2 uses input (Q(j), Û2(j)). In the second instance, P1

uses input (P (j), U1(j)), and P2 uses input Ŝ2(j) and plays the receiver. The result is an

additive secret sharing of T (j) = Q(j)·R(j)+P (j)·S(j), where P1 holds share Q(j)·R̂1(j)+

P (j) · Ŝ1(j)− Û1(j) + Û2(j), while P2 holds share Q(j) · R̂2(j) +P (j) · Ŝ2(j) + Û1(j)− Û2(j).

This captures the high level idea of our construction, but omits several important details.

As already mentioned, we provide random inputs in the offline phase, and later correct them

in the online phase. Additionally, the two clients perform a degree check of all polynomials

(simultaneously) in order to defend against any cheating in the server emulation. And,

of course, we have neglected to discuss the use of the watch channels, which is a crucial

component of the IPS paradigm, and allows us to benefit from the efficiency of semi-honest

OLE constructions. All of these details can be found in the formal protocol description.

Although our protocol relies heavily on the ideas behind the IPS compiler, we do not
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in fact rely upon on their theorem, and instead provide a direct proof of security for our

protocol. The IPS protocol is highly general, while we are focusing on a very specific

problem. Once the general abstraction has been removed, the resulting PSI protocol is in

fact easier to understand without the added complexity of separating an outer and inner

protocol. We presented the IPS framework in this introduction only to explain how we

arrived at our result, and to provide intuition for why our use of semi-honest secure OLE

suffices for our claim of malicious secure PSI.

Two-sided output. In the semi-honest setting, when one party receives the intersection,

they can simply send the output to the other party, and, by assumption, they will do

so correctly. However, in the malicious setting, this is much more challenging to handle

without heavy cryptographic tools. Constructions from OT extension provide a list of

random encodings to one party, who then computes the intersection on these encodings,

locally. here is no simple way to certify this list, so it is trivial for the adversary to present

any subset of the true output as correct. For this reason, the most efficient constructions in

the literature only provide output to one party, or they weaken the functionality, allowing

the adversary to specify a subset of the output for the honest party. In both our two-party

multi-party protocols, we ensure correct output to all parties.2 Our protocol is the most

efficient one to date with this security property. PSI protocols are so efficient today that

considerations such as this one are likely to weigh heavily in the protocol choice for a given

application: runtime is no longer the only important feature.

Performance. Our protocol only requires 4 passively-secure OLE instances for each el-

ement in the set (amortized). When compared to Ghosh and Nilges [36], which is the

protocol most similar to our own, we require 4X less communication and computation in

the evaluation of the OLE. That said, the bottleneck in our protocol, as in theirs, is in the

evaluation of the polynomial T on the input set when recovering the intersecting values. To

test the performance of our protocol, we implemented a prototype that performs end-to-end

PSI functionality. When compared to the current state-of-the-art, we fall slightly short of

2Of course, we cannot ensure fairness, in the two-party setting, as this is impossible. But when both
parties receive output, they can verify its correctness.
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PaXos in both communication and computation [72]: on 1 million inputs of length with the

same experimental parameters (single thread run and no parallelization), on 64-bit input

items, our total communication cost is around 3-4X more than that of PaXos (672 MBytes

vs 170-202 MBytes), while in terms of runtime, our online phase takes 36s on LAN and 49s

on WAN and the total runtime of PaXos is 5.6-18 seconds in LAN, 32-41 seconds in WAN.

However, our protocol provides the following important advantages.

Working in an offline/online paradigm. We design our protocol such that the OLE

operations and the watchlists establishment are both pushed to an offline phase. The

OLE is performed on random values, and in our online phase, a few simple additions and

subtractions of polynomial shares (with a verification of correctness through the watchlist

channels) allows us to “correct” to the proper input values with very little cost. Concretely,

on input sets of size 1 million and input items of an arbitrary bitlength, our online phase

requires 640 bits per item while PaXos needs 1600 bits per item. Our computation time for

the online phase, when using a single thread, is still not as efficient as PaXos, due to the

fact that the parties need to perform polynomial evaluation over their input set. The time

complexity for this step is O(w log2w) for set of size w.

Parallelization. While our solution is computationally expensive, it benefits greatly from

binning of the inputs, where the users run multiple executions of our protocol on subsets

of the input, after mapping the input sets into bins. The benefits of doing this are not

unique to our construction; parallelizing in this manner is generically helpful. However,

because it helps reduce the degree of our polynomials, which causes the main bottleneck in

our construction, we benefit from binning more than other protocols do. After parallelizing,

our online time for the same settings is reduced to 1.1s in LAN (32X faster than without

binning) and 7.1s on WAN (7X faster). Although we have not implemented binning for

PaXos, considering the discussion above, and comparing to their run-time in a WAN, we

can safely say our online phase will outperform theirs after binning. With binning, the

dominant cost of our online phase is the communication cost. Our online communication is

76 MBytes while it is 170-202 MBytes for PaXos.
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Reduced input slackness. Another problem that arises in OT-based solutions is that

they open an opportunity for the adversary to include more inputs than have been agreed

upon. This problem arises in multiple results, including our own, but is especially bad in

those that use cuckoo hashing, such as Paxos. The cuckoo hash data structure intentionally

leaves about half of the allocated data arrays empty, so as to avoid having too many collisions

during insertion. Those empty spaces can be filled by the adversary with inputs, in order to

learn more about the honest party’s input set. Our protocol faces a similar problem, due to

our use of watchlists: the degree of our encoding polynomial has to be larger than the input

size, in order to afford privacy after revealing a sufficient number of shares. The increased

degree provides a place for the adversary to include extra input values. However, while

PaXos allows the adversary to double their input size, from w to 2(1+ε)w (typically ε = 0.4),

we only allow O(
√
λ · w) additional inputs, where λ is a statistical security parameter.

Extension to the multi-party setting. We extend our result to the multiparty setting,

which is not generally feasible for constructions based on OT extension. We describe two

protocol variants in this setting. The main protocol that we present in detail ensures that

all parties receive correct output. As was the case in the two party setting, protocols

emphasizing concrete performance typically do not offer full security; instead they either

provide output to a single party, or they allow that single party to provide a subset of

the output to the other participants. Our construction requires O(m3 + m2nκ) bits of

communication for setting up watchlist channels, and then only O(nmκ) bits to compute

the polynomial encoding the intersection. Because the O(m2n) is undesirable, we also

present a variant that allows a malicious party to remove some of the intersection. In this

construction we require O((m2 + nm)κ). This matches the complexity and the security

definition of Ghosh and Nilges, but our concrete costs are considerably lower, just as in the

two party setting.

Black box use of OLE. Because our reliance on OLE is black-box, we can instantiate

this functionality with any OLE construction, and could benefit from future improvements

such as new developments in OLE extension, paralleling what has been done with OT. In
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our own implementation, we instantiate OLE using the packed, additively homomorphic

encryption scheme of Fan and Vercauteren [27], based on Ring LWE. This allows us to pack

212 values into a single instance, which greatly contributes to efficiency.

3.2 Actively Secure Two-Sided PSI

Functionality FPSI

Setup. Let t, e, w, n be positive integers where w is the parties’ input size.

Functionality. FPSI communicates with parties P1 and P2 and adversary A.

• Wait for the input X = (x1, ..., xw) and Y = (y1, ..., yw) from P1 and P2

respectively.

• Wait for the adversary A to add up to (t + e) more items to the input set of

the corrupted party. Let X̃ and Ỹ be the modified input sets.

• Send the output X̃ ∩ Ỹ to P2.

• Wait for abort/continue from P2. Upon receiving abort from P2, the function-

ality sends ⊥ to P1. Else, the functionality sends X̃ ∩ Ỹ to P1.

Figure 3.1: Two-Party PSI Ideal Functionality (Both Parties Receive Output)

In this section we present our two-party actively secure protocol for computing the PSI

functionality (cf. Figure 3.1) in the presence of two parties P1 and P2, where both parties

learn the output. One of the advantages of our protocol is the ability to push most of the

computation to an offline phase (Figure 3.2), that is followed by a lightweight online phase

(Figure 3.3).

We note that our approach implies a slackness in terms of the input size. Namely, since

the protocol reveals t shares of the input codeword to the adversary, and the adversary may

manipulate e more shares, the parties must mask their input polynomials with a random

polynomial of degree t+ e. A malicious adversary, however, can choose this polynomial at
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ΠPSI MPC-in-the-Head based PSI (Offline Phase)

Setup: P1 and P2 agree on a common finite field Fq and ω is an nth root of unity of

the field (namely, n|(q − 1)). Let η = {1, ω, ..., ωn−1}, w be the input size and t, e, n

be positive integers where 2k < n, k = (w + t+ e) and (1− e/n)t ≤ 2−λ.
The Protocol:
– Offline Phase:

1. Random polynomials sampling:

• P1 samples random polynomials Ẑ1(·), R̂1(·), Ŝ1(·), and P̂ (·). P2 samples

Ẑ2(·), R̂2(·), Ŝ2(·), and Q̂(·). All polynomials have degree at most (w +
t+ e) and are chosen over the finite field Fq.

• P1 computes RSFq,n,k,η encodings: ẑ1 = Ẑ1(η), r̂1 = R̂1(η), ŝ1 = Ŝ1(η),

p̂ = P̂ (η). P2 computes ẑ2 = Ẑ2(η), r̂2 = R̂2(η), ŝ2 = Ŝ2(η), q̂ = Q̂(η).

• Pi samples a random polynomial Ûi(·) of degree 2k, computes ûi = Ûi(η).
2. Coin tossing. The parties run a coin tossing protocol to sample randomness

R1 and R2 used for the OLE invocations. This protocol is carried out using the
standard commit-and-reveal paradigm, such that string Ri is only revealed to
party Pi. We do not invoke the coin tossing oracle due to the following reasons.
First, only one party learns the outcome and second, we require the parties to
verify the OLE randomness against the reveal step of these commitments.

3. Watchlist channels setup via t-out-of-n OT. The parties call F t:nOT . P1

receives t tuples (q̂j , û2,j , r̂2,j , ŝ2,j , ẑ2,j) from P2. They repeat the process with

reversed roles, where P2 receives t tuples (p̂j , û1,j , r̂1,j , ŝ1,j , ẑ1,j) from P1. We
further ask the parties to forward through these channels the randomness used
in the corresponding OLE invocations.Let I1 and I2 be the sets of indices chosen
by P1 and P2 respectively.

4. Degree Test. The parties perform degree test on Ẑ1, Ẑ2, R̂1, R̂2, Ŝ1, Ŝ2, P̂ , Q̂
to verify that they have a degree of at most w + t+ e.

• The parties call FCOIN to sample random public values {α1, ..., α8}.
• P1 sends a where aj ← α1 · ẑ1,j+α2 · r̂1,j+α3 · ŝ1,j+α4 · p̂j to P2, j ∈ [1, n].

• P2 sends b where bj ← α5 · ẑ2,j+α6 · r̂2,j+α7 · ŝ2,j+α8 · q̂j to P1, j ∈ [1, n].
• The parties verify that a and b are valid RSFq,n,k,η codewords and:

– P1: ∀j ∈ I1 : bj = α5 · ẑ2,j + α6 · r̂2,j + α7 · ŝ2,j + α8 · q̂j .
– P2: ∀j ∈ I2 : aj = α1 · ẑ1,j + α2 · r̂1,j + α3 · ŝ1,j + α4 · p̂j

5. Random OLE. The parties make a sequence of calls to FOLE on random
inputs:

• P1 provides r̂1 whereas P2 provides (q̂, û2) to FOLE. P1 obtains ĉ1 =
(ĉ1,1, · · · , ĉ1,n) where ĉ1,j = q̂j · r̂1,j + û2,j .

• P1 provides (p̂, û1) whereas P2 provides ŝ2 to FOLE. P2 obtains ĉ2 =
(ĉ2,1, · · · , ĉ2,n) where ĉ2,j = p̂j · ŝ2,j + û1,j .

• Pi verifies that ci is a valid RSFq,n,2k,η codeword.

• P1 verifies against the watchlist: for j ∈ I1 : ĉ1,j = p̂j · ŝ2,j + û2,j .
• P2 verifies against the watchlist: for j ∈ I2 : ĉ2,j = q̂j · r̂1,j + û1,j .

Figure 3.2: PSI Protocol: The Offline Phase
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ΠPSI MPC-in-the-Head based PSI (Online Phase)

Inputs: P1 and P2 have inputs X = {x1, ..., xw} and Y = {y1, ..., yw} respectively.
(Assume that η ∩X = ∅ and η ∩ Y = ∅.)
The Protocol:

2. Input Sharing Phase. P1 samples T1(·) and P2 samples T2(·), each a random
polynomial of degree t + e. P1 computes P (·) = [Πw

j=1(X − xj)] · T1(·). P2

computes Q(·) = [Πw
j=1(X−yj)] ·T2(·). P1 computes pj = P (ωj), P2 computes

qj = Q(ωj) for all j ∈ [1, n].

3. Convert Random OLE to OLE.

(a) P2 sends δj = qj − q̂j to P1.

P1 verifies that δ = (δ1, · · · , δn) is a valid RSFq,n,k,η codeword and ∃j ∈
I1, qj 6= 0.

(b) P1 sends

γj = pj − p̂j and dj = ĉ1,j + pj · ŝ1,j + δj · r̂1,j − û1,j

to P2 where ĉ1,j = p̂j · ŝ2,j + û2,j is computed in the offline phase.

P2 verifies that

• γ = (γ1, · · · , γn) is a valid RSFq,n,k,η codeword.

• d is a valid RSFq,n,2k,η codeword.

• ∃j ∈ I2, pj 6= 0.

• ∀j ∈ I2, dj = ĉ1,j + pj · ŝ1,j + δj · r̂1,j − û1,j
(c) P2 computes

tj = dj + γj · ŝ2,j + qj · r̂2,j − û2,j + c2,j = pj(ŝ1,j + ŝ2,j) + qj(r̂1,j + r̂2,j)

and sends t to P1.

(d) P1 verifies that t is a valid RSFq,n,2k,η codeword and verifies against the

watchlist that ∀j ∈ I1, tj = pj(ŝ1,j + ŝ2,j) + qj(r̂1,j + r̂2,j).

4. Output Reconstruction.

(a) P1 and P2 obtain T (·) = P (·)S(·) +Q(·)R(·) by interpolating the points

(ωj , tj) and evaluate T (·) on their input.

(b) P1 outputs X ∩ Y = {xj | T (xj) = 0}.
(c) P2 outputs X ∩ Y = {yj | T (yj) = 0}.

Output: P1 and P2 output the recorded set X ∩ Y .

Figure 3.3: PSI Protocol: The Online Phase
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its will and can inject t+ e additional items into its input set. Concretely, for an input size

224, our slackness is 24% of the input size (See Section 3.4.1). We stress that slackness in

terms of an input size exists in many efficient PSI constructions. The fastest semi-honest

[60] and the fastest malicious secure PSI protocols [72] are based on cuckoo hashing, where

the slackness of this method is at least 100%.

Our protocol follows the blueprint of the two-party protocol designed by Hazay et al. [42]

that is based on the IPS compiler [51] which achieves malicious security using the “MPC-in-

the-head” paradigm. This powerful paradigm securely realizes an arbitrary functionality F

with active security, and while making black-box use of the following two ingredients: (1) an

active MPC protocol which realizes F in the honest majority setting, and (2) a passive MPC

protocol in the dishonest majority setting that realizes the next-message function defined

with respect to the players that participate in (1). To enforce correct behaviour, Ishai et

al. introduced a novel concept called watchlists where each party gets to check the other

party’s behavior through OT channels. Hazay et al. gave a concrete instantiation of the

honest majority building block of IPS and a concrete analysis of the watchlist mechanism.

In this work, we adopt this approach for the concrete PSI functionality.

In more details, our paradigm follows the protocol by Kissner and Song [59] where the

parties generate two polynomials P (·) and Q(·) that correspond to their inputs (namely,

the roots of these polynomials are the input sets). Next, the parties jointly compute

T (·) = P (·)S(·) +Q(·)R(·) from which they can extract the intersection (where all polyno-

mials are of the same degree). Specifically, Kissner and Song proved that if S(·) and R(·) are

chosen uniformly at random, and privately, then T (·) can be represented as T (·) = I(·)W (·)

where I(·) is the polynomial with the roots be the intersection items and W (·) is a ran-

dom polynomial. Moreover, if P (·) 6= 0 and Q(·) 6= 0, revealing T (·) to Pi does not leak

any information about the other party’s input other than the intersection. In order to

guarantee that R(·) and S(·) are sampled uniformly at random, each party Pi indepen-

dently samples Ri(·) and Si(·) uniformly at random. Following that, the parties compute

T (·) = P (·)(S1(·)+S2(·))+Q(·)(R1(·)+R2(·)). Then as long as one party honestly samples
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its polynomials shares, R(·) and S(·) will be uniformly random polynomials.

In a different work [36], the authors proposed a new protocol that securely computes

the polynomial T (·) via black box access to active secure OLE. Let w be the input size,

the parties pick a field Fp with nth root of unity, ω where n = (2w + 1), and evaluate

P (·), Q(·), Ri(·), Si(·) over the points η = {1, ω, · · · , ωn−1}. The active OLEs are used to

compute T (ηj)← P (ηj)S(ηj)+Q(ηj)R(ηj) where the evaluation of each point T (ηj) requires

4 active OLEs calls. To ensure that an adversary does not cheat by providing P (ηj) = 0 or

Q(ηj) = 0 as its input to the OLE protocol, the authors used a variant of OLE denoted by

”enhanced OLE” which requires 2 active OLEs. Therefore, their amortized cost is 8 active

OLEs per item.

Our work is similar in spirit to [36], however, we propose a alternative way to evaluate

T (ηj) based on Leviosa [42]. In our protocol, the parties also perform these computations

over polynomial evaluation domain. That is, each polynomial is represented by a set of

evaluations on a public set (defined by roots of unity), where polynomials multiplication is

performed pointwise in parallel, by exploiting the packing feature of the underlying Shamir

secret sharing. The only cryptographic mechanism we use in our protocol is captured by

the OT functionality that is used for realizing the watchlists channels. Furthermore, the

pointwise multiplications are computed via oblivious linear evaluations (OLE); see Figure

2.3. Our protocol is black-box in the implementation details of the underlying OLE and

can be instantiated with any OLE protocol. Our approach enables to significantly reduce

the communication cost of our protocol compared to [36] from 8 active OLEs per item to

about 4 passive OLEs per item (when input size is large).

Overall, it costs only two passive OLEs to compute each T (ηj). Based on the analysis

from Leviosa, the amortized number of passive OLEs needed for each item is 2n/w =

2(2(w+ t+e)+1)/w = 4+(4t+4e+1)/w where w is the input size and t, e are parameters

associated with w such that (1− e/n)t < 2−40. The larger w is, (4t+ 4e+ 1)/w → 0.

Leviosa also allows us to prevent the adversary from setting P (·) or Q(·) to 0 for free. In
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particular, via the use of a watchlist, each party can verify the computation of t evaluations

T (ηj). Therefor, if the adversary deliberately sets P (·) or Q(·) to 0, this will be caught

immediately by the honest party. If these polynomials are not zero, the chance that all the

shares pj or qj in the watchlists are zero is negligible. See Figures 3.2-3.3 for our two-party

PSI protocol.

Another advantage of our protocol is that it can be split into an expensive offline phase

and a light online phase. We observe that it is not necessarily for the parties to commit

their input during the watchlist channel setup step. Instead, they can commit to a random

input, say r, and then send the difference (x− r) when they need to. Sending r through

the watchlist channel, together with (x− r) is the same as sending x throught the watchlist

channel. This observation further optimizes the performance of our protocol.

We will now prove the security of our protocol.

Theorem 2. Let k, t, e, w, n be positive integers such that k ≥ t + e + w, e < d/3, and

2k < n, then protocol ΠPSI (cf. Figures 3.2-3.3) securely computes functionality FPSI (cf.

Figure 3.1) with two parties in the {F t:nOT ,FCOIN,FOLE}-hybrid, tolerating static adversaries

with a statistical error of d/|F|σ + (1 − e/n)t + 2(w + t + e)/|F| where σ is a soundness

amplification parameter and d = n− k + 1 is the distance of the underlying code.

Proof. We will consider each corruption case separately. In our simulations, m̃ is a message

generated by the simulator to simulate the message m in the hybrid protocol.

Simulation for a corrupted P1.

1. Coin-tossing

The simulator plays honestly this phase, generating random coins for the trusted party

and obtaining the commitment for the coins of the adversary. The simulator extracts

these coins via the watchlists channels.

2. Watchlists
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q̃I , ũ2,I , z̃2,I , r̃2,I , s̃2,I : The simulator samples random polynomials Q̃(·), Z̃2(·), R̃2(·),

S̃2(·) of degree w+ t+e, and Û2(·) of degree 2(w+ t+e). It evaluates the polynomials

on the roots of unity η = (1, ω, · · · , ωn−1) and obtains RSFq ,n,k,η encodings q̃, r̃2, s̃2,

z̃2, and RSFq ,n,2k,η encoding û2. The simulator sees P1’s choice bits when it submits

them to the ideal functionality F t:nOT in Step 3. If more than t bits are set to 1, the

simulator aborts and outputs whatever P1 outputs. Else, the simulator obtains the

indices I = {i1, ..., it} where the choice bits are 1. It hands P1 the values q̃I , ũ2,I ,

z̃2,I , r̃2,I , s̃2,I to simulate the messages P1 receives. (Note that the simulation follows

similarly also in the case where P1 set fewer than t selection bits.)

The simulator extracts {p̂j , û1,j , r̂1,j , ŝ1,j , ẑ1,j}j when P1 sends its input to F t:nOT in

Step 3. The simulator reconstructs the polynomials P̂ (·), R̂1(·), Ŝ1(·), Ẑ1(·) from these

values. If any of the polynomials has a degree greater than w + t + e, the simulator

sets abort0 = 1. Otherwise, abort0 = 0.

3. Degree Test

α̃1, α̃2, α̃3, α̃4, α̃5, α̃6, α̃7, α̃8, b̃j : The simulator samples α̃1, · · · , α̃8 uniformly at ran-

dom and hands them to P1 to simulate the output of FCOIN. It computes b =

(b1, · · · , cn) where b̃j = α5 · z̃2,j + α6 · r̃2j + α7 · s̃2j + α8 · q̃j and hands b to P1

to simulate the messages P1 receives in Step 4.

The simulator sees the messages a = (a1, · · · , an) that P1 sends to P2. If abort0 == 1,

or if aj 6= α1 · ẑ1,j + α2 · r̂1,j + α3 · ŝ1,j + α4 · p̂j for any j ∈ [1, n], the simulator aborts

and outputs whatever P1 outputs.

4. Random OLE c̃1 = (c̃1,1, · · · , c̃1,n): The simulator monitors the randomness used

in all n executions of the passive OLE in Step 5, verifying correctness. (See the

second footnote in the offline phase.) If any execution is incorrect, the simulator sets

abort1 = 1. The simulator extracts r̂1,j when P1 sends its input to the first FOLE in

Step 5. The simulator hands c̃1 where c̃1j = q̂j · r̂1,j + û2,j to P1 to simulate this step.
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û′j are sampled uniformly at random by the simulator.

The simulator extracts (p̂j , û1,j) when P1 sends its input to the second FOLE in Step 5.

If P1 uses encodings that are not consistent with the watchlist, the simulator aborts.

The simulator uses the extracted input to the FOLE to compute c2 itself and stores it.

5. Random OLE to OLE

• δ̃ = (δ̃1, · · · , δ̃n): the simulator samples a random polynomial Dq(·) of degree

w + t + e. It computes the encoding δ̃ = Dq(η) and sends δ̃ to P1 to simulate

Step 3 of Figure 3.3.

• The simulator receives γ = (γ1, · · · , γn), where γj = pj − p̂j , when P1 sends

them to P2. It verifies that γ is a valid RSFq ,n,k,η codeword. If the check fails,

the simulator aborts. Else, the simulator computes pj = γj + p̂j and interpolate

the polynomial P̃ (·) from the points (ωj , pj). If P̃ (·) ≡ 0, the simulator aborts

and outputs whatever P2 outputs. Else, the simulator extracts P1’s input X̃

defined by X̃ = {x | P̃ (x) = 0}. The extracted input must be embedded with

the following slackness: X̃ = X ∪X ′ where X ′ are the roots of T1(·) chosen by

P1 in Step 2.

• The simulator then receives d = (d1, · · · , dn) from P1. It verifies that dj =

ĉ1,j + pj · ŝ1,j + δj · r̂1,j − û1,j for all j ∈ [1, n]. If abort1 = 1 or if the check

fails, the simulator aborts and outputs whatever P1 outputs. Else, the simulator

submits the extracted input X̃ to the ideal functionality and receives the output

X̃ ∩ Y .

• t̃ = (t̃1, · · · , t̃n) : The simulator computes T (X) = W (X) · Π
zi∈X̃∩Y (X − zi),

where W (X) is a random polynomial of degree 2(w+ t+ e)− |X̃ ∩ Y | such that

the following condition is met: for all j ∈ I1, T (ωj) = tj and W (·) does not

contain any roots of P̃ (·). The simulator then sends t̃ = (t̃1, · · · , t̃n) to P1.
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6. Output Reconstruction

The simulator completes the simulation and outputs whatever P1 outputs.

We define the event where a malicious P1 deviates from the protocol.

1. E1: In Step 1 P1 sends at least one invalid RSFq ,n,k,η codeword to F t:nOT .

2. E2: P1 behaves dishonestly in any of the OLE instances in Step 5. Or, P1 submits

r̂1, û1, or p̂ to functionality FOLE in Step 5, or uses ŝ1 in the computation of dj in

Step 3c, that are not consistent with the watchlists.

We prove that the joint distributions in the hybrid and ideal worlds are computationally

indistinguishable by a sequence of hybrid games.

{
hybrid

Ft:nOT,FCOIN,FOLE

ΠPSI,A(z),P1
(X,Y, κ, s))

}
κ∈N,s∈N,X,Y,z∈{0,1}∗

c≡
{
idealFPSI,S(z),P1

(X,Y, κ, s))
}
κ∈N,s∈N,X,Y,z∈{0,1}∗

• H0 : This game is a hybrid execution of the protocol.

• H1 : Similar to H0, except that when E1 happens, the simulator aborts.

• H2 : Similar to H1, except that when E2 happens, the simulator aborts.

• H3 : Ideal execution of the protocol. The simulator extracts P1’s input and obtains

the output.

H0 and H1: We prove that H0 and H1 are statistically close. Note that H0 and H1 can

be distinguished if and only if one of the random polynomials sampled in Step 1 in H0 has

a degree greater than w + t + e, yet the degree test passes. Whereas in H1, the simulator

always knows if the adversary cheats and aborts when the degree test is executed, even if

it passes.
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Recall first that a random polynomial p that is sampled honestly in Step 1, p(η) ≡

(p(1), ..., (ωn−1)) is a [n, k, n − k + 1] Reed-Solomon codeword. Moreover, the degree test

checks whether a random linear combination of the codewords generated from those random

polynomials belongs to RSFq ,n,k,η. When one of these random polynomials has a degree

higher than (w + t + e), in order to pass the degree test, P1 must come up with a tuple

(a1, ..., an) that is a valid RSFq ,n,k,η codeword.

To bound this error, we rely the following Lemma from [3] to bound the error probability

that the degree test passes by d/F. We denote by the matrix Ui the list of codewords to be

proven by party Pi.

Lemma 3. [3] Let L = RSFq ,n,k,η and e a positive integer such that e < d/3, where d is

the minimum distance of L. Suppose d(Ui, L
m) > e where Ui is as defined as above. Then,

for a random l∗ in the row-span of Ui, it holds that

Pr[d(l∗, L) ≤ e] ≤ d/|F|.

H1 and H2: We prove that H1 and H2 are statistically close. Note that H1 and H2 can

be distinguished if and only if in H1 the event E2 happens but it is not caught by the

watchlists. This error probability is bounded by (1 − e/n)t. Meaning, if the adversary is

deviating in at least e positions overall, it will be caught except with this probability.

H2 and H3: Recall that in H3, instead of using the actual P2’s input to simulate the

protocol, the simulator samples a set Ỹ uniformly at random. Moreover, the output is

determined based on the extracted input of the adversary. We prove that the views in H2

and H3 are identical to each other.

Recall that the adversary’s view in H2 includes Dq(·) = Q(·)− Q̂(·) whereas and in H3,

its view includes D̃q(·) = Q̃(·)− Q̂(·) where both are random polynomials of degree at most

w+ t+ e. (Note that Q̂(·) is sampled uniformly at random). Furthermore, the polynomials

Q(·) and Q̃(·) are respectively defined by Πw
i=1(X − yi) · T2(·) and Πw

i=1(X − ỹi) · T̃2(·), in
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which T2(·) and T̃2(·) are random polynomials of degree (t+e), and yi and ỹi are the inputs,

respectively used by P2 and the simulator.

Due to the watchlist mechanism, the adversary sees t evaluations of Q(·) and Q̃(·).

However, as Πw
i=1(X − yi) and Πw

i=1(X − ỹi) are both masked with random polynomials of

degree t + e, nothing is leaked about yi or ỹi from observing t evaluations. Therefore, the

distributions of δj and δ̃j are uniformly random and independent from the remaining of the

view.

Upon extracting P1’s input X̃, the simulator submits X̃ to the ideal functionality and

obtains the output X̃ ∩ Y . In H2, P1 receives the RSFq ,n,k,η encoding (t1, · · · , tn) of a

polynomial T (·) = P (·)[S1(·)+S2(·)]+Q(·)[R1(·)+R2(·)] while in H3, P1 receives (t̃1, · · · , t̃n)

of T̃ (·) = W̃ (·)Π
zi∈X̃∩Y (X−zi) where W̃ (·) is a random polynomial of degree 2(w+ t+e)−

|X̃ ∩ Y | that does not contain any roots of P1. According to Kissner and Song [59](Lemma

2), whenever R(·) = R1(·)+R2(·) and S(·) = S1(·)+S2(·) are random polynomials, then the

polynomial T (·) = W (·)Πzi∈X∩Y (X−zi) where W (·) is distributed as a random polynomial

of degree 2(w+ t+ e)− |X ∩Y |. In H3, the simulator obtains the exact X̃ ∩Y , however, in

H2, W (·) may contain extra roots that are in X̃\(X̃ ∩Y ) or Y \(X̃ ∩Y ). H2 and H3 will be

indistinguishable if W (·) does not have common roots with the input polynomials of both

parties. We claim that the probability that this happens is bounded by 2(w + t+ e)/|F|.

Lemma 4. The probability that at least one of the values {x1, · · · , xt} is a root of a uni-

formly random polynomial P (X) = a0 + · · ·+ anX
n over the field F is bounded by t/|F|.

Proof. It is clear that for any value x and for any combinations of (a1, · · · , an), there is

only one value a0 that makes P (x) = 0. So, the probability that x is a root of the random

polynomial P (X) is exactly 1/|F|. Taking the union bound, the probability that at least

one value of the set {x1, · · · , xt} is the root of P (X) is bounded by t/|F|.

From Lemme 4, the probability that W (·) has a common root with P̃ (·) is bounded by
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(w + t + e)/|F|, and that W (·) has a common root with Πw
i=1(X − yi), where yi’s are P2’s

input, is bounded by w/|F|. In overall, the chance that H2 and H3 are different is bounded

by 2(w + t+ e)/|F|.

Furthermore, we claim that the adversary’s input is well defined. This is because the

simulator did not abort either in the degree test and either due to the watchlists checks.

This implies that the adversary followed the degree test correctly and provided polynomials

that are consistent with the values committed via the watchlists.

We conclude that H2 and H3 are statistically close with an error bounded by 2(w+ t+

e)/|F|. Note that H3 is identically distributed to the simulation.

This concludes the proof for the case P1 is corrupted.

Simulation for a corrupted P2.

1. Watchlists

p̃I , ũ1,I , z̃1,I , r̃1,I , s̃1,I : The simulator samples random polynomials P̃ (·), Z̃1(·), R̃1(·),

S̃1(·) of degree w + t + e. It computes the RSFq ,n,k,η encodings p̃, r̃1, s̃1, z̃1. The

simulator sees P2’s choice bits when it submits them to the ideal functionality F t:nOT in

Step 3. If more than t bits are set to 1, the simulator aborts and outputs whatever

P2 outputs. Else, the simulator obtains the indices I = {i1, ..., it} where the choice

bits are 1. It hands P2 the values p̃I , ũ1,I , z̃1,I , r̃1,I , s̃1,I to simulate the messages P2

receives.

The simulator extracts {q̂j , r̂2,j , ŝ2,j , ẑ2,j , û2,j}j when P2 sends its input to F t:nOT in

Step 3. The simulator reconstructs the polynomials Q̂(·), R̂2(·), Ŝ2(·), Ẑ2(·), Ûi(·)

from these values. If any of the polynomials Q̂(·), R̂2(·), Ŝ2(·), Ẑ2(·) has a degree

greater than w + t+ e, the simulator sets abort0 = 1, else, abort0 = 0. The simulator

reconstructs Û(·) from shares ûj and checks that Û(·) has degree of at most 2(w+t+e).

If the check fails, the simulator sets abort1 = 1, else, abort1 = 0.
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2. Degree test

α̃1, α̃2, α̃3, α̃4, α̃5, α̃6, α̃7, α̃8, ãj : The simulator samples α̃1, · · · , α̃8 uniformly at ran-

dom and hands them to P2 to simulate the output of FCOIN. It computes a =

(a1, · · · , an) where ãj = α1 · ẑ1,j + α2 · r̂1,j + α3 · ŝ1,j + α4 · p̂j and hands a to P2

to simulate the messages P2 receives in Step 4.

The simulator sees the messages b = (b1, · · · , bn) that P2 sends to P1. If abort0 == 1,

or if b̃j 6= α5 · z̃2,j + α6 · r̃2j + α7 · s̃2j + α8 · q̃j for any j ∈ [1, n], the simulator aborts

and outputs whatever P2 outputs.

3. Random OLE

The simulator extracts q̂j , û2,j when P2 sends its input to the first FOLE in Step 5.

If P2 sends the encodings that are not consistent with the watchlist, the simulator

aborts. Otherwise, simulator uses the extracted values to compute ĉ1,j , and stores

these values for the next step. The simulator extracts ŝ2,j when P2 submits its input

to the second FOLE. If this encoding is not consistent with the watchlist, the simulator

sets abort1 = 1. The simulator uses the extracted values to compute ĉ2,j , and stores

these values for the next step.

4. Random OLE to OLE

• The simulator receives δ = (δ1, · · · , δn), where δj = qj − q̂j , when P2 sends them

to P1. It verifies that δ is a valid RSFq ,n,k,η codeword. If the check fails, the

simulator aborts. Else, the simulator computes qj = δj + q̂j and interpolates the

polynomial Q̃(·) from the points (ωj , qj). The simulator verifies that Q̃(·) 6= 0. If

the check passes, the simulator extracts the roots of Q̃(·), denote Ỹ , as P2’s input.

The extracted input must be embedded with the following slackness: Ỹ = Y ∪Y ′

where Y ′ are the roots of T2(·) chosen by P2 in Step 2.
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• γ̃ = (γ̃1, · · · , γ̃n), d̃ = (d̃1, · · · , d̃n): the simulator submits Ỹ to the ideal func-

tionality and obtains the output X ∩ Ỹ . The simulator computes the RSFq ,n,k,η

encoding p̃ = (p1, · · · , pn) = P̃ (η) where P̃ = T1(·)W (·)Π
zi∈X∩Ỹ (X − zi). Here

T1(·) is a random polynomial of degree t+ e whereas W (·) = Π
w−|X∩Ỹ |
i=1 (X − x̃i),

where x̃i are chosen uniformly at random. The simulator sets γ̃ = p̃ − p̂. The

simulator then computes d̃ = (d̃1, · · · , d̃n) where dj = ĉ1,j+pj ·ŝ1,j+δj ·r̂1,j−û1,j ,

and sends γ̃, d̃ to P2.

• The simulator receives t = (t1, · · · , tn) from P2. If abort1 = 1 or if P2 modifies

any values tj before sending it to P1, the simulator aborts.

5. Output Reconstruction

The simulator completes the simulation and outputs whatever P2 outputs.

We define the event where a malicious P1 deviates from the protocol.

1. E1: In Step 1 P2 sends at least one invalid RSF,n,k,η codeword to F t:nOT .

2. E2: P2 submits codeword ŝ2, q̂, r̂2, or û2 that is not consistent with the watchlist to

FOLE functionality in Step 5 or in the online phase in Step 3.

We prove that the joint distributions in the hybrid and ideal worlds are computationally

indistinguishable by a sequence of hybrid games.

{
hybrid

Ft:nOT,FCOIN,FOLE

ΠPSI,A(z),P2
(X,Y, κ, s))

}
κ∈N,s∈N,X,Y,z∈{0,1}∗

c≡

{
idealFPSI,S(z),P2

(X,Y, κ, s))
}
κ∈N,s∈N,X,Y,z∈{0,1}∗

• H0 : This game is a hybrid execution of the protocol.

• H1 : Similar to H0, except that when E1 happens the simulator aborts, but the degree

test passes.
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• H2 : Similar to H1, except that when E2 happens, the simulator aborts.

• H3 : Ideal execution of the protocol. Similar to H2, except that the simulator replace

P (·) with a random polynomial P̃ (·) = Πw
i=1(X− x̃i) ·T1(·) of degree (w+ t+e), where

x̃i are sampled uniformly at random and T1(·) is a random polynomial of degree (t+e),

and use P̃ (·) to compute γ̃ and sends γ̃ to P2.

H0 and H1: The argument to prove that H0 and H1 are statistically close is exactly the

same for the case of P1.

H1 and H2: The argument to prove that H1 and H2 are statistically close is very similar

to the case of P1. The difference is that P1 and the simulator will catch P2 right away if P2

provides code words q̂, ŝ2, û2 that are inconsistent with the watchlist. Similar to the case

for P1, the difference between H1 and H2 is (1− e/n)t.

H2 and H3: The argument to prove that H2 and H3 are statistically close is exactly the

same for the case of P1. H2 and H3 are indistinguishable with an error of 2(w+ t+ e)/|F|.

Conclusion. The joint distributions in the hybrid and ideal worlds are statistically close.

3.3 Fully Secure PSI: The Multi-Party Extension

Another important advantage of our paradigm is that it is applicable for any number of

parties. This is in contrast to most prior two-party approaches that are not easily applicable

for more than two parties. At the heart of our protocol, is an extension of the protocol

shown in Section 3.2 where now the parties compute the polynomial T of the form T =

Q0

m−1∑
i=1

(Ri0 +Ri) +
m−1∑
i=1

Qi(S
i
0 + Si). Namely, all parties contribute their input polynomials

as well as the masking polynomials. Our two-party PSI functionality is adapted to the

multi-party setting in Figure 3.4, where we adapt the slackness parameter that grows with

the number of corrupted parties.
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Functionality FMPSI

Setup. Let t, e, w, n be positive integers where w is the parties’ input size.

Functionality. FMPSI communicates with parties P0, · · · , Pm−1 and adversary A.

• Wait for the input X(i) = (x
(i)
1 , ..., x

(i)
w ) from Pi. If P0 is one of the corrupted

parties, replace all other corrupted parties’ input with P0’s input.

• Wait for the adversary A to add up to ((m− 1)t+ e) more items to the input

set of the corrupted parties. Let X̃(i) be the modified input set of party Pi.

• Send output S ←
m−1⋂
i=0

X̃(i) to P0.

• If P0 is corrupted, wait for abort/continue from P0. Upon receiving abort, send
⊥ to all honest parties. Else, send S to all honest parties.

Figure 3.4: Multi-Party PSI Ideal Functionality (All Parties Receive Output)

Our protocol uses a hybrid approach between a fully connected network and a star

network. A fully connected network is needed to set up the watchlist channels among the

parties, then a star topology is used to compute a masked intersecting polynomial between

P0 and Pi. For each pair (P0, Pi), the central party P0 learns an RSFq ,n,2k,η encoding of the

polynomial Ti = Q0(Ri0 +Ri)+Qi(S
i
0 +Si)+Vi where Qi is the polynomial that encodes Pi’s

input, (Ri0, S
i
0) and (Ri, Si) are random polynomials sampled by P0 and Pi, respectively, and

Vi is the masked polynomial used to hide the intersection between P0 and Pi. Specifically,

the Vi’s are random polynomials that are sampled such that
m−1∑
i=1

Vi = 0, allowing P0 to add

all Ti together to compute the intersection.

After P0 obtains the RSFq ,n,2k,η encoding of the polynomial T =
m−1∑
i=1

Ti, it broadcasts

the encoding to all other parties who can verify it against their watchlists. As all parties

must commit their inputs during the watchlist channel setup steps, P0 cannot drop or add

anything to the intersection without being caught by the watchlist. Our watchlist channels

setup requires O(m3 + m2nκ) bits, while the pairwise computation step has the cost of
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O(nmκ) bits. In total, the communication cost of our protocol is O(m3 +m2nκ) bits. Our

protocol is presented in Figures 3.5-3.6.

We further note that we can achieve the relaxed notion of security as in [36] with

the same asymptotic communication complexity of O((m2 + nm)κ), after making a few

modifications. First, during the watchlist channels setup step, instead of requiring Pi 6= P0

to watch all other parties, Pi only needs to watch P0. As a result, the communication cost

of the watchlist channels setup is now O((m2 +nm)κ). The OLE evaluations remain exactly

the same. Finally, to make sure that P0 uses the same input in all the pairwise executions,

all parties sample a common random value x and broadcast Qi(x), Ri(x), Si(x), Ri0(x), Si0(x)

and verify that T (x) = Q0(x)
m−1∑
i=1

(Ri0(x) +Ri(x)) +
m−1∑
i=1

Qi(x)(Si0(x) + Si(x)). The overall

communication complexity of this modified protocol is O((m2 +nm)κ). Our relaxed multi-

party PSI has the amortized cost of 4m passive OLE per input item compared with 8m

active OLE required in [36].

Theorem 5. Let k, t, e, w, n be positive integers such that k ≥ (m−1)t+e+w, e < d/3, and

2k < n, then protocol ΠPSI (cf. Figures 3.5-3.6) securely computes functionality FMPSI (cf.

Figure 3.4) with m parties in the {F t:nmOT,FCOIN,FOLE}-hybrid, tolerating static adversaries

with a statistical error of d/|F|σ+(1−e/n)t+m(w+(m−1)t+e)/|F| where σ is a soundness

amplification parameter and d = n− k + 1 is the distance of the underlying code.

Proof Sketch. We now provide a proof sketch to argue for the security of our protocol.

The watchlist channels setup in Step 5 allows the simulator to extracts all corrupted parties’

inputs. The degree test (Step 6) verifies that all the polynomials Qi, Ri, Si, R
i
0, S

i
0 have a

valid degree. Similarly to the analysis done for the two-party PSI, if the adversary cheats

by sampling polynomials with a degree higher than k = (w + (m− 1)t + e), the difference

between the real and ideal executions is at most d/|F|σ. Next, the simulator extracts the

codewords that the adversary provides to FOLE in Step 7, and can abort if it detects any

malicious behavior. Finally, if P0 broadcasts the wrong codeword t in Step 7, this will
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ΠMPSI MPC-in-the-Head based MPSI

1. Setup.

(a) Parties P0, · · · , Pm−1 agree on a common finite field Fq and ω is an nth

root of unity of the field (namely, n|(q − 1)). Let η = {1, ω, ..., ωn−1}, w
the maximum input size and t, e, n be positive integers such that 2k < n,

k = (w + (m− 1)t+ e) and (1− e/n)t ≤ 2−λ.
(b) All parties Pi and Pj for 0 ≤ i < j ≤ (m − 1) sample a common seed

seedij uniformly at random and set Vij ← PRG(seedij) be a random
polynomial of degree 2k. Pi stores Vij while Pj stores Vji = −Vij . For i =

1, · · · ,m− 1, Pi sets Vi =
∑

1≤j 6=i≤m−1 Vij and computes the RSFq,n,2k,η

encoding vi = Vi(η).
(c) Each party Pi samples a set Ii that contains t random indices {i1, · · · , it}

where ij ∈ [1, n].

2. Input Sharing Phase.

(a) Each party Pi has an input Xi = {xi1, ..., xiw}. (Assume that η ∩Xi = ∅
for all i ∈ [0,m− 1].)

(b) Pi samples a random polynomial Ti(·) of degree (m − 1)t + e, computes

Qi(·) = Ti(·)Πw
j=1(X − xij) and the RSFq,n,k,η encoding qi = Qi(η).

3. Random polynomials sampling.

• P0 samples random polynomials Zi0(·), Ri0(·), and Si0(·) for each i ∈ [1,m−
1]. Pi samples Zi(·), Ri(·), and Si(·). All polynomials have degree at most
k and are chosen over the finite field Fq.

• P0 computes the RSFq,n,k,η encodings: zi0 = Zi0(η), ri0 = Ri0(η), and

si0 = Si0(η). Similarly Pi computes zi = Zi(η), ri = Ri(η), and si = Si(η).

• For each i ∈ [1,m−1], P0 samples random polynomials U i0(·), Pi samples

Ui(·) of degree 2k. They compute the RSFq,n,2k,η encoding ui
0 = U i0(η)

and ui = Ui(η).
4. Coin tossing. The parties run a coin tossing protocol to sample randomness

Ri0 and Ri used for the OLE invocations. This protocol is carried out using the
standard commit-and-reveal paradigm such that string Ri is only revealed to
party Pi. We do not invoke the coin tossing oracle due to the following reasons.
First only one party learns the outcome and second, we require the parties to
verify the OLE randomness against the reveal step of these commitments.

5. Watchlist channels setup via t-out-of-n OT.
(a) P0 and Pi call F t:nmOT where P0 is the receiver. P0 receives t tuples

(qi,j , ri,j , si,j , zi,j , vi,j , , ui,j)j∈I0 from each Pi.

(b) The parties make another sequence of calls to F t:nmOT, where now ev-
ery Pi (i ∈ [1,m − 1]) is the receiver against P0. Pi receives t tuples

(q0,j , r
i
0,j , s

i
0,j , z

i
0,j , u

i
0,j)j∈I0 from P0

(c) Every pair of parties Pi, P
′
i where i′ ∈ [1,m − 1], i′ 6= i, call F t:nmOT upon

which Pi receives t tuples (qi′,j , ri′,j , si′,j , zi′,j , vi′,j)j∈Ii .

(d) We further ask the parties to forward through these channels the ran-
domness used in the corresponding OLE invocations.

Figure 3.5: MPSI Protocol (Part 1)
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ΠMPSI MPC-in-the-Head based MPSI

6. Degree Test. P0 and Pi perform degree tests on Zi0, Zi, R
i
0, Ri, S

i
0, Si, Q0, Qi

to verify that they have a degree of at most w + t+ e.

• The parties call FCOIN to sample a random values {αi1, ..., αi8} together.

• P0 computes a where aj ←
m−1∑
k=1

[αk1 · zi0,j + αk2 · ri0,j + αk3 · si0,j + αk4 · q0,j ],

then broadcasts it to all other parties.

• Pi computes bi where bi,j ← αi5 · zi,j + αi6 · ri,j + αi7 · si,j + αi8 · qi,j , then
broadcasts it to all other parites.

• The parties verify that a and bi are valid RSFq,n,k,η code words and

– All Pi: ∀j ∈ Ii : bk,j = αk5 · zk,j + αk6 · rk,j + αi7 · sk,j + αi8 · qk,j ,
k ∈ [1,m− 1].

– All Pi: ∀j ∈ Ii : aj =
m−1∑
k=1

[αk1 · zi0,j + αk2 · ri0,j + αk3 · si0,j + αk4 · q0,j ]

7. Pairwise computation between P0 and Pi (OLE). P0 and Pi make a
sequence of calls to the OLE functionality FOLE:

• F (1)
OLE: P0 provides (q0,u

i
0), Pi provides ri. Pi receives ci where ci,j =

q0,j · ri,j + ui0,j .

• F (2)
OLE: P0 provides si

0, Pi provides (qi,ui). P0 receives ci where cij =

qi,j · si0,j + ui,j .

• Pi verifies that ci is a valid RSFq,n,2k,η code word and

for j ∈ Ii : ci,j = q0,j · ri,j + ui0,j

• P0 verifies that ci is a valid RSFq,n,2k,η code word and

for j ∈ Ii : cij = qi,j · si0,j + ui,j

Pi computes di where di,j = ci,j + qi,j ·si,j−ui,j +vi,j , sends them to P0.
• P0 verifies that di is a valid RSFq,n,2k,η code word and for

j ∈ I0 : di,j = ci,j+qi,j ·si,j−ui,j+vi,j = q0,j ·ri,j+ui0,j+qi,j ·si,j−ui,j+vi,j
P0 then computes tj where

ti,j = di,j + q0,j · ri0,j − ui0,j + cij = q0,j(r
i
0,j + ri,j) + qi,j(s

i
0,j + si,j) + vi,j

8. Output aggregation and verification.

(a) P0 sets t =
m−1∑
i=1

ti and broadcasts t to all Pi.

(b) Each Pi verifies that

for j ∈ Ii, tj =
m−1∑
k=1

[q0,j(r
k
0,j + rk,j) + qk,j(s

k
0,j + sk,j)]

(c) Each Pi reconstructs the polynomial T (·) from the points (ωj , tj) and

outputs the intersection S = {x ∈ Xi|T (x) = 0}.

Figure 3.6: MPSI Protocol (Part 2)
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be caught when honest parties verify the computations against their own watchlists with

probability (1− e/n)t. In case nobody cheats, there is still some difference between the real

and ideal execution. In the ideal world, the simulator obtains a correct output. However, in

the real world, the polynomial that all parties obtains at the end is T = W ·Πzi∈S(X − zi)

where S is the intersection set, and W is a random polynomial of degree 2k − |S|. The

distributions in real and ideal worlds will be different if W contains any roots of Qi (defined

in Step 2). According to an extension of Lemme 4, the probability that this happens is

bounded by m(w + (m− 1)t+ e)/|F|. This concludes our proof sketch.

3.4 The Efficiency of Our Protocols

3.4.1 The Two-Party Setting

In this section we will explore the concrete parameters of our two-party protocol. Let w

be the input length, and let t, e, σ, and F be such that our statistical error (1 − e/n)t +

d/|F|σ + (w+ t+ e)/|F| is bound by 2−40 (where n = 2(w+ t+ e) + 1). Namely, we can set

σ and |F| to make d/|F|σ + (w + t + e)/|F| < 2−41 (for example, for |F| = 243 · w, σ = 1),

then set t and e such that (1 − e/n)t ≈ 2−41 ≈ exp(−28.4). Note that it is desirable that

t+ e is as small as possible because the slackness of our protocol is defined by (t+ e)/w.

We show that the optimum solution for t + e is bound by O(
√
w). Fixing e0 =√

28.4 · (2w), we now look for t0 such that (1−e0/n)t0 ≈ exp(−28.4), or t0 · log(1−e0/n) ≈

−28.4. As e0 � w < n, t0 · log(1 − e0/n) can be approximated with t0 · (−e0/n) using

Taylor’s approximation. Now we have t0 ≈ 28.4 · (2(w + t0 + e0) + 1)/e0 ≈
√

28.4 · (2w) +

2 ·
√

28.4 · t0/
√

2w+ 2 · 28.4. It is clear that t0 < 2 · e0. If t and e are the optimized solution,

then t+ e ≤ t0 + e0 < 3 ·
√

28.4 · (2w). We conclude that t+ e = O(
√
w). When w is large,

we estimate that t+ e ≈ 2 ·
√

28.4 · (2w).
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Using Leviosa with Ring-LWE. When instantiating packed additive homomorphic

encryption scheme with Ring-LWE, each ciphertext encodes N plaintexts where N is the

degree of the polynomial used in Ring-LWE scheme. Each randomness generated for the

OLEs will be used in the batch setting: the Reed-Solomon shares are partitioned into groups

of N each, and the probability that an adversary cheats and not caught when executing Fole

becomes (1 − e′/n′)t′ where n′ = n/N, t′ = t/N, e′ = e/N . Using the above analysis, we

have t′+e′ ≈ 2 ·
√

28.4 · (2w/N). Let N = 212 and w = 220, then t′+e′ ≈ 241. Our protocol

slackness is N(t′ + e′)/w × 100% = 94%. For large input size, say w = 224, our asymptotic

slackness is just 24%.

Communication complexity. The overall communication cost of our two-party PSI

protocol is linear in terms of the input size. Our offline communication cost (in terms of

bits) is

2 · CCt−out−of−n OT︸ ︷︷ ︸
watchlists setup

+ 2 · n · CCOLE︸ ︷︷ ︸
passive OLE

+ 6 · κ︸︷︷︸
coin toss

+ 10 · n · log |F|︸ ︷︷ ︸
watchlist comm.

+n · σ · log |F|︸ ︷︷ ︸
degree test

where CCt−out−of−n OT and CCOLE are the communication complexities of the underlying

OT and OLE protocols, respectively. While our online communication cost only requires

4·n·log |F| bits. All the sub-components of the offline phase have the asymptotic complexity

of O(n(κ+ log |F|)) bits. As n = O(w), the overall communication complexity is O(w(κ+

log |F|)) bits. As we can see, the bulk of communication occurs during the offline phase.

The dominant communication cost of our protocol is the cost to compute the OLE.

Each OLE invocation requires the parties to communicate 4 · log(q) bits where q > N · |F|2

is the ciphertext modulus and N is the degree of the polynomial ring used in the PAHE

encryption scheme. With a conservative estimation, the OLE computation incurs at least

50% the total communication.
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Computational complexity. We measure the computational complexity in terms of

number of field multiplications and the number of local AES operations (to sample random

field elements) that our protocol executes. It is clear that our protocol make O(w) calls to

local AES, thus the number of AES calls is linear in terms of input size. The number of

multiplications in our protocol is

O(n/N · (N · logN))︸ ︷︷ ︸
input encodings

+O(n/N · (N · logN))︸ ︷︷ ︸
passive OLE

+ O(n)︸ ︷︷ ︸
degree test

+O(n · log2 n))︸ ︷︷ ︸
input sharing

+ O(n)︸ ︷︷ ︸
compute t

+ O(n · log2 n))︸ ︷︷ ︸
output reconstruction

Overall, our computational complexity is O(w log2w) field multiplications and O(w)

local AES calls where w is the input size. The dominant cost comes from input sharing

and output reconstruction. In the input sharing step, we need to convert a polynomial

that has the form Πw
i=1(X − xi) to a0 + a1X + · · · + awX

w. The complexity of this step

is O(w log2w). During the output reconstruction step, the parties need to evaluate the

polynomial T (·) over their input items. The complexity of this operation is O(w log2w).

As a final note we remark that our online phase requires only three rounds.

Comparison with prior work. We compare our protocol with the state-of-the-art ac-

tively secure two side output PSI protocol proposed by Ghosh and Nilges [36]. As men-

tioned earlier in Section 3.2, their protocol requires 8 · w active OLE while ours need only

2 · n = 4(w + t + e) + 2 ≈ 4 · w passive OLE invocations (as t + e = O(
√
w)). Assume

that the active OLE in [36] is implemented with Leviosa where each active OLE consumes

two passive OLE, our protocol needs 4X less communication and computation for the com-

putation of the OLE. In terms of computational complexity, ours and [36] both have the

complexity of O(w log2w) due to the fact that both protocols need to perform polynomial

evaluation over w arbitrary points [7]. In addition to being much more efficient than [36]
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both in terms of communication and computation, our protocol can be split into an online

phase and an offline phase. Our online phase is extremely light communication cost. For

example, with input of size around 1 million and each input item is represented by 80-bit

string, our online communication cost is around 80 MBytes.

For completeness, we also compare our protocol with the most recent actively secure

one side output PSI protocol, PaXos, proposed by Pinkas et al. [72]. PaXos is more efficient

than our protocol; its asymptotic computational cost is O(wλ) where λ is a statistical

security parameter as above, which is better than O(w log2w) as in our protocol. However,

PaXos works almost entirely in the online setting, where the parties need to provide their

inputs from the start of the protocol. For an input with arbitrary bit length, our online

communication cost is 640 ·w bits compared to 1600 ·w of PaXos. Therefore, our protocol

will have an advantage when the network has limited bandwidth. Our protocol also has a

better slackness with respect to the input size. As PaXos allows the receiver the inject at

least w more items to its input set, while our slackness size only requires w/10 items in our

protocol (when w is large).

3.4.2 The Multi-Party Setting

We do not provide an implementation for our multi-party PSI protocol. Instead, we provide

an estimation for the theoretical communication and computation cost for the central party

and for non-central ones.

Communication complexity. We distinct the central party and the remaining parties.

First, the cost for the central party is

2m · CCt−out−of−n OT︸ ︷︷ ︸
watchlists setup

+ 2mn · CCOLE︸ ︷︷ ︸
passive OLE

+ 6m3 · κ︸ ︷︷ ︸
coin toss

+ 6 ·mn · log |F|︸ ︷︷ ︸
watchlist comm.

+mn · σ · log |F|︸ ︷︷ ︸
degree test

where CCt−out−of−n OT and CCOLE are the communication complexities of the underlying

OT and OLE protocols, respectively. Next, the communication cost for each non-central
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party is

2m · CCt−out−of−n OT︸ ︷︷ ︸
watchlists setup

+ 2n · CCOLE︸ ︷︷ ︸
passive OLE

+ 6m3 · κ︸ ︷︷ ︸
coin toss

+ 5 ·mn · log |F|︸ ︷︷ ︸
watchlist comm.

+mn · σ · log |F|︸ ︷︷ ︸
degree test

Computational complexity. In terms of computational cost, the central party has to

make O(mn) AES calls to sample the random polynomials and the randomness, while each

non-central party makes O(n) AES calls. Next, we count the number of field multiplications

that are performed by each party. For the central party, the number of field multiplications

is

O(n/N · (N · logN))︸ ︷︷ ︸
input encodings

+O(m · n/N · (N · logN))︸ ︷︷ ︸
passive OLE

+ O(mn)︸ ︷︷ ︸
degree test

+O(n · log2 n))︸ ︷︷ ︸
input sharing

+ O(mn)︸ ︷︷ ︸
compute t

+ O(n · log2 n))︸ ︷︷ ︸
output reconstruction

For each non-central party, the number of field multiplications is

O(n/N · (N · logN))︸ ︷︷ ︸
input encodings

+O(n/N · (N · logN))︸ ︷︷ ︸
passive OLE

+ O(n)︸ ︷︷ ︸
degree test

+O(n · log2 n))︸ ︷︷ ︸
input sharing

+ O(n)︸ ︷︷ ︸
compute t

+ O(n · log2 n))︸ ︷︷ ︸
output reconstruction

We can see that the heaviest work is done by the central party. Apart from the watchlist

setup, the dominant cost for the central party is the cost to compute the OLE O(mn logN)

and to process the input and the output O(n log2 n).

Comparison with prior work. Our protocol achieves the exact notion of security for

multi-party PSI as defined in Figure 3.4, where all parties learn the output. In contrast,

recent approaches with active security, such as [36, 45], only realize a weaker notion of
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security. The need for relaxing the functionality in these works stems from a desire to rely

on a network with a star topology. Leveraging a designated central party allows them to

attain a communication cost of their protocols to O((m2 + nm)κ), avoiding any O(m2n)

term. In exchange, [45] realized a one-sided functionality where only the central party learns

the output, and [36] allows an adversary controlling the central party to remove any number

of items from the intersection after seeing the output.

3.5 Implementation Details

Experiments and results. We implemented our protocol using C++ and NTL library,

and deployed it over the AWS servers. We demonstrate our protocol performances with two

different network settings: LAN network where two servers are located in the same region

(Northern Virginia), and WAN network where the servers are located in Northern Virginia

and Sydney. We ran our experiments for sets of input sizes 216 and 220. We report the

running-times of the average over 10 executions. Our experiment results are reported in

Tables 5.1, 5.3, and 5.4.

We note that we have not attempted to make an apples-to-apples comparison with

PaXos: we implemented an end-to-end system for 24-bit items and report its total runtime.

We report the performance of our online phase for 64-bit items. This is due to the current

limitation of our implementation that supports up to 24 bit inputs in the offline phase and

up to 64 bit inputs in the online phase. When using binning, we can use phasing technique

[73], which helps saving log2(B) bits where B is the number of the bins used. In our case,

B = 38 for n = 220, and log2(B) ≈ 5 bits. This allows our end-to-end system to support

up to 29 bits. We used processors with 32 cores, and we allow non-negligible error when

input bit length is 24 bits. Our statistical error is (1 − e/n)t + d/|F|σ + 2(w + t + e)/|F|,

which will be just 2−3 (or could be boosted to 2−8 when |F| = 229. However, we view our

experiment as a convincing demonstration that our protocol is highly competitive with the

best PSI protocols. It is not clear that PaXos would benefit a lot from parallelization, as
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their primary bottleneck is communication.

Table 3.1: Theoretical online communication cost for PSI protocols.

Protocol Online Communication w = 216 w = 220

[36] > 8(w + 1)(κ+ 2σ) > 3072w > 3072w

[72] (λ+ 2 log2(w))w + l(2.4w + 2λ+ χ) + λ(2.4w + 2l) 1623w 1621w

Ours ≈ 8σ · w 576w 640w

λ = 40 is the security parameter and assume that both parties have the same input
size w. Let l, χ be the respective width of the OT and the upper bound of the number
of cycles in cuckoo graph (in PaXos). Finally, σ = min(80, λ+ 2 · log2(w)) is the bit
length of items.

Table 3.2: Runtime in seconds.

n = 216, B = 11 n = 220, B = 38

Protocol
LAN WAN LAN WAN

Online Total Online Total Online Total Online Total

[72] 2-cores 0.26 0.26 4.5 4.5 5.6 5.6 40.8 40.8

[72] DFS 0.91 0.91 8.7 8.7 17.9 17.9 31.7 31.7

Ours (log |F| = 24) - 1.85 - 14.9 - 4.16 - 20.8

Ours (log |F| = 64) 0.19 - 2.56 - 1.1 - 7.1 -

We tested our end-to-end system for 24-bit items using binning techniques (11 and 38

bins for input sizes 216 and 220, respectively). For 64-bit items, we report the online
time only as our offline phase supports inputs up to 24 bits for now. We note that
PaXos’s result is based on single thread. We use the numbers reported in their paper
directly.

Selecting the parameters t and e. We need to set the parameters t = t(w) and e = e(w)

such that (1 − e/n)t < 2−40 (where w is the input size, n > 2(w + t + e)) for two party

protocol and n > 2(w+ (w+ 1)t+ e) for multi-party protocol). As discussed in Section 3.4,
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Table 3.3: Estimated communication cost (MB) for 64-bit input.

Protocol n = 216, B = 11 n = 220, B = 38

Online Offline Total Online Offline Total

[72] 2-cores 13 - 13 202 - 202

[72] DFS 11 - 11 170 - 170

Ours (log |F| = 64) 5.5 44.2 49.7 76 596 672

we can set e = b
√

28.4 · (2w)c and t = d−28.4/ ln(1 − e/(2w))e. For example, let w = 220

then e = 7717, t = 7703, and (1 − e/n)t ≈ 2−40.3. To enable efficient computation of

Reed-Solomon encodings, we select n to be a power of 2.

Parallelization with simple hashing. We use a universal hash function to partition

each party’s input set into B bins, then execute our protocol in parallel over the bins. Let

B be the number of bins and n the number of items, then the max load of all the bins is the

value µ(B) such that
n∑

i=µ+1
B
(
n
i

)
1
Bi

(1− 1
B )n−i < 2−40. Note that

n∑
i=µ+1

B
(
n
i

)
1
Bi

(1− 1
B )n−i <

nB
(
n
µ+1

)
1

Bµ+1 (1− 1
B )n−µ+1, so we just need to find µ such that nB

(
n
µ+1

)
1

Bµ+1 (1− 1
B )n−µ+1 <

2−40.

Due to the slackness t+e in our protocol, we also need to find B such that µ(B)+t+e is

as close to 2k as possible, but not greater than that. µ(B)+t+e also needs to be larger than

N , where N is the degree of the polynomial used in Ring-LWE to allow efficient packing

of the plaintext. We set up our experiments based on Table 5.5. We note that the number

of bins used in our protocol is much smaller compared to the number of items, thus the

max load is bounded by Θ(w/B). Even if we run our protocols over the bins sequentially,

it doesn’t change the asymptotic complexity of our communication cost (while improving

the computation).
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Table 3.4: Number of bins and the max loads.

Input Size Number of bins (B) Max Load (µ(B)) t+ e µ(B) + t+ e

w = 220

5 214244 7717 218 − 40183
9 119977 5457 217 − 5638
18 60893 3858 216 − 785
38 29499 2728 215 − 514
80 14427 1929 214 − 28
175 6823 1364 213 − 5

w = 216
3 23112 2728 215 − 6928
5 14214 1929 214 − 241
11 6710 1364 213 − 118

Choosing the Ring-LWE parameters. In order to optimize the efficiency for our proto-

col, the parameters must be chosen carefully. First, according to [54] the plaintext modulus

t and ciphertext modulus q must meet the requirements of the encryption scheme to enable

packed additive homomorphic operations.

1. t ≡ 1 mod 2N .

2. q ≡ 1 mod 2N .

3. |q mod t| = r ≈ 1.

Second, in our protocol, we need to compute Reed-Solomon code RSF,n,k,η, where η is nth

root of unity in the field Ft. This puts another constrain on t, which is n|(t− 1), to enable

us to use fast Fourier transform to compute the code words.

Instantiating t-out-of-n OT. We implemented the linear cost malicious secure t-out-

of-n OT proposed by Rindal and Rosulek [79]. The main idea of their protocol is that the

sender prepares n pairs of random strings (ri, si)← {0, 1}κ for the receiver to pick t values

ri. After a semi-honest t-out-of-n OT step, the sender uses cut-and-choose to verify that

the receiver did not choose more than t values ri. The sender then sends mi ⊕ H(ri) to

the receiver who will learn at most t values mi. The communication cost of this approach

is O(nκ). The semi-honest t-out-of-n OT requires O(nκ) bits to be exchanged. While the
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cut-and-choose step is at most O(nκ). In total, it costs O(nκ) bits for the malicious secure

t-out-of-n OT.

Fast polynomial evaluation over n arbitrary points. We implemented theO(n log2 n)

algorithm [7] to evaluate and interpolate a polynomial over n arbitrary points. Each point

is an element of a prime field Fp where p is large. In our implementation, n is not required

to be a power of two, and the field can have an arbitrary size. These algorithms were

implemented with the NTL library.

Handling inputs with arbitrary lengths. When the maximum length of certain input

item is greater than λ + 2 log(w) bits, where λ is a security parameter, we can map the

input to a new domain with a fixed bit length of size λ + 2 log(w). Assuming a universal

hash function, the probability that there is at least one collision, which is bad, is bound by

2 · (1
2w

2/2λ+2 log(w)) = 2−λ.
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Chapter 4: Malicious Secure Private Set Intersection From

Vector OLE

In this chapter, we design several new protocols for mobile contact discovery which is a

special case of unbalanced PSI. Secure mobile contact discovery is important in phone

applications that ensure end-to-end user privacy.1 Here we assume that a server holds a

very large input set (e.g. 106 or 108) containing all users of the application, world-wide,

and a client, running a mobile device, holds a small sub-set of those users in their contacts

list (e.g. 1000). The mobile device has limited computational capability and bandwidth.

Furthermore, as time goes on, the mobile client may add new contacts to their list: in such

a case, we wish to avoid restarting the intersection protocol from scratch, and hope to run

a short update procedure to discover which of the newly added contacts are in the global

set. The current state-of-the-art unbalanced PSI for mobile devices is the work of Kales et

al. [55].

Secure mobile contact discovery is an unbalanced two-party PSI protocol. Additionally,

there are two desired properties: a) the protocol should support incremental updates to the

input sets without requiring a full reevaluation over the server’s inputs, and b) the protocol

should have a highly efficient online phase that requires very little communication or com-

putation on behalf of the client. We present new protocols that work in the online/offline

setting. Ours have very low communication cost and are secure against malicious adversary.

Compared with the current state-of-the-art psi protocols for mobile contact discovery by

Kales et al. [55], our protocol needs 32X-64X less communication in both the online/offline

phases. For client input of size between 1000 and 11000, our online phase is at least 5X

faster than theirs both over Wifi and over LTE. When combining the base and online phase,

1Of course, we can imagine other settings in which the same set of constraints might apply, such as mobile
malware detection services.
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for client input of size 11000, our protocol is 2X-3.5X faster with Wifi, 2.5X-3.5X faster with

LTE, and requires 5X less data to be sent from the client to the server. We note that only

the client receives the intersection set. See Figure 4.1 for the ideal functionality for secure

mobile contact discovery. The work presented in this chapter is under submission.

FPSI

Inputs: Server provides X = {x1, ..., xn}, Client provides Y = {y1, ..., ym}.
Functionality:

• Waits for input X = (x1, ..., xn) and Y = (y1, ..., ym) from Server and Client
respectively.

• Gives output X ∩ Y to Client.

Output:
Client receives X ∩ Y

Figure 4.1: PSI Ideal Functionality for Mobile Contact Discovery

4.1 Unbalanced PSI with Pre-computation

Consistent with related work [55,58], our protocols are between a server and client, and we

assume the client has limited hardware and bandwidth (a mobile device). The protocols

are divided into four phases. The main objective for this approach is to have a very efficient

base, online, and update phase. The setup phase could be inefficient, but it is done only

once and can be reused when the server runs the PSI protocol with other clients. The only

cost for the setup phase is the cost for the server to send its PRF values to the client.

• Setup phase: The server performs a one-time computation on its input. This same

computation can be used across executions with different clients. In this phase, the

server might also send some encoding of its input to the client. The encoding could be

a more compact representation of the actual encodings (for example, using a cuckoo
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filter: see Section 2).

• Base phase: The server and the client run some pre-computation that is independent

of their input. In our protocol, the server and client executes the vector OLE func-

tionality. The server will provide the key k of the PRF, the client provide (a,b). At

the end, the server obtains output c = k · a + b (ci = k · ai + bi). In fully malicious

secure protocol, the client receives P = k ·G as the public key.

• Online phase: The server and the client jointly execute the OPRF evaluations on the

client’s input. The client then compute the matches and outputs the intersection.

Our online phase is very simple: the client sends d = {ai · yi − bi} to the server. The

server just adds c and d to get ai · (k + yi). He sends 1
ai·(k+yi)

·G to the client, who

can recover 1
k+yi

·G, which is the PRF value of yi, as he knows ai.

• Update phase: Whenever the server has new items, he updates the client with new

information. In our one side malicious secure protocol, we use the technique proposed

by Kales et. al[55]: instead of sending the PRF value of the new element, the server

just needs to send its corresponding tag and the index of one of its candidate buckets

in the cuckoo filter. To delete an element, the server also sends its tag and its location

in the cuckoo filter. In our fully malicious secure protocol, we need to send the PRF

values, together with a NIZK proof of knowledge of the plaintext.

Our contributions and results.

Security against a malicious client. We present a PSI protocol that is secure against a

semi-honest server, and an actively malicious client. This protocol has very low computa-

tion and communication cost in the online phase compared to the state-of-the-art (which

considers the same security model). For a client with input size of 11041 items, the commu-

nication cost of our online phase is only 690 kilobytes. This is 32X-64X cheaper than the

cost of online phase protocols proposed in [58] and [55]. Our online runtime is 3.62 seconds

and 3.78 seconds in Wifi and LTE setting respectively. This is around 5X faster than the
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best prior work.

Fully malicious setting. Our fully malicious PSI has a communication overhead of less than

2X compared to the one-sided secure protocol described above. In contrast, many existing

unbalanced PSI protocols [5, 11, 55, 58, 78] are much less efficient when the serer might be

actively malicious. For PSI protocols that instantiate OPRF with secure LowMC/AES

evaluations [55,58], the overhead to achieve fully malicious security is at least 10X with the

use of authenticated garbled circuits [57,86]. We do not provide experimental results for our

fully malicious protocol, but we provide an estimation for the runtime and communication

cost.

A reduction to Vector OLE. Our PSI protocols make blackbox use of a vector OLE

functionality. (See Section 2 for a definition.) This allows us to plug in the most efficient

vector OLE protocols, such as the recent construction by Boyle et al. [8]. We also give

two new vector OLE constructions based on oblivious transfer: one that is secure against a

semi-honest server and a malicious client, and the other is fully malicious secure.

4.2 Two-Party PSI Constructions

4.2.1 Two-Party PSI With Security Against a Malicious Client

We start with our first two-party PSI protocol that is secure against a malicious client and

a semi-honest server (Figure 4.2). As mentioned in Section 2, our protocol has 4 different

phases: setup, base, online, and update. In the setup phase, the server samples a PRF key k

and computes the encodings for his inputs and sends them to the client. In the base phase,

the two parties execute the vector OLE functionality to get pre-processing data needed for

the online phase: server gets c = k · a + b and client obtains (a,b). During the online

phase, the client sends ai · yi − bi to the server, allowing him to compute ai · (k + yi) then

ei = 1
ai·(k+yi)

· G. The server sends ei to the client, who can compute the PRF for his

input by multiplying ei with ai. For the update phase, the server sends (add, t(x), p(x)) or
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(delete, t(x), p(x)) to the client.

When the client is honest, he would not be able to learn anything about the client’s

input. His view includes two vector c and d which are almost uniformly random and

independent from the client’s input. Aa the client does not involve in the base and update

phase, thus, we only need to care about his behavior in the base and online phase. In the

base phase, the VOLE is instantiated with a vector OLE protocol that is secure against

a malicious client. This allows the simulator to extract the client’s input the the VOLE,

(a,b). The simulator can extract his input when seeing the message d that he sends to the

server and can successfully simulate the protocol.

Theorem 6. If the `-DDHI problem is hard, then the PSI protocol of Figure 4.2 securely

realizes the ideal functionality FPSI (Figure 4.1) in the FVOLE-hybrid model, in the presence

of a semi-honest server and a malicious client.

First we give a simulation for a semi-honest Server:

1. The simulator submits input X to the FPSI functionality.

2. c̃: The simulator receives k from the Server as input to FVOLE. He responds by

generating a random vector c̃ of length m, simulating the output that the Server

receives from FVOLE.

3. d̃: The simulator generates the set d̃ that contains m random values di, where di 6=

−ci, to simulate the message the Server receives from the Client in Step 3(a).

Claim 1. For the simulator S corrupting the Server as described above, and interacting

with the FPSI functionality,

{
hybridFVOLE

πPSI,A(z) (X,Y ), κ)
}
z∈{0,1}∗,κ∈N

c≡
{
idealFPSI,S(z) (X,Y ), κ)

}
z∈{0,1}∗,κ∈N

Proof. The joint distribution in the hybrid and ideal worlds are:
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One Side (Client) Malicious Secure ΠPSI

Inputs:
Common input: (G, G, q) is a group in which discrete logs are hard to compute.
Server provides X = {x1, ..., xn},
Client provides Y = {y1, ..., ym}.
Protocol:

1. Setup phase

(a) For each item xi ∈ X, the Server computes PRFk(xi) = 1
k+xi

·G.

(b) Server initializes the cuckoo filter CF with parameters (n, ε, v, b)

(c) Server inserts his items, {PRFk(xi)}, into the cuckoo filter, then sends
the Cuckoo Filter CF to Client.

2. Base phase

(a) Server samples a random key k ∈ Zq.
(b) Client samples two random vectors a ∈ (Zq\{0})m,b ∈ Zmq .

(c) Server and Client make a call to FVOLE with input k and (a,b) respec-
tively. Server receives c = k · a + b. Client receives nothing.

3. Online phase

(a) Client sends d = {ai · yi − bi | yi ∈ Y } to the Server.

(b) Server

• Computes {(ai · k + bi) + (ai · yi − bi) = ai · (k + yi)}.
• If any ai · (k + yi) = 0, abort.

• Else, sends e = { 1
ai(k+yi)

·G} to Client.

(c) Client computes {PRFk(yi) = ai · [ 1
ai(k+yi)

· G] = 1
k+yi

· G | yi ∈ Y } to

obtain the PRF evaluations of his input values.

(d) Client computes the PSI by checking, for each yi ∈ Y , whether PRFk(yi)
is contained in the Cuckoo Filter CF.

4. Update phase: When a new item x is added (or deleted), the server computes
the tag t(x) = Ht(x), the bucket index p(x) and sends (t(x), p(x)) to the client.

Outputs:
Client receives the intersection psi = X ∩ Y .

Figure 4.2: One Side (Client) Malicious Secure PSI Protocol
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{
hybridFVOLE

πPSI,A(z) (X,Y ), κ)
}
z∈{0,1}∗,κ∈N

= {(c,d), (⊥, psi)}

{
idealFPSI,S(z) (X,Y ), κ)

}
z∈{0,1}∗,κ∈N =

{
(c̃, d̃), (⊥, psi)

}
Because the function FPSI is deterministic, and the adversary corrupting the Server is

semi-honest, it suffices to argue that the distributions over the views in the hybrid and ideal

worlds are indistinguishable. We show that they are statistically close.

In the hybrid world: for the ith entry of the vectors (c,d) and (c̃, d̃), we prove that for

any pair (u, v) ∈ Z2
q , Pr[(ci = u, di = v) | (k + yi 6= 0)] =


1/(q2 − q), if u+ v 6= 0

0, otherwise

.

First, the pairs (ci, di) = (u,−u) are not possible. If ci = −di = u, from aik + bi = u

and aik − bi = −u we have ai(k + yi) = 0. As k + yi 6= 0, it has to be the case that ai = 0,

which is not possible as ai is sampled uniformly at random in Zq\{0}. So Pr[(ci = u, di =

−u) | (k + yi 6= 0)] = 0 for u ∈ Zq.

Second, when k+yi 6= 0, the two equations yield a unique solution ai = u+v
k+yi

, bi = uyi−vk
k+yi

.

For a pair (a′i, b
′
i) 6= (ai, bi), (a′i · k + b′i, a

′
i · yi − b′i) 6= (u, v). Thus, there is a one to one

mapping between a pair (ai, bi) and a pair (ci, di). As ai, bi are chosen uniformly at random

over Zq\{0} × Zq, we have Pr[(ci = u, di = v) | (k + yi 6= 0)] = 1/(q2 − q) (for u 6= −v).

In the ideal world: c̃i and d̃i are sampled uniformly at random by the simulator such

that c̃i 6= −d̃i, so Pr[(c̃i = u, d̃i = −u) | (k + yi 6= 0)] = 0 and Pr[(c̃i = u, d̃i = v) | (k + yi 6=

0), u+ v 6= 0] = Pr[(c̃i = u, d̃i = v) | u+ v 6= 0] = 1/(q2 − q).

The two distributions are identical if k 6= yi, and may be distinguishable if k is equal

to one of the Client’s input. The chance that this happens is m/q where m is the Client’s

input size. In our protocol, m � q, thus, the distributions of the views in the hybrid and
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ideal world are statistically close.

Now we provide a simulation for a malicious adversary corrupting the Client.

1. C̃F : The simulator receives (a,b) when the Client submits his input to FVOLE. The

simulator samples n random elements ri ← Zq, a random k ← Zq, and computes

Ri = 1
k+ri

·G as the PRF of items in the Server’s input. The simulator initializes the

Cuckoo Filter C̃F with the common parameters, then insert {R1, ..., Rn} into C̃F .

He then hands C̃F to the Client to simulate the message the Client receives from the

Server in the Setup phase.

2. ẽ: The simulator receives d when the Client sends it to the Server in Step 3(a). He

extracts the Client’s input using a,b,d: yi = (di + bi)/ai. If any k + yi = 0, or

if the vector a contains any ai = 0, the simulator aborts and outputs whatever the

Client outputs. Otherwise, the simulator submits the Client’s effective input to FPSI

and receives the intersection, psi. Let I = {i1, ..., it} be the indices of items in the

intersection. For each ij ∈ I, the simulator sets eij = 1
aij ·(k+rj)

·G, and for all other

indices i /∈ I, he sets ei = 1
ai·(k+yi)

· G (if there’s a collision with any Ri, he replaces

ei with another random group element). He hands ẽ to the Client to simulate the

message the Client receives from the Server in the Online phase. The simulator then

outputs whatever the Client outputs.

Claim 2. For the simulator S corrupting the Client as described above, and interacting

with the functionality FPSI,

{
hybridFVOLE

πPSI,A(z) (X,Y ), κ)
}
z∈{0,1}∗,κ∈N

c≡
{
idealFPSI,S(z) (X,Y ), κ)

}
z∈{0,1}∗,κ∈N

Proof. We show that the views in the hybrid and ideal execution are identical. The joint
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distribution in the hybrid and ideal worlds are:

{
hybridFVOLE

πPSI,A(z) (X,Y ), κ)
}
z∈{0,1}∗,κ∈N

= {(CF, e), (⊥, psi)}

{
idealFPSI,S(z) (X,Y ), κ)

}
z∈{0,1}∗,κ∈N =

{
(C̃F , ẽ), (⊥, psi)

}
Hybrid 0: Hybrid execution.

Hybrid 1: Same as Hybrid 0 with the PRF replaced by random encoding.

Hybrid 2: Ideal execution.

First we show that Hybrid 0 and Hybrid 1 are computationally indistinguishable. If

the Client sends invalid vector a (by setting some ai = 0), then in both worlds, an abort

occurs after the Client receives C̃F . The distributions of C̃F in Hybrid 0 and Hybrid 1

are computationally indistinguishable due to the security of the PRF. If the Client provides

valid a, and if ∀i, k + yi 6= 0, then the simulator can extract the Client’s input, and the

output is identical in both worlds. Furthermore, Pr[k+yi = 0] is equal in both worlds. Thus,

the joint distributions in Hybrid 0 and Hybrid 1 are computationally indistinguishable.

Second, it is straightforward to verify that the joint distributions in Hybrid 1 and

Hybrid 2 are identical when there are no false positive matches in Hybrid 1. Otherwise,

the joint distributions will be distinguishable. The bad case happens with probability at

most m · ε where ε is the error rate of the cuckoo filter and m is the Client’s input size.

Thus the joint distributions in Hybrid 1 and Hybrid 2 are statistically close.

In conclusion, the joint distributions in the hybrid and the ideal worlds are computa-

tionally indistinguishable.
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4.2.2 Fully Malicious Secure Two-Party PSI

Our fully malicious secure PSI protocol is shown in Figure 4.3. In order to go from one side

malicious secure to fully malicious, we need to address the following issues.

First, in order for the simulator to extract the server’s input, we need him to provide

the zero knowledge proof of knowledge for his encodings. Technically, this is very simple.

However, this does not allow us to compress the encodings using a cuckoo filter any more.

The communication cost of the setup phase will be higher. However, this does not affect the

memory the client needs for storing the database: the client just creates his own cuckoo filter

and stores data in the compressed form after he verifies the proofs. A proof of knowledge

is also needed in the update phase.

Second, our vector OLE protocol needs to be fully malicious secure. We provide a fully

malicious secure vector OLE protocol based on OT-extension. We note that in the fully

malicious setting, the client receives P = k ·G as output.

Third, the server may launch a selective failure attack that allows him to learn if a

specific item x∗ is in the client’s input. He can do so by choosing k = −x∗. At Step 3(b) in

the online phase, if none of the values ai · (k+ yi) are evaluated to zero, he knows x∗ is not

in the client’s input. Otherwise, he knows it right away. And worse, he can just replace that

evaluation with a random number without being detected. We handle this by requiring the

server to prove that he samples k such that −k is not in the plaintext space.

Finally, the server may mess up the output by sending ai · (k + yi) + εi to the client

in Step 3(b), and the simulator cannot simulate this when εi 6= 0. However, because the

client knows P = k ·G and can compute Di = ai · (k + yi) ·G, he can require the server to

provide a zero knowledge proof of knowledge of wi = ai · (k+ yi) such that wi ·G = Di and

Ei = w−1 ·G where ei = 1
ai·(k+yi)+εi

·G. The server has little chance to pass the check if he

cheats.

Theorem 7. Assume that the `-DDHI problem is hard. Then the protocols of Figure 4.3 for

computing PSI in the (FVOLE,FRDLzk )-hybrid model securely realizes the ideal functionality
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Fully Malicious Secure ΠPSI

Inputs: Common input: (G, G, q) is a group in which the discrete log is hard to find. Server
provides X = {x1, ..., xn}. Client provides Y = {y1, ..., ym}.
Protocol:

1. Base phase

(a) Server samples a random key k ∈ Zq such that (−k) does not lie in the input

domain: k ∈ Zq\{0, 1}t.
(b) Client samples two random vectors a ∈ (Zq\{0})m,b ∈ Zmq .

(c) Server and Client make a call to FVOLE with Server input k and Client input
(a,b, P ). Server receives the vector c = k · a + b.
Client receives P = k ·G.

(d) Server creates a NIZK proof of knowledge

π = πRRDL

zk (k : P = k ·G AND (−k) ≥ 2t) (where the message space is {0, 1}t).
(e) Client verifies the proof.

2. Setup phase

(a) For each item xi in the Server’s input set, Server computes x̂i = 1
k+xi

· G and

creates a NIZK proof of knowledge πi = πRDL

zk ( 1
k+xi

: x̂i = 1
k+xi

·G).

(b) Server sends A = {(x̂i, πi)} to the Client.

(c) Client verifies the proofs.

3. Online phase

(a) Client sends d = {ai · yi − bi|yi ∈ Y } to the Server. Client computes:
Di = ai · P + aiyi ·G = ai(k + yi) ·G.

(b) Server

• Computes:
{(ai · k+ bi) + (ai · yi− bi) = ai · (k+ yi)}. He aborts if any ai · (k+ yi) = 0.

• Computes ei = 1
ai(k+yi)

· G and NIZK proof of knowledge π′i =

πRCDL

zk

(
1

ai(k+yi)
:

ei = 1
ai(k+yi)

·G AND G = 1
ai(k+yi)

·Di

)
.

• Sends B = {(ei, π′i)} to Client.

(c) Client verifies the proofs. If he accepts the proofs, then for all yi ∈ Y , he

computes PRFk(yi) = ai · ei = 1
k+yi

·G.

(d) Client computes the intersection by comparing his PRF values against the ones
received from the Server in the Setup phase.

4. Update phase If x is added, the server sends the encoding of x together with the
NIZK proof of knowledge. If x is deleted, the server just needs to send the encoding.

Outputs:
Client receives the intersection psi = {yi1 , ..., yit}.

Figure 4.3: Malicious Secure PSI Protocol
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FPSI (Figure 4.1), with abort, under a single malicious corruption.

Simulation for a malicious Server.

1. c̃: The simulator plays the role of FVOLE, receiving the key k from the Server. If the

key k is invalid, the simulator outputs whatever the adversary outputs, and aborts.

Otherwise, it samples two random vectors ã, b̃, and computes the vector c̃ = k · ã+ b̃.

Note that all vectors have length m. He hands c̃ to the Server to simulate the output

of FVOLE.

2. Simulator receives π from the Server, and verifies that π is a valid proof.

3. Simulator receives the message A when Server sends it to Client. He extract the

witness 1
k+xi

from the NIZK proof of knowledge πi. The simulator computes xi =

( 1
k+xi

)−1 − k to recovers the Server’s effective input. If Server cheats by providing

an invalid proof πi, the simulator outputs whatever the Server outputs and aborts.

Otherwise, the simulator submits the effective input to the ideal functionality FPSI.

4. d̃: The simulator generates set d̃ that contains m values di, each sampled uniformly

at random in Zq\{−ci}, to simulate the message the Server receives from the Client

in Step 3(a).

5. Simulator receives the message B when Server sends it to Client. He extracts the

witness 1
ai(k+yi)

from the NIZK proof of knowledge π′i. If the proofs do not verify,

or if the witness 1
ai(k+yi)

6= 1
ci+di

, the simulator aborts and outputs whatever the

server outputs. Otherwise, the simulator outputs whatever the server outputs and

terminates the simulation.

Claim 3. For the simulator S corrupting the Server as described above, and interacting

with the functionalities (FPSI,FVOLE),
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{
hybridFVOLE

πPSI,A(z) (X,Y ), κ)
}
z∈{0,1}∗,κ∈N

c≡
{
idealFPSI,S(z) (X,Y ), κ)

}
z∈{0,1}∗,κ∈N

Proof. We show that the views in the hybrid and ideal execution are identical.

First, if the server follows the protocol honestly, the joint distribution in the hybrid and

ideal worlds are:

{
hybridFVOLE

πPSI,A(z) (X,Y ), κ)
}
z∈{0,1}∗,κ∈N

= {(c,d), (⊥, psi)}

{
idealFPSI,S(z) (X,Y ), κ)

}
z∈{0,1}∗,κ∈N =

{
(c̃, d̃), (⊥, psi)

}

Similar to the semi-honest case, the distributions of (c,d) and (c̃, d̃) are identical when

k + yi 6= 0 for all yi ∈ Y . In our fully malicious version, the sender is forced to choose k

such that −k does not lie in the message space, thus −k 6= yi and k+ yi 6= 0 for all yi ∈ Y .

This makes the distributions of the view in both worlds identical. The outputs in both

worlds are also identical as the simulator can extract the server’s input. Furthermore, the

view consists of random values that are independent from the output (as long as k+yi 6= 0,

which is true as long as the server follows the protocol. Thus, the joint distributions in both

worlds are identical.

Second, we consider the case where the server deviates from the protocol. In the ideal

world, the simulator can always detect cheating and he aborts accordingly. In the hybrid

world, the client can detect cheating with very high probability when he verifies the zero

knowledge proofs. Thus the joint distributions in both worlds are computationally indis-

tinguishable.

Simulation for a malicious Client.

1. P̃ , π̃: The simulator sample k̃ uniformly at random in Zq\{0, 1}t. He computes P̃ =
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k̃ · G and creates the NIZK proof of knowledge π̃. The simulator also obtains (a,b)

when the client submits his input to FVOLE. He computes and stores c̃ = k̃ · a + b,

and sends P̃ , π̃ to the client to simulate the output of FVOLE.

2. Ã: The simulator samples n values xi uniformly at random, then he computes x̂i =

1
k+xi

·G as the PRF of n items in the Server’s input. For each x̂i, he creates a NIZK

proof of knowledge π̃i. He sends Ã = {(x̂i, π̃i)} to the client to simulate the message

the client receives from the server in the setup phase.

3. B̃, psi: The simulator observes the message d that the Client sends to the Server.

Here, if any entry of a is zero, the simulator aborts and outputs whatever the Client

outputs. Else, he extracts the Client’s input yi = (bi+di)/ai. He submits the input to

the ideal functionality and receives the output psi = {yi1 , ..., yit}. Let I = {i1, ..., it}

be the indices of items in the intersection (from Client’s input set). For each ij ∈ I,

the simulator sets ẽij = 1
aij ·(k+xj)

· G. For other items yi not in the intersection, the

simulator sets ẽi = 1
ai·(k+yi)

· G. For each yi, the simulator creates a NIZK proof of

knowledge π̃′i. He sends B̃ = {(ẽi, π̃′i)} to the client to simulate the message the client

receives from the server in the online phase.

Claim 4. For the simulator S corrupting the Client as described above, and interacting

with the functionality (FPSI,FVOLE),

{
hybridFVOLE

πPSI,A(z) (X,Y ), κ)
}
z∈{0,1}∗,κ∈N

c≡
{
idealFPSI,S(z) (X,Y ), κ)

}
z∈{0,1}∗,κ∈N

Proof. We show that the views in the hybrid and ideal execution are identical. The joint

distribution in the hybrid and ideal worlds are:
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{
hybridFVOLE

πPSI,A(z) (X,Y ), κ)
}
z∈{0,1}∗,κ∈N

= {(P, π,A,B), (⊥, psi)}

{
idealFPSI,S(z) (X,Y ), κ)

}
z∈{0,1}∗,κ∈N =

{
(P̃ , π̃, Ã, B̃), (⊥, psi)

}
Hybrid 0: Hybrid world execution.

Hybrid 1: Same as Hybrid 0, but with the server’s zero knowledge proofs replaced

by simulated proofs.

Hybrid 2: Same as Hybrid 1, but the parties use a truly random function instead of

a PRF.

Hybrid 3: Ideal execution.

Hybrid 0 and Hybrid 1 are computationally indistinguishable due to the zero knowl-

edge property of the ZKP system. Hybrid 1 and Hybrid 2 are indistinguishable due

to the pseudorandomness of the PRF. Finally, we claim that Hybrid 2 and Hybrid 3

are statistically close. This is trivial to show when the client is semi-honest, because the

simulator extracts the client’s input, and correctly correlates the random encodings such

that the intersecting items match.

Now we consider the cases where the client cheats. He can do so by either providing

invalid input to FVOLE (he provides a such that some ai = 0), or he can provide invalid

input to FPSI (He submits some yi such that yi is not in the message space with the hope

that yi + k = 0, in order to learn the value of the key). If the client cheats by providing

some ai such that ai = 0, the server aborts in both Hybrid 2 and Hybrid 3. If he provides

some yi not in the message space, then Pr[yi + k = 0] = 1/q. With inputs of size m, the

chance that abort happens is O(m/q). In this case, the joint distributions in Hybrid 2

and Hybrid 3 are statistically close.

Because the server has no output, we conclude that the joint distributions in the hybrid

and the ideal worlds are computationally indistinguishable.
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4.3 Vector OLE Instantiation

The security of of PSI protocols is reduced to the security of the vector OLE protocol used.

For the one side (client) malicious secure PSI, we need one side (client) malicious secure

vector OLE, and for the fully malicious secure PSI, we need fully malicious vector OLE.

Vector OLE constructions requires the execution of a small number of based OLEs. In this

section, we provide constructions for both one side (client) and fully malicious secure based

OLEs that are needed by the vector OLE protocols.

4.3.1 One side (client) malicious secure vector OLE

OT based construction. A straightforward construction for vector OLE can be built

directly from OLE. For the ith OLE, the server provides k and the client (ai, bi). The server

obtains the output ai · k + bi while the client receives nothing. One simple construction is

from a two-party secure multiplication on two l-bit integers proposed by Gilboa [37].

The underlying building block for this OLE construction is oblivious transfer. The server

has his choice bits {d0, ..., dl−1} such that k =
∑l−1

j=0 2j ·dj . The client provides the messages

(rj , rj +a) where rj is selected uniformly at random in Zq. After the oblivious transfer step,

the client computes b =
∑l−1

j=0 2jrj , and the server c =
∑l−1

j=0 2j(rj + dj · a) = k · a + b. To

turn this into vector OLE, this can be done in batches, where only one OT is needed for

each bit dj . Gilboa’s approach is shown in Figure 4.4.

Gilboa’s construction is only secure against a malicious server when malicious secure

OT is used. The client can cheat by sending wrong values in Step 2. For example, he can

send PRF(i||rj0) − PRF(i||rj1) + ai + εij for some chosen εij 6= 0 instead of PRF(i||rj0) −

PRF(i||rj1)+ai. Even though the simulator knows εij , in order to extract the effective input

bi, he needs to know some information about the bit dj . When the protocol is only needed

to be secure against a malicious client, we can use a simple trick to swap the role between

the server and the client as done in [25]. Now the server provides (k, ri) and the client ai.

After the OLE executions, the client receives k · ai + ri and sends yi = k · ai + ri + bi back
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Gilboa’s ΠVOLE

Inputs:
Common input: (1n, q, ` = |q|).
Client input: a = {a1, ..., am} ∈ (Zq)

m,

b = {b1, ..., bm} ∈ (Zq)
m.

Server input: k ∈ Zq
Protocol:

1. Two parties execute ` random OTs where the Client provides pairs of random

seeds (rj0 , rj1) and the Server provides selection bits dj (the jth bit of the key

k).

2. For the jth OT of the ith OLE in the vector, the client sends correction message:
uij = PRF(i||rj0)− PRF(i||rj1) + ai.

3. Client computes ei =
∑`−1
j=0 2j ·PRF(i||rj0). He sends δi = bi−ei to the server.

4. For i ∈ [m], Server computes:

ci =
∑`−1
j=0 2j · [PRF(i||rjdj ) + dj · uij ] + δi = ai · k + bi.

Output
Server: ci = ai · k + bi.

Figure 4.4: Semi-Honest Vector OLE Protocol From OT Extension
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to the server. The server computes ci by subtracting ri from yi: ci = yi − ri = k · ai + bi.

The full protocol for one side (client) malicious secure vector OLE is shown in Figure 4.5.

One side (client) malicious secure ΠVOLE

Inputs:
Common input: (1n, q, ` = |q|)
Client input: a = {a1, ..., am} ∈ (Zq)

m,

b = {b1, ..., bm} ∈ (Zq)
m

Server input: k ∈ Zq
Protocol:

1. Server and Client perform m · ` OTs where Server is the sender and Client is
the receiver.

2. For the t = (m ·i+j)th OT: Server provides pairs of random values (rij , rij+k)

for the ith OT, Client provides selection bit aij (the jth bit of ai).

3. For the ith value ai:

Server computes: ri =
∑l−1
j=0 2j · rij .

Client computes: si =
∑l−1
j=0 2j · (rij + aij · k) = ai · k + ri. This is equivalent

to Server providing (k, ri) and Client providing ai to the ith OLE.

4. Client sets yi = ai·k+ri+bi and sends yi to Server. Server computes ci = yi−ri.

Output:
Server: ci = ai · k + bi.

Figure 4.5: One Side Malicious Secure Vector OLE Protocol From OT Extension

Theorem 8. The protocols of Figure 4.5 for computing vector OLE in the FOT-hybrid model

securely realizes the ideal functionality FVOLE (Figure 2.4), with abort, under the presence

of a semi-honest server and a malicious client.

Simulation for a semi-honest server.

The simulator obtains the server’s input k. He submits k to the ideal functionality and

obtains c. He sets the random tape for the server with rij . He hands ỹi = ci + ri to the

server to simulate the message the server receives from the client in Step 4. The simulator
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then outputs whatever the server outputs.

Claim 5. For the simulator S corrupting a semi-honest Server as described above, and

interacting with the functionalities FOT,

{
hybridFOT

πVOLE,A(z) (k, (a,b))), κ)
}
z∈{0,1}∗,κ∈N

c≡
{
idealFVOLE,S(z) (k, (a,b))), κ)

}
z∈{0,1}∗,κ∈N

Proof. We provide a proof sketch here. The only message that the server receives is y = {yi}.

In the hybrid world, yi = ci + ri, which is exactly the same as ỹi. The outputs in both

worlds are also identical. Thus, the joint distributions in both worlds are computationally

indistinguishable.

Simulation for a malicious client.

1. s̃i: The simulator obtains the choice bits aij when the client submits them to FOT, and

extracts the client’s input ai. The simulator samples k and ri uniformly at random

in Zq, computes s̃i = k · ai + ri and hands them to the client to simulate the messages

the client receives from the server in Step 3.

2. The simulator receives yi when the client sends them to the server. He extracts bi,

then submits (a,b) to the ideal functionality. He outputs whatever the client outputs.

Claim 6. For the simulator S corrupting a malicious client as described above, and inter-

acting with the functionalities FOT,

{
hybridFOT

πVOLE,A(z) (k, (a,b))), κ)
}
z∈{0,1}∗,κ∈N

c≡
{
idealFVOLE,S(z) (k, (a,b))), κ)

}
z∈{0,1}∗,κ∈N

Proof. We provide a proof sketch here. As the simulator can extract the server’s effective

input, the outputs in the hybrid world (c,⊥) and in the ideal world (c,⊥)) are identical.
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In the hybrid world, si are uniformly random in Zq as the server chooses rij uniformly at

random. In the ideal world, s̃i are chosen uniformly at random by the simulator. Also, si

and s̃i are independent from the output. Thus, the joint distributions in both worlds are

identical.

Communication complexity. The communication cost to compute c = x · a + b is

(κ+ `2) ·m bits where m is the length of the OLE vector and κ the security parameter.

4.3.2 Fully malicious secure vector OLE.

In order to make Gilboa’s approach fully malicious secure, we need to prevent the client from

sending the wrong correction messages. One way to partially handle the issue is to have a

check at the end to verify that all OLEs are computed correctly. However, as pointed out

in prior work [30, 59, 68], just having a check following Gilboa’s construction is vulnerable

to a selective failure attack in which the sender can learn t bits of k with probability 2−t

(once the output is used in some dependent application): modifying ai in the jth OT has

an impact on the output if and only if kj == 1. The adversary can try to attack certain

bits kj and waits to see if the other party will abort. In case of no abort, he learns that all

those selected bits are zero.

Frederiksen et. al [30] gave a solution that removes the leakage from the selective

failure attack by using a noisy encoding. Informally, instead of representing k as k =∑`−1
j=0 2j · dj , the server picks random values h1, ..., h`+3s, g ∈ Zq (` = log(q)) and random

bits d1, ..., d`+3s such that g +
∑`+3s

j=1 djhj = k mod q. The server first sends a commit-

ment of (h1, ..., h`+3s, g) to the sender, then they execute oblivious transfer with the choice

bits {dj} and the messages (rij , rij + ai) for j ∈ {1, . . . , ` + 3s}. The sender then open

(h1, ..., h`+3s, g) to the receiver. As mention before, a malicious adversary has a probability

of 2−t to learn t bits of k. However, the authors of [30] proved that even when at most s

bits of {d1, ..., d`+3s} are leaked, the scheme is a 2−s statistically hiding noisy encoding of
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Fully malicious secure ΠVOLE

Inputs: Common input: (1n, q, ` = |q|). Client input: a = {a1, ..., am} ∈ (Zq)
m, b =

{b1, ..., bm} ∈ (Zq)
m. Server input k ∈ Zq.

Protocol:
1. Server samples a random seed s1 and uses it to generate two random encodings of k: he

samples h1, ..., h`+3s ∈ Zq, h′1, ..., h′`+3s ∈ Zq, random bits d1, ..., d`+3s, d
′
1, ..., d

′
`+3s,

and g, g′ ∈ Zq such that k = g +
∑l+3s
j=1 dj · hj = g′ +

∑l+3s
j=1 d

′
j · h′j .

2. Generating Vector OLE

(a) The two parties execute (`+ 3s) random OTs where the Client provides pairs of
random seeds (rj0 , rj1) and the Server provides selection bits dj . Server receives
rjdj .

(b) For the jth OT of the ith OLE, the client sends correction messages:
uij = PRF(i||rj0)− PRF(i||rj1) + ai.

3. Generating the check OLE

(a) The parties execute (` + 3s) random OTs where the Client provides pairs of
random seeds (r′j0 , r

′
j1

) and the Server provides random selection bits d′j . The

server receives r′jd′j
.

(b) Server and Client perform secure coin flips to generate a shared seed, s2. They
use this to fix pseudorandom values α1, ..., αm.

(c) For j ∈ [`+ 3s], Client computes a =
∑m
i=1 αiai and sends correction messages:

u′j = PRF(r′j0)− PRF(r′j1) + a.

4. Vector OLE verification

(a) Server computes fi =
∑`+3s
j=1 hj · [PRF(i||rjdj ) + dj · uij ] = ai · k + ei and f =∑`+3s

j=1 h′j ·[PRF(r′jd′
j

)+d′j ·u′j ] = a·k+e, where ei =
∑`+3s
j=1 hj ·PRF(i||rj0)−ai ·g

and e =
∑`+3s
j=1 h′j · PRF(r′j0)− a · g′.

He sends Hj = hj ·G,H ′j = h′j ·G,A = g ·G,A′ = g′ ·G to client.

(b) Client computes ∆ = (e−
∑m
i=1 αi · ei) ·G and sends it to the server.

(c) Server verifies that (f −
∑m
i=1 αifi) · G = ∆. He sends the client s1 that was

used to generate hj . He also sends g to the client. Client verifies that these
values are consistent with the previous commitments.

(d) Client computes ei and sends δi = bi − ei to the server.

(e) Server sends P = k ·G to the client, he also sends two NIZK proofs of knowledge
that he knows f1 and f such that f1 ·G = a1 ·P + e1 ·G and f ·G = a ·P + e ·G:

π1 = πRDL

zk (f1 : f1 ·G = a1 ·P + e1 ·G) and π2 = πRDL

zk (f : f ·G = a ·P + e ·G).
The client verifies the proofs.

Output
Server: ci = fi + δi = ai · k + bi.
Client: P = k ·G

Figure 4.6: Fully Secure Vector OLE Protocol From OT Extension
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the value k (See Lemma C.6 [30]).

Frederiksen et al. [30] used OLE as a subroutine for distributed key generation of an

RSA key. When the OLE is not computed correctly, their parties detect it after they

reveal an invalid public key. We propose a different approach that makes the vector OLE

protocol modular: our check is done inside the vector OLE protocol and independent of the

application that uses it. In summary, in order to verify the correctness of the vector OLE

execution, we have one extra OLE that requires the sender to provide input as a linear

combination of the his input vector. The receiver will detect the cheating with well defined

probability. If the sender adds some error εij 6= 0, he will be caught with high probability

if dj == 1. The check passes if and only if all bits dj that he attacks are zero. In that

case, he learns some bits. However, the noisy encoding assures that he would not be able

to learn too many bits, and given the leakage, he would not learn anything about k. We

note that when dj == 0, εij 6= 0 does not have any effects on the sender inputs (ai, bi), and

the simulator can still extract them properly. The extra cost to perform the check is just

the cost of one OLE, which is very cheap. The protocol is shown in Figure 4.6.

Theorem 9. Then the protocols of Figure 4.6 for computing vector OLE in the FOT-hybrid

model securely realizes the ideal functionality FVOLE (Figure 2.4), with abort, under the

presence of a semi-honest server and a malicious client.

Simulation for a malicious server.

1. The simulator plays the role of the client. He samples r̃j0, r̃j1, r̃
′
j0, r̃

′
j1, ãi, b̃i uniformly

at random and invokes the vector OLE protocol with the server.

2. r̃jdj : the simulator extracts the bits dj when the server submits them to FOT. He

hands r̃jdj to the server to simulate the messages the server receives from FOT in Step

2(a).

3. ũij : the simulator computes the values ũij from the r̃j0, r̃j1, ãi and hands them to the

server to simulate the messages the server receives from the client in Step 2(b).
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4. s̃2: the simulator plays the role of the client and agrees on a random s̃2 with the server

in Step 3(b). The simulator computes ã =
∑m

i=1 αi · ãi.

5. ũ′j : the simulator computes the values ũ′j from the r̃′j0, r̃
′
j1, ã and hands them to the

server to simulate the messages the server receives from the client in Step 3(c).

6. ∆̃: the simulator receives Hj , H
′
j , A,A

′ when the server sends them to the client. He

uses these values to compute ∆̃ and hands ∆̃ to the server to simulate the message

he receives in Step 4(b).

7. δ̃i: The simulator then obtains s1, g, g
′ from the server in Step 4(c). He aborts if there

is inconsistency between these values and Hj , H
′
j , A,A

′. He uses these values together

with the bits dj , d
′
j to recover the values k and k′ the sender used in Step 2 and 3

respectively: k = g+
∑l+3s

i=1 di ·hi and k′ = g′+
∑l+3s

i=1 d′i ·h′i. The simulator submits k

to the ideal functionality and receives the output c̃i. He can compute ei using g, g′, s1.

He uses c̃i to compute δ̃i = c̃i − (ãi · k + ei) and hands these values to the server.

The simulator also receives P when the server sends it to the client. If k · G 6= P or

k′ ·G 6= P , or if the NIZK proofs are false, the simulator aborts and outputs whatever

the server outputs. Then the simulator outputs whatever the server outputs.

Claim 7. For the simulator S corrupting a malicious Server as described above, and inter-

acting with the functionalities FOT,

{
hybridFOT

πVOLE,A(z) (k, (a,b))), κ)
}
z∈{0,1}∗,κ∈N

c≡

{
idealFVOLE,S(z) (k, (a,b))), κ)

}
z∈{0,1}∗,κ∈N

First, we consider the partial transcripts in both worlds up to the end of Step 3. The

partial views in the hybrid and ideal world are: V = {rjdj , uij , r′jd′j , u
′
j , s2,∆, δi} and Ṽ =
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{r̃jdj , ũij , r̃′jd′j , ũ
′
j , s̃2, ∆̃, δ̃i} respectively. The distributions of the views are computationally

indistinguishable as all the messages are pseudorandom and independent from one another.

Now, if the server cheats by providing different k, k′, and P such that P 6= k · G or

P 6= k′ · G in Step 2 and 3, he will be caught with high probability in the hybrid world

and is always caught in the ideal world. For example, if P = k̂ · G 6= k · G, in order

to produce correct proof π1 in the hybrid world, he needs to know the value ai · k̂ + ei.

This is equivalent to knowing the value ai, which is perfectly hidden in the messages uij =

PRF(i||rj0) − PRF(i||rj1) + ai, since the server knows only one of the two random values.

To pass the check, the only thing he can do is to guess ai, and he has only 1/q chance of

guessing it correctly. In the ideal world, the simulator always aborts, in the hybrid world,

abort happens with probability 1 − 1/q. The same thing happens when P 6= k′ · G. The

joint distributions in both worlds are statistically close if he cheats this way.

If the server does not cheat in Step 2, the whole protocol will be executed, and the joint

distributions in the hybrid and ideal worlds are:

{
hybridFOT

πVOLE,A(z) (k, (a,b))), κ)
}
z∈{0,1}∗,κ∈N

=

{(rjdj , uij , r
′
jdj
, u′j , s2,∆, δi), (P, ci)}

{
idealFVOLE,S(z) (k, (a,b))), κ)

}
z∈{0,1}∗,κ∈N =

{(r̃jdj , ũij , r̃
′
jdj
, ũ′j , s̃2, ∆̃, δ̃i), (P, c̃i)}

As the simulator can extract k, the outputs are identical in both worlds. The views in

both worlds contain random strings, which are independent from one another and from the

output. So, the joint distributions in both worlds are computationally indistinguishable.

Simulation for a malicious client.
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1. s̃2: The simulator extracts (rj0, rj1) from the client when he submits them to FOT in

Step 2(a). The simulator also obtains uij when the client sends them to the server,

and can recover ai = uij − PRF(i||rj1) + PRF(i||rj0). If the client cheats, he may

provide ai + εij for some indices j. The simulator extracts ai and εij for the ith

OLE: pick ai to be the value that maximizes the number of indices j for which ai =

uij − PRF(i||rj1) + PRF(i||rj0). εij can be computed after ai is fixed.

In Step 3(a), the simulator extracts (r′j0, r
′
j1) from the client when he submits them

to FOT. Next, the simulator and the client agree on a random s̃2 in Step 3(b). The

simulator computes a and ε′j from the messages u′j that the client sends to the server.

2. H̃j , H̃
′
j , Ã, Ã

′, s̃1, g̃, g̃
′: The simulator samples random s̃1, g̃, g̃

′, expands the seed s̃1

and calculates H̃j , H̃
′
j , Ã, Ã

′ as in Step 4(a). He hands these to the client.

Let J = {j | ∃εij 6= 0} and J ′ = {j | ∃ε′j 6= 0} and t = |J | + |J ′|. The simulator

computes e, ei from s̃1, s̃2, g̃, g̃
′, rj0, rj1, r

′
j0, r

′
j1. He receives ∆ when the client sends it

to the server in Step 4(b). If ∆ = e · G −
∑m

i=1 αi · ei · G, the simulator aborts with

the probability of 1− 2−t. If ∆ 6= e ·G−
∑m

i=1 αi · ei ·G, the simulator aborts.

In case of no abort, the simulator hands s̃1, g̃, g̃
′ to the client to simulate Step 4(c).

3. π̃1, π̃2, P̃ : The simulator extracts bi from the messages δi that the client sends to the

server in Step 4(b). He submits (a,b) to the ideal functionality and receives (P̃ , c).

He hands P to the client to simulate the message the client receives from the server

in Step 4(e). The simulator produces two NIZK proofs of knowledge π̃1, π̃2 that he

knows f1 and f such that: f1 ·G = a1 ·P +e1 ·G and f ·G = a ·P +e ·G. We note that

in the ideal world, the simulator does not need to know f1, f to produce convincing

NIZK proofs. Thus he does not need to know k to do so. The simulator then outputs

whatever the client outputs.
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Claim 8. For the simulator S corrupting a malicious client as described above, and inter-

acting with the functionalities FOT,

{
hybridFOT

πVOLE,A(z) (k, (a,b))), κ)
}
z∈{0,1}∗,κ∈N

c≡

{
idealFVOLE,S(z) (k, (a,b))), κ)

}
z∈{0,1}∗,κ∈N

Proof. First, we consider the case where the client executes the protocol honestly. In this

case, the joint distributions in both worlds are:

{
hybridFOT

πVOLE,A(z) (k, (a,b))), κ)
}
z∈{0,1}∗,κ∈N

=

{(s2, Hj , H
′
j , A,A

′, s1, g, g
′, P, π1, π2), (P, c)}

{
idealFVOLE,S(z) (k, (a,b))), κ)

}
z∈{0,1}∗,κ∈N =

{(s̃2, H̃j , H̃
′
j , Ã, Ã

′, s̃1, g̃, g̃
′, P̃ , π̃1, π̃2), (P̃ , c)}

The outputs in both worlds are identical as the simulator successfully extracts the client’s

input. So, P and P̃ are identical. The distributions of the proofs in both worlds are

computationally indistinguishable and independent from the rest of the distribution. The

remaining view are random messages in both worlds. Thus, the joint distributions in both

worlds are computationally indistinguishable.

Suppose the client cheats in Step 2 or 3 with the OT. The partial view of the client

in the hybrid and ideal worlds are computationally indistinguishable. Let J = {j | ∃εij 6=

0} and J ′ = {j | ∃ε′j 6= 0}. When he cheats, in the hybrid world, the server receives

84



fi =
∑l+3s

j=1 hj · [PRF(i||rjdj ) + dj · (uij + εij)] = ai · k + ei +
∑l+3s

j=1 dj · hj · εij and f =

∑l+3s
j=1 h

′
j · [PRF(r′jdj

) + d′j · (u′j + ε′j)] = a · k + e+
∑l+3s

j=1 d
′
j · h′j · ε′j .

The server computes

f −
m∑
i=1

αi · fi = (a · k + e+

l+3s∑
j=1

d′j · h′j · ε′j)

−
m∑
i=1

αi · (ai · k + ei +

l+3s∑
j=1

dj · hj · εij)

= e−
m∑
i=1

αi · ei +

l+3s∑
j=1

d′j · h′j · ε′j

−
m∑
i=1

αi

l+3s∑
j=1

·dj · hj · εij

= e−
m∑
i=1

αi · ei +
∑
j∈J ′

d′j · h′j · ε′j

−
∑
j∈J
·dj · hj ·

m∑
i=1

αiεij

As the client only knows hj · G, h′j · G, g · G, g′ · G, and he only knows αi after setting

εij , the values γ′j = h′j · ε′j and γj = −hj ·
∑m

i=1 αiεij are random field elements and not

known to the client. In order to pass the check, the client has to send ∆ = (e −
∑m

i=1 αi ·

ei +
∑

j∈J dj · γj +
∑

j∈J ′ d
′
j · γ′j) ·G. The client knows the value of (e−

∑m
i=1 αi · ei) ·G and

can compute e ·G and ei ·G himself. We consider two different cases.

Case 1: Assume the client chooses ∆ such that ∆ = (e−
∑m

i=1 αiei+ δe) ·G, and δe 6= 0.

We prove that the chance he passes the test in the hybrid world is at most 1/q. Assume that

∃i ∈ J such that di 6= 0. Then to pass the check, it must hold that: δe = γi+
∑

j∈J\{i} djγj+∑
j∈J ′ d

′
jγ
′
j or γi = δe−

∑
j∈J\{i} djγj −

∑
j∈J ′ d

′
jγ
′
j , which happens with probability of 1/q.
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A similar argument holds if there exists i ∈ J ′ such that d′i 6= 0. If ∀j ∈ J, dj = 0, and

∀j ∈ J ′, d′j = 0, then f−
∑m

i=1 αifi = e−
∑m

i=1 αiei+
∑

j∈J djγj+
∑

j∈J ′ d
′
jγ
′
j = e−

∑m
i=1 αiei.

If δe 6= 0, then the client is caught with probability 1. Overall, the chance he passes the

check when δe 6= 0 is (1 − 2−t)/q. In the ideal world, when the simulation sees δe 6= 0, he

aborts. The difference is 2−t/q between the hybrid and the ideal world.

Case 2: The client sets δe = 0 and sends ∆ = (e−
∑m

i=1 αiei)·G (which he can compute).

In the hybrid world, he has a 2−t + (1 − 2−t)/q chance to pass the check (when all dj = 0

and d′j = 0 or when some dj 6= 0 or d′j 6= 0 and the error terms happen to sum up to 0). In

the ideal world, the simulator aborts with the probability of 1 − 2−t. So, the difference is

(1− 2−t)/q in this case.

Thus, in both cases the joint distributions in both worlds are computationally indistin-

guishable.

Communication complexity. The communication cost to compute c = x · a + b is

(l + 3s) · l · m bits where m is the length of the OLE vector. After the initial oblivious

transfer phase, to compute additional OLE, the sender just needs to send (l + 3s) · l bits

to the receiver. When l = 256, s = 40, the communication cost for each OLE is about 12

KiBytes.

4.4 Experiments and Results

Experiment settings. We evaluate the performance of our protocols in a real environment

and compare them to prior work [55,58]. The server is a c5.xlarge AWS instance in Northern

Virginia. The client is an android phone (Google Pixel 2) connecting to a home Wifi or

Verizon LTE network also in Northern Virginia. The download and upload speed of the

wifi connection is 100 Mbps, and that of the LTE connection is 100 Mbps and 25 Mbps

respectively. We note that the LTE connection speed varies throughout the day, so we

measure the speed at the time we run the experiments.

Curve25519. We instantiate the elliptic curve with the curve Curve25519. The order of
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the curve is 2255 − 19, which is almost a Mersenne prime number. This allows fast field

multiplication and helps to speed up the elliptic curve operations. Compared with the curve

P-256 used in [55], Curve25519 is around 1.6X faster. [84] provides a fast implementation

for Curve25519.

Table 4.1: Base phase of our protocols.

Parameters Base Time [s] Base Comm. [MiB]
m Protocol WiFi LTE S → C C → S

11041

AES-GC-PSI - - 1752.33 21.59
LowMC-GC-PSI 27.52 28.17 237.32 21.59
ECC-NR-PSI 1.97 7.77 0.01 21.59
Ours (OT) 10.67 19.64 86.27 43.49
Ours∗ ([8]) 9.08 9.29 42.89 4.01

5535

AES-GC-PSI 84.59 - 878.47 10.82
LowMC-GC-PSI 13.61 14.36 118.97 10.82
ECC-NR-PSI 1.17 3.87 0.01 10.82
Ours (OT) 5.58 11.63 43.25 21.81
Ours∗ ([8]) 9.08 9.29 42.89 4.01

1024

AES-GC-PSI 15.86 16.48 162.52 2.02
LowMC-GC-PSI 2.71 3.71 22.01 2.02
ECC-NR-PSI 0.46 1.04 0.01 2.02
Ours (OT) 1.50 3.68 8.01 4.06
Ours∗ ([8]) 9.08 9.29 42.89 4.01

The cost to perform pre-computation for m client’s input. Best
results are marked in bold.

One side malicious secure PSI. We have two different instantiations for our base phase:

our OT-based vector OLE (Figure 4.5) and compressing vector OLE [8]. We do not have

implementation for compressing vector OLE, however, we emulate it by securely evaluating

t(n) · 4 · (log(n) + 1) LowMC circuits. Executing these circuit is almost the entire cost

(computation and communication) for compressing vector OLE. For our application, we set
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Table 4.2: Setup phase of our protocols.

Parameters Server Setup [s] Transfer Time [s] Comm. [MiB]
Ns Protocol Wifi LTE S → C

228

AES-GC-PSI 28.41

92.95 96.71 1072
LowMC-GC-PSI 1638.34
ECC-NR-PSI -
Ours -

224

AES-GC-PSI 1.53

5.43 5.70 67
LowMC-GC-PSI 98.09
ECC-NR-PSI 2605.10
Ours 1635.73

220

AES-GC-PSI 0.06

1.22 1.34 4.19
LowMC-GC-PSI 6.13
ECC-NR-PSI 158.37
Ours 101.54

The cost to compute Ns PRF encodings locally and the time to transfer
them. Ns is the server’s input size. Best results are marked in bold.

n = 214 to be the number of OLEs. From Table 2 in their paper we get t(n) = 34. So the

cost to compute compressing vector OLE for input length 214 is equivalent to the cost to

securely evaluate 2040 LowMC circuits. As shown in Table 5.1, [8] is better when input size

is large (around 11000), while OT-base vector OLE performs better with small input.

ECC-NR-PSI has the most efficient base phase. It is 3X-5X faster than ours with Wifi

connection and around 2.5X-3.5X faster with LTE. However, our online phase performs best

for input of size 256 and above. Our online phase is at least 4X faster than AES-GC-PSI,

ECC-NR-PSI, and LowMC-GC-PSI (both Wifi and LTE ) and our online communication

is 32X-64X cheaper (Table 5.4). When combine the base and online phase, our protocol is

at least 2X faster for input of size 11041 (Table 5.5).

Fully malicious secure PSI. We do not provide experiments for our malicious secure

protocols. Instead, we provide some estimation in terms of communication and computation

cost (Table 5.2). The dominant cost in the base phase is the cost to transmit O(l2 · m)
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Table 4.3: Online phase of our protocols.

Parameters Online Time [s] Online Comm. [KiB]
m Protocol WiFi LTE S → C C → S

11041

AES-GC-PSI - - 22082 173.52
LowMC-GC-PSI 17.08 17.44 22082 173.52
ECC-NR-PSI 23.5 24.39 44714 173.52
Ours 3.62 3.78 345 345.03

5535

AES-GC-PSI 7.57 - 11070 86.48
LowMC-GC-PSI 8.81 8.69 11070 86.48
ECC-NR-PSI 11.82 12.21 22416 86.48
Ours 1.87 2.03 173 172.97

1024

AES-GC-PSI 1.53 1.54 2048 16.00
LowMC-GC-PSI 1.82 1.83 2048 16.00
ECC-NR-PSI 2.22 2.36 4147 16.00
Ours 0.37 0.49 32 32.00

256

AES-GC-PSI 0.43 0.43 512 4.00
LowMC-GC-PSI 0.43 0.47 512 4.00
ECC-NR-PSI 0.56 0.69 1037 4.00
Ours 0.12 0.21 8 8.00

1

AES-GC-PSI 0.03 0.08 2.00 0.02
LowMC-GC-PSI 0.06 0.11 2.00 0.02
ECC-NR-PSI 0.07 0.10 4.06 0.02
Ours 0.06 0.10 0.03 0.03

The cost to perform pre-computation for m client’s input. Best
results are marked in bold.
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Table 4.4: Combining the base and online phase of our protocols.

Parameters Base + Online Time [s] Base + Online Comm. [MiB]
m Protocol WiFi LTE S → C C → S

11041

AES-GC-PSI - - 1773.89 21.76
LowMC-GC-PSI 44.60 45.61 258.88 21.76
ECC-NR-PSI 25.47 32.16 43.68 21.76
Ours (OT) 14.29 23.42 86.61 43.83
Ours∗ ([8]) 12.70 13.07 43.23 4.35

5535

AES-GC-PSI 92.16 - 889.28 10.99
LowMC-GC-PSI 22.42 23.05 129.78 10.99
ECC-NR-PSI 12.99 16.08 21.9 10.99
Ours (OT) 7.45 13.66 43.42 21.98
Ours∗ ([8]) 10.95 11.32 43.06 4.18

1024

AES-GC-PSI 17.39 18.02 164.52 2.02
LowMC-GC-PSI 4.53 5.54 24.01 2.02
ECC-NR-PSI 2.68 3.60 4.06 2.02
Ours (OT) 1.87 4.17 8.01 4.06
Ours∗ ([8]) 9.45 9.78 42.89 4.01

m is the size of client’s input. Best results are marked in bold.

Table 4.5: Comparing the one side malicious secure PSI protocol and the fully malicious
secure one.

Phase Protocol # Elliptic Curve Exp Comm. [bits]
Server Client S → C C → S

Base (VOLE)
1 side malicious - - l2 ·m (λ+ 1) · l ·m
fully malicious 2(l + 3s+ 1) m+ 2(l + 3s+ 1) 2(λ+ l) · (l + 3s+ 1) l · (l + 3s+ 1) ·m

Online
1 side malicious m m m · l m · l
fully malicious 3m 5m 4 ·m · l m · l

λ = 128, l = 256, s = 40 and m is the client’s input size.
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bits from the client to the server where l = |q| = 256 and m is the client’s input size. The

range proof for the key P = k ·G needs only O(l) elliptic curve operations and some c · l2

bits (c � m), which is much less than the cost for OT. Overall, our fully malicious secure

vector OLE is around (1 + 3s/l) times more expensive than the 1-sided malicious version,

where s = 40 is the security parameter we used for the noisy encoding. Putting all the

numbers together, our malicious vector OLE has an overhead of 1.5X. Together with the

online phase, our fully malicious secure version has an overhead of at most 2X in terms of

communication cost for the base and online phase.

91



Chapter 5: Two-party Private Set Intersection with an

Untrusted Third Party

In this chapter, we present new two-party private set intersection protocols with an un-

trusted third party. Our protocols allow two parties to compute any function over the

intersection of their input set efficiently. The work presented in this chapter has been

published in proceedings of the 2019 ACM SIGSAC Conference on Computer and Commu-

nications Security [62].

5.1 Set Intersection Cardinality Through Polynomial Inter-

polation

FPSI-CA

Inputs: P1 provides X = {x1, ..., xn}, P2 provides Y = {y1, ..., yn}. P3 provides no input.
Functionality:

• Waits for input X = (x1, ..., xn) and Y = (y1, ..., yn) from P1 and P2 respectively.

• If there are duplicated items in X or Y, sends abort to all parties.

• Else, gives output |X ∩ Y | to P1, P2, and P3.

Figure 5.1: PSI-CA Ideal Functionality

In this section we present a protocol for intersection cardinality, through polynomial

interpolation. In Section 5.2.1 we use circuit-based techniques from generic secure compu-

tation to give two more constructions for cardinality. In all of our cardinality protocols,
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P1 and P2 begin by agreeing on an encryption key for a deterministic encryption scheme.

They each encrypt their data and send it to P3, who can find the intersection by simply

comparing the ciphertexts sent by each party. (For the sake of intuition, it helps to ignore

this step, and just think of P3 as operating on cleartext data.) This is a large part of what

allows us to construct efficient protocols: in the two party setting (or in a setting where all

three parties have input), we cannot entrust the intersection computation to any one party.

The main challenge that remains in our setting is to ensure that P3 is honestly reporting

the size of the intersection.

To prove that the intersection has the claimed size using polynomial interpolation, P3

plays the prover in two, 2-round interactive proofs, one providing an upper bound, and the

other providing a lower bound on the size of the intersection. The idea behind these proofs

is as follows. When verifying a lower bound of z on the size of the set union, P1 and P2

choose a random secret from a sufficiently large field, and secret share the value using a

degree (z−1) polynomial p2(x). Then, assuming input sets of size n, they each evaluate the

polynomial at every point in their input set, and each sends the resulting n secret shares

to P3. If the union is smaller than the claimed lower bound of z > |X ∪ Y |, P3 will not

have enough unique values to interpolate the polynomial p2(x) and learns nothing about

p2(0). In order to pass the test, P3 must choose a z such that z ≤ |X ∪ Y |, defining an

upper bound of (2n− z) on the size of the intersection. Similar techniques have been used

in previous work [19,77,85].

When verifying a lower bound of z on the size of the intersection (which is an upper

bound on the union), we use a similar idea with an additional twist. P1 and P2 again choose

a random secret from a sufficiently large field, and secret share the value using a degree

z − 1 polynomial p1(x). They then encode their data such that two encodings of x reveal

a share of this polynomial, p1(x), while a single encoding of x reveals nothing. Specifically,

they use a 2-out-of-2 additive sharing of p1(x), where the randomness for the sharing is

derived deterministically from the value of x: (F(k, x),F(k, x)⊕ p1(x)). This allows each

of P1 and P2 to generate one of the two shares, without knowing whether the other party
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will create and send the other share. P3 will learn at most |X ∩Y | shares of p1, so if he has

claimed a value of z > |X ∩ Y |, he learns nothing about p1(0).

We present the full protocol for intersection cardinality in Figure 5.3. In Figure 5.2 we

present the proof of union lower bound by itself, as we will use it in Section 5.2.1 in our

“hybrid” protocol that combines this proof with circuit-based techniques. The reader might

find it helpful to look at Figure 5.2 first, though the cardinality protocol of Figure 5.3 is

self-contained. The cardinality protocol includes simultaneous proofs of the upper and lower

bounds that were just informally described. Certain checks are performed by P3 in order

to prevent a selective failure attack by P1 and P2. If an element of V1 or W1 is encoded

incorrectly in Steps 6 or 7, this is caught by P3 in Step 12b or 12c when P1 and P2 reveal

the polynomial that they used. Because P3 needs to learn the randomness used in Steps 6

and 7 in order to perform this check, he sends a commitment to his challenge response in

Step 10, before learning the randomness. If an element of V2 or W2 is encoded incorrectly

in Steps 6 or 7, this is caught by P3 in Step 9 if the element lies in the intersection, and is

caught in Step 12a if the element is in the union; in either case, P3 aborts in Step 12. Note

that if the check in Step 9 were not performed, P1 or P2 could perform a selective failure

attack to learn whether some particular element is in the intersection: given a bad encoding

in V2 or W2, P3 would abort if and only if the encoded element were not in the intersection.

PSI: When computing the actual intersection, rather than just the cardinality, P3 can

provide the encodings of the items in the intersection, together with a proof of the upper

bound on the intersection size (or, equivalently, the union cardinality lower bound). Clearly

P3 can’t add anything to the intersection, because at least one of P1 and P2 would recognize

that the item was not in their input and reject. A similar comment applies when computing

set union; it suffices to prove only the lower bound on the union, since nothing can be

dropped from the union without detection. If a deterministic authenticated encryption

scheme is used, there is no need for the lower bound proof on the union. In Figure 5.2 we

present the union cardinality lower bound by itself. After receiving the claimed intersection

and verifying the bound, the players simply verify that the claimed intersection has size
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that is consistent with that proof, and that the claimed intersection is a subset of their own

input. The PSI protocol is secure with abort. It allows both parties to learn the output,

in contrast to the protocols of [60,80], which only allow one party to receive output.1 The

communication cost is linear.

Union count lower bound

Inputs: P1 has X = {x1, ..., xn}, P2 has Y = {y1, ..., yn}, P3 does not have inputs.
Protocol:

1. P1 and P2 sample a common random key k by making a call to Fcoin.

2. P1 sends S ← {F(k, x) | x ∈ X} to P3.

3. P2 sends T ← {F(k, y) | y ∈ Y } to P3.

4. P3 verifies that all items in S and T are distinct, then sends τ = |S ∪ T | to P1 and
P2.

5. P1 and P2 agree on a random polynomial p of degree (τ − 1).

6. P1 sends V ← {p(x̂) | x̂ ∈ S} to P3.

7. P2 sends W ← {p(ŷ) | ŷ ∈ T} to P3.

8. P3 sets V ← {(x̂, p(x̂)) | x̂ ∈ S} and W ← {(ŷ, p(ŷ)) | ŷ ∈ T}

9. If ∃(x̂, ŷ) ∈ S × T : x̂ = ŷ ∧ p(x̂) 6= p(ŷ), P3 interpolates a polynomial p̂ from τ
random values. Otherwise, P3 interpolates a polynomial p̂ from V ∪W . He computes
ŝ← p̂(0).

10. P3 sends a commitment of ŝ to P1 and P2.

11. P1 and P2 send p to P3.

12. P3 aborts if he receives different p or p 6= p̂. Otherwise, he decommits ŝ to P1 and P2.

13. The players compare the values received in the previous step, and abort if they differ.
They also abort if p(0) 6= ŝ.

Output: All parties output τ .

Figure 5.2: The protocol to compute a lower bound on the union of the two input sets.

We note that a 2-round proof for the set union lower bound can be easily extracted, and

1Of course, in any protocol, the party receiving output can send the value to the first party, but in these
protocols there is no way to verify that the received value is correct.
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used for computing set union. We do not present it separately, in order to preserve space.

Theorem 10. Assuming (com, decom) is a computationally hiding, statistically binding

commitment scheme, and that F is a secure PRP, the protocol ΠPSI-CA for computing the

cardinality of the set intersection (Figure 5.3) securely realizes the ideal functionality FPSI-CA

with abort (Figure 5.1), under a single malicious corruption.

We first describe a simulator for the cases where P1 is corrupt. The simulator for P2 is

identical, so we omit the description and corresponding claim. Without loss of generality,

we assume the malicious party outputs his entire view in the protocol. Simulated messages

appear with ‘˜ ’ above them.

1. k̃1, k̃2, τ̃ : S and P1 sample random PRP keys k̃1, k̃2 with a call to Fcoin. After receiving

encrypted inputs from P1, if there is no duplication in the set of encrypted inputs, S

inverts the PRP using k̃1, recovering input set X ′, otherwise, S aborts and outputs

whatever P1 outputs. Otherwise, he submits X ′ to F , and receives τ̃ = |X ′ ∩ Y |. S

hands τ̃ to P1 as the message from P3.

2. p̃1, p̃2, c̃1, c̃2: S simulates the output of Fcoin, determining two random polynomials,

p̃1 and p̃2, of degree (z − 1) and (2n − z − 1) respectively. After receiving V1 and

V2 from P1 (step 6), S verifies whether P1 has generated these sets correctly: V1 =

{F(k̃2,F(k̃1, x)) | x ∈ X ′} and V2 = {p2(F(k̃1, x)) | x ∈ X ′}. If these have been

generated correctly, S computes s̃1 = p̃1(0), s̃2 = p̃2(0). Otherwise, he sets s̃1 =

0, s̃2 = 0. S computes commitments to these values: c̃1 = com(s̃1), and c̃2 = com(s̃2).

He hands P1 the commitments as the messages from P3.

3. s̃1, s̃2: S receives k2, p1, p2 from P1. If pi 6= p̃i for either i, or k2 6= k̃2, S sends abort

to P1 on behalf of P3 and outputs the simulated messages. Otherwise, S opens the

previous commitments to P1: s̃1 = decom(c̃1) and s̃2 = decom(c̃2), and sends these to

P1.
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ΠPSI-CA: Polynomial-Based PSI Cardinality

Inputs: P1 has X = {x1, ..., xn}, P2 has Y = {y1, ..., yn}, P3 does not have inputs.
Protocol:

1. P1 and P2 sample random keys k1, k2 by making two calls to Fcoin..

2. P1 sends X̂ ← {F(k1, x) | x ∈ X} to P3.

3. P2 sends Ŷ ← {F(k1, y) | y ∈ Y } to P3.

4. P3 verifies that all items in X̂ and Ŷ are distinct, then sends τ = |X̂ ∩ Ŷ | to P1 and
P2.

5. P1 and P2 jointly sample two random polynomials: p1 of degree (τ −1) (if τ = 0, both
set p1 ≡ 0), and p2 of degree (2n− τ − 1). They compute s1 ← p1(0) and s2 ← p2(0).

6. P1 sends V1 ← {F(k2, x̂) | x̂ ∈ X̂} and V2 ← {p2(x̂) | x̂ ∈ X̂} to P3.

7. P2 sends W1 ← {F(k2, ŷ)⊕ p1(ŷ) | ŷ ∈ Ŷ } and W2 ← {p2(ŷ) | ŷ ∈ Ŷ } to P3.

8. P3 sets

(a) V1 ← {(x̂,F(k2, x̂)) | x̂ ∈ X̂},

(b) W1 ← {(ŷ,F(k2, ŷ)⊕ p1(ŷ)) | ŷ ∈ Ŷ },

(c) V2 ← {(x̂, p2(x̂)) | x̂ ∈ X̂},

(d) W2 ← {(ŷ, p2(ŷ)) | ŷ ∈ Ŷ }

9. If ∃(x̂, ŷ) ∈ X̂ × Ŷ : x̂ = ŷ ∧ p2(x̂) 6= p2(ŷ), P3 interpolates polynomials p̂1 and p̂2
from τ and (2n − τ) random values respectively. Otherwise, P3 computes: Q1 ←
{(a, b ⊕ c) | (a, b) ∈ V1, (a, c) ∈ W1} and Q2 ← {(a, b) | (a, b) ∈ V2 ∪W2} and then
interpolates Q1, Q2, resulting in polynomials p̂1 and p̂2 respectively.

10. P3 computes ŝ1 ← p̂1(0), ŝ2 ← p̂2(0), then sends com(ŝ1), com(ŝ2) to both P1 and
P2.

11. P1 and P2 send k2, p1, p2 to P3. P3 aborts if he sees that P1 and P2 sent him different
values.

12. P3 aborts if:

(a) p̂1 6= p1 or p̂2 6= p2.

(b) V1 6= {(x̂,F(k2, x̂)) | x̂ ∈ X̂}

(c) W1 6= {(ŷ,F(k2, ŷ)⊕ p1(ŷ)) | ŷ ∈ Ŷ }

Otherwise, P3 decommits to ŝ1, ŝ2.

13. The players abort if ŝ1 6= s1 or ŝ2 6= s2.

Output: The players output τ .

Figure 5.3: ΠPSI-CA: A protocol for computing the size of the intersection.
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4. S outputs the simulated messages.

Claim 9. Assuming (com, decom) is a computationally hiding commitment scheme, then,

for the simulator S described above and interacting with the functionality FPSI-CA on behalf

of P1,{
realπPSI-CA,A(z) (X,Y, κ)

}
z∈{0,1}∗,κ∈N

c≡
{
idealFPSI-CA,S(z)(X,Y, κ)

}
z∈{0,1}∗,κ∈N

Proof. Case 0: First, we consider the case where P1 executes the protocol honestly. Because

the functionality is deterministic, it suffices to consider the view of the adversary in both

worlds, rather than analyzing the joint-distribution of his view with the honest output:{
realπPSI-CA,A(z) (X,Y, κ)

}
z∈{0,1}∗,κ∈N = {k1, k2, τ, p1, p2, com(s1), com(s2), s1, s2}

{
idealFPSI-CA,S(z)(X,Y, κ)

}
z∈{0,1}∗,κ∈N = {k̃1, k̃2, τ̃ , p̃1, p̃2, com(s̃1), com(s̃2), s̃1, s̃2}

The security of Fcoin ensures that k1, k2, p1, and p2 are distributed uniformly at ran-

dom, and that they are independent from other messages. The simulation, k̃1, k̃2, p̃1, p̃2 is

therefore perfect. τ and τ̃ are fully determined by the first message of P1, and the input of

the honest P2. Since S correctly extracts P1’s input in Step 2 using the PRP key, τ and τ̃

are identically distributed. In Step 6, the two polynomials p1 and p2 are sampled uniformly

at random, thus si = pi(0) and s̃i = p̃i(0) are identically distributed. As our function is

a deterministic one, the indistinguishability between the two distributions is reduced to

the indistinguishability of the commitment messages. Thus, the joint distributions in both

worlds are computationally indistinguishable when P1 is honest.

Case 1: If P1 sends duplicated ciphertexts in Step 4, abort happens in both the real and

ideal worlds. The joint distributions in the real and ideal worlds are {k1, k2} and {k̃1, k̃2},

respectively, and are identically distributed.

Case 2: If P1 deviates in Step 6, in the ideal world, this will be detected immediately and

the simulator sends abort at Step 11 or 12, as the simulator knows the values of p1, p2, k1,

k2, and X. The joint distribution in the ideal world is {k̃1, k̃2, τ̃ , p̃1, p̃2, com(0), com(0),⊥}.

In the real world, P1 will be caught by P3 in Step 9 or Step 12, and P3 will abort at
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Step 12. Note that in Step 12, P3 verifies the correctness of the messages sent to him in

Steps 6 and 7 by P1 and P2, using k2, p1, and p2. The joint distribution in the real world

is {k1, k2, τ, p1, p2, com(s1), com(s2),⊥}. The indistinguishability of these distributions re-

duces to the hiding property of the commitment scheme.

Case 3: If P1 deviates in Step 11 by sending the wrong k2, p1, or p2 to P3. This will be

detected in both the ideal and the real worlds. The joint distributions in the ideal and real

world are {k̃1, k̃2, τ̃ , com(s̃1), com(s̃2),⊥} and {k1, k2, τ, com(s1), com(s2),⊥} respectively.

Follow the same arguments in case 0, the two joint distributions are computationally indis-

tinguishable.

These cases cover all possible behaviors of P1, proving that the adversarial views are

indistinguishable in the two worlds.

We now describe a simulator for P3.

1. S̃, T̃ : The simulator S queries F to learn the size of the intersection. It then simulates

the first messages from P1 and P2 by choosing random strings for each encoding,

subject to the constraint that the intersection is of appropriate size. Let the messages

be two sets S̃ and T̃ (from P1 and P2 respectively).

2. Ṽ1, Ṽ2, W̃1, W̃2: S receives τ from P3, who sends the value to both P1 and P2. If P3

sends different values to P1 and P2, S aborts and outputs the partial view. Otherwise,

S chooses two random polynomials of degree (τ̃ − 1) and (2n − τ̃ − 1). Let the

polynomials be p1 and p2 respectively. S computes s1 = p1(0) and s2 = p2(0). S

samples a random key k2 and computes the following messages: Ṽ1 ← {F(k2, x̂) | x̂ ∈

S̃}, Ṽ2 ← {p2(x̂) | x̂ ∈ S̃}, W̃1 ← {F(k2, ŷ) ⊕ p1(ŷ) | ŷ ∈ T̃}, and W̃2 ← {p2(ŷ) | ŷ ∈

T̃}. S hands the values to P3.

3. k̃2, p̃1, p̃2: S receives two commitments from P3: com(s̃1) and com(s̃2). S hands P3

duplicates of the key k2 and the polynomials p1, p2, simulating the messages from P1
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and P2.

4. If P3 aborts, or gives wrong decommitments to com(s̃1) or com(s̃2), or s̃1 6= s1, or

s̃2 6= s2, S submits abort to the ideal functionality, sends ⊥ to P3 on behalf of P1 and

P2, and outputs the simulated transcript.

Claim 10. Assuming F is a secure pseudorandom permutation, and that (com, decom) is

a statistically binding commitment scheme, then, for simulator S corrupting party P3 as

described above, and interacting with the functionality FPSI-CA,{
realπPSI-CA,A(z) (X,Y, κ)

}
z∈{0,1}∗,κ∈N

c≡
{
idealFPSI-CA,S(z)(X,Y, κ)

}
z∈{0,1}∗,κ∈N

Proof. Hybrid0: Real execution.

Hybrid1: Same as hybrid0, except that the PRP is replaced with random encoding.

Hybrid2: Ideal execution.

It’s clear that Hybrid0 and Hybrid1 are computationally indistinguishable by a reduc-

tion to the PRP. We prove that Hybrid1 and Hybrid2 are also computationally indistin-

guishable.

Case 0: We first consider the case where P3 executes the protocol honestly. Because

the functionality is deterministic, it suffices to consider the view of the adversary in both

worlds, in place of analyzing the joint-distribution of his view with the honest output.{
hybrid1πPSI-CA,A(z) (X,Y, κ)

}
z∈{0,1}∗,κ∈N = {X̂, Ŷ , V1, V2,W1,W2, k2, p1, p2}

{
idealFPSI-CA,S(z)(X,Y, κ)

}
z∈{0,1}∗,κ∈N = {S̃, T̃ , Ṽ1, Ṽ2, W̃1, W̃2, k̃2, p̃1, p̃2}

The reader can verify by inspection that the following two distributions are identical:

{V1, V2,W1,W2, k2, p1, p2 | X̂, Ŷ } and {Ṽ1, Ṽ2, W̃1, W̃2, k̃2, p̃1, p̃2 | S̃, T̃} (each of the messages

are distributed uniformly at random and independent from one another).
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Case 1: Assume P3 cheats in Step 4 by sending different τ̃ to P1 and P2. Both parties

immediately abort in both worlds. The joint distributions generated in the hybrid1 and

ideal world are {X̂, Ŷ ,⊥} and {S̃, T̃ ,⊥} respectively. They are identically distributed.

Case 2: If P3 cheats in Step 4 by providing the same incorrect τ̃ to P1 and P2, all parties

continue up to Step 11, and the partial views up to this point in the hybrid1 and ideal world

are {X̂,Ŷ ,V1,V2,W1,W2,k2,p1,p2} and {S̃,T̃ ,Ṽ1,Ṽ2,W̃1,W̃2,k̃2,p̃1,p̃2} respectively. As argued

in case 0, these partial views are computationally indistinguishable. It remains to argue

about the output of the honest parties. Note that in the ideal world, the honest parties

output ⊥, as this deviation is always detected by S, who then tells the trusted party to

abort. On the other hand, in the hybrid-world, if P3 deviates in Step 4 by sending both

parties the wrong intersection size, τ 6= |S̃ ∩ T̃ |, he will not be able to correctly interpolate

both p̃1 and p̃2 in Step 9: if τ̃ < |S̃∩ T̃ |, P3 will not be able to recover the value of p̃2(0), and

if τ̃ > |S̃ ∩ T̃ |, he will not be able to recover the value of p̃1(0). In Step 11 or Step 12, if he

decides to abort, then in both worlds the joint distributions are {X̂,Ŷ ,V1,V2,W1,W2,k2,p1,p2,

⊥} and {S̃,T̃ ,Ṽ1,Ṽ2,W̃1,W̃2,k̃2,p̃1,p̃2, ⊥}; they are identically distributed If P3 does not abort

in Step 11 and Step 12, assuming (com, decom) is statistically binding, P3 has at most 1/|F|

chance of successfully guessing p1(0) or p2(0), as p̃1(0) and p̃2(0) are randomly distributed

in F. If P3 guesses the wrong value, the joint distributions are identical in both worlds,

as every party aborts. (Note that the probability that P3 guesses these values correctly

when τ 6= |X ∩ Y | is independent of his view.) However, if P3 guesses p̃i(0) correctly, the

joint distributions are distinguishable: in the real world, this would go undetected, and the

honest parties might output some τ 6= |X ∩ Y |. This is not possible in the ideal world, and

thus the simulator S fails to simulate P3’s behavior. But, as argued above, this happens

with probability 1/|F|.

Case 3: If P3 is honest in Step 4, but deviates at any other steps, the joint distributions

are computationally indistinguishable. (Note that after Step 4, all the remains for P3 to

do is to interpolate the polynomials, and send proper commitments and decommitments to
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their roots.)

In conclusion, the joint distributions in both worlds are computationally indistinguish-

able.

5.2 Circuit-based protocols

5.2.1 Circuit-based Intersection cardinality

The protocol of Section 5.1 has low communication cost, but requires O(n log2 n) computa-

tional steps by all parties. We present a construction using techniques from generic 3-party

computation that requires more communication, but less computation. It also allows us

to compute on the payloads of the items in the intersection. Interestingly, we also provide

a hybrid protocol that offers a third point in the continuum. In this hybrid protocol, we

remove 2n − 2z comparison gates from our circuit by using the proof of the union lower

bound from Section 5.1 (Figure 5.2) (We note that to prove the union lower bound, the

three parties start at Step 5 in Figure 5.2. At this point, P3 has received {F(k, x), x ∈ X}

and {F(k, y), y ∈ Y } from P1 and P2 respectively, and has sent the size of the intersection

to P1 and P2. In fact, a union lower bound proof with inputs as X and Y will allow a

malicious party to send F(k, z∗) instead of F(k, z) where z ∈ X or z ∈ Y . By using the

existing prp values and starting the proof at Step 5, the input consistency is guaranteed.).

Both variants of our circuit-based protocol are described in Figure 5.6.

In the two-party setting, one naive way of computing the cardinality of the intersection

is as follows. The two parties each sort their inputs locally, and then perform a generic

secure two-party computation of the following algorithm:

• Obliviously merge the two input arrays.

• Obliviously scan the input, comparing neighbors for equality, and counting the number

of duplicates.

The oblivious merge requires O(n log n) AND gates, which we can avoid in the three-party
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FunionLB

Inputs: All parties provide t and [Z]A where Z = X||Y .
Functionality:

• Wait for shares [Z]A from P1, P2, and P3. If the shares are valid, reconstruct Z. Else,
send abort.

• If the items in X are not all distinct, or the items in Y are not all distinct, send abort.

• If the parties don’t agree on t, send abort.

• If t ≤ |X ∪ Y |, output true to all players.

• If t > |X ∪ Y |, output false to all players.

Figure 5.4: Verify a union count lower bound

Ff(PSI)

Inputs: P1 provides X = {x1, ..., xn}, P2 provides Y = {y1, ..., yn}. P3 provides no input.
Functionality:

• Waits for input X and Y from P1 and P2 respectively.

• If there are duplicated items in X or Y, sends abort to all parties.

• Else, gives output |X ∩ Y | to all parties and f(X ∩ Y ) to P1 and P2.

Figure 5.5: f(PSI) Ideal Functionality
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πcb: Circuit-Based PSI computations

Inputs: P1 has X = {x1, ..., xn}, P2 has Y = {y1, ..., yn}, P3 does not have inputs.

For f(PSI): P1 provides payload values D(1) = {d(1)1 , . . . , d
(1)
n } and P2 provides D(2) =

{d(2)1 , . . . , d
(2)
n }

Protocol:
1. P1 and P2 sample a random PRP key k by making a call to Fcoin.
2. P1 computes V1 ≡ {F(k, x)|x ∈ X} and distributes it as replicated shares among the

three parties.
For f(PSI): P1 also distributes shares of the payloads.

3. P2 computes V2 ≡ {F(k, y)|y ∈ Y } and distributes it as replicated shares among the
three parties.
For f(PSI): P2 also distributes shares of the payloads.

4. The parties open Z = V1||V2 to P3.
5. P3 verifies that all items in V1 are distinct, and that all items in V2 are distinct. If

this is not true, he aborts.
6. P3 fixes a permutation π that moves items in the intersection (Z1 = V1 ∩ V2) to the

top, placing each item next to its duplicate, and that moves the rest (Z2) to the
bottom, in sorted order. The three parties call FShuffle to shuffle the shares according
to π.
For f(PSI): the payloads are shuffled along with their indices.

7. P3 sends the size of the intersection, t, to P1 and P2. P1 and P2 abort if they received
differing values.

8. For Z1, the parties verify that there are t duplicate pairs, using secure arithmetic
comparisons. (The relevant functionalities are defined in Section 2.2.2.)

• They make t calls to Fcoin to receive R = {r1, ..., rt}.

• They run FCheckZero([
∑t
i=1 ri(z2i − z2i−1)]), where zi ∈ Z(1), and abort if the

output is False.

9. Circuit-based protocol: For Z2, the parties make a call to F[x]A→[x]B to convert

[Z2]A to [Z2]B . They then run a sequence of 3PC comparison circuits, verifying that
the items are in sorted order. If not, they abort.

Hybrid protocol: All parties make a call to FunionLB with input ([Z]A, t). If the
output is false, they abort.

10. For f(psi): For each pair of duplicates in Z1, the parties use the replicated sharings
as input to a circuit for f . The output of the circuit is [f(psi)]. Players reveal f(psi)
to P1 and P2.

Output:
For f(psi): P1 and P2 output the result of f and t = |Z1|/2. P3 outputs t = |Z1|/2.
For set cardinality: P1, P2, and P3 output |Z1|/2.

Figure 5.6: Four protocols: two for PSI cardinality, and and two for computing arbitrary
f on the payloads of the intersecting items.
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setting. The main tool we employ is a cheap, linear-time,2 three-party protocol for sorting

the input according to a permutation specified by P3. We defer the description of this

sub-routine until Section 5.2.3. The users send encodings of their inputs to P3, as in

the protocol of Section 5.1, and P3 finds the items in the intersection. (If either party

sent duplicate items, he aborts). He then chooses a permutation on the 2n items that a)

places all matching encodings in the front of the array (preserving the duplicate values),

and b) sorts the remaining encodings according to their lexicographic ordering. P3 reports

z = |S ∩ T |. The three parties then perform a generic computation that

• verifies the equality of neighboring pairs for the first z = |S ∩ T | pairs, and

• verifies that item i is strictly greater than item i− 1, for i ∈ {2z + 2, . . . , 2n}.

The resulting circuit requires a single batched equality check of arithmetic values for the

z items in the intersection, and 2n− 2z Boolean comparison circuits. To verify the equality

of z pairs, the parties need to communicate only O(1) field elements. To verify the order for

(2n− 2z) items, O(2n− 2z) bits are required. Both have linear runtime complexity. Note

that as z goes from 0 to n, the number of required circuits goes from 2n to 0.

Comparing the protocols: We provide concrete comparisons in Section 5.4, and give

some intuition for the trade-offs here. We compare the protocols based on the three cri-

teria: computational complexity, communication cost, and round complexity. In terms of

computational cost, the circuit-based protocol has linear computational complexity while

the polynomial-based and hybrid ones run in O(n log2 n) time due to the polynomial inter-

polation and evaluation subroutines [7]. All the three protocols have linear communication

cost, in which the polynomial-based approach requires the least bandwidth and the circuit-

based approach requires the most. This is due to the bandwidth required by the share

conversion and comparison circuits. The polynomial-based protocol has the least number

of rounds while the circuit-based has the most. We note that they all have a constant

number of rounds.
2Sorting requires O(n logn) time, of course, but we are measuring the number of secure, interactive

operations, and the sorting is done locally.
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When the input size is small, the number of rounds dominates the total runtime, due

to network latency. When the input size is large, the circuit-based protocol performs best

in LAN setting, since the network is not an issue. In the WAN setting, the circuit-based

protocol is better only when the input set size is very large (e.g. 220), as then the network

latency is not the dominate cost. (This is demonstrated experimentally, in Table 5.1).

Interestingly, the parties do not need to commit to their choice of protocol until after

they have learned the intersection size: all three protocols begin the same way, with P3

determining and reporting the size on encoded values. This flexibility allows the parties

to pick the protocol that works best for them according to their available resources and

network configuration.

5.2.2 Computing on the payloads of intersecting indices

Our protocol for f(PSI), where f depends only on the payloads, f(PSI) ≡ f(D) where

D ≡ {(d1, d2) | ∃w ∈ X ∩ Y : (w, d1) ∈ (X,D(1)) ∧ (w, d2) ∈ (X,D(2))}, also appears in

Figure 5.6. The modifications to the circuit-based cardinality protocol are minimal, and

marked in green. As before, the parties begin by agreeing on a PRP key, k, and use it to

deterministically encode their inputs: for input pair (x, d), where d is the payload and x is

the index, the party computes x̂ = F(k, x), and then creates a replicated sharing of (x̂, d).

The main insight is that this sharing can be viewed as a commitment to the input values

(due to the replication). With these commitments in place, the parties can securely and

consistently

1. Open the encoded indices to P3 for determining the intersection, and the sorting

permutation π.

2. Provide input to FShuffle.

3. Use the shares as input to a three-party computation on the payloads of the indices

in the intersection.
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It is instructive to consider why we can only use this to compute on the payloads, and

not on the indices themselves. For P3 to determine the permutation π, P1 and P2 need

to send encoded indices. But to compute some function f on these values, they need to

supply the plaintext indices to f . The replicated sharing no longer gives a guarantee that

the input to f is consistent with the encodings sent to P3. We explore ways of providing

this consistency guarantee in Section 5.3.

Theorem 11. The protocols of Figure 5.6 for computing PSI cardinality securely realize

the ideal functionality FPSI-CA (Figure 5.1) with abort, under a single malicious corruption.

The variants for computing on the payloads of the intersecting items securely realize the

ideal functionality Ff(PSI) (Figure 5.5).

We begin by simulating P1 in both f(PSI) protocols, and argue that the protocol

remains secure when P1 is malicious.

1. k̃: S samples k̃ uniformly at random and sends it to P1.

2. S extracts the input (X ′, D′(1)) of P1 from the shares sent to P2 and P3. If there are

any inconsistencies, or if P1 sends any duplicates, S sets abort = 1. Otherwise, S

sends the input to the ideal functionality, and receives f(D), and t = |X ′ ∩ Y |. We

note that D ≡ {(d1, d2)|∃w ∈ X ′ ∩ Y : (w, d1) ∈ (X ′, D′(1)) ∧ (w, d2) ∈ (X,D(2))}.

3. [Ṽ2], [D̃(2)] : S sends random field elements to simulate the input shares of P2.

4. If P1 sends incorrect shares during the opening of Z in Step 4, S sends abort to the

functionality, outputs the partial view of P1, and terminates.

5. [Z̃1], [Z̃2] : If P1 sends incorrect shares as input to FShuffle, S sends abort to the

functionality, outputs the partial view of P1, and terminates. Otherwise, S sends

random field elements to simulate the output of FShuffle.

6. t̃ : S sends the value received from the ideal functionality, t̃ = |X ∩ Y | to P1. If P1
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reports a different value while verifying t̃ with P2, S sends abort to the functionality,

outputs the partial view of P1, and terminates.

7. R̃, b̃1 : S simulates the outputs of Fcoin using random bits. If P1 submits ζ 6=∑t
i=1 ri[(z2i − z2i−1)] to FCheckZero, S sends b̃1 = false to P1, sends abort to the

functionality, outputs the partial view of P1, and terminates. Otherwise, he returns

b̃1 = true as the output of FCheckZero.

8. Circuit-based protocol: S simulates the output of the share conversion, [Z2]A →

[Z2]B, by sending random Boolean values for the replicated shares. If P1 submits

correct shares to the computations of the comparison circuits, S simulates the output

by sending b̃2 = true.

Hybrid protocol: b̃3: If P1 sends incorrect shares to FunionLB, S simulates the output

of FunionLB by sending abort to P1. Otherwise, S sends b̃3 = true.

9. For f(PSI), f̃(psi): If P1 alters his shares [D] before sending them to the functionality

that compute the circuit f(psi), S aborts and outputs the partial view. Else, S hands

P1 f(psi) (obtained from the ideal functionality).

Claim 11. For the simulator S corrupting party P1 as described above, and interacting with

the functionality Ff(psi),{
hybridπcb,A(z)

(
(X,D(1)), (Y,D(2)), κ

)}
z∈{0,1}∗,κ∈N

c≡

{
idealFf(psi),S(z)

(
(X,D(1)), (Y,D(2)), κ

)}
z∈{0,1}∗,κ∈N

Proof. Case 0: First, we consider the case where P1 executes the protocol honestly. In this

case, the joint distributions in the hybrid and in the ideal worlds are:

For circuit-based protocol:
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{hybridπcb,A(z)((X,D
(1)), (Y,D(2)), κ)}z∈{0,1}∗,κ∈N = {k, [V2], [D(2)], [π(D(1)||D(2))],

[Z1], [Z2], t, R, b1, [Z2]B, b2, o1, o2, o3}

{idealFf(psi),S(z)((X,D
(1)), (Y,D(2)), κ)}z∈{0,1}∗,κ∈N = {k̃, [Ṽ2], [D̃(2)], [π(D̃(1)||D̃(2))],

[Z̃1], [Z̃2], t̃, R̃, b̃1, [Z̃2]B, b̃2, õ1, õ2, õ3}

For hybrid protocol:

{hybridπcb,A(z)((X,D
(2)), (Y,D(2)), κ)}z∈{0,1}∗,κ∈N = {k, [V2], [D(2)], [π(D(1)||D(2))],

[Z1], [Z2], t, R, b1, b3, o1, o2, o3}

{idealFf(psi),S(z)((X,D
(1)), (Y,D(2)), κ)}z∈{0,1}∗,κ∈N = {k̃, [Ṽ2], [D̃(2)], [π(D̃(1)||D̃(1))],

[Z̃1], [Z̃2], t̃, R̃, b̃1, b̃3, õ1, õ2, õ3}

As k, k̃ ,R, R̃, and the shares are sampled uniformly at random and independently from

one another, t and t̃ are identical (S can extract P1’s input), bi = b̃i = true, and the outputs

are identical, the joint distributions in both worlds are identically distributed.

Case 1: Now we consider the case where P1 deviates from the protocol. It is easy to verify

that if P1 deviates at any points prior to Step 8, abort happens in both worlds and the

partial views are identically distributed. If P1 does not deviate from the protocol before

Step 8, the partial views up to Step 8 in the hybrid and ideal worlds are {k, [V2], [D(2)],

[π(D(1)||D(1))], [Z1], [Z2], t} and {k̃, [Ṽ2], [D̃(2)], [π(D̃(1)||D̃(1))], [Z̃1], [Z̃2], t̃} respectively.

These partial views are distributed uniformly at random and independent from the rest of

the joint distributions, thus, we can omit these partial views in the following analysis.

From Step 8 to Step 10, the only way that P1 can cheat is to submit the wrong shares to

one of the following functionalities: FCheckZero, F[x]A→[x]B , the 3PC comparison circuit (or

FunionLB, depending on which is being used), or the 3PC circuit to compute f(psi). In the

ideal world, S detects the cheating right away and aborts. In the hybrid world, the same

thing happens, except for the case of FCheckZero, where abort happens with the probability

of 1− 1/|F |. Thus, the joint distributions in both world are statistically close if P1 deviates

at one of these steps.
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In conclusion, the joint distributions in both worlds are computationally indistinguish-

able.

We now present the simulation of P3.

1. [Ṽ1], [D̃(1)], [Ṽ2], [D̃(2)] : S queries the ideal functionality and receives t = |X ∩ Y |. S

chooses 2n− t random strings from the domain of the PRP, without replacement. He

duplicates the first t strings and create two sets, Ṽ1, Ṽ2, each with one copy of the

duplicated items, and (n − t) other items. He randomly shuffles Vi, creates random

replicated sharings of these elements, and sends shares to P3, on behalf of P1 and P2.

He also sends P3 random strings to simulate the data shares [D̃(1)], [D̃(2)] that P3

receives from P1 and P2.

2. Z̃: S simulates the opening of Z̃ by sending the missing share of each value on behalf

of both P1 and P2.

3. [π(Z̃)], [π(D̃(1)||D̃(2))]: S receives π from P3, and uses π to shuffle Z, computing π(z̃).

S simulates the output of FShuffle by creating new replicated shares of π(Z̃); shares are

random strings. S sends P3 random strings as shares [π(D̃(1)||D̃(2))]. S then observes

the message t P3 sends to P1 and P2 in Step 7, indicating the supposed intersection

size. If P3 sends different t to each of P1 and P2, S sends abort to the trusted party,

and outputs the partial view. If P3 sends the same t to P1 and P2, but Z1 is not in

the correct format, S sets abort1 = 1. If Z2 is not in strictly increasing order, he sets

abort2 = 1. If P3 sends the same t′ < t to P1 and P2, S sets abort3 = 1.

4. R̃, b̃1 : S simulates the outputs of Fcoin using random bits. If P3 submits ζ 6=∑t
i=1 ri[(z2i − z2i−1)] to FCheckZero or if abort1 = 1, S sends b̃1 = false to P3, sends

abort to the functionality, outputs the partial view of P3, and terminates. Otherwise,

he returns b̃1 = true as the output of FCheckZero.
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5. Circuit-based protocol: [Z̃2]B, b̃2: S simulates the output of the share conversion,

[Z2]A → [Z2]B, by sending random Boolean values for the replicated shares. If P3

submits correct shares to the computations of the comparison circuits and abort2 = 0,

S simulates the output by sending b̃2 = true. Otherwise, S hands P3 b̃2 = false.

Hybrid protocol: b̃3: If P3 submits correct shares to FunionLB, and abort3 = 0, S

simulates the output by sending b̃3 = true. Otherwise, S hands P3 b̃3 = false.

Let [D] be the shares of the data that go with Z1.

6. For f(PSI): If P3 alters his shares [D] before sending them to the functionality that

computes the circuit f(D), S aborts and outputs the partial view. Else, S outputs

whatever P3 outputs.

Claim 12. For the simulator S corrupting party P3 as described above, and interacting with

the functionality Ff(psi),{
hybridπcb,A(z)

(
(X,D(1)), (Y,D(2)), κ

)}
z∈{0,1}∗,κ∈N

c≡

{
idealFf(psi),S(z)

(
(X,D(1)), (Y,D(2)), κ

)}
z∈{0,1}∗,κ∈N

Proof. Hybrid0: Real execution.

Hybrid1: Same as hybrid0, except that the PRP is replaced with random encoding.

Hybrid2: Ideal execution.

It’s clear that Hybrid0 and Hybrid1 are computationally indistinguishable by a reduc-

tion to the PRP. We prove that Hybrid1 and Hybrid2 are also computationally indistin-

guishable.

First, we consider the partial views up to Step 5 in the protocol πcb. The partial view

in the hybrid1 is {[V1], [D(1)], [V2], [D(2)], [π(D(1)||D(2))], Z} and in the ideal world is
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{[Ṽ1], [D̃(1)], [Ṽ2], [D̃(2)], [π(D̃(1)||D̃(2))], Z̃}. In both worlds, these messages are distributed

uniformly at random and independently from one another and from the rest of the joint

distributions, thus, the partial views in both worlds are identically distributed.

Next, we consider every possible deviation by the adversary, and show that, in each case,

the joint distributions in both worlds remain statistically indistinguishable. If P3 deviates

from the protocol by sending the wrong shares to one of the functionalities (FCheckZero,

F[x]A→[x]B , the 3PC comparison circuit (or FunionLB), or the 3PC circuit to compute

f(psi)), or by sending different values of t to P1 and P2 in Step 7, then, in the ideal world

the simulator detects this right away and aborts, while in the hybrid world the parties will

abort with probability at least 1 − O(1/|F |). Thus, the joint distributions in both worlds

are statistically close under these deviations.

Beside the deviations mentioned above, P3 can purposely mess up the shuffling process

in Step 6 by providing a bad permutation to Fshuffle. If this is the case, in the ideal world,

the simulator detects this immediately, but still hands P3 random elements to simulate the

shares he receives from Fshuffle: [Z̃(1)], [Z̃(2)]. In the hybrid world, P3 receives [Z(1)], [Z(2)].

The executions now continue in Step 7. At this point, we have two different cases.

Case 1: P3 sends correct t to P1 and P2, however, the permutation is wrong.

• If abort1 = 1: P3 purposely messes up Z1. In the ideal execution, S aborts and outputs

the joint distribution {[Ṽ1], [D̃(1)], [Ṽ2], [D̃(2)], [π(D̃(1)||D̃(2))], Z̃, R̃, b̃1 = false, ⊥}.

We claim that in the hybrid world, FCheckZero will outputs b1 = false with probability

at least (1−O(1/|F|)), and the joint distribution in the hybrid world is {[V1], [D(1)],

[V2], [D(2)], [π(D(1)||D(2))], Z, R, b1 = false, ⊥}, which is identically distributed

as that in the ideal world. In Step 8, Pr[b1 = true|abort1 = 1] = Pr[sum = 0] +

Pr[sum 6= 0∧FCheckZero(sum) = true], where sum =
∑t

i=1 ri(z2i− z2i−1). At least one

of the terms (z2i − z2i−1) is non-zero (otherwise, the simulator would set abort1 = 0),

thus sum = 0 if and only if ri(z2i − z2i−1) = −
∑

j 6=i rj(z2j − z2j−1). This happens

with probability 1/|F |, thus Pr[sum = 0] = 1/|F |. In case sum = 0, the probability
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that FCheckZero(sum) outputs true is 1/|F |. It follows that Pr[b1 = true|abort1 = 1]

= 1
|F | + (1− 1

|F |)
1
|F | <

2
|F | , and the joint distributions in both worlds are statistically

close.

• If abort1 = 0, abort2 = 1, abort3 = 1 : The only extra thing that P3 can do here is

to submit the wrong shares to one of the functionalities in Step 8 and Step 9, which

causes abort to happen in the ideal world with the probability of 1, and in the hybrid

world with the probability of at least 1−O(1/|F |). In this case, the joint distributions

in both worlds are statistically close. If P3 submits the correct shares, then in the

ideal world, the simulator returns b̃2 = false (̃b3 = false in the hybrid branch) in Step

9 and aborts, while in the hybrid world, the parties output b2 = false (b3 = false in the

hybrid branch) with the probability of at least 1 − O(1/|F |) and abort. In all cases,

the joint distributions in both worlds are statistically close.

We note that if P3 cheats in Step 6, no matter what P3 does in the next steps, either

abort1 = 1 or (abort2 = 1/abort3 = 1) must be true.

Case 2: P3 sends t 6= |X ∩ Y | to P1 and P2. In this case, the analysis is very similar to

case 1. If t < |X ′ ∩ Y |, abort2 = 1, abort3 = 1, else if t > |X ′ ∩ Y |, abort1 = 1. With similar

arguments in case 1, the claim that the joint distributions in both worlds are statistically

close holds.

If P3 does not deviate from the protocol, it is easy to see that the joint distributions in

both worlds are identically distributed.

In conclusion, the joint distributions in both worlds are computationally indistinguish-

able.

5.2.3 Three Party Oblivious Shuffling

We construct a low-bandwidth protocol for permuting replicated arithmetic shares in the

three party setting, where P3 chooses the permutation π that remains hidden from the

two other players. Our protocol runs in linear time and has communication cost of 5n
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FShuffle

Inputs: P1, P2, P3 submit a set of replicated arithmetic shares [X]A = {[x1]A, ..., [x2n]A}.
P3 submits a permutation π.
Functionality:

• If there are any inconsistencies among the input shares, output abort to every party.

• Shuffle the shares using permutation π.

• Re-randomize the replicated shares.

Outputs: [π(X)]A

Figure 5.7: Ideal Functionality for Shuffling

field elements when permuting n values. The formal description of the protocol appears in

Figure 5.8. Informally, the parties begin by sampling replicated shares of a random field

element, α, and compute replicated sharing [αx]A through a call to Fmult. P3 and P2 begin

by converting the replicated sharing into a 2-out-of-2 sharing, and then apply a random

permutation σ1 to the resulting shares. P2 sends P1 his shares (after re-randomizing), and

P3 sends to P1 π ◦ σ−1
1 . They both permute their shares, and the three parties convert the

two-out-of-two sharings back into to replicated shares. Because neither P1 nor P2 sees both

permutations, neither learns anything about the composed permutation π. However, going

from replicated shares to two-out-of-two additive shares in order to hide the permutation

allows the adversary to modify the shared values. To prevent this, the parties expose α,

and perform several checks to ensure that everyone behaved honestly.

We note one important subtlety about how the correctness of the shares is validated.

Letting X(3) denote permuted the output array, and Y (3) denote the authenticate array, it

does not suffice to simply verify at the end of the computation that αX(3) = Y (3). Without

the verification that αX = Y , a malicious P1 could learn some information about the

permutation with non-negligible probability: in Step 2, he adds di to the ith shares in Y

so that yi = αxi + di. In Step 7, he adds −di to the jth shares in Y (3) before converting

114



it back to replicated sharing. If the check in Step 10 fails, he learns that π(i) 6= j. If the

check passes (with probability 1/n), he knows π(i) = j. By having both checks in Step 9

and 10, P1 or P2 can only modify the shares of the data and MACs once, and they will be

caught with high probability if they choose to do so. If any of them attempts to modify the

data, the checks fail with high probability.

Theorem 12. The protocol ΠShuffle for shuffling the shares obliviously (Figure 5.8) securely

realizes the ideal functionality FShuffle (Figure 5.7) with abort, under a single malicious

corruption.

We first describe a simulator for the case where P1 is corrupt, and argue that the

protocol remains secure under the corruption of P1. The simulation and argument are

almost identical for P2. The simulation of P3 appears below that of P1.

0. The simulator, S, receives input shares of X from the distinguisher, and places them

on the tape of P1.

1. [α̃]A: S plays the role of Frand, sending P1 random field elements as his shares of α.

2. [Ỹ ]A: S plays the role of Fmult. It receives the corrupted party’s shares of X and α,

and the adversary’s specified output shares [yi]1. If any of the shares of X differ from

the ones placed by S on P1’s input tape, or if the shares of α are inconsistent with

the simulated values from Step 1, S sets abort1 = 1. Regardless, S sends A a random

field element for every share of Y that he expects to receive from P2: [ỹi]2.

3. 〈X̃(2)〉, 〈Ỹ (2)〉: S simulates the message that P1 receives from P2 in Step 5 by sending

random field elements.

4. σ̃2: S sends P1 a random permutation σ2 on behalf of P3. He permutes his local state

with σ2 to mirror the expected behavior of P1.
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ΠShuffle: Three Party Shuffling

Inputs: P1, P2, and P3 have replicated shares [X]A = {[x1]A, ..., [xn]A}, P3 has a permuta-
tion π. (As all shares are of arithmetic values, we suppress the superscript indicating this
going forward.)
Protocol:

1. P1, P2, and P3 call Frand to sample a shared random MAC key, α ∈ Z∗p . The key is

distributed as replicated shares [α].

2. The parties make n calls to Fmult, computing [Y ] = {[αx] | x ∈ X}.

3. P2 and P3 locally compute 2-out-of-2 shares of X and Y : [X]
2,3−→ 〈X(1)〉 and [Y ]

2,3−→
〈Y (1)〉.
(The superscript denotes a possible change in the shared value by an adversary.)

4. P2 and P3 call Fcoin to sample a random permutation σ1. They permute their shares
according to σ1.

5. P2 and P3 call Fcoin and use the resulting randomness for re-randomizing their shares:

〈X(2)〉 ← reRand(〈σ1(X(1))〉) and 〈Y (2)〉 ← reRand(〈σ1(Y (1))〉).
P2 sends his shares to P1.

6. P3 sends σ2 = π ◦ (σ1)−1 to P1. They permute their shares according to σ2.

7. The three parties transform the permuted shares into replicated sharings:

〈σ2(X(2))〉 2→ [X(3)], 〈σ2(Y (2))〉 2→ [Y (3)].

8. The parties securely open α and locally compute [Z(1)] = [α · X − Y ] and [Z(2)] =

[α ·X(3) − Y (3)].

9. The parties make n calls to Fcoin, receiving R1 = {r1, ..., rn}. They run

FCheckZero([
∑
rizi]) where zi ∈ Z(1) and abort if the output is False.

10. The parties make n calls to Fcoin, receiving R2 = {s1, ..., sn}. They run

FCheckZero([
∑
sizi]) where zi ∈ Z(2) and abort if the output is False.

Output: P1, P2, and P3 output replicated sharing [X(3)].

Figure 5.8: A protocol for securely permuting the replicated sharing of an array.
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5. ([X̃(3)], [Ỹ (3)]): S receives P1’s shares of 〈X(2)〉, 〈Y (2)〉 as input to the two (indepen-

dent) calls to the share conversion functionality. If there is any discrepancy with the

simulated values from Step 3, S set abort2 = 1. Regardless, he queries the ideal func-

tionality to receive [π(X)], and uses these to simulate the output of the first call to

the share conversion functionality. He sends random field elements to simulate the

output of the second call to the share conversion functionality: [Y (3)].

6. α̃: S sends random elements to simulate the opening of α.

7. R̃1, b̃1: S sends n random elements to simulate the calls to Fcoin. If abort1 = 1, or

if P1 sends the wrong shares to FCheckZero, S submits abort to the ideal functionality

and simulates the output of FCheckZero(Z(1)) by sending b̃1 = 0 to A.

8. R̃2, b̃2: S sends n random elements to simulate the calls to Fcoin. If abort2 = 1, or

if P1 sends the wrong shares to FCheckZero, S submits abort to the ideal functionality

and simulates the output of FCheckZero(Z(2)) by sending b̃2 = 0 to A.

Claim 13. For the simulator S corrupting party P1 as described above, and interacting with

the functionality FShuffle,{
hybridπShuffle,A(z) (X,Y, κ)

}
z∈{0,1}∗,κ∈N

c≡
{
idealFShuffle,S(z)(X,Y, κ)

}
z∈{0,1}∗,κ∈N

Proof. The joint distribution of the view of P1 and the output, in the real and ideal execu-

tions, respectively, are:{
hybridπShuffle,A(z) (X,Y, κ)

}
z∈{0,1}∗,κ∈N =

{
[α], [Y ], 〈X(2)〉, 〈Y (2)〉, σ2, [X

(3)], [Y (3)], α,R1, b1, R2, b2, o1, o2, o3

}
{
idealFShuffle,A(z) (X,Y, κ)

}
z∈{0,1}∗,κ∈N =

{
[α̃], [Ỹ ], 〈X̃(2)〉, 〈Ỹ (2)〉, σ̃2, [X̃(3)], [Ỹ (3)], α̃, R̃1, b̃1, R̃2, b̃2, õ1, õ2, õ3

}
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We consider a partial view of the protocol, through Step 8, just before the two calls

to FCheckZero: {[α], [Y ], 〈X(2)〉, 〈Y (2)〉, σ2,[X(3)], [Y (3)], α} and {[α̃], [Ỹ ], 〈X̃(2)〉, 〈Ỹ (2)〉,

σ̃2,[X̃(3)], [Ỹ (3)], α̃} in the hybrid world and ideal world, respectively. The reader can

verify by inspection that every such partial view has identical probability weight in both

the hybrid and ideal worlds (whether P1 cheats or not). Each of the messages in the views

are distributed uniformly at random and independent from one another.

Case 0: If P1 executes the protocol honestly, it is clear that R1, R2, R̃1, R̃2 are all

distributed uniformly at random and bi = b̃i = true. Thus, the joint distributions in both

worlds are identical.

Case 1: If P1 cheats in Step 2 or Step 7, we argue that the joint distributions in the hybrid

and in the ideal worlds are statistically close. First, in the ideal world, any deviation of P1

will be detected immediately by the simulator. The simulator will output the partial view

{[α̃], [Ỹ ], 〈X̃(2)〉, 〈Ỹ (2)〉, σ̃2,[X̃(3)], [Ỹ (3)], α̃, R̃1, b̃1 = false} if P1 deviates from the protocol

in Step 2, and he’ll output {[α̃], [Ỹ ], 〈X̃(2)〉, 〈Ỹ (2)〉, σ̃2,[X̃(3)], [Ỹ (3)], α̃, R̃1, b̃1 = true,

R̃2, b̃2 = false} if P1 deviates in Step 7. In both cases, he tells the ideal functionality to

abort. However, in the hybrid world, P1 has a chance to cause FCheckZero to accept and the

hybrid world execution results in the view {[α], [Y ], 〈X(2)〉, 〈Y (2)〉, σ2,[X(3)], [Y (3)], α, R1,

b1 = true, R2, b2 = true} which is distinguishable from that in the ideal world. We claim

that this occurs with probability at most 3
|F | .

We first consider the case where abort1 = 1, which happens when P1 cheats in Step 2.

Let D = {d1, ..., dn} be the vector of additive terms added to the MAC values by P1. That

is, after Step 2 (in the protocol), [Y ] = {[αxi + di]|xi ∈ X} and [Z(1)] = α[X] − [Y ] =

{[−di]|i = 1...n}. Note that at least one of the di is non-zero, which is why the simulator

aborts. Assume dj 6= 0, then
∑n

i=1−ridi = 0 if and only if rjdj = −
∑

i 6=j ridi. When

rj 6= 0, the equation is satisfied with probability 1
|F | as rjdj is uniformly distributed in

F. When rj = 0, the sum is zero if the adversary only cheats on the jth shares. Thus,
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Pr[
∑n

i=1 ridi = 0] ≤ 1
|F | + (1− 1

|F |)
1
|F | <

2
|F | . In the real world execution, the check passes

with probability 1 if
∑n

i=1 ridi = 0 and with probability 1
|F | otherwise. Thus, the probability

that the views in two worlds are different is at most 2
|F | + (1− 2

|F |)
1
|F | <

3
|F | .

Next we consider the case that abort1 = 0 and abort2 = 1. In Step 7, P1 can introduce

an additive attack to alter the shares of the data and the MAC. Let the additive terms be

E = {e1, ..., en} and F = {f1, ..., fn}, such that [X(2)] = {[xi + ei]|i = 1...n} and [Y (2)] =

{[αxi + fi]|i = 1...n}. In the real world execution, the check passes with probability 1 if∑n
i=1 si(αei−fi) = 0, and it passes with probability 1

|F | if
∑n

i=1 si(αei−fi) 6= 0. Assume that

ej 6= 0 or fj 6= 0. Then
∑n

i=1 si(αei− fi) = 0 if and only if sj(αej − fj) =
∑

i 6=j si(fi−αei).

If αej − fj 6= 0, then the above equation is satisfied with probability 1
|F | , as sj(αej − fj) has

uniform distribution over F . Furthermore, Pr[αej − fj = 0] = 1
|F | , since α was unknown

at the time that ej and fj were chosen. In total, the chance that
∑n

i=1 si(αei − fi) = 0 is

at most 1
|F | + (1 − 1

|F |)
1
|F | <

2
|F | . Thus, the chance that the check passes in the real world

execution is at most 2
|F | + (1− 2

|F |)
1
|F | <

3
|F | .

In both cases, the view in the real world is different from that in the hybrid world with

the probability of at most 3
|F | . It follows that the distribution on views in the two worlds

are statistically close.

Case 2: If P1 is honest up to Step 8, however, it cheats by sending the wrong shares to

any of the FCheckZero, abort happens in both worlds and the joint distribution in the hybrid

world is identical to that in the ideal world.

In conclusion, the joint distributions in both worlds are statistically close. To complete

the proof of the Theorem, we note that the honest output is independent of the view of P1.

Now we describe a simulator for a corrupted P3.

1. [α̃]A: S plays the role of Frand by receiving the corrupted party’s shares of α̃.
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2. [Ỹ ]A: S plays the role of Fmult. It receives the corrupted party’s shares of X and α̃,

and the adversary’s specified output shares [yi]3. If any of the shares of X differ from

the ones placed by S on P3’s input tape, or if the shares of α̃ are inconsistent with the

values specified by P3 in Step 1, S sets abort1 = 1. Regardless, S sends A a random

field element for every share of Y that he expects to receive from P1: [ỹi]1.

3. σ̃1, k̃1: S chooses a random permutation σ̃1 and a random key k̃1, simulating the

output of Fcoin. k̃1 is the randomness that P2 and P3 use to re-randomize the shares.

S uses σ̃1 and k̃1 to compute 〈X(2)〉 and 〈Y (2)〉, mirroring the adversary’s action.

4. [X̃(3)], [Ỹ (3)]: S receives the permutation σ2 that P3 sends to P1 and extracts P3’s

input π′ = σ2 ◦ σ1. S uses σ2 compute 〈σ2(X(2))〉 and 〈σ2(Y (2))〉. S observes the

messages that P3 sends to F〈x〉→[x] in Step 7. S compares those messages with the

one he computes locally. If there is any mismatch, S sets abort2 = 1. Regardless, S

submits ([X], π′) to the ideal functionality and receives [π′(X)]. S hands P3 [π′(X)]

as [X̃(3)], and hands him random elements as shares of [Ỹ (3)].

5. α̃: S sends random element to simulate the opening of α.

6. R̃1, b̃1: S sends n random field elements to simulate the calls to Fcoin. If abort1 == 1,

or if P3 sends the wrong shares to FCheckZero, S submits abort to the ideal functionality

and simulates the output of FCheckZero(Z(1)) by sending b̃1 = 0 to A.

7. R̃2, b̃2: S sends n random field elements to simulate the calls to Fcoin. If abort2 == 1,

or if P3 sends the wrong shares to FCheckZero, S submits abort to the ideal functionality

and simulates the output of FCheckZero(Z(2)) by sending b̃2 = 0 to A.

Claim 14. For the simulator S corrupting party P3 as described above, and interacting with

the functionality FShuffle,{
hybridπShuffle,A(z) (X,Y, κ)

}
z∈{0,1}∗,κ∈N

c≡
{
idealFShuffle,S(z)(X,Y, κ)

}
z∈{0,1}∗,κ∈N
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Proof. Case 0: If P3 follows the protocol honestly, the joint distribution of the view of P3

and the output, in the real and ideal executions, respectively, are:{
hybridπShuffle,A(z) (X,Y, κ)

}
z∈{0,1}∗,κ∈N =

{
[α], [Y ], σ1, [X

(3)], [Y (3)], α,R1, b1 = true, R2, b2 = true, out
}

{
idealFShuffle,A(z) (X,Y, κ)

}
z∈{0,1}∗,κ∈N =

{
[α̃], [Ỹ ], σ̃1, [X̃

(3)], [Ỹ (3)], α̃, R̃1, b̃1 = true, R̃2, b̃2 = true, õut
}

where out = (o1, o2, o3) and õut = (õ1, õ2, õ3).

As all the shares, α, α̃, Ri, R̃i are uniformly distributed, and ([X(3)], out) and ([X̃(3), õut)

are identical, the joint distributions in both worlds are identically distributed.

Case 1: If P3 cheats in Step 2 or Step 7, causing abort1 = 1 or abort2 = 1 in the ideal

world, the simulator outputs the view {[α̃], [Ỹ ], σ̃1, [X̃(3)], [Ỹ (3)], α̃, R̃1, b̃1 = false} if P3

deviates in Step 2, and he outputs the view {[α̃], [Ỹ ], σ̃1, [X̃(3)], [Ỹ (3)], α̃, R̃1, b̃1 = true,

R̃2, b̃2 = false} if P3 deviates in Step 7. In the hybrid world, P3 has a chance to cause

the execution to result in a view that is distinguishable from that in the ideal world, if he

can cause FCheckZero to output 1. Following the similar analysis in the previous proof, the

chance that this happens is at most O(1/|F |). Thus, the joint distributions in both worlds

are statistically close.

Case 2: If P3 is honest up to Step 8, the partial views up to this step in both worlds

are identically distributed. If P3 cheats in either Step 9 or Step 10 by sending the incorrect

shares to FCheckZero, both the hybrid execution and the ideal execution abort. Thus, the

joint distributions are also identically distributed.
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5.3 Computing on intersecting indices

The approach in Section 5.2.2 fails when the indices are needed to compute the function

f . An attack is possible due to the fact the F(k, ·) values are computed locally and are

not bound to the input x. For example, a malicious P1 can supply an incorrect triple

([x]A, [d]A,F(k, x′)), causing trouble if x′ is in the intersection and x is not, or vice versa.

We propose two different protocols to perform f(PSI) on indices. In both, we make use of a

shared oblivious PRF (soPRF). This is a pseudorandom function that allows for distributed

evaluation: the parties, holding secret shares of the PRF key, and secret shares of the input

value, can compute the output of the PRF.

In our first construction, in Figure 5.9, we use a 3-party soPRF (3soPRF), but we do so

in a non-black box way. That is, the code of the 3soPRF is embedded inside a larger circuit,

and the whole circuit is evaluated securely in an MPC. In our experiments, we instantiated

the 3soPRF using both AES, and the Naor-Reingold PRF [71] and found the construction

from AES to be more efficent.

In our second protocol (Figure 5.10), we make black-box use of a 2-party shared oblivious

PRF (2soPRF). We instantiated this using the 2soPRF designed by Gordon et al. [40], which

is a shared variant of the Naor-Reingold PRF. This construction also failed to beat the non-

black box use of AES, but we are hopeful that a more efficient 2soPRF might be found to

replace this one, making the construction in Figure 5.10 more efficient than the one in

Figure 5.9. It is worth noting that highly efficient primitives related to oblivious PRFs

have recently been constructed from OT-extension and used in other PSI protocols [60], so

something similar here is quite plausible, though still unknown.

The difference between protocols that compute a function on intersection payloads and

on intersection indices is how the encoded indices are computed. In Figure 5.9, this is done

by a secure evaluation of a 3soPRF, however, in Figure 5.10, it is handled differently. First,

P1 and P2 commit their inputs (indices and payloads) by secret-sharing them as replicated

shares. For each index x ∈ X, P1 computes F(k, x), secret-sharing it, opening it to P3.
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For the same input, P2 and P3 compute 2soPRF by using the shared key and shared data.

If all parties follow the protocol honestly, P3 will receive the same values. If P1 cheats by

sending F(k, x′) or P2 cheats by providing the wrong share for the 2soPRF, P3 will catch

them with high probability. If P3 is malicious, the only thing he can do is to claim that

he receives different encodings, causing all parties to abort. The same thing happens when

the three parties compute the encoded indices for P2’s inputs. This procedure enforces the

binding between [x] and [F(k, x)] in Figure 5.10 . The simulation and security proof for

f(PSI) on intersection indices are very similar to that of protocols in Figure 5.6, thus we

do not list them here.

The protocols in Figures 5.9 and 5.10 have linear computational complexity and lin-

ear communication cost. They are asymptotically better than the merge-compare-shuffle

approach [46] that requires O(n log n) runtime and O(n log n) bandwidth. In concrete

numbers, the AES circuit has 6800 AND gates, thus 2×6800×N AND gates in total, while

the merge-compare-shuffle circuit has at least 4σN log(2N) AND gates, where σ is the total

length of the index and the payload in bits, and N is the number of inputs. For N = 220,

the AES circuit will have less AND gates if σ ≥ 162. When compared with the protocol for

computing only on payloads in Section 5.2.2, computing on indices is about 5-10X slower in

a LAN, and 11-35X slower in a WAN. We also note that our circuit has a constant number

of rounds, while the merge-compare-shuffle has O(σ log n) rounds.

Size hiding PSI cardinality: The protocols in Figure 5.9 can be modified slightly to

give a PSI cardinality protocol that gives output only to P1 and P2. The intuition is: the

PRF key is unknown to anyone, thus after computing the 3soPRF and shuffling the output

shares, the PRF values can be safely revealed to P1 and P2, instead of P3. However, this

requires some extra steps to ensure that P1 and P2 provide valid inputs, i.e. all items in

their set are unique. Otherwise, a malicious party can include item x in his set twice: if

x is not in the other party’s set, the protocol will compute f(PSI ∪ {x}). Otherwise, the

honest party will see 3 copies of F(k, x) in the encoded set and will abort. In both cases,

the adversary learns whether x is in the intersection.
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To prevent this, P1 and P2 sort their input locally and secret-share them as replicated

arithmetic shares. They run a 3PC share conversion circuit to convert the shares to repli-

cated Boolean shares. Now for each set of input, the parties run 3PC comparison circuit to

verify that they are both in increasing order. After the verification, the parties execute the

remainder of the protocol, using the same arithmetic shares to ensure input consistency.

It is tempting to try and compute f(PSI) while hiding the size of the intersection from

P3 in a similar manner. However, if we wish to involve P3 in the 3-party computation of

f(Z1), we need to reveal the intersection size when we choose the circuit representing f .

Without leaking the size of the intersection, P1 and P2 can evaluate multiple circuits with

P3, each with a different size, but, depending on f , this might require them to execute n

circuits. One interesting direction to explore in future work is the possibility of leaking a

noisy intersection size to P3, preserving differential privacy.

5.4 Experiments and Results

We implemented all protocols in C/C++ with the use of NTL and EMP library and tested

them with AWS instances (r4.8xlarge). For the LAN configuration, all the instances are in

Northern Virginia region. For the WAN configuration, we used the instances in Northern

Virginia, Oregon, and North California. In all protocols, the field has to be large enough

so that the PRP encodings have negligible collision probability. Let 2−λ be the desired

probability for collision to happen, and let n be the input size. Then the field size needs to

be at least λ+ 2 log 2n− 1 = λ+ 2 log n+ 1 bits.

We focus primarily on f(PSI) and PSI cardinality protocols in the three-party setting

with honest majority. Kamara et al. [56] computes PSI in this setting, but there is no related

work that computes f(PSI) or PSI cardinality in the 3-party setting. In order to have a

meaningful comparison, we implemented the generic merge-compare-shuffle protocol using

one of the most efficient three-party protocols with honest majority [4], and compared our

f(PSI) results against this implementation. For the PSI cardinality (PSI-CA), we compare
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3PC Circuit-Based PSI computations via 3soPRF/AES

Inputs: P1 has X = {x1, ..., xn} and payload values D(1) = {d(1)1 , . . . , d
(1)
n }, P2 has Y =

{y1, ..., yn} and D(2) = {d(2)1 , . . . , d
(2)
n }, P3 does not have inputs.

Protocol:

1. P1, P2, and P3 call Frand to sample a shared key [k]B

2. P1 and P2 calls Finput to share their input and payloads as replicated arithmetic

shares ([X]A, [D(1)]A) and ([Y ]A, [D(2)]A) respectively among the three parties.

3. The parties concatenate the shares [Z]A ← [X]A||[Y ]A and [W ]A ← [D(1)]A||[D(2)]A.

4. P3 samples a random permutation π. The three parties call FShuffle to shuffle the

replicated arithmetic shares according to π. Let Z(1) ≡ π(Z) and W (1) ≡ π(W ).

5. They call F[x]A→[x]B to convert [Z(1)]A to [Z(1)]B .

6. They execute the 3PC 3soPRF/AES circuit on shared key [k]B and shared data [z]B

for z ∈ Z(1) and obtain [T ]B ≡ [3soPRF (k, z)]B or [T ]B ≡ [AES(k, z)]B for z ∈ Z(1).

7. The parties open T to P3.

8. P3 uses π−1 to shuffle the set T . If P3 receives duplicated values from either P1 or
P2, he aborts.

9. They then reveal T to P1 and P2. For each pair of duplicated t ∈ T , the parties use
the corresponding replicated sharings of index and payload as input to a circuit for
f .

Output:
P1 and P2 output the result of f and the intersection size s. P3 outputs the size of the
intersection s.

Figure 5.9: The protocol to compute a function of both indices in the intersection and the
payloads associating with the indices. AES can be replaced by a 3PC soPRF.
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3PC Circuit-Based PSI computations via 2soPRF

Inputs: P1 has X = {x1, ..., xn} and payload values D(1) = {d(1)1 , . . . , d
(1)
n }, P2 has Y =

{y1, ..., yn} and D(2) = {d(2)1 , . . . , d
(2)
n }, P3 does not have inputs.

Protocol:
1. P1 and P2 sample random keys k by calling Fcoin. They then distribute the keys as

replicated shared keys [k]A among 3 parties using the same randomness.
2. P1 and P2 calls Finput to share their input and payloads as replicated arithmetic shares

([X]A, [D(1)]A) and ([Y ]A, [D(2)]A) respectively among the three parties.

3. They call F[x]A→[x]B to convert [X]A, [Y ]A to [X]B , [Y ]B .

4. P2 and P3 convert [k] to 〈k〉. For each x ∈ X:

P1 computes F(k, x), secret shared as [F(k, x)]A, and opens the value to P3.

P2 and P3 convert [x]B to 〈x〉B locally and compute 〈2soPRF (k, x)〉A. They open
the prf to P3.

5. P1 and P3 convert [k] to 〈k〉. For each y ∈ Y :

P2 computes F(k, y), secret shared as [F(k, y)]A and open the value to P3.

P1 and P3 convert [y]B to 〈y〉B locally and compute 〈2soPRF (k, y)〉A. They open
the prf to P3.

6. P3 verifies that for the same input z, the prf values are the same. If P3 sees duplicated
prf values from P1 or P2, he aborts.

7. P3 fixes a permutation π that moves items in the intersection (Z1 = X ∩ Y ) to the
top, placing each item next to its duplicate, and that moves the rest of (Z2) to the
bottom, in sorted order. The three parties call FShuffle to shuffle the shares according
to π. The payloads are shuffled along with their indices.

8. P3 sends the size of the intersection, t, to P1 and P2. P1 and P2 verify that they
receive the same value. Otherwise, they abort.

9. For Z1, the parties verify that there are t duplicate pairs, using secure arithmetic
comparisons.

• They make t calls to Fcoin to receive R = {r1, ..., rt}.

• They run FCheckZero([
∑t
i=1 ri(z2i − z2i−1)]), where zi ∈ Z(1), and abort if the

output is False.

10. Circuit-based protocol:

For Z2, the parties convert [F(k, y)]A to [F(k, y)]B . They then run a sequence of
3PC comparison circuits to verify that the items are in sorted order.
Hybrid protocol:

For Z2, the parties run the union lower bound proof from Section 5.1 (Figure 5.2).

If the proof fails to verify, abort.
11. For each pair of duplicates in Z1, the parties use one of the corresponding replicated

sharings as input to a circuit for f .
Output:
P1 and P2 output the result of f and the intersection size s. P3 outputs the size of the
intersection s.

Figure 5.10: The protocol to compute a function of both indices in the intersection and
the payloads associating with the indices.

126



Table 5.1: Runtime in seconds in LAN/WAN setting and communication cost.

n 28 212 216 220 28 212 216 220 28 212 216 220

PSI-CA LAN WAN Total Comm (MB)

Cristefaro et al [21] 0.89 14.4 230 3677 - - - - 0.16 2.5 40 640

Davidson et al [20] 11.8 176 2837 - - - - - 2.83 45.3 724 -

Circuit + 2D cuckoo hashing [75]
Iterative Separate PSI-CA (σ = 32) - 2.43 11.3 122 - 11.2 57.5 548 - 72.3 826.1 9971
Iterative Combine PSI-CA (σ = 32) - 2.22 9.08 86.6 - 10.1 45.3 390 - 52.7 639 6951

Circuit-based PSI-CA [74]
No-Stash PSI-CA - 1.20 8.49 121 - 5.91 22.1 262 - 9 149 2540

3PC Merge-Compare-Add [4]
σ = 32 0.63 1.13 4.45 35.6 38.5 49.9 74.6 234 0.46 9.97 201 3891
σ = 64 1.33 2.15 6.43 70.2 72.6 92.8 140 487 0.93 19.9 402 7782
σ = 80 1.65 2.74 7.86 91.2 86.5 116 162 602 1.16 24.9 503 9726

(Our) Polynomial PSI-CA
|PSI| ≈ 0 0.04 0.41 6.9 138 0.4 0.8 8.0 143 0.03 0.4 6.3 100
|PSI| = 0.25n 0.04 0.45 7.9 162 0.4 0.8 8.9 166 0.03 0.4 6.3 100
|PSI| = 0.50n 0.04 0.47 8.4 173 0.4 0.9 9.4 176 0.03 0.4 6.3 100
|PSI| = 0.75n 0.04 0.49 8.8 182 0.4 0.9 9.9 186 0.03 0.4 6.3 100
|PSI| ≈ n 0.04 0.50 8.0 162 0.4 0.9 9.4 165 0.03 0.4 6.3 100

PSI-CA and f(PSI)

(Our) Circuit PSI-CA/f(PSI)
|PSI| ≈ 0 0.20 0.37 2.6 19.4 27.5 28.3 34.7 110 0.48 7.66 123 1962
|PSI| = 0.25n 0.21 0.34 2.0 15.8 26.9 27.1 33.3 93.4 0.38 6.028 96 1540
|PSI| = 0.50n 0.20 0.30 1.6 11.9 26.6 27.3 30.7 76.8 0.27 4.37 70 1119
|PSI| = 0.75n 0.22 0.26 1.3 8.00 26.4 27.9 29.8 61.5 0.17 2.72 44 698
|PSI| ≈ n 0.20 0.24 0.8 3.61 25.9 26.7 29.4 43.5 0.07 1.08 17 276

(Our) Hybrid PSI-CA/f(PSI)
|PSI| ≈ 0 0.04 0.37 6.52 130 1.00 1.7 10.2 146 0.08 1.31 21 336
|PSI| = 0.25n 0.03 0.34 5.84 117 1.02 1.7 9.5 133 0.08 1.29 20.7 331
|PSI| = 0.50n 0.03 0.32 5.58 111 1.02 1.65 9.3 127 0.08 1.27 20.4 326
|PSI| = 0.75n 0.03 0.29 4.88 98.9 1.02 1.68 8.5 114 0.08 1.25 20.1 321
|PSI| ≈ n 0.02 0.26 3.50 67.9 1.02 1.63 7.4 91.8 0.07 1.08 17 276

(Our) f(PSI) on indices 0.58 2.51 23 290 41 50 151 2974 8.90 142 2270 36327

f(PSI)

3PC Merge-Compare-Shuffle [4]
σ = 32 0.32 0.77 4.77 65.7 39 50 82 404 0.9 19 391 7596
σ = 64 0.73 1.35 11.4 132 77 100 144 872 1.8 38 782 15196
σ = 80 0.88 1.63 13.7 159 91 124 180 1303 2.2 48 975 18989

2PC Merge-Compare-Shuffle [46]
σ = 32 1.04 22.5 86.0 - 1.28 24.3 286 - 7.5 166 14040 -

The best results for f(PSI) are in blue, those for PSI cardinality are in red, and those for both are in green. In our protocols,
we consider the data with variable bitlength. When bitlength (σ) is not specified, the protocols are independent of the
bitlength. Our LAN network has throughput 10Gbps and the round-trip latency of 0.2 ms, while the WAN network has
throughput 170Mbps and 80 ms round-trip latency between Northern Virginia and Oregon/North California, and 1Gbps
and 20ms between Oregon and North California.
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our results against the merge-compare-add version. For generic three party protocols, Araki

et al. [4] achieves the best communication cost with 7 bits per AND gate per party, however,

the number of rounds depends on the depth of the circuit. We note here that the merge-

compare-add may be slightly faster if implemented with ABY3 [69]: instead of doing the

addition by a Boolean circuit (with O(n) AND gates and depth O(log2 n)), using the ABY3

framework, we could convert the binary shares into arithmetic shares after the comparison

phase, and then perform addition on the arithmetic shares for free. However, the dominant

cost for the merge-compare-add circuit is the merge step, which requires 2σn log(2n) AND

gates and has the depth of O(σ log n): the speed-up from using ABY3 would be less than

2X. We have not taken the time to implement their protocol, but it might be interesting to

do so. For the f(PSI) case, the most efficient way to implement the merge-compare-shuffle

is by Boolean circuit, thus, there would be no difference between using the constructions

of Araki et al. [4] and Mohassel et al. [69], as the latter use the former when it executes

Boolean circuits.

It would also be interesting to compare our results with Mohassel et al. [70], which is

based on garbled circuits, has a constant number of rounds, and also assumes 1 malicious

party out of 3. However, as the implementation is not available, we instead compare with an

implementation of semi-honest, two-party garbled circuits; the three-party version is not as

efficient as the semi-honest protocol, so this comparison is conservative. Beside comparing

our protocols against the generic protocol in the three party setting, we also provide the

comparison against the relevant state-of-the-art two party protocols such as [75].

5.4.1 Computing functions of the intersection

Computing on the payloads

Both of our protocols that compute f(PSI) on payloads (circuit/hybrid f(PSI)) are strictly

better than the generic protocols in every setting that we consider: varying input length,

network configuration (LAN, WAN), and measuring runtime or communication cost. For

the case of empty payload, the results are shown in Table 5.1. Consider the case that the
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indices have length of 80 bits (or they have variable length). For input sets of size 220

items, circuit f(psi) is 8X-44X faster than the generic three-party merge-compare-shuffle in

LAN, about 12X-30X in WAN, and it uses 9X-68X less bandwidth. For hybrid f(PSI), it is

9X-14X faster in WAN, and uses 56X-68X less bandwidth. The two party garbled circuit

implementation of the generic protocol is strictly worse than the three party protocol, thus,

we also outperform [70].

When there is an attached payload, the gap between our protocols and the generic

ones is even larger. The only cost added to our f(PSI) protocols is the cost to shuffle the

payloads together with the indices during the oblivious shuffling step. For our protocols,

the shuffling takes very little time compared with the circuit execution step (as shown in

Table 5.2), thus the extra overhead is relatively cheap. However, this is not the case for the

generic merge-compare-shuffle circuit. The size and depth of the circuit increases super-

linearly with respect to the total length of the indices and the payloads. If the payload

length is equal to the indices’ length, the runtime and communication cost will increase

more than twice. In Table 5.3 and Table 5.4, we show how payloads of different length

affect the performance of our circuit f(PSI) and that of the generic merge-compare-shuffle

protocol in LAN. Without the payload, our protocol is just 8X faster and uses 14X less

bandwidth. However, when the payload’s length is 800 bits, ours is 34X faster and uses

52X less bandwidth.

Computing on the indices

As discussed in Section 5.3, our f(PSI) on indices does not perform very well against the

generic protocol when the payload is small. For example, when input sets are of size 65536,

there is no payload, and indices are 80 bits, our protocol is about 2X slower in LAN. This is

due to the fact that the players have to securely evaluate the PRP on their indices instead

of each computing them locally. However, when the payload is larger than 162 bits, our

protocol is the faster one. For the input sets of size 65536, indices of length 80, and the

payload length of 800, it takes our protocol 25 seconds to finish, which is 5X faster than
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Table 5.2: Time (in seconds) taken for shuffling the indices and for the whole circuit PSI-
CA/f(PSI).

n 28 212 216 220

LAN
Shuffle 0.004 0.022 0.21 2.34

Circuit f(PSI) 0.20 0.30 1.6 11.9

WAN
Shuffle 0.32 0.44 1.00 8.61

Circuit f(PSI) 26.6 27.3 30.7 76.8

The time taken to shuffle data depends only on
the input length. We show results for the case
|PSI| = 0.5n. Runtime of circuit PSI-CA/f(PSI)
for different intersection size can be found in Table
5.1.

Table 5.3: Experiments with payload in LAN setting.

payload length 0 80 160 240 320 400 480 560 640 720 800

3PC MCS [46] 13.7 23.0 34.4 45.7 54.5 67.5 78.0 87.2 99.5 108 121

Our Circuit f(PSI) 1.60 1.78 1.98 2.21 2.37 2.56 2.74 2.92 3.14 3.31 3.56

Runtime in seconds, length of the indices σ = 80, number of items n = 65536, |PSI| =
0.5n.

Table 5.4: Experiments with payload.

payload length 0 80 160 240 320 400 480 560 640 720 800

3PC MCS [46] 975 1950 2925 3900 4875 5850 6825 7800 8775 9750 10725

Our Circuit f(PSI) 70 83 97 110 124 137 151 164 178 191 205

Communication cost in megabytes, length of the indices σ = 80, number of items n = 65536,
|PSI| = 0.5n.

the generic protocol. At the same time, it uses 4X less bandwidth.
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Table 5.5: Runtime in seconds in LAN/WAN setting and communication cost in megabytes.

n 28 212 216 220 28 212 216 220 28 212 216 220

PSI LAN WAN Total Comm (MB)

Kamara et al [56]
|PSI| ≈ 0 0.005 0.05 0.6 8.74 0.20 0.68 1.77 15.3 0.07 1.0 14 192
|PSI| = 0.25n 0.004 0.05 0.6 8.36 0.20 0.75 1.85 14.7 0.08 1.2 16 216
|PSI| = 0.50n 0.005 0.06 0.6 8.40 0.26 0.81 1.84 15.8 0.09 1.3 18 240
|PSI| = 0.75n 0.005 0.06 0.6 8.37 0.26 0.81 1.90 16.4 0.11 1.5 20 264
|PSI| ≈ n 0.005 0.07 0.6 8.30 0.26 0.81 2.01 16.5 0.12 1.6 22 288

Rindal et al [80]*
EC-ROM 0.13 0.19 0.94 12.6 0.67 1.5 16 255 0.29 4.8 79 1322
DE-ROM 0.13 0.23 1.3 18 0.9 1.2 6.3 106 0.25 3.5 61 1092
SM, σ = 32 0.15 0.48 3.5 56 1.3 8 78 1322 2.3 40 451 7708
SM, σ = 64 0.19 0.84 8.0 134 1.9 16.8 226 3782 5.3 92 1317 22183

Our (Circuit PSI)
|PSI| ≈ 0 0.21 0.37 2.2 19.4 26.4 27.5 36.3 113 0.48 7.66 123 1962
|PSI| = 0.25n 0.22 0.34 1.6 15.7 27.6 28.4 33.9 94.8 0.38 6.04 97 1546
|PSI| = 0.50n 0.21 0.31 1.3 11.8 27.5 27.0 32.1 83.1 0.28 4.41 70.6 1129
|PSI| = 0.75n 0.20 0.27 0.9 7.97 28.3 27.7 31.5 63.9 0.17 2.78 44.5 713
|PSI| ≈ n 0.20 0.23 0.5 3.63 26.1 26.7 29.1 44.4 0.07 1.16 18.5 296

In [80], the communication cost does not include the cost to perform base OT. When bit length (σ) is not
specified, the protocols are independent of the bit length. Our LAN network has throughput 10Gbps and
the round-trip latency of 0.2 ms, while the WAN network has throughput 170Mbps and 80 ms round-trip
latency between Northern Virginia and Oregon/North California, and 1Gbps and 20ms between Oregon
and North California.
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5.4.2 PSI Cardinality

We compare the performance of our protocols with the generic merge-compare-add protocol

implemented by [4]. Beside that, we also compare them with other customized PSI cardi-

nality protocols in two party setting such as [21], [20], [75]. Cristofaro et al. [21] did not

provide experiment results in their paper, however, we found the experiment results in the

LAN setting for their protocol in [24]. The execution time and communication cost of PSI

cardinality protocols are shown in Table 5.1.

In terms of communication cost, polynomial PSI-CA requires the least bandwidth while

hybrid PSI-CA and circuit PSI-CA needs 3X and 3X-20X more bandwidth respectively

depending on the size of the intersection. The generic merge-compare-add protocol needs

97X more bandwidth (for the case σ = 80, while [21] and [20] requires 6.4X and at least

100X more communication respectively).

In the LAN setting, hybrid and polynomial PSI-CA is faster when the input length is

small (28), while circuit-base PSI-CA is faster when the input size is large (28, 216, 220).

When the input size is small, round complexity plays a more important role in the total

runtime, even in the LAN setting. Polynomial and hybrid PSI-CA have only a few rounds

while circuit PSI-CA has a few hundred rounds. When σ = 80 and input length is 220,

our circuit PSI-CA is 4.7X-25X faster than the generic merge-compare-add protocol, 190X-

1018X faster than [21], and 6X-33X faster than [74]. For [75], we only have the results for

σ = 32 bits, however, it is still slower than our circuit PSI-CA 4.4X-24X.

In the WAN setting, the round complexity is an important factor. For circuit PSI-CA,

the network delay contributes to around 25 seconds in the total runtime. With the least

bandwidth required, polynomial PSI-CA perform the best for input size n = 28, 212, 216.

When the input size is large n = 220, circuit PSI-CA is faster. When compared with the

generic protocol for input length of 220 and σ = 80, circuit PSI-CA is 5.5X-14X faster, and

requires 5X-35X less bandwidth.
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5.4.3 When f(PSI) computes the PSI

Our protocols are designed to focus on f(PSI) and PSI cardinality, however, as PSI is an

important application, we ran experiments for f(PSI) for the specific case that f(PSI) is

PSI and compare our results against other state-of-the-art PSI protocols in two/three-party

setting such as [80] and [56] to complete the picture. We can obtain PSI with any of our

PSI-CA/f(PSI) protocols. The only extra thing that needs to be done is to have the third

party to send the intersection to the other two parties, and they verify that they receive

the same set and that set is a subset of theirs. The results in Table 5.5 shows that our PSI

results are quite competitive, especially when the intersection size is large. When the input

length is large (216, 220), our PSI is similar to [80] in Random Oracle model, and 7X-37X

faster in standard model (for σ = 64). In some cases, we are even faster than [56] (input

length 220 and the intersection size is at least 3/4 of the input length).

5.5 Implementation details

5.5.1 Addition/Subtraction/Comparison Circuits

There are multiple ways to implement the addition/subtraction circuits, there are trade-offs

between them in terms of round complexity, runtime, and communication cost. For example,

the simple ripple carry adder has O(k) AND gates and O(k) rounds while a parallel prefix

adder has O(k log k) AND gates and O(log k) rounds. In our implementation, we adopted

the linear round addition and subtraction circuits (ripple carry adder and ripple borrow

subtractor) due to their simplicity compared to parallel prefix adders/subtractors. Due to

the high number of rounds, the protocols that use these circuits suffer due to network delay

when operating in the WAN setting. When the input size is small, the network delay is the

main contributor to the total runtime.

For the comparison circuit (x > y), we adopt the approach used in [61]. Even

133



though there exist O(log k) and O(1) round circuits [33], we decided to implement a lin-

ear round comparison circuit due to its simplicity. The inputs to the circuit are [x]B =

[xk−1]B||...||[x0]B and [y]B = [yk−1]B||...||[y0]B. The circuit is described as the following

recursive relation: t0 = 0, ti+1 = ti ⊕ ((ti ⊕ xi).(ti ⊕ yi)). The output of the circuit is [tk]
B.

If x > y, tk = 1, otherwise, tk = 0.

5.5.2 Approximate x mod p circuit

When converting [x]A to [x]B, we need to compute [x mod p]B where x ∈ [0, (3p − 3)].

This can be done by executing the circuit x ← x − (x > p).p twice. However, it can be

more efficient with a circuit that computes an approximation of x mod p. Let k be the

bitlength of p, x can be written as x = xk+1xkxk−1...x0. As x ∈ [0, (3p − 3)], both xk+1

and xk cannot be 1, otherwise x > 3p. Thus, we can have a faster way to compute x mod

p: x = x− (2p.xk+1)⊕ (p.xk). This approach, however, would fail if xk−1...x0 ∈ [p, 2k − 1].

This happens with the probability of at most (2k−p)
2k

. To make this probability small, we

pick p such that 2k − p is small. For example, k = 80, p = 280 − 65, the failure probability

is at most 2−73.

5.5.3 Field implementation based on built-in C/C++ 128-bit integer type

Our protocols operate on a field of size of at least 80 bits. NTL is a natural choice for

the implementation, however, NTL is quite slow. In our project, we implemented the field

using built-in 128-bit unsigned integer. Our experiments showed that our field multiplication

operation is about 15X faster than that of NTL when the field size is less than 85 bits. Our

circuit/hybrid PSI and PSI cardinality protocols used this implementation.

Assume that we are working on the prime field Zp where p = 22k − r, r is chosen to be

small and 3k < 127. For a concrete example, let k = 40, r = 65, thus p = 280 − 65. Let

x = 2kx2 + x1, y = 2ky2 + y1. We perform field operations as below:

• Addition(x, y): z ← x+ y mod p
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• Subtraction(x, y): z ← (p+ x− y) mod p

• Multiplication(x, y): z = (2kx2 +x1)(2ky2 +y1) mod p = 22kx2y2 +2k(x2y1 +x1y2)+

x1y1 mod p = rx2y2 + 2k(x2y1 + x1y2) + x1y1 mod p

• Fast modulo: x mod p

1. x← r(x� 2k) + x& (22k − 1)

2. while(x ≥ p) x← (x− p)

5.5.4 Parallelization with multi-threading

We did not use parallelization in our implementation, even though the protocols are highly

parallelizable. For polynomial evaluation and interpolation, without multi-threading, the

tree has to be built to the top level. However, with multi-threading, we can divide the

input into 2t groups, then evaluate each group with a thread. For the interpolation, the

step to build and evaluate the tree can be done the same way. When we reconstruct the

polynomial, the parallelization can be applied till the tth layer away from the root of the

tree. For circuit execution, gates in the same layer can be partitioned into groups so that

each group can be executed independently by a thread.

5.5.5 Fast polynomial evaluation/interpolation over n arbitrary points

We implemented the O(n log2 n) algorithm [7] to evaluate and interpolate a polynomial over

n arbitrary points . Each point is an element of a prime field Fp where p is large. In our

implementation, n is not required to be a power of two, and the field can have arbitrary

size. These algorithms were implemented with NTL library.
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Chapter 6: Conclusions and Future Work

In this dissertation, we gave several new constructions for private set intersection protocols.

These constructions are all customized for different real world applications.

First, our PSI via MPC-in-the-head protocols allow two or more parties to compute

the intersection between their input set, and the output is delivered to all parties. This

is useful in the setting where multiple organizations want to learns common items in their

private list. A concrete example is that two governments want to learn the common names

in each country’s blacklist. Our PSI via MPC-in-the-head constructions are secure even

when majority of the parties are malicious.

Our second PSI construction targets the applications such as mobile contact discovery

which is useful for applications like Whatsapp, Signal, etc. Our construction allows a user

(client) to find friends privately from a large set of contacts held by a server. In this setting,

the server may have billions of contacts, while each client may have just a few thousands

contacts. Our construction takes into account that the server needs to repeat the execution

with many clients. It also supports the update events where a client or the server adds

new contacts or deletes some contacts from their list. Our protocols are secure against a

malicious client. It is possible to achieve malicious secure against the server too, however,

doing so will make the protocol very inefficient. In order to have a practical protocol, we

settle to achieve only privacy against a malicious server.

Our third PSI construction allows two parties to compute any function over the in-

tersection between their input set. In this construction, we looked at a different security

model where an untrusted third party is enlisted to help with the computation. A direct

application of our protocol is to compute the set intersection cardinality. This is needed

when a vendor X and an advertising company Y want to compute the ad conversion rate

privately.
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6.1 Future work.

In the era where privacy is one of the focus points, secure computation in general, and private

set intersection in particular, is an important tool that allows us to obtain useful information

from sensitive data while protecting its privacy. Secure computation, however, does not

come for free, and the overhead could be heavy. Designing more and more efficient secure

protocols, both generic and customized, is a very active research area among cryptographic

community. We conclude our dissertation with some thoughts on how to improve our

existing protocols and some possible future work.

6.1.1 Extending our current protocols

Improving efficiency with covert security. As mentioned above, our PSI construction

for mobile contact discovery is very inefficient if we want to make the protocol fully secure

against the server. In order to do so, the server cannot send the PRF of its input in the

compacted form using a cuckoo filter anymore. This will make the communication cost in

the setup phase to be 32X more expensive and will be intolerable to a client’s device (a

mobile phone). Covert security could be an acceptable trade off for this application. Covert

security is stronger than semi-honest, but weaker than fully malicious secure. The ideal is

to modify the protocol so that a client will have some probability ε to catch the server if

the server deviates from the honest execution of the protocol. For mobile contact discovery,

the server executes the protocol with multiple clients. If each client has a small probability

ε to catch the server, then ε can be set to be small, say 1/n where n is the server’s input

size, and the chance that one of the clients detects the cheating is high. To achieve this ε

deterrent, the server still sends the cuckoo filter to a client as before, however, the client

can check if the data at some locations in the cuckoo filter are properly computed. So, the

extra cost to achieve covert security is the cost to perform these checks, which is very cheap.

Improving MPC-in-the-head for multi-party PSI. One of the building block of the

IPS compiler is the watchlist setup. Each party will randomly select t shares from all other
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parties so that it can verify the correctness of the computation. The drawback is that

each party must select t shares independently from each other. The reason is that these

shares are chosen before the computation happens. So, the total number of shares will be

n = 2(w + m · (t + e)) where w is the input size, m is the number of parties, and t, e are

chosen such that (1− t/n)e = 2−λ where λ is the security parameter. We observe that we

could possibly let the parties select the t shares whenever some checking is needed for the

partial result. Instead of setting up the watchlist using t-out-of-n OT at the beginning of

the protocol, we propose to use the “commit and reveal” paradigm to facilitate the check.

The parties will commit to their shares, and whenever a check is needed, they reveal t shares

at the same t locations all together and verify the computation at that point. This way, the

number of shares will be n = 2(w + c · (t + e)) where c is the number of checks performed

by the parties. For our PSI protocols, only 2 checks are needed. This reduces the total cost

from O(m(w+m(t+e)) to O(m(w+ c(t+ e)). The saving is considerable when the number

of parties m is in the order of hundred.

6.1.2 Other future work

Multi-party PSI. Most of private set intersection protocols focus on finding the inter-

section between the input sets in the two party setting. There are very few protocols that

address the problem of multi-party setting PSI and they usually focus on the case where

only one party obtains the output [36,45]. Generic multi-party PSI protocols have the com-

munication complexity of O(m2 ·w) where m is the number of parties, w is the input length.

An interesting question is ”whether we can design a protocol that has the communication

complexity of o(m2 · w)?”.

PSI with computation. Another interesting line of research is to design efficient pri-

vate set intersection protocols that can compute a function f over the intersection. The

function f can be a generic function, or can be some specific functions. An example of

PSI with computation is the function that computes the intersection sum, which is useful

138



for measuring the ad revenues. A two-party protocol has been proposed by Google [67],

however, it takes at least 10 hours to execute the protocol for input of size 1 million. The

gap between their protocol and any possible practical one is huge. There is work needed to

be done to fill the gap.
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Appendix A: Assumed Ideal Functionalities

FUNCTIONALITY Frand - Generating Random Replicated Arithmetic Shares

Let Pi be the malicious adversary. Upon receiving ri from Pi, the ideal functionality Frand

chooses a random r ∈ F and samples ri+1, ri+2 such that r = ri + ri+1 + ri+2. Frand gives
{rj , rj+1} to Pj .

Figure A.1: Generating shares of a random field element

FUNCTIONALITY Fcoin - Generating Random Value

The ideal functionality Fcoin chooses a random r ∈ F then gives r to all the parties.

Figure A.2: Sample a random field element

FUNCTIONALITY FCheckZero - Checking equality to 0

Input: Parties hold replicated shares [x]
Functionality: Upon receiving the shares from the parties, the functionality reconstruct
x. Then:

• If x = 0, the functionality sends abort = 0 to the parties.

• If x 6= 0, with probability 1
|F | the functionality sends abort = 0 to the parties, and

with probability 1− 1
|F | it sends abort = 1 to the parties.

Figure A.3: Checking Equality to 0.
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FUNCTIONALITY Finput - Sharing of Inputs

Let Pj be the corrupted party.

1. Functionality Finput receives inputs v1, ..., vM ∈ F from the parties. For every i =

1, ...,M , Finput also receives from S the shares vji of the corrupted parties for the ith

input.

2. For every i = 1, ...,M , Finput computes all shares (vji , v
j+1
i , vj+2

i ) such that vj+1
i is

sampled uniformly at random and vi = vji + vj+1
i + vj+2

i .

For every i = 1, ..., n, Finput sends Pj its output shares [vi]
A
j = {vji , v

j+1
i }.

Figure A.4: Sharing inputs

FUNCTIONALITY Fmult - Secure Mult. Up To Additive Attack

Input: Parties have replicated arithmetic shares of x, y. Let Pi be the malicious adversary.
Pi specifies one of his output shares, zi.

1. Upon receiving shares from the honest parties, the ideal functionality Fmult computes

x, y and [x]Ai = (xi, xi+1), [y]Ai = (yi, yi+1). Let [x′]Ai = (x′i, x
′
i+1), [y′]Ai = (y′i, y

′
i+1)

be the shares submitted by the adversary. The ideal functionality computes d =
(xiyi + xiyi+1 + xi+1yi)− (x′iy

′
i + x′iy

′
i+1 + x′i+1y

′
i)

2. Fmult hands [x]Ai , [y]Ai , and d to the adversary/simulator S.

3. The functionality Fmult computes z = xy+ d and samples zi+1 uniformly at random,
then it defines zi+2 = z − (zi + zi+1).

4. The ideal functionality Fmult hands each party Pj its share [z]Aj = {zj , zj+1}.

Figure A.5: Multiplication up to an additive attack
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