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ABSTRACT 

ARABIC OFFENSIVE LANGUAGE DETECTION IN SOCIAL MEDIA 

Fatemah Ali Husain, Ph.D. 

George Mason University, 2021 

Dissertation Director: Dr. Ozlem Uzuner 

 

Studies have shown that cyberhate, online harassment, and use of offensive 

language in social media are on the rise. Use of offensive language, even online, creates 

an exclusive environment and can even foster real-world violence. Despite significant 

technological advances in Natural Language Processing (NLP), online offensive language 

detection remains one of the most challenging text classification tasks due to the 

ambiguity and informality of the language used in user-generated content, as well as the 

social context of the users. Automatic offensive language detection is further complicated 

in languages with diverse forms and limited resources, such as Arabic. Arabic is spoken 

widely in the Middle East, encompasses multiple dialects and cultures, and represents a 

multitude of nationalities. The wide-adoption and the heterogeneity of Arabic affects also 

the social context that allows the interpretation and automatic recognition of offensive 

language.  



xix 
 

This dissertation proposes and develops methods for automatic offensive 

language detection for Arabic in social media. It explores transfer learning approaches to 

tackle this challenging task in a resource-constrained language that is rich in dialectal and 

cultural variations. Our studies show that: (1) advanced language models can capture the 

ambiguous, informal variations in the user generated text and accurately recognize 

offensive language; (2) different Arabic dialects can inform each other and significantly 

contribute to cross-dialect offensive language detection; (3) different user-generated 

content platforms do not add value to offensive language detection across platforms; (4) 

we can customize existing state of the art language models to improve their coverage of 

dialectal Arabic; and (5) dialectal Arabic language model outperforms the non-dialectal 

model on some offensive language detection datasets. 
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 "َوقُولُوا لِلنَّاِس ُحْسنًا"

“And you shall speak to men good words.” 
 

-Holy Qur'an, chapter Al-Baqara (2), verse 83 
 

INTRODUCTION 

 

   

 

 

The increasing number of online platforms for user-generated content enable 

more people to experience the freedom of expression than ever before. In addition, users 

of these platforms can be anonymous and hide their identity, which can increase the 

chance of misusing these platforms. Online offensive language creates an exclusive 

environment and in more severe cases, it can foster real-world violence (Sap et al., 2019). 

The use of offensive language has become one of the most common problems on social 

networking platforms. According to a study by the Pew Research Center in 2015, 67% of 

people in the US agree they should be able to publicly make offensive statements against 

minority groups (Laub, 2019). Some countries have issued laws to ban hate speech, a 

kind of offensive language, on social networking platforms. For example, in 2017, 

Germany passed the Network Enforcement Act, a law that requires social media 

companies to remove hate speech  from their websites (Kent, 2018). In addition to 

legislative reforms, technological solutions have been adopted to enforcing these reforms. 
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Wiedemann et al. (2018) describe offensive language as “threats and 

discrimination against people, swear words or blunt insults” (p.1).  Whether a statement 

is offensive can also depend on its context. For example, while the word ‘oriental’ in the 

phrase ‘oriental food’ is acceptable, the same word in ‘oriental man’ is not. Accordingly, 

it is important to consider the context and the intention of the writer when defining 

offensive language. Social networking platforms exhibit multiple offensive language 

types, including hate speech, aggressive content, cyberbullying, and toxic comments 

(Mironczuk & Protasiewicz, 2018).  

Natural Language Processing (NLP) techniques, such as text classification, can 

automatically detect offensive language. Text classification refers to the process of 

assigning pre-defined labels to new text  (Mironczuk & Protasiewicz, 2018).  

Machine Learning (ML), Artificial Intelligence (AI), Deep Learning (DL), and 

NLP techniques provide ample opportunities to develop a model capable of automatically 

detecting offensive language online. The primary purpose of this dissertation is to 

provide a design for an NLP system that can utilize the State-Of-The-Art (SOTA) and 

build on it for Arabic offensive language detection and hate speech detection on user-

generated dialectal Arabic content. 

Offensive	(Abusive)	Language		

Providing a discrete definition of offensive (abusive) language is a very complex 

task. Culture and personal experience are crucial factors in describing what is considered 

offensive language (Vandersmissen, 2012). Wiedemann et al. (2018) describe offensive 

language as “threats and discrimination against people, swear words or blunt insults” 
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(p.1). Hate speech, aggressive content, cyberbullying, and toxic comments are different 

forms of offensive language (Schmidt & Wiegand, 2017).  Some of these forms are 

discussed in more detail below. The use of offensive language can cause disturbance, 

affecting online harmony. Moreover, it can reduce user trust in the online platform 

(Fountaet al., 2018). Figure 1 shows an example of an offensive tweet in Arabic. 

 
 
 

 
Figure 1 Example of offensive tweet 

	
	
	
Hate Speech 

Text that is targeted towards a group of people with the intent to cause harm, 

violence, or social chaos is known as hate speech (Sigurbergsson & Derczynski, 2019). 

Davidson et al. (2017) define hate speech as “a language that is used to expresses hatred 

towards a targeted group or is intended to be derogatory, to humiliate, or to insult the 

members of the group” (p.1). Typical forms of hate speech usually contain racial and 

homophobic slurs (Davidson et al., 2017). Fortuna and Nunes (2018) define a list of rules 

to identify hate speech, which consists of: using stereotypes to refer to individuals based 
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on the groups to which they belong, using negative statements about minority groups, 

using racial and disparaging terms to cause harm, using racial and sexist slurs, using 

language that shows pride in a specific group, supporting entities that encourage hate 

speech, discriminating based on nationalities or religions, and using language that 

suggests the superiority of in-group individuals. Figure 2 shows an example of a hate 

speech tweet written in Arabic.		

	
	
	

 
Figure 2 Example of hate speech tweet 

	
 
 
Cyberbullying 

Generally, cyberbullying is characterized by online harassment against an 

individual. Cyberbullying can have more severe effects than physical or verbal bullying, 

owing to the nature of online materials that can spread the harassment faster and make it 

viewable to a wider audience (Dadvar et al., 2013). Zampieri et al. (2019) define 

cyberbullying as targeted insults or threats toward an individual. Van Hee et al. (2015) 
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provide guidelines for analyzing cyberbullying; they mention three indicators of 

cyberbullying, including the intention to cause harm, repetitiveness, and an imbalance of 

power. Haidar, Chamoun, and Serhrouchni (2017) define eight categories for 

cyberbullying: flaming, masquerade, impersonation, harassment, outing, trickery, 

exclusion, and cyberstalking. 

Adult Content 

Adult content can take various formats in which the promotion of adult or sexual 

products, services, or content is expressed using images, videos, or text (Alshehri et al., 

2018). Adult content also includes posts with vulgar content that contain explicit and rude 

sexual references and pornography (Mubarak et al., 2017). 

Violence 

Johnston and Weiss (2017) define violence in terms of terrorist groups (e.g., al-

Qaeda and Islamic State of Iraq and Syria (ISIS)) and extremist groups (e.g., radical 

leftist (Antifa), White Supremacist). In (Abdelfatah et al., 2017), seven classes of social 

media violence are mentioned, including crime, violence, human rights abuse, political 

opinion, crisis, accidents, and conflict. 

Motivation and Problem Definition 

Studies have shown that cyberhate, online harassment, and other misuses of 

technology are on the rise. Particularly during the global Coronavirus pandemic in 2020, 

35% of individuals who are part of a marginalized group reported online harassment 

related to their target’s protected characteristics, which is a 3% increase over 2019.1  

                                                
1 https://www.adl.org/  
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Automatic offensive language detection has recently drawn much attention, as 

demonstrated by multiple recent competitions and shared tasks (Kumar et al., 2018; 

Bosco et al., 2018; Fersini et al., 2018; Wiegand et al., 2018; Basile et al., 2019; Zampieri 

et al., 2019; Mandl et al., 2019; Mubarak et al., 2020; Zampieri et al., 2020; Kumar et al., 

2020; Fersini et al., 2020; Vu et al., 2020; Sanguinetti et al., 2020). However, automatic 

offensive language detection on social media is challenging because of limitations in 

understanding and interpreting the writer’s intention and context (Nobata et al., 2016; 

Lees, Sorensen, & Kivlichan, 2020), as well as the informal, user-generated nature of 

online text(Pitsilis, Ramampiaro, & Langseth, 2018; Kapoor et al., 2019).   

These challenges can be compounded by language specific ones. So far, research 

in automatic offensive language detection in Arabic has been limited. Arabic is a diverse 

language that has been polarized due to political and social conflicts, resulting in complex 

contextual information that can affect interpretation of offensive text. Additionally, 

Arabic is diverse in terms of its official forms; classical Arabic, modern standard Arabic, 

and dialectal Arabic (Habash, 2010). It also suffers from lack of widely available 

linguistic analysis tools (Haidar, Chamoun, & Serhrouchni, 2017; Mubarak, Darwish, & 

Magdy, 2017). Moreover, the ambiguity created by the variation among Arabic dialects 

directly effects identifying sub-culture specific offensive language.  

Previous attempts at automatic Arabic offensive language detection follow the 

pipelines previously applied to English, failing to solve the problem inclusively and 

comprehensively. Most of these solutions also utilize a single dataset from one platform 

in training and evaluating their studies, potentially creating biased systems (Alakrot, 
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Murray, & Nikolov, 2018; Albadi, Kurdi, & Mishra, 2018, 2019a; Haidar, Chamoun, & 

Serhrouchni, 2017, 2018, 2019; Mohaouchane, Mourhir, & Nikolov, 2019; Mubarak, 

Darwish, & Magdy, 2017; Chowdhury et al., 2019; Aljarah et al., 2020; Djandji, Baly, & 

Hajj, 2020).      

In contrast to the previous automatic Arabic offensive language detection studies, 

I propose methods that apply SOTA language models and consider multiple perspectives; 

text preprocessing, dialectal text, source platforms, and cultural aspects. To cover 

multiple Arabic dialects, I use nine Arabic offensive language datasets that cover diverse 

dialects, themes, and platforms.  

Challenges 

This dissertation concentrates on the following four challenges: 

• Lack of structure in social media language: 

The textual content of a social media post is not limited to words only; a 

collection of symbols, numbers, and representations of facial expressions and even 

objects, i.e., emoticons and emojis. For example, “:-D” emoticon refers to a happy face 

and “8-o” refers to a surprised face.  😂 emoji refers to a laughing face with tears and 

🌹refers to a red rose. Emojis and emoticons are often used to convey feelings and 

attitudes, and can provide context for interpreting the tweets. Figure 3 shows an example 

tweet whose textual content, i.e., content consisting solely of Arabic words (e.g., 

alphabetical characters) is not offensive but whose interpretation in light of the emojis 

makes it offensive. 
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Figure 3 Example of a tweet that lack in structure 

 
 
 
• Cultural, social, and political variations: 

Arabic is the official language of most countries in the Middle East, which has 

been polarized during the last decades by several political and social conflicts. Detecting 

offensive language in this context requires knowledge about the cultural, social, and 

political situation of the post’s source (e.g., author demographic), which may not be 

readily available for automatic methods (Çöltekin, 2020).  

• Inconsistency among Arabic dialects: 

The Arabic-speaking countries are widely spread in the Middle East region. Each 

country has its dialect and, in some countries, there are multiple sub-dialects. For 

instance, in the northern area of Saudi Arabia, the knife is usually called “Khousa/ خوصھ  ”, 

while in the middle area of Saudi Arabia, it is usually called “Sikkeen/ سكین”. In general, 

all Arabic dialects could be grouped into seven main dialects: Egyptian, Levantine, Gulf, 

North African, Iraqi, Yemenite, and Maltese (Habash, 2010).  
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Social media posts are often written in dialectal Arabic and presents challenges 

for automatic offensive language detection across dialects. For example, the word cat in 

Egyptian is “Otta/أطة”, in Levantine, it is “Bisse/ بسة  ” in Gulf, it is “Qatwa/قطوة”, in 

Moroccan, it is “Qetta/قط”, in Yamani, it is “demah/دمة”, and in Iraqi, it is “Bazzuna 

 Moreover, it is very likely to observe contronyms in which the same word might .”بزونة/

have contradicting meanings. Such as the word “Afiah/عافیة” which means “health” in 

Gulf, Egyptian, Iraqi, and Levantine and often be used in not offensive context, versus 

“fire” in Moroccan often be used in offensive context. 

• Corpus dependency: 

Automatic offensive detection can be corpus dependent and fail to generalize. For 

example, if the corpus used in developing the automatic method is biased towards 

specific Arabic dialects, then it may behave poorly when deployed with other Arabic 

dialects. Similarly, the corpus may be biased towards a specific social media platform. 

For example, some online platforms might have specific characteristics (e.g., users’ 

demographic background, the country used) that affect the language used in its content, 

and might affect generalizability of the automatic detection system to other platforms.  

Scientific Problem Description 

Our goal is to automatically identify if a given short informal user-generated text 

contains offensive language or hate speech. Thus, we are given a set of user-generated 

short text posts, each with a class-label; offensive or not offensive, hate speech or not 

hate speech. From a training dataset of labeled samples, we set out to train a classifier 

that when receiving a new posting from a given user, can extract and combine the 
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information in the training dataset to classify the new posting into its appropriate class 

successfully. This type of problem is defined as a supervised text classification. Thus, 

given a set of text samples  𝑆  = { 𝑆), 𝑆$, 𝑆*	… 𝑆,}, with their actual classes (labels) 𝐶  

= { 𝐶), 𝐶$, 𝐶*	… 𝐶,}, define a function F that takes a sample 𝑆. and predicts its actual 

class 𝐶/.  

Research Questions and Goals 

The scope of this dissertation focuses mainly on the following research question:  

“How to effectively identify the offensive language of a new posting written in 

dialectal Arabic, given a set of known offensive and not offensive posts?” 

 

To address the above research question, I: 

1. Implement a set of contextual-aware preprocessing tasks to clean and normalize the 

text. 

2. Create a dialectal representation that can accurately distinguish samples among 

different classes for Arabic text.  

3. Develop a classification model that builds on the state of the art automatic offensive 

language detection in Arabic.  

 

My hypotheses are as follows:  

H1. Contextual preprocessing can improve automatic offensive language 

detection. Context from the perspective of this approach includes elements in the posts 

that are not part of any Arabic word and can enrich understanding of posts’ content, 
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excluding pictures and videos. Thus, it includes emoji, emoticon, user mention, URL, 

newline, etc.  

H2. Creating a dialectal representation can boost automatic offensive 

language detection.  

H3. Developing a SOTA classifier based on a dialectal representation 

increases the accuracy of detecting offensive language in multi-dialectal and 

dialectal corpus.  

 

Dissertation Contributions 

Contributions of this dissertation can be summarized by the following: 

• Advanced language models can capture the ambiguous, informal variations in the 

user generated text and accurately recognize offensive language.  

• Different Arabic dialects can inform each other and significantly contribute to cross-

dialect offensive language detection.  

• Different user-generated content platforms do not add value to offensive language 

detection across platforms.  

• We can customize existing SOTA language models to improve their coverage of 

dialectal Arabic.  

• Dialectal Arabic language model outperforms the non-dialectal model on some 

offensive language detection datasets. 
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This dissertation has also contributed to multiple shared task submissions and 

academic research publications related to offensive language and hate speech detection. 

The work in this dissertation primarily relates to the following peer-reviewed articles (in 

order of publication):  

1. Husain, F. (2020). OSACT4 Shared Task on Offensive Language Detection: 

Intensive Preprocessing-Based Approach. Proceedings of the 4th Workshop on 

Open-Source Arabic Corpora and Processing Tools, pages 53–60 with a Shared 

Task on Offensive Language Detection. Language Resources and Evaluation 

Conference (LREC 2020), Marseille, 11–16 May 2020.  

2. Husain, F., Lee, J., Henry, S., & Uzuner, O. (2020). SalamNET at SemEval-2020 

Task 12: Deep Learning Approach for Arabic Offensive Language Detection. 

Proceedings of the International Workshop on Semantic Evaluation 2020 

(SemEval 2020). The 28th International Conference on Computational Linguistic 

(COLING 2020), Barcelona, Spain, 12-13 December 2020. 

3. Husain, F. & Uzuner, O. (2021). A Survey of Offensive Language Detection for 

the Arabic Language. The ACM Transactions on Asian and Low-Resource 

Language Information Processing (TALLIP).  

4. Husain, F. & Uzuner, O. (2021). Fine-Tuning Approach for Arabic Offensive 

Language Detection System: BERT-Based Model. IEEE International Conference 

on Computer Applications & Information Security (ICCAIS’2021). March 18-20, 

Tunisia.  
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5. Husain, F. & Uzuner, O. (2021). SalamREPO: an Arabic Offensive Language 

Knowledge Repository. IEEE International Conference on Computer Applications 

& Information Security (ICCAIS’2021). March 18-20, Tunisia. 

6. Husain, F. & Uzuner, O. (2021). Leveraging Offensive Language for Sarcasm 

and Sentiment Detection in Arabic. Proceedings of the Sixth Arabic Natural 

Language Processing Workshop. Association for Computational Linguistics. the 

16th conference of the European Chapter of the Association for Computational 

Linguistics (EACL 2021). 

7. Husain, F. & Uzuner, O. (2020). Investigating the Effects of Preprocessing 

Arabic Text for Offensive Language Detection and Hate Speech Detection 

Systems. The ACM Transactions on Asian and Low-Resource Language 

Information Processing (TALLIP). 

 

The following preprints are also discussed:  

1. Husain, F. (2020). Arabic Offensive Language Detection Using Machine 

Learning and Ensemble Machine Learning Approaches. arXiv: 2005.08946. 

2. Husain, F. & Uzuner, O. (2021). Exploratory Arabic Offensive Language Dataset 

Analysis. arXiv:2101.11434 
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Finally, while not directly related, the following articles have also been completed 

throughout the Ph.D.:  

1. Husain, F. (2020). Investigating Current State-of-The-Art Applications of 

Supportive Technologies for Individuals with ADHD. arXiv:2005.09993 

2. Husain, F. & Motti, V. (2020). Social Media Usage in Kuwait: A Comparison of 

Perspectives Between Healthcare Practitioners and Patients. arXiv:2005.07898 

 
Dissertation Structure 

This dissertation is organized into 11 chapters. Chapter 2 explains the essential 

characteristics of the Arabic language required to understand the approach and methods 

used in the dissertation. Basic concepts are explained in Chapter 3. Chapter 4 presents a 

detailed survey of automatic Arabic offensive language detection methods and resources, 

highlighting the gaps, limitations, and findings from previous studies. Chapter 5 presents 

an investigation of the content and context of nine publicly available Arabic offensive 

language datasets used in conducting experiments in this dissertation.    

The first attempt to develop an Arabic offensive language detection system using 

an intensive preprocessing-based approach is presented in Chapter 6. Chapter 7 focuses 

on transfer learning approaches and advanced language models for word representation 

with experimental studies to arrive to the best hyperparameters settings. The second 

attempt to develop an Arabic offensive language detection system is proposed in Chapter 

8 based on transfer learning across several Arabic dialects. In chapter 9, the third attempt 

to construct an offensive language detection system is discussed, which applies transfer 

learning principles to several user-generated content platforms.   
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An approach to a customized SOTA contextual word representation model using 

cultural and dialectal dataset is explained in chapter 10. Chapter 10 also discusses the last 

attempt to construct a system for Arabic offensive language detection that utilizes the 

findings across all previous chapters and enriches the model with offensive dialectal and 

cultural knowledge. This chapter provides an evaluation of the proposed system using 

commonly applied statistical performance metrics. Chapter 11 provides conclusions and 

future research directions for the work of this dissertation.  
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Amir al-Mu'minin Imām ‘Alī ibn Abī Tālib (peace and mercy be upon him) said: 

" ".  ما أفَحَش كریٌم قَطُّ
 “A person of dignity would never use obscene language” 

 
- Ghurar al-Hikam, number 9478; Mizan ul Hikmah, page 646 

 

THE ARABIC LANGUAGE 

 

 

 

 

 

The previous chapter introduces the scope of this dissertation and the problem of 

online offensive language detection for the Arabic language from a broad angle. It is very 

important to consider the characteristics and properties of the Arabic language when 

designing a solution for Arabic text as that can directly impact the taken procedures 

taken. The main objective of this chapter is to introduce the Arabic language. This 

chapter highlights some essential characteristics of Arabic, including dialectal Arabic. It 

includes examples from Arabic text to illustrate the challenges associated with the 

language. The next chapter shifts the topic toward text classification systems. 

Arabic Language Background 

Approximately 300 million people worldwide use Arabic as their primary 

language (Haidar et al., 2017). Arabic is the official language for the majority of 

countries in the Middle East region. It is also the original language of the Quran and the 

Hadith; thus, it is widely studied by Muslims around the world.  
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Arabic is part of the Semitic language family. Scripts in Arabic are written in the 

opposite direction to English scripts; thus, Arabic text is read and written from right to 

left. The Arabic alphabet consists of 28 letters. It has only two vowels, “أ/alif” and 

 yaa”. Arabic has two genders for nouns; feminine and masculine. The base form is the/ي“

same as the masculine form. For example, the word “Qetta/قطة” refers to female cat and 

the word “Qett/قط” refers to male cat. In addition to the gender distinction in nouns, 

Arabic has singular, dual, and plural forms of nouns, verbs, pronouns, and adjectives. For 

instance, if we want to use the word cat to refer to two female cats in Arabic, the word 

“Qettatan/قطتان” is used, for two male cats, the word “Qettan/قطان” is used, and for plural 

cats, the word “Qettat/قطط” is used. 

Arabic words are justified by using elongation or Tatweel, also called Kasheeda. 

Figure 4 shows an example of the use of elongation in Arabic words. 

 
 
 

 

Figure 4 Examples of different sizes of elongation in Arabic words 
 

 
 

There are different forms of Arabic: Classical Arabic Language (CAL) is the 

oldest and is often used in the Islamic manuscripts (e.g., the Quran); Modern Standard 
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Arabic (MSA) is the official language for Arabic countries and is in use in schools, 

media, books, etc.; and Arabic dialects are the native language form of daily 

communication. The Arabic dialects can differ in form, primarily based on geography 

and social classes (Habash, 2010). Moreover, Arabic dialects are often used in user-

generated content such as Twitter, Facebook, and Instagram. Habash (2010) divides the 

Arabic dialects into the following seven categories:  

1. Egyptian Arabic covers Egypt and Sudan.  

2. Levantine Arabic covers Lebanon, Syria, Jordan, Palestine, and Israel.  

3. Gulf Arabic covers Kuwait, United Arab Emirates, Bahrain, Qatar, Saudi Arabia 

(wide range of sub-dialects), and Oman (sometimes included).  

4. North African Arabic covers Morocco, Algeria, Tunisia, Mauritania, and Libya 

(sometimes included).  

5. Iraqi Arabic is a mixture of both Levantine and Gulf.  

6. Yemenite Arabic is often considered its own dialect.  

7. Maltese Arabic, which is not always considered one of the Arabic dialects.  

Challenges of Processing the Arabic Language 

Multiple Letter Shapes 

The letters in Arabic can be written in multiple shapes depending on the letter’s 

location within the word. For example, the letter “ ف/faa’” can take the shapes “ـفـ/ فـ / ف” 

based on whether it is located at the beginning, in the middle, or at the end of the word 

(Gayar and Suen, 2018; Habash, 2010). Figure 5 shows an example. 
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Figure 5 Variations in the shape of Arabic letters based on the location of the letter within the word 
 
 
 
Ambiguity  

Multiple words can have the same spelling but have different pronunciations and 

meanings depending on diacritical marks and punctuation. Diacritics are often called 

Tashkīl or Harakāt in Arabic, and they are used as a phonetic guide. Most available 

Arabic text is written without these marks, which creates ambiguity. For example, the 

Arabic word "  ٌْشعرٌ َشْعر " ," " means hair, "  ََشعَر " means he felt, and "  ٌِشْعر" means poetry 

(Alhumoud et al., 2015; Boudad et al., 2018).  Figure 6 shows an example.  

 
 
 

 

Figure 6 The effect of diacritics on the meaning of Arabic words 
 
 
 
Ambiguity in Arabic can also be contextual. For example, the word “ قتل/killing” 

in Arabic can be used in violent contexts as well as non-violent contexts, as it is in this 
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statement “ ”,تستطیع قتل االزھار ولكن ال تستطیع أن تمنع قدوم الربیع  which means “You may kill the 

flowers but cannot prevent the arrival of spring” (Abdelfatah et al., 2017).  

Diversity of Arabic Dialects  

The Arabic world’s official language is the MSA, but the spoken Arabic is the 

dialectal Arabic (Habash, 2010). There are multiple Arabic dialects that vary among 

different regions and even within the same country (Alhumoud et al., 2015; Habash, 

2010). Multiple dialects may share some words with the same spellings and 

pronunciations, while their meanings may differ. For instance, the word “ ناصح/  Nasih” 

means “overweight” in Levantine, “smart” in Egyptian, and “advisor” in Gulf (Albadi et 

al., 2019b).  

Diversity of Arabic User-Generated Content  

Arabic text in user-generated content is more diverse than Arabic dialects. For 

example, Arabic text used in social media is usually the informal dialectal form of 

Arabic, including local words and slang words that differ among regions within Arabic-

speaking countries (Abozinadah, 2017).   

Posts in user-generated content are often written in Latin characters representing 

Arabic words in a transliterated form called Arabizi, Aralish, Arabish, or Franco-Arab 

(Darwish, 2014). Arabizi utilizes Latin letters, and in some cases, when the Arabic letter 

does not have some equivalent phonetic letters in English, it utilizes numeric and 

punctuation characters. For example, the number “2” represents the letter “أ” in Arabic 

(that sounds like “a” as in apple), and the number “3” represents the letter “ع” in Arabic 

(that is a guttural “aa’”) (Darwish, 2014). Examples of words written in Arabizi are 
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“3a2albik/عالبك/on your heart” and “raw3a/روعة/wonderful”. Moreover, code-switching 

among the various forms of Arabic and sometimes English can be observed in the same 

post in user-generated content. Figure 7 demonstrates the diversity of user-generated 

content in the Arabic language.  

 
 
 

 
 

Figure 7 Example for a diverse user-generated post in Arabic 
 
 
 

Some English terms are commonly used among Arabic speakers can be 

represented using Arabic letters, as shown in Figure 8.   
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Figure 8 Example English tweet written in Arabic alphabets 
 
 
 
The Use of Urdu and Farsi Alphabets  

In some Arabic dialects, the pronunciation of the Arabic alphabet differs. Thus, 

users use other non-Arabic languages to represent the dialectal sound of the letter to 

better describe the phonetic sound of the dialectal words. In this scenario, Urdu and Farsi 

alphabets are commonly used. Figure 9 shows an example of a tweet that is written in 

Iraqi Arabic, which replaces the letter "ك/kaa’" in Arabic with the letter "گ/Qa’" in Farsi 

and Urdu.  
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Figure 9 Example for the use of non-Arabic letters in dialectal Arabic 
 

 
 

Chapter Summary  

In this chapter, I shortly introduce the Arabic language to understand language-

specific challenges that come in to play in developing effective Arabic offensive 

language detection methods. This introduction contains some general characteristics of 

Arabic and also discusses issues related to Arabic used in user-generated content. The 

next chapter broadly covers principal concepts related to offensive language detection.  
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Imām Jafar ibn Muhammad al-Sadiq (peace and mercy be upon them) said: 

ألسنتكم، وكفوھا عن الفضول،  معاشر الشیعة كونوا لنا زینا وال تكونوا علینا شینا، قولوا للناس حسنا، واحفظوا "
 ."وقبح القول

 “Be a source of honor and respect for us, not a means of disgust. Talk nicely with the 
people. Watch your tongue, and do not boast or swear.” 

 
- Bihar al-Anwar, volume 65, number 6, page 151; Mishkat ul-Anwar Fi Ghurar il-
Akhbar, number 943, page 319 
 

BACKGROUND 

 

 

 

 

 

 

Before discussing the main content of my dissertation, I start with reviewing some 

background concepts to ensure a proper understanding of the next chapters. Thus, a 

person without a background in machine learning (ML) or deep learning can smoothly 

read all chapters. This chapter broadly explores the problem of offensive language 

detection from different perspectives, including those of a theoretical and practical 

nature. It covers the basic building blocks of building a system for automatic offensive 

language detection— such as challenges, methods, techniques, and algorithms—  that are 

important to consider before developing a system in this domain. Additionally, this 

chapter includes a detailed preview for previous related research and studies that cover 

multiple types of offensive language from diverse languages, including English, German, 

Urdu, Turkish, Hindi, and Danish. A detailed survey of Arabic offensive language 

detection is provided in the next chapter. 
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Challenges 

Previous research reports multiple challenges in working with user-generated 

online content for the purpose of analyzing offensive language. Besides the general 

difficulties of analyzing such user-generated text— such as informal language, 

misspellings, lack of structure, and slang— there are other challenges that are specific to 

offensive language detection systems. The following are some of those challenges: 

Racial Bias 

Kwok and Wang (2013) and Sap et al. (2019) examine the effect of social context 

(e.g., dialects, race) in detecting offensive language. They report racial bias during the 

process of textual annotation, in which a text that is labeled offensive by annotators is 

considered not offensive by people who are speaking the same dialect of the text (Sap et 

al., 2019). For example, the phrase “Wussup, n*gga!” is not considered offensive when 

used by the African American (AA) community, but is considered offensive if used by 

Americans of other ethnicities (Sap et al., 2019). Thus, it is critical to consider dialectal 

and racial differences in communication and language early in the study and account for 

them before beginning annotating procedures, in order to avoid unintended negative 

impacts (Sap et al., 2019). 

Code-Switched Language Complexity  

Code-switched language is common in multilingual societies, especially for social 

media content within offensive situations, which creates additional complexity during the 

process of offensive language detection. The spelling of code-switched words varies 

depending on the writer. Consequently, parsing this type of irregular text is challenging. 
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One study that investigates the use of Hindi and English, so-called ‘Hinglish’, on social 

media finds some difficulties in detecting offensive content. These difficulties are 

associated with the fact that Hinglish consists of concoctions of Hindi and English 

written in Roman scripts, which creates complex and unfixed spellings of text that make 

it hard for the algorithm to detect the meaning and semantics of multiple terms (Kapoor 

et al., 2019). 

Dataset Limitations 

Schmidt and Wiegand (2017) highlight some challenges of datasets used in 

offensive content analysis. These challenges are: a) variations in dataset sizes; b) uneven 

distribution of samples (most datasets tend to be highly imbalanced as far more not 

offensive samples exist than offensive examples); c) annotation of the datasets remains a 

very laborious task; d) platform specific characteristics. (There is a distinct difference in 

dialects between different platforms and demographics. A youth-focused social media 

platform will exhibit very different hate speech from a platform that has a more adult 

demographic.) The main lesson learned from previous studies regarding dataset 

consideration is the need to have a benchmark dataset for detecting offensive content, 

which helps in reducing bias among studies and creates more generalized models. 

Obfuscation 

It is a common practice for users to obfuscate offensive and abusive words in their 

posts, which makes it difficult for automatic systems to detect these words (Nobata et al., 

2016).  As a result, an online offensive language detection system based on an offensive 

word’s list cannot work efficiently in identifying offensive content. For example, instead 
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of the word “nigger”, the words “ni99er” or “ni9 9er” are used. This problem of 

obfuscation creates challenges when features vectors are implemented, especially if pre-

trained word embedding is used (e.g., GloVe, Word2Vec) that can reduce the 

performance of the classifier (Pitsilis, Ramampiaro, & Langseth, 2018).  

Context Limitation 

In some situations, it is important to look over the entire conversion, spanning 

multiple sentences, to accurately identify offensive content (Nobata et al., 2016). Not 

considering the context of the text can lead to false positive results. For example, a tweet 

that consists of “I am not sure if he is really on a low carb diet. Most hospitals do not 

carry low carb muffins LOL” can be misclassified as offensive while it should be not 

offensive. These issues come from the fact that there is no information present related to 

whether its sarcastic, whether the user is often offensive or sarcastic, or whether the 

culture views the tweet as such. Context-dependent text is difficult for automatic systems, 

or even humans, to classify correctly because it requires world knowledge related to the 

community of the platform and the users. 

Datasets and Lexical Repositories 

There are some public lexical resources that contain lists of offensive terms. 

These types of resources are often used to provide seed words for detecting offensive 

language. One of the largest hate speech resources is the Hatebase,2 which contains over 

3,632 terms covering 97 languages (Hatebase, n.d.). Despite having multilingual lists, 

culturally-specific terms are important to consider in detecting offensive language 

                                                
2 https://hatebase.org/  
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because what might be considered offensive in one culture might not be perceived as 

such by another. The PeaceTech Lab3 lexicons avoid the problem of culturally-specific 

offensive terms by providing a series of hate speech lexicons based on countries 

undergoing political conflicts (PeaceTech, n.d.). In some studies, researchers use lists 

provided by lexical repositories as sources for the main keywords to extract from their 

dataset, which are then used to analyze offensive content from online platforms. 

Davidson et al. (2017) uses the Twitter API to search for English Hatebase 

lexicons as the first step to extract tweets related to hate speech. From this initial dataset, 

they extract other tweets from the time-line of each user. Then, they randomly select 

25,000 tweets that include words from the English Hatebase lexicons to be annotated by 

CrowdFlower (CF) workers. They use a labeling schema consisting of three classes to 

label each tweet: hate speech, offensive but not hate speech, or neither offensive nor hate 

speech. Most tweets were annotated by at least three coders, and an inter annotator 

agreement score was calculated to ensure the quality of the labeling. Many other 

researchers also use this dataset for offensive language research and report sufficient 

results (Kapor et al., 2018; Sap et al., 2019).    

In addition to extracting datasets based on lexicon resources, there are multiple 

publicly available annotated datasets that may be used for the purpose of studying 

offensive language. This type of dataset allows researchers to bypass the effort of 

labeling the dataset. The Offensive Language Identification Datasets (OLID) are 

provided by OffensEval shared tasks, which are part of the SemEval shared tasks. The 

                                                
3 https://www.peacetechlab.org/  
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OLID English dataset from 2019 shared task 6 for offensive language detection contains 

a collection of 14,200 annotated English tweets organized via using a hierarchical 

annotation model. The top labeling schema consists of offensive or not offensive labels. 

Fine-grained labels for the offensive tweets contain sub-labels to categorize the type of 

offensives as targeted or untargeted. Then, more specific sub-labels are used to further 

categorize the targeted tweets into individual, group, or other. OffensEval 2020 expands 

the offensive language detection tasks by providing multiple offensive language detection 

datasets in several languages with similar labeling schema to the one used for the English 

dataset described earlier. Kaggle provides a toxic comments dataset, the “Toxic 

Comment Classification Challenge”, which contains over 200,000 Wikipedia comments. 

Derczynski (2019) and Pelicon, Martinc, and Novac (2019) use the OLID 2019 in their 

studies to develop their offensive language detection classification model. 

Bohra et al. (2018) construct the first hate speech online code-mixed dataset by 

using information from political events rather than lexicon resources or publicly available 

datasets. Their dataset consists of 4,575 tweets written in English and Hindi (Hinglish). 

The process starts with extracting tweets from the last five years using the advanced 

search properties of the Twitter Python API. Then, they use these tweets to identify 

specific hashtags and keywords for political events such as protests and riots. Tweets 

were filtered to remove all pure English language or pure Hindi language tweets. During 

the annotation process, two tasks were performed, the first task consisting of annotating 

each word to English, Hindi, or other (for symbols, emoticons, punctuation, named 

entities, acronyms, and URLs). The second task was to manually label each tweet as 
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either hate speech or normal speech. To ensure the quality of the dataset, Cohen’s Kappa 

coefficient and inter annotator agreement were calculated. This dataset was used by other 

linguistic researchers in this domain as described on the next section (Kapoor et al., 

2019).      

Pre-processing 

Cleaning and pre-processing text have direct effects on the accuracy score of the 

classification model. Different languages require different preprocessing approaches. In 

addition, text from social media datasets need to be processed using different methods 

distinct from other types of text. For an English social media dataset, text cleaning 

usually starts with removing HTML tags (Gitari et al., 2015). Word casing is usually 

standardized in some way. For example, some researchers convert all content to 

lowercase (Kwok & Wang, 2013; Davidson et al., 2017; Pelicon, Martinc & Novak, 

2019), while others keep all uppercase words (e.g., USA) as they are but lowercase 

tokens beginning with an uppercase letter, followed by lowercase letters (e.g., Fairfax). 

Some researchers use word-level segmentation (Pitsilis, Ramampiaro, & Langseth, 2018; 

Pelicon, Martinc & Novak, 2019); however, that approach might have some limitations 

because the context of the text is not considered. Gitari et al. (2015) use sentence-level 

segmentation as the basic unit for analysis. Removing stop words and punctuation are 

typical strategies used in pre-processing text (Kwok & Wang, 2013; Pelicon, Martinc & 

Novak, 2019).  

Stemming of a lexicon to its basic unit using Porter stemmer is used by some 

researchers to normalize the text by reducing the number of similar lexicons (Davidson et 
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al., 2017). Some researchers normalized the content to a specific sample length measured 

by number of words, especially for Twitter datasets. Founta et al. (2018) and Pitsilis, 

Ramampiaro, & Langseth (2018) limit the maximum size of each tweet to 30 words 

during model training, and padded tweets of shorter size with zeros. This preprocessing 

step is needed for some Artificial Neural Network (ANN) models, which is explained 

further in the following sections. 

Furthermore, to ensure users’ privacy, some researchers include in the 

preprocessing step the removal of personally identifying content. For example, username 

mentions are replaced by “@USER” and links to websites are replaced by “URL” 

(Wiedemann et al., 2018). 

Feature Extraction 

It is very difficult for a computer to understand text in its raw format. Text often 

comes in irregular structures, while an ML or ANN model needs to work with fixed 

formats of inputs and outputs. Therefore, text needs to be converted to numerical formats, 

specifically, to vectors of numbers.  This process of converting words to numbers is 

called feature extraction. Previous researchers used several features in the pursuit of 

offensive language detection. In the following paragraphs, I discuss in detail some of the 

commonly used features employed in prior literature. 

Bag-Of-Words 

Multiple researchers use the Bag-of-Words (BOW) feature in their offensive 

classification model (Bohra et al., 2018; Derczynski, 2019). While the BOW feature is 

commonly used in computer vision because of its simplicity, in NLP applications it is 
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used when in-depth information about the words is not relevant to the task. The BOW 

model represents text as multisets, also called bags, without preserving the order of the 

words but keeping their frequencies.  For example, if we have these two phrases: “I love 

this movie” and “I would recommend it”, the BOW will indicate that “I” occurred two 

times in the phrases, and the words “love”, “this”, “would”, “recommend”, “it” and 

“movie” occurred once (Jurafsky & Martin, 2009). 

While some researchers find positive performance by using a BOW approach for 

hate speech systems, BOW might be misleading. Kwok and Wang (2013) and Davidson 

et. al. (2017) report high recall score when implementing a BOW approach in their 

model, but a high rate of false positives was reported as well. Simply tracking the 

existence of offensive words without considering the context and culture of tweets results 

in a misclassification of hate speech (Kwok & Wang 2013; Davidson et al., 2017). 

Abozinadah and Jones (2017) and Abozinadah (2017) demonstrate how BOW does not 

work properly with short texts such as tweets in the Arabic language as well. 

N-gram 

An n-gram is a sequence of n words, thus a uni-gram is a sequence of one word, 

such as “please”, “turn”, “your”, or “homework”; a 2-gram (or bigram) is a sequence of 2 

words, such as “please turn”, “turn your”, or “your homework”; and a 3-gram (or 

trigram) is a sequence of 3 words, such as “please turn your”, or “turn your homework” 

(Jurafsky & Martin, 2009). Davidson et al. (2017) use uni-gram, bi-gram, and tri-gram 

features to develop their offensive language classification model.  
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Another version of n-grams, character n-grams, consists of a sequence of n 

characters rather than n words. Character n-gram works better than word n-gram when 

repetition of letters within a word is commonly used like “thanks Joe!!! loooong time ago 

hahaha”. Bohra et al. (2018) use character n-grams where n varies from 1 to 3 characters 

in their classification model because their dataset consists of code-mixed language 

(English and Hindi). Character n-grams is language independent and can work with 

spelling errors, which is common in code-mixed texts. Nobata et al. (2016) also 

implement character n-gram with 3 to 5 characters to model the types of conscious or 

unconscious bastardizations of offensive terms. 

Term Frequency-Inverse Document Frequency 

Term Frequency-Inverse Document Frequency (TF-IDF) is a form of sparse word 

embedding. It is used to compute the relative importance of a term in each tweet and the 

entire dataset by balancing among multiple words; (1) highly frequent, irrelevant words 

(e.g., the, a, that), (2) relevant words that frequently occurred nearby (e.g., sugar and 

apricot), and (3) irrelevant words that only occur once or twice (Jurafsky & Martin, 

2019).  

The first part of the TF-IDF score computes the normalized Term Frequency (TF) 

as the following: 

Equation 1 Term Frequency 

𝑡𝑓 2345,27332 = 1 + 𝑙𝑜𝑔)>𝑐𝑜𝑢𝑛𝑡 𝑡𝑒𝑟𝑚, 𝑡𝑤𝑒𝑒𝑡 																	𝑖𝑓𝑐𝑜𝑢𝑛𝑡 𝑡𝑒𝑟𝑚, 𝑡𝑤𝑒𝑒𝑡 > 0
0																																																																																																					𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒

 

 

The second part of the TF-IDF score computes the Inverse Document Frequency 

(IDF) using the logarithm as the following: 
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Equation 2 Inverse Document Frequency 

𝑖𝑑𝑓 2345 = 𝑙𝑜𝑔)>
𝑇𝑜𝑡𝑎𝑙𝑁𝑢𝑚𝑏𝑒𝑟𝑜𝑓𝑇𝑤𝑒𝑒𝑡𝑠
𝑇𝑜𝑡𝑎𝑙𝑁𝑢𝑚𝑏𝑒𝑟𝑜𝑓𝑇𝑤𝑒𝑒𝑡𝑠  

 

The final weight is computed as the following for each word in each document: 

Equation 3 Term Frequency-Inverse Document Frequency Weight 
𝑊2345,27332 = 𝑡𝑓 2345,27332 ×𝑖𝑑𝑓2345 

 

The main advantage of TF-IDF is that it provides semantic relationship between 

words in the vocabulary, unlike BOW. On the other hand, TF-IDF provides sparse and 

large vectors for each word with lots of zeros. Some researchers use different levels of 

TF-IDF vectorization in their model, including words level, characters level, and n-grams 

level. Mustafa et al. (2017) and Davidson et al. (2017) use TF-IDF features in developing 

their offensive language classification model using Twitter datasets, while Wiedeman et 

al. (2018) report its unsuitability over Twitter datasets because tweets are very short, 

making it a suboptimal source for IDF estimations.  

Sentiment Analysis 

The process of understanding users’ attitudes and emotions is called sentiment 

analysis. It has two main measurements. The first measurement is polarity, which gives a 

measurement of whether the statement is positive, negative, or neutral, and it has a 

floating number score within the range of -1.0 and 1.0. Positive statement has a value 

close to 1, while negative sentiment has a value close to -1. The second measurement is 

subjectivity, which gives a measurement of personal opinion content verses factual 

information, and it has a floating value within the range of 0.0 and 1.0. Statements closer 
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to 0.0 are more objective than statements with a value closer to 1.0. Derczynski (2019) 

uses the sentiment scores, calculated using the VADER4 and AFINN5 libraries, as a 

feature in his offensive language classification model. Gitari et al. (2015) also use a 

module for sentiment analysis, SentiWordNet,6 and report some associations between 

offensive language content and the sentiment of the text. 

Part-of-Speech Tagging 

The syntactic structure of a sentence can also be used as a feature for detecting 

offensive language. Warner and Hirschberg (2012), Gitari et al. (2015) and Davidson et 

al. (2017) use the Part-of-Speech (POS) tagger and the standard Penn Treebank tag set to 

increase the accuracy score of textual analysis by considering the function of each token 

within the content. For example, frequent syntactic patterns that show noun and verb co-

occurrence (e.g., kill and Muslim) with the POS tri-gram “DT Muslim NN” might be 

relevant for hate speech detecting systems. 

Word2Vec 

Word2Vec is similar to BOW in creating unique vectors for each word, and 

similar to TF-IDF in considering the semantic and context for each word.  However, it 

creates dense vectors of short length and non-zero values, which generates more efficient 

features for NLP classifiers as it has less weight parameters to learn, fewer overfitting 

issues, and is able to capture synonymy (Jurafsky & Martin, 2019). For example, in a 

sparse vector embedding, the two synonyms “car” and “automobile” have two distinct 

                                                
4 https://pypi.org/project/vaderSentiment/  
5 https://github.com/fnielsen/afinn  
6 https://github.com/aesuli/SentiWordNet  
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dimensions and the similarity of the two terms as a neighbor is not captured, as it is the 

case in Word2Vec.  

The software package of Word2Vec has two algorithms, skip-gram and 

Continuous Bag-Of-Words (CBOW), and is available with pre-trained embedding. The 

skip-gram works as follows (Jurafsky & Martin, 2019): 

1. Use the target word and neighboring context words as the positive examples.  

2. For the negative examples, randomly sample other words in the lexicon. 

3. Train the classifier to differentiate between the positive and negative examples by 

using a Logistic Regression (LR). 

4. Then, treat the regression weights as the embedding of words. 

Therefore, the skip-gram model predicts the entire context from a target word. On 

the other hand, CBOW is very similar to skip-gram, but it predicts the target word given 

the context window words (Pennington, Socher & Manning, 2014; Dipanjan Sarkar, Apr 

2018). Previous studies demonstrate that skip-gram gives better semantic accuracy than 

CBOW, and CBOW gives better syntactic accuracy (Mikolov et al., 2013). Figure 10 

shows the architectures of both the skip-gram and CBOW models. 



37 
 

 
Figure 10 The difference between the CBOW model and the skip-gram model (Mikolov et al., 2013, p.5) 

 
 
 

Paragraph2Vec, Comment2Vec, and Doc2Vec are extensions for Word2Vec. 

Derczynski (2019) and El-Zanaty, Aly, and Hossam (2019) use multiple word 

embeddings, including Word2Vec, in their offensive language classification model. 

Djuric et al. (2015) use the extended version of Paragraph2Vec, and Nobata et al. (2016) 

use Comment2Vec; both studies were for hate speech classification systems using a 

dataset consisting of Yahoo comments. 

Global Vector 

Global Vector (GloVe) is a word embedding method that combine the advantages 

of global matrix factorization and local context window methods. It uses the global word-

word co-occurrence counts to train a weighted least squares regression model 

(Pennington, Socher & Manning, 2014). Similar to other unsupervised word 

representation methods, GloVe depends on the word occurrence statistics of a corpus. 

Pennington, Socher & Manning (2014) compare GloVe performance with other similar 

word embeddings, including Word2Vec with CBOW and Word2Vec with skip-gram; 
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they report a higher accuracy score when using GloVe than the others, and attributed that 

to the fact that GloVe depends on the entire corpus in identifying the context rather than a 

context window, as most of the other embeddings do. The findings of Pennington, 

Socher, and Manning (2014) findings are in line with those findings of Derczynski (2019) 

and El-Zanaty, Aly, and Hossam (2019). 

FastText 

FastText is an extension of Word2Vec that considers CBOW and skip-gram 

models in its word embedding. The modifications made were mainly in preprocessing 

strategies to support position dependency, phrase representations, and use of sub-word 

information (Mikolov et al., 2018). To support position dependency, a position-dependent 

weighting representation was implemented by learning position representations and 

applying them to re-weight the word vectors. In addition, instead of using uni-grams as in 

CBOW and skip-gram, FastText uses word n-grams to capture richer information. 

FastText uses the Word2Phrase tool from the Word2Vec software library to perform the 

task of phrase representation (Mikolov et al., 2018). Capturing sub-word information is 

especially critical for text with rare or misspelled words and for morphologically rich 

languages, which could be supported by decomposing each word into its character n-

grams. This latter property of FastText makes it crucial for our particular task of 

classifying offensive language from social media sources because it provides semantic 

embedding for words that are not included in the training dataset during model training 

(Wiedemann et al., 2018). Mikolov et al. (2018) evaluate the performance of FastText on 

different kinds of corpora for text classification tasks and compare the results to GloVe. 



39 
 

Their results show slightly better accuracy with FastText, 82.7% for FastText and 82% 

for GloVe, which is consistent with findings from studies by El-Zanaty, Aly, and Hossam 

(2019) and Derczynski (2019). 

User-Specific Features 

Some researchers incorporate user-related features into their classification model. 

Dadvar et al. (2013) investigate the usage of user context to improve the detection of 

cyberbullying for a YouTube comments dataset. They define user context as a collection 

of features comprising: content-based features (e.g., number of profane words and 

number of first and second pronouns), cyberbullying features (e.g., the length of the 

comments and the number of cyberbullying words), and user-based features (e.g., history 

of user activity and age of user) (Dadvar et al., 2013). Their model reports a total lift of 

9% when employing user-based context with a Support Vector Machine (SVM) based 

classifier (Dadvar et al., 2013). In another study, a classification model uses the users’ 

tendency toward racism or sexism, measured by using their tweeting history, which 

shows an improvement in performance from an F1 score of 90.89% (textual content only) 

to an F1 score of 92.95% (with context) (Pitsilis, Ramampiaro, & Langseth, 2018). 

Topic Modeling 

Wiedemann et al. (2018) include in their feature extraction process an analysis for 

the usernames mentioned in tweets (e.g., @realDonaldTrump, @chrisbrown). They 

assume that offensive language is more likely to be used when the tweet is targeted to 

politicians or news agencies rather than to musicians or athletes. Their analysis includes 

tweets with at least two username mentions from their dataset, in which each username 
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mention occurred at least five times in the overall dataset. After that, they cluster user IDs 

for these username mentions using the Latent Dirichlet Allocation (LDA) algorithm for 

topic modeling, thus, creating thematic clusters that group similar accounts together (e.g., 

politicians, musicians, sport clubs). Each cluster has a distinct cluster ID that is later used 

as an input feature to the classification model. Wiedemann et al. (2018) demonstrate the 

positive effect of adding topic modeling features to the classification model on the 

performance score of their offensive language classification system, which uses a dataset 

of German tweets; the F1 score of 69.97% increases to an F1 score of 76.18% for the task 

of classifying tweets into offensive or not offensive classes.  

Classification Models 

Supervised ML is the predominant approach for classifying offensive language, 

with an SVM-based classifier being the most prevalent classifier and with a deep-

learning-based classifier becoming prevalent in recent studies (Schmidt & Wiegand, 

2017). In the following paragraphs, I review some information for ML and ANN models 

that were commonly used in previous studies for the task of offensive language detection:  

Machine Learning Models 

The main source of power for ML is encapsulated in its process of supporting the 

computer to be an active learner. Computers can teach themselves to use data and learn 

from their experiences to make more accurate decisions by using ML techniques. In ML, 

the data used in teaching the model is called training data, the data used for initial 

evaluation of the model’s parameters is called the evaluation or development data, and 

the data used for testing the model is called testing data. The decision of an ML model is 
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either a classification decision or a prediction decision. There are three main learning 

algorithms used in ML models: (1) supervised learning in which the decision made by the 

model depends on using labeled data; (2) unsupervised learning in which the decision 

made by the model depends on analyzing similarities and differences between instances 

of data rather than using labels; and (3) semi-supervised learning in which both 

supervised learning and unsupervised learning are combined (Haidar, Chamoun, & 

Serhrouchni, 2017). In this research, I focus on supervised learning methods for offensive 

classification systems. 

 Jurafsky & Martin (2019) define four main components for ML classification 

systems: (1) a feature representation for each input instance that takes the shape of a 

vector of features [𝑥), 𝑥$ …𝑥,]; (2) a classification function to estimate the class for each 

instance (𝑦); (3) an objective function for learning through minimizing errors on the 

training dataset; and (4) an optimization algorithm for the objective function to generate 

the best output.  

Ensemble ML methods are sometimes applied to enhance the results of ML 

classifiers by combining results (predictions or classifications) from a set of predictive 

models into one single prediction. There are five types of ensemble ML methods 

including boosting, voting, stacking, bagging (a.k.a. bootstrap aggregating), and random 

forest (Haidar, Chamoun, & Serhrouchni, 2017). The following paragraphs describe LR 

and SVM in detail, as they were commonly used in the previous offensive language 

classification studies, with SVM being the most dominant. 
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1. Logistic Regression (LR): 

 The LR is a discriminative classifier that can classify text into one of two classes 

(e.g., “Offensive”, “Not Offensive”), or into multiple classes (e.g., “Offensive”, “Hate 

Speech”, “Neither”), in which case it is called a Multinomial LR. The LR is a supervised 

probabilistic classifier that requires a labeled training dataset to train the model. The goal 

of the LR model is to use the training dataset in training and developing a classifier, 

which can make a decision on the class of a new input instance. To achieve this goal, the 

LR learns from the training dataset a vector of weights 𝑤 and a bias term 𝑏 , also 

called intercept. Both 𝑤  and 𝑏 are represented using real numbers associated with each 

one of the input features. The 𝑤 is used as an indication of the importance of feature to 

the classification decision (Jurafsky & Martin, 2019). Learning procedures of the weights 

require a loss function 𝐿  to identify how close the predicted classifier output is to the 

actual output for each instance. The cross-entropy loss function is commonly used to 

increase the actual class labels’ probability for LR, which is called conditional maximum 

likelihood estimation. An optimization algorithm is applied to optimize weights given by 

the loss function. In LR, the gradient descent is often used as the convex optimization 

algorithm, which arrives at the minimum weights by identifying the direction that the 

function’s slope is rising the most steeply, then the algorithm moves to the opposite 

direction (Jurafsky & Martin, 2019).  

For language processing applications, the learning procedure of features can 

suffer from overfitting problems, requiring the addition of a regularization term (R(w)) to 

the objective function to make the model more generalizable. Two types of regularization 
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are commonly used in language processing including: (1) L1 regularization, also known 

as lasso regression, a linear function of the weight values that has a norm similar to 

Manhattan distance; and (2) L2 regularization, also known as ridge regression, a 

quadratic function of the weight values that has a norm similar to Euclidean distance 

(Jurafsky & Martin, 2019).  

After training the model, the LR calculates the weighted sum of classes evidences 

for each instance in the testing dataset. The sum of weighted features can be represented 

using a dot product of two vectors. Prediction of the class depends on calculating the 

probability of events by using a logit function (Derczynski, 2019). This logit function is 

usually a Sigmoid function for a binary class classifier or a Softmax function for a 

multiple class classifier. The Sigmoid function has an S shape and takes a real value, 

which is mapped to the range of [0, 1]. It tends to squash outlier values to 0 or 1 because 

it is nearly linear around 0 and has a sharp slope toward the ends (Jurafsky & Martin, 

2019). Figure 11 shows the Sigmoid function and shape. 

 
Figure 11 The Sigmoid function (Jurafsky & Martin, 2019, p.84) 

 



44 
 

The Softmax function is a generalization of the Sigmoid function. It takes the 

feature vectors and maps them to a probability distribution in which values are in the 

range of [0,1], and all add up to 1 (Jurafsky & Martin, 2019).  

Previous studies deploy LR based classifiers for offensive language classification 

models, including Albadi, Kurdi, and Mishra (2018), Nobata et al. (2016), Davidson et al. 

(2017), Kent (2018), and Derczynski (2019). 

2. Support Vector Machine: 

Among the literature that I reviewed during this study, the SVM is the most 

frequently used classifier, specifically, within the Arabic language systems. Moreover, 

SVMs often report high accuracy scores among the literature. This finding is in line with 

that of the Schmidt and Wiegand (2017) study.  

The SVM is a linear classifier that tries to find a separating hyperplane between 

instances of classes using a linear function. It has a constraint optimization problem; it 

looks for the hyperplane with the largest possible margin and does not provide 

probabilities. Thus, while the LR concentrates on maximizing data probability, the SVM 

focuses on maximizing the margin, the distance of the closest points to the separating 

hyperplane (Goodfellow, Bengio, & Courville, 2016). 

In addition, the SVM can make effective use of large numbers of sparse features 

(Jurafsky & Martin, 2019). It can apply a kernel trick that makes computations of the 

final classification decision prediction very efficient (Goodfellow, Bengio, & Courville, 

2016). The kernel transforms data into higher dimensional data, which supports more 
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accurate classification without the need to compute the exact transformation, by applying 

an inner product function to the data in the transformed higher dimensional space. 

I discussed above some of the linear ML models that are commonly used in the 

domain of our study, detecting offensive language, based on previous literature. There are 

some other ML methods that are non-linear, such as the kernel method, decision tree, and 

boosting. The kernel method is a generalization method of the nearest neighbor 

algorithm, which depends on the label of the most similar instance from the training 

dataset to classify each new instance (Eisenstein, 2018). The decision tree method uses a 

set of conditions to classify a new instance (Eisenstein, 2018). The boosting method is 

similar to the ensemble method, which involves a combination of predictions from more 

than one “weak” classifier and using small subset of features (Eisenstein, 2018). Haidar, 

Chamoun, and Serhrouchni (2019) implement ensemble ML classifiers including 

stacking, bagging, and boosting methods in detecting cyberbullying content in Arabic 

tweets and report significant results with an F1 score of 92.6%. The next section 

discusses more complicated non-linear models than the ML non-linear models often used 

in deep learning. 

Artificial Neural Network Models 

As the name suggests, the ANN Model simulates the human brain to enable 

computers to make decisions in a human-like manner. The general architecture of the 

ANN Model consists of multiple layers of neurons, each having a computational unit 

with scalar inputs and outputs connected to each other to form a network (Goldberg, 

2015). Inputs are associated with weights. The neuron sums the product of each input by 



46 
 

its weight. Then, it applies a non-linear function to the result and passes it to its output 

layer (Goldberg, 2015). The output of one neuron may feed into the inputs of one or more 

other neurons. The network can have multiple hidden layers between the input layer and 

the output layer, which are used by the classifier to enhance the process of learning and 

teaching the output layer the best function for the best output. Jurafsky and Martin (2019) 

describe the ANN model in very simple terms as a “series of logistic regression 

classifiers stacked on top of each other” (P.82). In other words, instead of teaching a 

computer to process and learn from the dataset as it is the case in ML models, in ANN 

models, the computer trains itself to process and learn from the dataset.  

For some types of ANNs, the pre-processing of text needs to include the 

additional step of fixing the length of word sequence inputs. To mitigate the problems of 

large datasets, the ANN uses mini-batches in training the model in which every sample in 

a batch has the same sequence length, which can be set by the user. Another parameter 

for the ANN is the epoch, used to define the number of times the dataset gets cruised 

during model training. Multiple activation functions can be applied, including sigmoid, 

tanh, hard tanh, Rectified Linear Unit (ReLU), and its variants leaky ReLU and ELU. The 

same loss function of cross entropy used in LR is used for ANN as well, but computing 

the gradient of this loss function differs. The gradient is computed by an algorithm called 

Backwards differentiation, which depends on the chain rule in its computations (Jurafsky 

& Martin, 2019). In some cases, ANN makes use of a regularization factor during the 

training process to avoid overfitting, which is called the dropout rate. The dropout is used 

to randomly remove some units of the weights along with their connections from the 
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network. The value of this dropout factor is one of the network’s hyperparameters that 

needs to be defined and tuned by the designer. Other hyperparameters may include: 

learning rate, mini-batch size, number of layers, number of hidden nodes per layer, and 

activation function (Jurafsky & Martin, 2019). The ANN has two parameters, the weights 

and the biases, which are learned by the gradient descent. 

There are multiple models for ANN, and each works better for specific tasks. For 

example, the Recursive Neural Network has been proven to outperform other models in 

tasks with tree structures, like syntactic parsing (Socher et al., 2013). Meanwhile, the 

Convolutional Neural Network (CNN) and the Recurrent Neural Network (RNN) often 

work better in capturing the semantics of text and for text classification tasks (Lai et al., 

2015; Wiedemann et al., 2018). I review some types of the ANN models which are 

commonly used for offensive language text classification tasks in the following 

paragraphs.  

1. Convolutional Neural Network 

The key advantage of using a CNN is its ability to extract meaningful salient 

features, such as tokens or sequences of tokens, in a way that is invariant to their position 

within the input sequences (Goldberg, 2015). It uses a max-pooling layer to determine 

discriminative phrases in a text (Lai et al., 2015). The pooling layer is an operation for 

down-sampling. Input to the CNN needs to be of equal length; zero-padding has usually 

been used to meet this requirement. Zero-padding is the process of adding zeroes to each 

side of the input’s boundaries (Amidi, A. & Amidi, S., n.d.). 
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Figure 12 shows an example from Goldberg (2015) of a 1D convolution and 

pooling model for the sentence “the quick brown fox jumped over the lazy dog” using a 

window size of 3, in which each word is converted to a 2D representation vector. Then, 

those vectors are concatenated to result in 6D window representations. After that, a linear 

transformation filter of size 6 x 3 followed by element-wise tanh are used to convert each 

of the 6D seven windows to seven 3D filtered vectors. At the end, the max-pooling 

operation is performed to give the final 3D vector as shown in the figure below. 

 
 
 

 
Figure 12 Example of a Convolutional Neural Network Model (Goldberg, 2015, p.44) 

 
 

 
While the CNN works very well for data with grid-like typology (Goodfellow, 

Bengio, & Courville, 2016), the output representations from the CNN are very sensitive 

to the word order of input sequences. This order sensitivity is restricted to mostly local 

patterns, creating a bias model by disregarding the word order patterns that are far apart 

in the sequence (Goldberg, 2015). 
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Uglow, Zlocha, and Zmyslony (2019) develop a CNN model for an offensive 

language classification system using the OLID Twitter dataset. They report some 

difficulties in tuning the hyperparameters of the model until they were able to reach the 

best combination of values. For subtask a of classifying tweets to either offensive or not 

offensive, a F1 score of 0.735 was achieved, while for fine-grained classifications, task b 

and task c, lower F1 scores were reported (0.47 and 0.457 respectively) (Uglow, Zlocha, 

& Zmyslony, 2019).  

2. Recurrent Neural Network 

The RNN is distinguished by the addition of multiple loops to the ANN 

architecture. Those loops allow previous outputs to be reused as inputs while having a 

hidden layer (Amidi, A. & Amidi, S., n.d.). It works very well for data having sequential 

structure. The RNN can scale to very long input sequences of data with variable lengths, 

while the model size does not increase with the increase in input size (Goodfellow, 

Bengio, & Courville, 2016).  

Founta et al. (2018) develop a unified architecture deep learning model based on 

RNN for their offensive language detection system trained on a Twitter dataset, and 

demonstrate its powerful generalizable performance by applying their model on another 

dataset from a different domain, toxic language in online video games, and report an 

accuracy of 0.93. 

On the other hand, the computation of RNN is slow, and it suffers from 

difficulties with regard to accessing information from many steps back (Amidi, A. & 

Amidi, S., n.d.). In addition, the algorithm used during model training for the simple 
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RNN, the back propagation algorithm, which is used to compute the gradients and update 

the network weights in every layer, often faces a problem called the vanishing or 

exploding gradient phenomena. The vanishing gradient phenomena happens because, 

after a large number of back propagation steps, gradients tend to vanish. Consequently, 

omitting them is insignificant (Goldberg, 2015). To mitigate this problem of vanishing 

gradients, some variants of RNN use gates in their model architecture. The Gated 

Recurrent Unit (GRU) and the Long Short Term Memory Network (LSTM), which is a 

generalized form of GRU, are two variants of RNN. They are specifically designed to 

address the vanishing gradients issue by using different types of gates. The GRU uses an 

update gate and a relevance gate, while the LSTM adds to them two more, to include a 

forget gate and an output gate. Albadi, Kurdi, and Mishra (2018) develop a GRU model 

for investigating religious hate speech in Arabic tweets. They highlight its positive 

properties, including: GRU takes less training time, has superior performance on datasets 

with limited number of training instances, has better ability to generalize, and has less 

tendency to overfit with small datasets (Albadi, Kurdi, & Mishra, 2018). Derczynski 

(2019), Kapoor et al. (2018), and Pitsilis, Ramampiaro, and Langseth (2018) use the 

LSTM model for classifying different types of offensive language and report its 

usefulness for this domain of application. 

In addition to the GRU and LSTM, the Bidirectional RNN (Bi-RNN) is another 

variant of RNN that is commonly used in NLP applications in which the whole input 

sequence is important. The Bi-RNN has two simple, separately trained RNN models, one 

model trained in the forward sequence direction, and the other trained in the backward 
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sequence direction, then, the outputs from both models are concatenated (Jurafsky & 

Martin, 2019). Derczynski (2019) uses the Bi-RNN model to classify Danish and English 

tweets in a multilingual offensive classification system. 

Moreover, ANN can have augmentation with an attention mechanism. This 

attention mechanism has the ability to learn words relevant to the classification problem 

and assign them more weight. For example, in our task of offensive language 

classification, curse words will get higher weights than the other words (Mohaouchane, 

Mourhir, & Nikolov, 2019). Mohaouchane, Mourhir, and Nikolov (2019) use in their 

system a Bidirectional LSTM (Bi-LSTM) with attention mechanism, but it gives the least 

accuracy score among the other deep learning models they have created.  

Goldberg (2015) points out the powerful outcome of combining multiple types of 

ANN in multiple layers within the classification system architecture to have better feature 

extraction and prediction at the same time. This combined approach was adopted by Lai 

et al. (2015) for general text classification using four multilingual corpora, and 

Wiedemann et al. (2018) for automatic offensive language text classification on a 

German Twitter dataset. Lai et al. (2015) create an RNN model that is able to capture 

contextual information by using the recurrent structure and, at the same time, can 

construct the text representation using the CNN. Wiedemann et al. (2018) develop a 

sequentially combined BiLSTM-CNN neural network, consisting of Bi-LSTM with 100 

units followed by three parallel CNN layers using kernels of size 3, 4, and 5 with a 200 

filter size. Results of their study report a higher accuracy percentage for coarse-grained 

offensive language detection, 77.5% compared to the 73.7% accuracy of the fine-grained 
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task of categorizing insults (Wiedemann et al., 2018). However, Albadi, Kurdi, and 

Mishra (2018) tried to develop an Arabic Tweets classifier for religious hate speech 

detection using CNN with GRU, and it did not offer better results than the GRU model 

alone. Mohaouchane, Mourhir, and Nikolov (2019) also investigate offensive Arabic 

language. They developed a combined model of CNN and LSTM, and it records the best 

results in terms of recall (83.46%) among the other deep learning models they explored 

during their study. 

Performance Evaluation Measurements 

There are multiple evaluation matrices and measurements for evaluating the 

performance of a classification model, each one focusing on specific attributes and 

having different weaknesses and biases. Thus, there is no “best” one because evaluating 

the model depends on its goal, task, and the domain of the application. We discuss some 

of the commonly used measurements for text classification in this section.      

Confusion Matrix 

The confusion matrix summarizes the performance of the classifier with respect to 

the testing dataset. Kai (2017) defines the confusion matrix as “a 2-dimensional matrix, 

indexed in one dimension by the true class of an object and in the other by the class that 

the classifier assigns”. It can be used to evaluate binary classifiers or multiclass 

classifiers. Table 1 shows an example of a confusion matrix for evaluating a binary 

classifier with two classes: positive and negative. 
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Table 1 Binary classification matrix 

A
ct

ua
l C

la
ss

  Assigned Class 

 Negative Positive 
Positives False Negatives 

(FN) 
True Positives 

(TP) 
Negatives True Negatives 

(TN) 
False Positives 

(FP) 
 
 
 

As can be noticed from Table 1 above, the matrix includes four outcomes that can 

be defined as the following: 

1. True Positives (TP) = the number of correct predictions that an instance is 

positive 

2. False Positives (FP) = the number of incorrect predictions that an instance is 

positive 

3. True Negatives (TN) = the number of correct predictions that an instance is 

negative 

4. False Negatives (FN) = the number of incorrect predictions that an instance is 

negative 

Moreover, multiple other evaluation measurements depend on these four 

outcomes, as we discuss in the following paragraphs. Botts (2019) highlights two points 

to consider when using the confusion matrix:  

1. The full distribution of the data. 

2. If the relevant class is very rare while the others are not, any significant amount of 

positive probability for it might be important to consider (e.g., spam detection, 

cyberbullying detection). 
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Abozinadah, Mbaziira, and Jones (2015); Haidar, Chamoun, and Serhrouchni 

(2017); Johnston and Weiss (2017); and Haidar, Chamoun, and Serhrouchni (2019)—

along with multiple other researchers—use the confusion matrix in evaluating their 

offensive language classifier. 

Contingency Table  

Jurafsky and Martin (2019) define the contingency table as it is shown in Figure 

13. It can be noticed that it is like the confusion matrix. Outcomes of the contingency 

table have the same definitions of those that the confusion matrix gives. The only 

differences are that the horizontal rows represent system predictions, while in the 

confusion matrix they are used for the actual label, and the columns are the actual labels 

in the contingency table while the columns are the system predictions in the confusion 

matrix. 

 
 
 

 
Figure 13 Contingency table (Jurafsky & Martin, 2019, p.74) 
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It should be mentioned that among all publications I reviewed for this study, we 

did not find any publication using the contingency table in their evaluation. However, we 

include it because Jurafsky and Martin (2019) in their book “Speech and Language 

Processing”, report its importance as the starting step for NLP system evaluation. 

Accuracy  

Most of the literature uses an accuracy measurement to report the performance 

evaluation of their systems. Accuracy is a measurement of the proportion of the total 

number of correct predictions, in other words, the sum of the correct predictions divided 

by the sum of all predictions (Botts, 2019). The following function is used to compute 

accuracy based on previously defined confusion matrix outcomes: 

 

Equation 4 Accuracy 

𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 =
𝑇𝑃 + 𝑇𝑁

𝑇𝑃 + 𝑇𝑁 + 𝐹𝑃 + 𝐹𝑁  

 
 

Accuracy scores fall between 0 and 1, with 1 as the best accuracy. Botts (2019) 

defines two weakness for accuracy: 

1. Accuracy gives one overall score, not per-class metrics.  

2. Accuracy does not account for imbalanced datasets with unequal class 

distribution. 

Thus, accuracy might not be a good choice of evaluation for our system if our 

dataset is unbalanced, as it is the case with most of the previous studies, since offensive 

content is usually less common than normal content in social media. 
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Recall  

Recall is also called sensitivity or True Positive Rate. It measures the proportion 

of actual positives that are correctly classified by the system. Almost all previous works 

include recall in their evaluation metrics. The following function shows how to compute 

it: 

 

Equation 5 Recall 

𝑅𝑒𝑐𝑎𝑙𝑙 =
𝑇𝑃

𝑇𝑃 + 𝐹𝑁  

 
 

Recall value’s range is similar to accuracy. It falls between 0 and 1, with 1 as the 

best recall, however, it can be calculated per class. It might not be a valid choice for some 

systems if their main goal does not include capturing as many positives as possible. For 

example, recall is a valid measure for a cancer detection system since capturing the 

disease as early as possible is desired even if we are not very sure. 

Precision  

Precision also called Positive Predictive Value. It is the proportion of the 

predicted positive instances that were actually correct. The following function shows how 

to compute it: 

 

Equation 6 Precision 

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 =
𝑇𝑃

𝑇𝑃 + 𝐹𝑃  
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Like recall, precision value ranges between 0 and 1, with 1 as the best precision. It 

can also be calculated per class. Precision is a good evaluation metric if the system needs 

to be very sure of its prediction, which is not the same case with regard to recall. There is 

a trade-off between precision and recall. One way to avoid this trade-off is by using the 

F1 measure as it is explained in the next paragraph. 

F-Score or F1 Score 

The F1 measure, also called F1 score or F-Score, is used to avoid the trade-off 

between recall and precision. It is the harmonic mean of both scores, and it incorporates 

the attributes of both. It has a similar range of values to them. It is the measurement that 

most previous work used in their classification system evaluation, since in most cases 

both precision and recall are equally important. The following function is used to 

calculate it: 

 

Equation 7 F1 

𝐹1 =
2 ∗ 𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 ∗ 𝑅𝑒𝑐𝑎𝑙𝑙
𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 + 𝑅𝑒𝑐𝑎𝑙𝑙  

 

 

In addition to the above-mentioned evaluation measurements, we find that some 

studies apply different evaluation measurements to their model. Mustafa et al. (2017) 

develop multiple classifiers to detect controversial speech and patterns and use a paired t-

test to evaluate the performance. Albadi, Kurdi, and Mishra (2018) use the Area Under 

Receiver Operating Characteristic (AUROC) curve to measure the performance of their 

Arabic religious hate speech classifier. Kent (2018) uses the Macro F1 measurement in 
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evaluating her German offensive language classifier. Alshehri et al. (2018) use the 

average F1 measurement to evaluate the performance of their Arabic adult content 

classifier. 

Significant Test 

The main goal of the statistical significant test is to evaluate if a model can be 

considered better than another one. It helps to quantify the probability that the difference 

between two models is not coincidental. Dror et al. (2018) provide a detailed guide to 

describe multiple significant tests and their usage in NLP. The appropriate significant 

test’s selection depends on the distribution of the dataset; if the distribution is known, 

then parametric tests are recommended, while if the distribution is not known, then non-

parametric tests should be used.  

In NLP, the parametric significant tests include the Paired Student t-test, which 

assumes that both models’ datasets come from normal distribution; thus, it examines if 

there is a difference between the population means of both models’ measurements. On 

the other side, the non-parametric significant tests are applied when the test statistic 

distribution is unknown. Dror et al. (2018) classify the non-parametric significant tests in 

NLP into two main families: (1) sampling-free tests, which do not consider the evaluation 

measures’ actual values; and (2) sampling-based tests, which consider the actual values 

of the measures by using the test data to evaluate repeatedly sample, and predict the 

significance’s probability based on the test statistic values in the samples. In this 

dissertation, I apply the Paired bootstrap test, which is a sampling-based test that fits 

small data size and in which the sampling from test data is done with replacements. The 
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figure below shows the decision tree for statistical significance test selection according to 

Dror et al. (2018). 

 
 
 

 
Figure 14 Decision tree for statistical significance test selection (Dror et al., 2018, P. 1388) 

 
 
 
Adopted Approaches for Offensive Language Detection 

Approaches used in offensive studies vary depending on multiple factors, 

including the languages of texts used in the datasets. In this section, I review some 

research approaches from previous studies based on the languages they used to develop 

their classification systems. 

English Language Approaches 

There is plenty of literature covering offensive language detection for online 

English language content. We select just few of them to discuss in this section. According 
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to the SemEval 2019 report for the offensive language detection task, it is apparent that 

deep learning based models are increasingly being used to help classify hate speech, with 

a Bidirectional Encoder Representations from Transformers (BERT) language model 

based approach performing the best (Zampieri et al., 2019).  

Kwok and Wang (2013) focus on racial tweets against African Americans. As an 

initial step of the study, they did a survey using a hundred tweets that include keywords 

or sentiments of hate speech, then had three students of similar age and the same gender 

from different races label these tweets. The labeling schema has two classes, offensive or 

not offensive, and if a tweet was found to be offensive, they were rated on a scale from 1 

to 5 (5 being the most offensive). Then, Fleiss’ Kappa measurement was used to assess 

the reliability of agreements among coders. Results from this initial survey created labels 

explaining why each tweet was found racist. Then, a dataset of 24,582 tweets was 

collected using known racist Twitter accounts through reputable news sources. 

Preprocessing of tweets included removing URLs, mentions, stopwords, and punctuation, 

and lowercasing all words. In addition, converting alternative spellings of slurs to its 

properly spelled equivalent was done as part of the preprocessing step. The BOW was 

used to create the feature vectors. Kwok and Wang (2013) develop a Naive Bayes 

classifier and evaluate its performance using a 10-fold cross-validation method. The 

model shows an average accuracy of 76% and an average error rate of 24% (Kwok and 

Wang, 2013).  

Davidson et al. (2017) develop a system that can distinguish between hate speech 

and other offensive language by using various ML classifiers. To pursue their goal, a 
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dataset was collected from Twitter using a list of hate words provided by HateBase, as 

discussed in detail earlier in the previous section. Tweets were labeled using three 

classes: hate speech, offensive language, or neither, and pre-processed by lowercasing 

and stemming. Multiple features were explored including: TF-IDF for bi-grams, uni-

grams, and tri-grams; POS tag for uni-grams, bi-grams, and tri-grams; tweet quality by 

modified Flesch-Kincaid Grade Level and Flesch Reading Ease scores; sentiment scores; 

binary and count frequencies for hashtags, mentions, retweets, URLs, characters, words, 

and syllables in each tweet. The system has multiple classifiers such as LR, Naive Bayes, 

Decision Trees, Random Forests, and linear SVM. Each model was tested using 5-fold 

cross validation, holding out 10% of the sample for evaluation (Davidson et al., 2017). 

The results show an overall F1 score of 90% for the best classifier (Davidson et al., 

2017). 

Another study uses several classifiers based on the LSTM model to analyze hate 

speech, including racist or sexist content (Pitsilis, Ramampiaro, & Langseth, 2018). They 

used a publicly available dataset of 16,000 tweets with labeling classes: racism, sexism, 

or neutral. Their approach in tackling this task is one of the pioneering works with regard 

to the consideration of additional features related to users’ tendency towards hateful 

behavior, captured from users’ history and incorporated into their model (Pitsilis, 

Ramampiaro, & Langseth, 2018). For the textual features, they created a language 

independent feature to represent word vector by using word-based frequency 

vectorization, in which the words in the corpus are indexed based on the number of 

occurrences within the corpus. The index value for each word in a tweet is used as an 
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element to represent that tweet. Before extracting features, tweets were preprocessed to a 

fixed length of 30 words per tweet and tokenized, but punctuation was kept (Pitsilis, 

Ramampiaro, & Langseth, 2018). They used an ensemble of RNN classifiers and LSTM 

based classifiers, which reported a very high score in performance of F1; 93.20% 

(Pitsilis, Ramampiaro, & Langseth, 2018). 

Other Monolingual Approaches 

In a study for Urdu language tweets, a mixture of both ML and data mining 

techniques were used to detect controversial speech and patterns (Mustafa et al., 2017). 

Their definition of controversial speech is inclusive to both hate speech and 

cyberbullying, as they define controversial tweets as “those that contain abusive content 

that target individuals (e.g., a politician, a celebrity, or a product) or some groups (e.g., a 

country, a religion, a gender, or an organization)” (Mustafa et al., 2017, p.27). They used 

the Twitter search and stream API to collect tweets from official popular news pages and 

political pages during a period of six months, from December 2016 to June 2017. The 

size of the dataset, after filtering out all non-Urdu tweets, was 8,000 tweets. After 

extracting the dataset, they preprocessed tweets by removing: stopwords, URLs, replies, 

image-only tweets, and link-only tweets. Then, tweets were tokenized and TF-IDF for 

feature weighting was implemented. They used a manual annotation schema with two 

labels, true for controversial tweets or false for non-controversial tweets. Three ML 

classifiers were trained using the WEKA software program, including SVM, Naive 

Bayes, and LR, using 10-fold cross validation. The Naive Bayes classifier gave the best 

results with an F-measure of 0.89. Mustafa et al. (2017) also use some data mining 
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techniques for the instance with true labels (controversial) from the SPMF data mining 

library to find hidden patterns and relationships, including Top-K Sequential pattern 

mining (TKS), Co-occurrence MAP (CM-SPAM), and Equivalence class based 

sequential Rule Miner (ERMiner). Results for TKS with k= 1 and 2 words did not 

provide good indications of controversial content, while results for 3, 4, and 5 words TKS 

show some meaningful patterns, such as “ ” (Nawab Brahamdagh Bugti), and 

report some relationships with the Pakistan Army, Baluchistan, Terrorism, Shooting and 

Killing. 	Results obtained from applying CM-SPAM were very similar to those obtained 

from TKS. Last but not least, results obtained from ERMiner using a minimum frequency 

threshold of 1% and sequential rules confidence of at least 70% reveal relevant patterns 

such as “   <==   ”, which shows hate speech toward Afghan refugees living 

in Pakistan (Mustafa et al., 2017). 

Özel et al. (2017) studies Turkish texts to build a system for the automatic 

detection of cyberbullying content in Instagram and Twitter posts. They manually extract 

and label a 900-message Turkish dataset from Instagram and Twitter, which consists of 

equal instances of both classes, “bullying” and “not bullying”, each class having 450 

instances. In addition, they consider the gender of the messages’ author and ensure that 

within each class, they have an equal distribution for authors of both genders, for 

example, 225 male cyberbullying and 225 female cyberbullying. During dataset 

preprocessing, they created two versions of dataset. One version of the dataset was 

cleaned by removing all numeric characters and all punctuation marks, while the second 

version was cleaned by removing all numeric characters and all punctuation marks except 
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those from a specific, manually-defined emoticons list. Both datasets were converted to 

lowercase and split based on white space characters. Then, each message was converted 

to the BOW vector and the TF-IDF weighting vector. After that, they used WEKA to 

create several classifiers, including SVM, decision tree, Naïve Bayes Multinomial, and k-

Nearest Neighbors (kNN). They also applied some feature selection methods such as Chi-

Square (CHI2) and Information Gain (IG). Results reported a highest accuracy of 84% 

when using the kNN on the second version of the dataset that includes emoticons, and 

when applying IG feature selection. In general, applying feature selection improves the 

performance for all classifiers except decision tree, and IG shows improvement in results 

more than CHI2. 

Kent (2018) builds a model for classifying a German Twitter dataset using a 

hierarchal labeling schema consisting of two levels. The first level labels tweets as 

offensive or other, and then on the second level, the offensive sample is further classified 

into three subtypes: insult, profanity, or abuse. The dataset contains 8,541 tweets adopted 

from the GermEval 2018 shared task. During the pre-processing step, all usernames were 

removed to anonymize tweets, then all punctuation was removed and Spacy lemmatizer 

was used to lemmatize texts. Several features were explored, including number of swear 

words, TF-IDF, n-grams, number of non-alphanumeric characters, and sentiment analysis 

(for text and emoji). Kent (2018) uses an LR based classification model with 10-fold 

cross validation, and the best performance achieved with character n-grams features had 

an F1 score of 76.72% for the first labeling level of tweets to offensive and others, and 

47.17% for the further labeling of the offensive tweets to the three sub-types. The lower 
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F1 score for the second labeling level was a result of the problematic task of defining hate 

speech, which was hard for German annotators to perform as hate speech can be very 

subjective (Kent, 2018). 

In another study for the German language, the researchers studied the effects of 

transfer learning on the performance of an offensive language detection system. 

Wiedemann et al. (2018) developed a sequentially combined BiLSTM-CNN neural 

network, consisting of Bidirectional LSTM with 100 units followed by three parallel 

CNN layers using kernels of size 3, 4, and 5 with a 200 filter size. A dataset of German 

Tweets was used to train and test the model. FastText provided sub-word embedding, 

which can better fit a Twitter dataset, as tweets are often written in informal language. To 

investigate the effect of transfer learning, they pre-trained the model using: (a) supervised 

class transfer— labeled user’s comments with near-offensive language classes 

(inappropriate, discriminatory, or none); (b) weakly class transfer— labeled tweets by the 

emoji they contain; and (c) unsupervised class transfer: labeled tweets by the LDA for 

topic modeling (Wiedemann et al., 2018). In addition, they deploy three strategies to 

mitigate catastrophic forgetting during training on actual datasets, including gradual 

unfreezing, single bottom-up unfreezing, single top-down unfreezing, and no freezing of 

weights as their baseline strategy. Results report a best accuracy percentage for coarse-

grained offensive language detection of 0.828 when pre-training the model with 

unsupervised class transfer for topic modeling using single bottom-up unfreezing 

strategy.  For the fine-grained task of further categorizing offensive language, the highest 

accuracy percentage is 76.4%, which is identical for both models— pre-trained on 
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unsupervised class transfer for topic modeling and weakly class transfer of labeled tweets 

by emoji— when using single bottom-up unfreezing strategy (Wiedemann et al., 2018). 

Multilingual Approaches 

Kapoor et al. (2018) develop an LSTM based model to detect hate speech using 

two Twitter datasets, an English Twitter dataset (provided by Davidson et al. (2017)) and 

another one that contains Hinglish text (code-switched language of Hindi and English 

provided by Bohra et al. (2018). Both datasets have three labels: offensive, abusive, and 

none (or benign). After the basic preprocessing of text (e.g., removing stopwords, 

removing punctuation) and before developing the model, they used several methods to 

ensure the proper conversion of all texts to English: the Xlit-Crowd Hindi-English 

Transliteration Corpus, Hindi to English dictionary, a manually-created 7,200 word pairs 

dictionary of popular Hinglish words, and a manually-created profanity dictionary of 209 

profane words (Kapoor et al., 2019). An example of a hate tweet before translation to 

English is “Bik gya Porkistan”, and after translating is “Porkistan (Derogatory term for 

Pakistan) has been sold” (Kapoor et al., 2019). They used word embedding trained with 

GloVe and Word2Vec on both datasets and used fixed embedding size of 100 (Kapoor et 

al., 2019). The LSTM based model has one LSTM layer with a 0.2 dropout value, and 3 

dense layers. The last layer uses a categorical cross-entropy loss function, and Adam 

optimizer with L2 regularization was used to prevent overfitting. Grid search was used to 

select hyperparameters of the model. Results showed 87% accuracy for the model with 

GloVe and 82% accuracy for the model with Word2Vec (Kapoor et al., 2019).  
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In another multilingual study by Derczynski (2019), an offensive classification 

system for both the Danish and English languages was developed using ML and ANN 

classifiers. The OLID dataset described in the previous section was used for developing 

the English language system, and the same extraction procedures and annotation schema 

of the OLID dataset was used to construct an equivalent Danish dataset. However, 

Facebook and Reddit were used as sources as well, because Twitter has limited usage in 

Denmark. To ensure online users’ privacy and to comply with the General Data 

Protection Regulations in Europe (GDPR), the following measures were taken: 

personally identifying content was replaced with @USER (e.g., usernames, without 

including celebrity names), and other sensitive information (including racial origin, 

political opinions, religious beliefs, philosophical beliefs, trade union membership, 

genetic data, and bio-metric data) was removed (Derczynski, 2019). Annotator agreement 

was measured using Jaccard index. Then, a set of features was implemented, including n-

grams, word-to-index, sentiment score, reading ease (Flesch-Kincaid Grade Level and 

Flesch Reading Ease scores), POS tags, TF-IDF, FastText, Word2Vec, GloVe, and other 

linguistic features such as syllable count, character count, URL counts, and number of 

unique words. Derczynski (2019) developed four classification models for his system 

using LR, Learned-BiLSTM (the activation function for LSTM layers was tanh, ReLU 

for hidden layer, Sigmoid and Softmax for output layer), Fast-BILSTM (embedding layer 

initialized with FastText embedding), and AUX-Fast-BiLSTM to add more features to 

Fast-BILSTM. Grid Search Cross Validation was used to select the optimal parameters 

for the models, which end up with batch size of 128, optimization function of Adam with 
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learning rate of 0.001, and a dropout rate of 0.2 among all layers. Results for subtask A in 

which text was classified as offensive or not offensive reported best performance for the 

English dataset with Fast-BiLSTM having an F1 score of 73.5%, and for the Danish 

dataset reported best performance with LR having an F1 score of 69.9%. Results for 

subtask B in which offensive text was further classified to targeted insult or untargeted 

insult showed the English dataset’s best performance when using Learned-BiLSTM, 

achieving an F1 score of 61.9%, and the Danish dataset’s when using AUX-Fast-

BiLSTM, achieving an F1 score of 72.9%. The last results for task C that includes further 

classification of the targeted insult sample to individual, group, or other, show best 

performance in both datasets using Learned-BiLSTM with an F1 score of 55.7% for 

English and 62.9% for Danish (Derczynski, 2019). 

Chapter Summary 

This chapter provides a preview of core concepts within the domain of text 

classification and offensive language detection systems. It starts with discussing the 

challenges of online offensive language detection systems, which include racial bias, 

code-switched language complexity, dataset limitations, obfuscations, and context 

limitations. Then, the chapter briefly reviews offensive datasets, lexical repositories, and 

preprocessing procedures. Multiple features that are commonly used for offensive 

language detection systems are explained, such as BOW, n-gram, TF-IDF, sentiment 

analysis, POS tagging, Word2Vec, GloVe, FastText, user-specific features, and topic 

modeling. The BERT model is discussed in detail in chapter 6. This chapter also 

discusses different types of classification models; LR and SVM for ML models and CNN 
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and RNN for ANN models. Most widely-applied performance evaluation measurements 

were reviewed, such as confusion matrix, contingency table, accuracy, recall, precision, 

and F1 score. It ends with examples of offensive language application approaches for 

multiple languages, including English, German, Urdu, Turkish, Hindi, and Danish. The 

next chapter provides an in-depth discussion for Arabic offensive language literature.  
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The Holy Prophet Mohammad (peace be upon him and his holy progeny) said: 

 ." ما كاَن الفُحُش في شيٍء قَطُّ إّال شانَھُ، وال كاَن الَحیاُء في شيٍء قَطُّ إّال زانَھُ"
 “No sooner does obscene language accompany something than it disgraces it, and no 

sooner does modesty accompany something than it adorns it.” 
 

- Bihar al-Anwar, volume 79, page 111, number 6; Mizan ul Hikmah, page 645 
 

A SURVEY OF OFFENSIVE LANGUAGE DETECTION FOR THE ARABIC 
LANGUAGE 

 

 

 

 
 
 
 
 

This chapter investigates in-depth automatic offensive language detection systems 

for Arabic from NLP perspective. It reviews previous studies on offensive language 

detection in Arabic, and presents a detailed investigation of the SOTA techniques 

covering this topic, pointing out open problems and limitations and showing gaps in 

previous research. It covers the following research questions:  

• What are the available linguistic resources for Arabic offensive language? What 

functions do they serve, and what is their scope?  

• What are the trends in Arabic offensive language detection literature?  

• What types of offensive language are most commonly targeted?  

• Which platforms are used as the source of data? What are the characteristics of 

the datasets?  
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• What methods and techniques are typically used for studying Arabic offensive 

language in user-generated content?   

• What system performance and accuracy have been achieved in classifying Arabic 

offensive content?  

I attempt to answer the above research questions by qualitatively and 

quantitatively analyzing 35 selected studies.  Among the 35 studies, eight cover more 

than two categories of offensive content (e.g., hate speech and abusive language in the 

same study).   

Research Methods  

The scientific study of automatic offensive language detection in Arabic from 

NLP perspective is recent, and the number of studies in the field is low. In this survey, 

each study is considered as a unit of our analysis. I found only 35 studies during the 

process of the survey, which involved six main steps. I provide a precise description of 

each of these steps to support study replicability. The six steps start with keywords 

selection, followed by a search for studies, recursive search, filtering the studies, 

qualitative and quantitative analysis, and synthesizing data for identifying gaps in the 

literature. The steps are illustrated in Figure 15 and explained further in the following 

paragraphs. 
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Figure 15 Steps of the Survey 
 
 
 
 
 
Keywords Selection  

Some keywords were selected during the first step of the survey. The keywords 

list includes “offensive language” and “Arabic NLP”, which must be present anywhere in 

the text. Besides, I consider terms referring to particular categories of offensive language, 

“Arabic abusive language”, “Arabic hate speech”, “Arabic violence detection”, and 

“Arabic cyberbullying”, at least one of which must be present anywhere in the text.  

Search for Studies  

I aimed to collect the largest possible number of studies from the domain. Thus, I 

did not restrict the search to specific databases; rather, I started the search from the 

commonly used databases, such as the Association for Computing Machinery Digital 
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Library (ACM DL); the Institute of Electrical and Electronics Engineers (IEEE) Xplore; 

and the Association for Computational Linguistics (ACL). I included conference papers, 

workshop papers, conference posters, journal publications, dissertations, theses, and 

books.  

Recursive Search  

I used Research Gate and Google Scholar to retrieve the references listed in the 

studies found in the previous search and to retrieve other studies that cited the original 

work. Then, I recursively repeated the search one more time with the new studies found. 

The search stops after I am done with all literature published during the survey’s time 

boundaries.   

Filtering  

To ensure the quality of the data collected, studies were filtered using some 

inclusion and exclusion criteria. The inclusion criteria cover a variety of publication types 

(e.g., conference publications, workshop papers, journal publications), collected from 

various resources (e.g., ACM DL, IEEE Xplore, ACL), which study several categories of 

offensive language (e.g., hate speech, cyberbullying, violence, abusive language), and 

utilize any Arabic language datasets.   

The exclusion criteria limit the scope to the NLP domain (e.g., classification 

systems, linguistic resources, deep learning, machine learning, statistical learning). 

Moreover, studies that did not include any experiments were excluded. For example, the 

study “Detection of Hate Speech in Social Networks: a Survey on Multilingual Corpus” 

done by Al-Hassan and Al-Dossari (2019) was excluded from the survey because it does 
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not have an experiment or an implementation of a system.  All studies published before 

June 2020 were evaluated.  

Qualitative and Quantitative Analysis  

Qualitative analysis examines the tools and resources used, the general approach, 

and the offensive language task tackled. Quantitative analysis also focuses on analyzing 

studies, for example in terms of the accuracy of the results obtained and the dataset size.  

Identify Gaps   

After analyzing literature quantitatively and qualitatively, I identify the limitations 

of previous research and highlight the future direction of research in Arabic offensive 

language detection.  

Results  

Qualitative Analysis of Studies  

 I analyze each study’s content qualitatively to extract information related to 

Arabic linguistic resources, tools, and approaches followed by the studies.   

1. Linguistic Arabic Language Resources and Tools  

There are very few linguistic resources for the Arabic language (Haidar, 

Chamoun, and Serhrouchni, 2017). Arabic corpora, lexicons, and tools are very scarce, 

which limits research in this area. In addition, the available Arabic language analysis 

tools have some limitations in dealing with the complexity of the language (Mubarak et 

al., 2017). In this section, I discuss publicly available online resources and discuss in 

more detail both private and public resources in discussion section.  
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1.2 Datasets and Lexicons  

 In (Mubarak et al., 2017), Mubarak, Darwish, and Magdy create a MSA dataset 

to detect personal attack, racist, sexist, offensive, inciting violence, non-relevant, or 

advertising comments extracted from users’ comments of an Arabic news outlet called 

Aljazeera.net. The initial dataset consists of 400,000 comments from a total of 10,000 

articles that cover multiple themes: politics, economics, society, and science. After 

filtering the comments to include comments of three to 200 characters’ lengths only, the 

final dataset shrinks in size to 32,000 comments. Then, three annotators from 

CrowdFlower code each comment into one of three classes: obscene, offensive, or clean. 

The inter-annotator agreement score is 87%. A list of unigrams and bigrams is created for 

the words and phrases that appear more than nine times in the dataset from the obscene 

and the offensive classes. This list is computed based on the Log Odds Ratio (LOR). The 

final list, after manual assessment, consists of a total of 288 words and phrases in 

addition to 127 hashtags.   

In their 2018 paper on religious hate speech detection, Albadi, Kurdi, and Mishra 

(2018) create the first religious hate speech corpus in the Arabic language from Twitter 

data.  They collect their dataset using Arabic keywords, covering the six main religions 

and beliefs in the Middle East: Islam, Sunni, Shia, Christianity, Judaism, and Atheism. 

The training dataset consists of 6,000 tweets, including 1,000 tweets representing each 

religion or belief, and the testing dataset consisting of 600 tweets, including 100 tweets 

representing each religion or belief. None of the datasets include retweets and reply 

tweets. CrowdFlower workers who satisfied predefined quality requirements annotate 
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both datasets. The quality requirements include Arabic speakers with IP addresses from 

Arabic countries, an assessment for the definition of religious hate speech with some 

examples, training on the annotation procedures, and a set of testing questions to measure 

each annotator's performance accuracy. Each tweet is annotated using a two-level 

hierarchy of labelling. Firstly, annotators code tweets into one of three classes: hate, not 

hate, or unclear and unrelated (later removed). Then, for the hate class, they further label 

its tweets into one of seven classes: Muslims, Jews, Christians, Atheists, Sunnis, Shia, 

and/or other. Inter-annotator agreement is computed to ensure agreement among coders. 

Moreover, they use the samples labelled as hate to generate three hate lexicons, using 

three well-known feature selection methods: chi-square statistical test for AraHate-Chi, 

Pointwise Mutual Information (PMI) for AraHate-PMI, and Bi-Normal Separation (BNS) 

sentiment scoring method for AraHate-BNS. All lexicons provide a hate score for each 

term.  

Another publicly available Arabic hate speech and abusive language dataset is the 

Levantine Twitter Dataset for Hate Speech and Abusive Language (L-HSAB). The L-

HSAB contains 5,846 tweets labeled as Hate (468 tweets), Abusive (1,728 tweets), or 

Normal (3,650 tweets) (Mulki et al., 2019). It is the first dialectal hate speech Arabic 

dataset. The overall theme of the dataset is politics. The authors used a set of keywords as 

the starting point to collect their dataset from the Twitter API from the time frame 

between March 2018 and February 2019. These keywords include, but are not limited to, 

 Druze”. They filter the initial/الدروز“ Arabs”, and/العرب“ ,”females/البنات“ ,”refugees/الالجئین“

dataset manually to ensure the collection of only Syrian and Lebanese tweets without 
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duplication. Then, they clean tweets to remove some characters (such as @, RT, and #) 

before presenting them to the annotators. Three native Levantine speaker annotators label 

the data. To avoid any personal bias or ambiguity, they were provided with clear 

definitions for each label, including a list of nicknames for political groups and races. 

Next, they use the dataset to create two lexicon lists, a hate speech words list, and an 

abusive words list. The lexicon lists provide a score associated with each word to indicate 

the degree of each word’s relatedness to the class, hate or abusive. These degree scores 

are calculated using two words relationship techniques, word distribution for each class, 

and word-class correlation. The Cohen’s kappa score among all raters exceeds 59%, and 

the inter-annotator agreement is 76.5%.  

Similar to the L-HSAB dataset, the Tunisian Hate and Abusive speech (T-HSAB) 

dataset is provided by Haddad et al. (2019). The Tunisian dialect, also known as Derja, is 

a unique Arabic dialect as it has some words and phrases from other languages such as 

Amazigh, French, Turkish, and Italian. The main topic of T-HSAB is related to politics, 

social causes, religion, women's rights, and immigration. The extraction criteria depend 

on several phrases that are likely to be used in hate speech and abusive content, for 

instance “الیھود/Jews”, “األفارقة/Africans”, and “المساواة في المیراث/gender equality in 

inheritance”. The dataset was extracted for the period from October 2018 to March 2019. 

The dataset’s total size is 6,075 comments, with 3,834 comments labeled as normal, 

1,127 comments labeled as abusive, and 1,078 comments labeled as hate. The authors 

clean the text to remove platform-specific symbols; RT, user mention (@), and hashtags 

(#). The text was also preprocessed by removing emoji, digits, and all non-Arabic 
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characters. Three annotators were assigned for the annotation process. Various measures 

were used to measure the agreement among the annotators. The observed agreement, 

which is equal to the percentage of the agreed annotations out of the total number of 

annotations, is 81.82%. The Pairwise Percent Agreement between each annotator pair are 

97.963%, 83.11% and 82.563%. Furthermore, the Cohen’s kappa scores are 0.961, 0.638, 

and 0.624. The authors create two lists for the most frequently occured ten terms within 

the hate speech and abusive language categories. Each term is accompanied with 

percentage of distribution under the specific class. In addition to the distribution-based 

lists, two more lexicon lists were provided to check if the words assigned to each class of 

abusive language and hate speech were discriminatory. These two lists are created by 

calculating the word's correlation with the normal class, then assigning a hate score (HtS) 

and an abusive score (AbS) for the words that either mostly or rarely appeared in hate 

speech and abusive language classes.  

The most commonly used dataset among surveyed literature is a dataset provided 

by the fourth workshop on Open-Source Arabic Corpora and Corpora Processing Tools 

(OSACT) in the Language Resources and Evaluation Conference (LREC) 2020 

(Mubarak et al., 2020). Tweets were extracted based on two criteria: contained the 

vocative particle “یا/yA/O” and published between April 15 and May 6, 2019. The 

OSACT 2020 Arabic dataset is publicly available for free and consists of 10,000 tweets 

that are manually annotated by native Arabic speakers.  Each tweet is labeled using a 

two-level labeling hierarchy. The top labeling level is binary: offensive or not offensive. 

Then, each tweet is further classified into hate speech or not hate speech. The dataset is 



79 
 

extremely imbalanced; out of the 10,000 tweets, only 1,900 are offensive, and out of 

these offensive tweets, only 95 are hate speech. Content of tweets is preprocessed to 

replace user mentions with @USER, URLs with URL, and empty lines with <LF>.  

Aljarah et al. (2020) construct another Twitter hate speech dataset for the Arabic 

language, but it has fewer samples than the OSACT dataset. The final dataset delivered 

by Aljarah et al. (2020) contains of 3,696 tweets. Tweets are collected based on a list of 

phrases belonging to sport (e.g., “الوحدات/Alwahadat”— sports club), religion 

(e.g., “اإلسالم/Islam”), racism (e.g., “العنصریة/racism”) and journalism (e.g., 

 refugees”). Two annotators labeled the data using three classes: hate, not hate, or/الجئون“

neutral. After removing duplicates and irrelevant tweets, the distribution of the dataset 

was 843 hate speech tweets, 790 non-hate speech tweets, and 2,061 neutral tweets.  

The first multi-platform dataset for Arabic hate speech detection is constructed by 

Omar, Mahmoud, and Abd El-Hafeez (2020). The social media platforms used in 

collecting this dataset are Facebook, Twitter, YouTube, and Instagram. For each 

platform, Arabic accounts referencing controversial issues (such as religious, political, 

and sports-related topics) are selected. The data collection process consists of using a web 

crawler to extract data from each page automatically, and then saving the data into a text 

file. After collecting the dataset, the following data filtering and cleaning steps are 

performed: removing non-Arabic characters, emoji, and URLs; posts with less than two 

words were deleted. After that, three native Arabic speakers were assigned to label the 

samples as either hate speech or not hate speech. This process continues until a balanced 

dataset of 20,000 samples is formed for Arabic hate speech.   
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A very recent study by Chowdhury et al. (2020) releases the first dialectal Arabic 

Multi-Platform Offensive Language Dataset (MPOLD). The dataset has over 100k 

comments from international news agencies collected from three social media platforms: 

Facebook (20%), Twitter (40%), and YouTube (40%). The total number of comments is 

4,000, with 84.13% not offensive comments and 16.88% offensive comments.   

Table 2 shows the list of lexicons related to offensive content for the Arabic 

language, which was constructed by the surveyed studies (Albadi et al., 2018; Mubarak et 

al., 2017; Mulki et al., 2019). Albadi, Kurdi, and Mishra (2018), Haddad et al. (2019), 

and Mulki et al. (2019) give a score to each word in the list, thereby providing a 

measurement for the degree of association of that word to the class. Thus, the scores 

represent the degree of association of the word to the religious hate speech in Albadi, 

Kurdi, and Mishra (2018) and to hate and abusive content in Mulki et al. (2019). 

Mubarak, Darwish, and Magdy (2017) do not provide scores to their vulgar, 

pornographic, and obscene speech-related lexicons.  
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Table 2 Publicly available lexicons for Arabic offensive language 

Ref. Lexicons Purpose Source Size 

Albadi et al. 
(2018) 

Offensive/vulgar, 
religious/political, 
and war/violence 

Twitter 1523 words 

Mubarak et 
al. (2017) 

Vulgar, 
pornographic, and 
obscene speech 

Twitter 
288 words 
and 127 
hashtags 

Mulki et al. 
(2019) 

Levantine Hate 
Speech and Abusive 
Language  

Twitter 

10 abusive 
words and 
10 hate 
words 

Haddad et 
al. (2019) 

Tunisian Hate Speech 
and Abusive 
Language 

Not 
available 

10 abusive 
words and 
10 hate 
words 

 
 
 
  
1.2 Tools and Techniques   

One of the oldest publicly available tools for analyzing Arabic text is the 

MADAMIRA tool kit. MADAMIRA supports POS tagging, tokenization, diacritization, 

lemmatization, Named Entity Recognition (NER), and base form extraction (e.g., gloss). 

Albadi, Kurdi, and Mishra (2018) use MADAMIRA 2.1 in their study to perform 

tokenization, while Abdelfatah, Terejanu, and Alhelbawy (2017) use the same tool for 

tokenization and base form extraction (also called gloss).  

There are multiple stemmers for the Arabic language, such as the light Arabic 

stemmer ARLSTem7, which does not depend on any dictionary in processing texts. 

Instead, it is a rule-based stemmer that uses some rules to stripe prefixes, suffixes, and 

                                                
7 https://www.nltk.org/_modules/nltk/stem/arlstem.html  
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infixes. ARLSTem has been used by Alakrot, Murray, and Nikolov (2018a) in their 

offensive language detection study. Another Arabic stemmer is ISRI Arabic Stemmer8, a 

light Arabic stemmer similar to ARLSTem, but the latest version has some new features. 

The latest version of ISRI Arabic Stemmer includes 90 more stop words than the 

previous one and the pattern “تفاعیل”. Besides, it does not normalize all Hamza due to the 

ambiguity created by this process, which might change the original root. The NLTK tool 

kit provides both ARLSTem and ISRI Arabic Stemmer.  The ISRI Arabic Stemmer has 

been used by Albadi, Kurdi, and Mishra (2018) in their hate speech detection study. 

Furthermore, the WEKA9 tool kit supports Arabic. It has special packages for analyzing 

Arabic text. Haidar, Chamoun, and Serhrouchni (2017) use version 3.9.1 of WEKA in 

their cyberbullying detection study.  

For offensive language detection, analyzing the sentiment can be valuable. 

Haidar, Chamoun, and Serhrouchni (2017) include features for analyzing Twitter users’ 

sentiment polarity to train a classifier. They applied SentiStrength10 as it allows for 

flexibility of language. SentiStrength produces parallel weights of positive and negative 

sentiments for short text by assigning a range of 1 to 5 for positive texts (5 for mostly 

positive) and a range of –1 to –5 for negative texts (–5 for mostly negative). 

SentiStrength supports languages other than English because it depends on a predefined 

set of words, along with their predefined sentiment scores, in creating text weights that 

can be customized. Thus, researchers can define their own customized profane terms set 

                                                
8 https://www.nltk.org/_modules/nltk/stem/isri.html  
9 https://www.cs.waikato.ac.nz/ml/weka/  
10 http://sentistrength.wlv.ac.uk/  
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and provide them to SentiStrength, then use the output to construct the SentiStrength 

feature vector to feed the classification model as Haidar, Chamoun, and Serhrouchni 

(2017) do in their study. This feature of SentiStrength is crucial for our study domain as 

Arabic tweets are written in different dialects and include slang, along with obfuscated 

offensive and abusive words— issues that could be mitigated by customizing sentiment 

inputs.  

AraVec11 is a pre-trained word embedding open-source project developed 

specifically for the Arabic language (Soliman et al., 2017). It has multiple models for 

word embedding based on two techniques—skip-gram and CBOW—and is based on 

three corpora: Twitter, World Wide Web pages, and Arabic Wikipedia articles. AraVec 

word embeddings have been used for detecting offensive language in Arabic YouTube 

comments (Mohaouchane et al., 2019) and for detecting religious hate speech on Twitter 

(Albadi, Kurdi, & Mishra, 2018).  

The Arabic pre-trained Mazajak word embeddings12 are initially developed by 

using a large Twitter corpus of 250M tweets. Then, another compact version is developed 

by using a smaller corpus of 100M tweets. Each embedding vector has a dimensionality 

of 300. Text is preprocessed by removing URLs, diacritics, emoji, and punctuation. 

Similar to AraVec, Mazajak has two architectures: skip-gram and CBOW. Hasan et al. 

(2020) use Mazajak for both offensive language detection and hate speech detection and 

demonstrate its beneficial effects on the classifiers’ performance. Abu Farha and Magdy 

(2020) and Alharbi and Lee (2020) report similar findings to Hasan et al. (2020) using 
                                                
11 https://github.com/bakrianoo/aravec  
12 http://mazajak.inf.ed.ac.uk:8000/  
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Mazajak to generate word embeddings boosts the performance of the classifier from 

others that do not depend on it.  

Multilingual BERT (M-BERT)13 is proposed by Google Research and has two 

versions. BERT stands for Bidirectional Encoder Representations from Transformers. It 

is an innovative language model that presents SOTA results in multiple NLP tasks, such 

as question answering and language inference (Devlin et al. 2018). The first multilingual 

BERT version is the BERT-base-multilingual-uncased model, which covers 102 

languages, including Arabic. The second version is the BERT-base-multilingual-cased 

model, which covers 104 languages, including Arabic. Both models consist of 12 layers, 

768 hiddens, 12 heads, and 110M parameters. Wikipedia dumps of each language 

(excluding user and talk pages) are used to train the models with a shared word piece 

vocabulary. For some low resource languages, the percentage of their Wikipedia content 

is tiny compared to other languages. Thus, an exponentially smoothed weighting 

technique is used to up-sample them before training the model. Text is preprocessed by 

lower casing, accent removal, punctuation splitting, whitespace tokenization, and for 

Chinese language, Japanese Kanji, and Korean Hanja text, spaces added around every 

character in the CJK Unicode range before applying WordPiece tokenization. M-BERT 

outperforms other tools when it applies to multilingual text; however, it shows some 

limitations in tokenizing Arabic sentences, which could degrade the classifier’s 

performance (Eljundi et al., 2019). This finding is in line with other experiments 

conducted by Hasan et al. (2020), Saeed et al. (2020), and Keleg et al. (2020), which 

                                                
13 https://github.com/google-research/bert/blob/master/multilingual.md  



85 
 

report poor performance in Arabic offensive language and hate speech detection in 

comparison to other word embeddings, machine learning classifiers, and deep learning 

classifiers. In addition, Abu Farha and Magdy (2020) try M-BERT with the BertAdam 

optimizer, train the model with 4 epochs, a learning rate of 1e−5, and set the maximum 

sequence length to the maximum length seen in the training set. However, the results are 

not as good as those obtained from Bi-LSTM, CNN-BiLSTM, and multitask learning 

models. In (Elmadany et al., 2020), multiple M-BERT-based classifiers were used with 

different fine-tuning settings for offensive language and hate speech detection tasks, and 

in both tasks, the reported macro F1 score was not better than what has been reported by 

other studies using simple traditional machine learning methods.   

Facebook AI researchers; Lample and Conneau; first introduced the XLM model 

(also called XLM-100) in January 2019. Wikipedia Data covering 100 languages are used 

in pre-training the XLM model. The vocabulary size of the model is 95K. Like M-BERT, 

it depends on the Transformer architecture, which applies the attention mechanism to 

learn contextual relationships among words or sub-words. The architecture includes 1024 

hidden units, 8 heads, GELU activations, 0.1 dropout rate, Adam optimizer, linear 

warmup, and learned positional embeddings.  The learning rate varies from 10YZ to 

5.10YZ  (Lample & Conneau, 2019).   

In November 2019, the XLM-RoBERTa (also called XLM-R) scaled up the XLM 

model (Conneau et al., 2019). More than two terabytes of Wikipedia Data and filtered 

CommonCrawl data covering 100 languages are used in pertaining XLM-RoBERTa. The 

construction of XLM-RoBERTa is very similar to that of XLM.  
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While M-BERT and XLM-R support various languages, Arabic-specific BERT 

models have been used by some of the surveyed studies, such as AraBERT and Arabic-

BERT (also called BERT-base-Arabic). AraBERT14 is an Arabic version of the BERT 

model that uses BERT-base configuration and 12 encoder blocks with 768 hidden 

dimensions (Antoun, Baly, & Hajj, 2020). It also uses 12 attention heads, 512 maximum 

sequence length, and around 110M parameters. Multiple MSA corpora were used to train 

the model, which include: manually scraped Arabic news websites for articles, 1.5 billion 

words extracted from news articles from ten primary news sources, and OSIAN, which is 

an Open-Source International Arabic News Corpus (Antoun, Baly, & Hajj, 2020). The 

authors apply some sub-word unit segmentation techniques to reduce unnecessary 

redundancy by using the segmentation tool, Farasa, to break words into stems, prefixes, 

and suffixes. After that, the segmented pre-trained dataset was trained to create the 

vocabulary using the language independent tokenizer, SentencePiece. The same tokenizer 

is also used on the pre-training dataset without performing sub-word unit segmentation to 

evaluate its effects, creating a second version of AraBERT called AraBERTv0.1. (Djandji 

et al., 2020) adopts a multitask learning approach with the AraBERT model for offensive 

language detection and hate speech detection and reports its superiority over single-task 

and multilabel approaches. Keleg, El-Beltagy, and Khalil (2020) used both M-BERT and 

AraBERT with the same experiment settings and reported an increase in macro F1 score 

by 5% with AraBERT.   

                                                
14 https://github.com/aub-mind/arabert  
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Arabic-BERT model is another Arabic monolingual BERT model. Safaya et al. 

(2020) develop the Arabic-BERT model using around 8.2 billion words equivalent to 

95GB of text. The pre-training corpus consists of multiple Arabic resources such as 

Arabic OSCAR and Arabic Wikipedia. It includes MSA and dialectal Arabic, in addition 

to some English words which were kept because of their significance on NER. The 

repository of Google BERT is used to train the model with a single TPU v3-8 from 

TensorFlow Research Cloud (TFRC). The authors make some changes to the original 

training settings of BERT, they apply 3M training steps with 128 batch size, instead of 

1M with 256 batch size. Results on sentiment analysis show a higher F1 score for Arabic-

BERT over M-BERT and hULMonA (SOTA model for Arabic sentiment analysis) when 

used with Levantine dialect and Egyptian dialect datasets.   

AraNet (Abdul Mageed et al., 2020) is another Arabic language tool that has been 

used for the task of offensive language detection. AraNet is a deep learning tool for 

Arabic social media processing. It can predict the age, dialect, gender, emotion, irony, 

and sentiment of the text. This tool aims to free the prediction model from feature 

engineering, which has been implemented by using the M-BERT model in developing the 

tool. AraNet is used by Elmadany et al. (2020) to predict the sentiment of tweets. The 

purpose of this study was to augment the primary dataset with an external set of 

unlabeled tweets to increase the offensive language and hate speech samples. In 

(Elmadany et al., 2020), the authors hypothesize that tweets with negative sentiment are 

more likely to have offensive content, thus, they use them to create a more balanced 

dataset.  
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FastText15 is an open-source library for text classification and representation 

learning. The library has pre-trained models for 157 different languages, including 

Arabic. FastText applies preprocessing strategies to support position dependency, phrase 

representations, and use of sub-word information. To support position dependency, a 

position-dependent weighting representation was implemented by learning position 

representations and applying them to re-weight the word vectors. In addition, instead of 

using unigram as in CBOW and skip-gram, FastText uses word n-grams to capture richer 

information. It uses the Word2Phrase tool from the Word2Vec software library to 

perform the task of phrase representation. In (Hassan et al., 2020) and (Saeed, Calders, & 

Kamiran, 2020), FastText is outperformed by other classifiers in general offensive 

language classification and hate speech classification. Alharbi and Lee (2020) 

demonstrate in their study the importance of incorporating character-based embeddings 

that FastText obtains with other types of word embeddings to increase the performance of 

the classifier for offensive language and hate speech tasks.  

2. Approach  

I group the studies based on the similarity of the targeted offensive language tasks 

tackled in the studies. Studies fall into five main categories shown in Table 3.   

 

 

 

 

                                                
15 https://fasttext.cc/  
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Table 3 Examples of each offensive category 
 

Categories Examples  

General offensive 
or abusive 

Abusive users, abusive posts, 
profanity 

Hate speech Religion, sport, racism, politics 

Cyberbullying Threatening posts, harassment, 
flaming 

Adult content Pornography, nudity 

Violence Extremism, terrorism 
 
 
 

1.1 General Offensive (Abusive) Language   

This category includes studies that do not focus on a particular type of offensive 

language.  Instead, they study offensive (abusive) content on social media using a more 

inclusively.  

Previous studies focus on detecting offensive Arabic tweets to identify abusive 

Twitter accounts (Abozinadah, Mbaziira, & Jones, 2015; Abozinadah, 2017; Abozinadah 

& Jones, 2017). Abozinadah, Mbaziira, and Jones (2015) build an initial dataset from 500 

Twitter accounts based on a set of Arabic swear words. Then, they check the 50 most 

recent tweets, profile pictures, and hashtags for each of these 500 Twitter accounts to 

extend their dataset. They extend the initial dataset until they reach a dataset of 350,000 

Twitter accounts and 1,300,000 tweets. The core dataset has balanced classes; half of the 

samples are labeled abusive, and the other half are labeled non-abusive. The text was pre-

processed by removing all non-Arabic words, symbols, numbers, and stop words, 

normalizing Alif, Alif Maqsura, and Ta Marbouta, and correcting misspelled words. 
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Then, three types of features are used to feed the classifiers, including profile-based 

features, tweet-based features, and social graph features. Profile-based features apply 

some statistical measurements on the number of tweets, followers, and following for each 

user account. Tweet-based features, using the most recent tweets for each account, 

contain statistical measurements and NLP techniques (e.g., BOW) on text, hashtags, and 

mentions, in addition to analyzing website’s links within tweets using VirusTotal. Social 

graph features use social graph theory concepts, including eigenvector, out-degree, and 

in-degree for each account. They develop three classifiers: NB, SVM, and Decision Tree, 

and explore them using multiple features and datasets. Results show that NB outperforms 

the other classifiers when used with 100 features and ten tweets for each account with an 

accuracy score of 85%. Findings show some patterns for abusive accounts, such as using 

more hashtags than non-abusive accounts, with hashtags that cover various unrelated 

topics such as names of cities, countries, profanity, or slang words (Abozinadah, 

Mbaziira, & Jones, 2015; Abozinadah, 2017).  

Alakrot, Murray, and Nikolov (2018a, 2018b) have also studied automatic Arabic 

offensive language detection. They created a dataset from YouTube comments based on 

selecting channels that have controversial videos about celebrities. Their final dataset 

includes 167,549 comments posted by 84,354 users and 87,388 replies posted by 24,039 

users from 150 YouTube videos (Alakrot, Murray, and Nikolov, 2018a). Three 

annotators from different Arabic nationalities, representing the same nationalities of the 

posters’ comments, labeled each comment, and then the inter-annotator agreement is 

computed. Two labels are used: positive for offensive comments and negative for not 
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offensive ones, while unclear comments are kept unlabeled (Alakrot, Murray, and 

Nikolov, 2018a). This dataset is then split into training and testing datasets and used to 

train an SVM-based classifier. Multiple pre-processing steps and features were explored 

to arrive at the best performance model. The light Arabic stemmer ARLSTem was used 

to convert text to tokenized stems of words (Alakrot, Murray, and Nikolov, 2018b). 

Moreover, comments were filtered by removing words matched with the stop words list 

provided by the NLTK and removing non-alphabetic characters (e.g., punctuation, 

numbers), diacritics, and Kashidas, which is a justification used in cursive scripts to 

elongate characters rather than separate them by spaces. Text pre-processing includes text 

normalization in which some letters are replaced by other letters, such as Alif (ا/آ/إ/أ) to 

Alif Maqsura (ي/ى) and Ta Marbouta (ة) to (ه). Pre-processing also includes replacing 

Persian and Urdu letters with equivalent Arabic letters and correcting commonly 

mistaken letters that have phonetic similarity (e.g., Dhaah (ظ), Dza’a (ض)). Two features 

were explored: n-gram (n = 1-5) and word-level. Best performance scores were achieved 

using the SVM-based classifier with 10-fold cross-validation and word-level features 

after fully pre-processing texts, which shows 90.05% accuracy (Alakrot, Murray, & 

Nikolov, 2018b).  

Mohaouchane, Mourhir, and Nikolov (2019) study multiple deep learning models 

to classify offensive Arabic language for YouTube comments using the same dataset 

developed by Alakrot, Murray, and Nikolov (2018a). They apply the same pre-processing 

procedures of Alakrot, Murray, and Nikolov (2018b) discussed earlier. They develop 

word embeddings using AraVec trained on the Twitter dataset and skip-gram model. 
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Four deep learning models were evaluated for the purpose of classifying offensive 

comments, including CNN, Bi-LSTM, Bi-LSTM with attention mechanism, and 

combined CNN and LSTM. For the CNN classifier, they specify the length of the 

comment as 418 words, thus, comments less than 418 words are padded with 0s. For 

hyperparameter tuning, they use the Tree-Structured Parzen Estimator (TPE) algorithm 

for Bayesian hyperparameter optimization. Results demonstrate an overall better 

performance for CNN with the highest accuracy of 87.84%, precision of 86.10%, and F1 

score 84.05%, while the combined CNN-LSTM model shows a better recall score of 

83.46%. Their findings can best be summarized with the following main points: (1) 

convolutional layers improve the performance of the models; (2) more offensive 

comments are detected, and better recall is obtained when combining convolutional 

layers with LSTM; and (3) the Bi-LSTM model with the attention mechanism improves 

the recall score of the model, detecting more offensive comments.   

An analysis for the Tunisian dialect is conducted by Haddad et al. (2019) who 

uses the T-HSAB dataset previously discussed to detect abusive language. The study 

deployed an SVM- and an NB-based system to predict whether the sample text includes 

abusive language. The authors explore multiple n-gram sizes with term frequency 

weighting to arrive at the best feature size. The results reveal better performance by the 

NB-based model than the SVM-based model when used with a combination of unigram 

and bigram features. The NB model reports 92.3% in F1, 91.5% in recall, 93.5% in 

precision, and 92.9% in accuracy, whereas the SVM-based model reports 74.7% in F1 

score, 73.8% in recall, 76.4% in precision, and 77.7% in accuracy.   
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Many studies use the OSACT dataset. In this section, I consider the experiments 

that cover the first labeling hierarchy because it identifies whether a tweet contains any 

offensive language or not. In the next section, I discuss the experiments that focus on the 

second labeling hierarchy for hate speech detection. For OSACT Arabic offensive 

language detection, the highest achieved macro F1 score is 90.5%, recorded by Hassan et 

al. (2019). In (Hassan et al., 2019), the authors applied four pre-processing steps: (1) 

removing all words that consist of non-Arabic characters; (2) removing all diacritics; (3) 

removing all punctuation; and (4) replacing repeated characters with only one. Multiple 

machine learning and deep learning classifiers are studied, but the authors only record 

results obtained by the best-performing classifiers. The best model use an ensemble of an 

SVM classifier with 1 to 5 n-gram characters and 1 to 3 n-grams word features combined 

with pre-trained Mazajak word embeddings, a Feed Forward Neural Network (FFNN) 

classifier with 1 to 8 n-gram characters, and 1 to 4 n-grams word features, and a CNN 

classifier with pre-trained Mazajak word embeddings. This ensemble classifier records 

90.5% for the macro F1 score, 93.9% for the accuracy, 90.2% for the precision, and 

90.9% for the recall. Hassan et al. (2020) also developed other classifiers, including 

FastText (sub-word), CNN-BiLSTM, and M-BERT.   

Djandji et al. (2020) use AraBERT for the OSACT dataset with a multitask 

learning approach and a multilabel classification approach. Multitask learning solves the 

data imbalance problem in the OSACT dataset by leveraging information from multiple 

tasks simultaneously. The same study also uses a multilabel classification approach using 

AraBERT, in which all labels of the two labeling hierarchies in the OSACT dataset—
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offensive and hate—are merged under a broad task of violence detection. Both 

approaches are explored as attempts to account for the extreme imbalance of the dataset. 

The authors apply pre-processing steps similar to the ones used in creating AraBERT to 

ensure its consistency. The pre-processing steps are: (1) using the Farasa Arabic 

segmenter to tokenize words; (2) removing users’ mentions, retweet mentions, URL, 

diacritics, emoji, and newline tokens; and (3) replacing underscores in hashtags with 

white spaces and padding the hashtags with white spaces. All experiments are conducted 

with 5 epochs, 32 batch size, and 256 sequence length in a GPU-accelerated environment. 

Results report 90.15% as the highest macro F1 score for offensive language detection 

when adopting the multitask learning approach with AraBERT. Findings from Djandji et 

al. (2020) reveal the superiority of using a multitask learning approach over a multilabel 

classification approach when using AraBERT for offensive language detection.   

Keleg, El-Beltagy, and Khalil (2020) investigate several classification models—

AraBERT, M-BERT, CNN, Bi-LSTM, and LR—for offensive language detection using 

the OSACT dataset. Different pre-processing procedures are applied for each classifier, 

removing diacritics, fixing elongated words, and tokenization. Many features are also 

developed, including 1 to 9 character n-grams TF-IDF, AraVec word embeddings, and 

Word2Vec. The AraBERT model augmented with a list of profane words records the 

highest macro F1 score of 88%, followed by the Bi-LSTM model with 86.9%, the CNN 

model with 86.7%, the M-BERT with 82.6%, and the LR model with 74.6%. During the 

error analysis, Keleg, El-Beltagy, and Khalil (2020) highlight some issues that confuse 
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the classifier, such as the presence of offensive words in a non-offensive context, using 

sarcastic speech to quote scenes from popular movies, and wrong annotations.   

The OSACT dataset has been studied using multitask learning and deep learning 

models by Abu Farha and Magdy (2020). The Arabic word embeddings Mazajak are used 

to create the word vectors; thus, the authors use the same pre-processing procedures that 

were used in creating Mazajak to the tweets. These pre-processing procedures include 

letter normalization for Hamza, Ya, and Ha; removing elongation; and basic cleanings, 

such as removing unknown characters, diacritics, punctuation, and URLs. Abu Farha and 

Magdy (2020) investigate various classifiers: Multinomial Naive Bayes (MNB), M-

BERT, Bi-LSTM, and CNN-BiLSTM. In addition to a multitask learning classifier that 

consists of a CNN-BiLSTM trained on offensive language, hate speech, and sentiment, 

this multitask learning classifier had three versions: the first model trained just on 

offensive language and hate speech without sentiment; the second one trained on 

offensive language, hate speech, and sentiment predicted by Mazajak sentiment analyzer; 

and the third model trained on offensive language, hate speech, and sentiment, which 

assumes all offensive and hate speech tweets are negative sentiment and others were 

positive sentiment. The results report 90.4% as the highest macro F1 score in offensive 

language detection, recorded by the third multitask learning model.    

In (Saeed, Calders, & Kamiran, 2020), the authors created a mixture of multiple 

deep learning models and an ensemble classifier of traditional machine learning models 

to the OSACT dataset in building an offensive language detection system. Tweets are 

pre-processed by removing replaced tokens for user mentions, URL, and newline; 
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removing emoticons, emoji, punctuation, English characters, digits, and diacritics; 

character normalization for Hamza, Ya, Ha, and Qaf; removing character repetitions of 

more than three; and special pre-processing for Out-Of-Word-Embeddings-Vocabulary 

(OOWEV) words, in which the OOWEV words are split into two tokens whenever the 

first character of the word is Wa, Fa, or Sa. The last pre-processing step is included 

because Wa, Fa, or Sa are often used at the beginning of the words as a grammatical 

particle (Wa as “and” or “vow” or “oath”, Fa to show consequence to a former statement, 

and Sa as a reference for a very close future). Saeed, Calders, and Kamiran (2020) apply 

a concatenation of two word embeddings to form the feature vectors. Each vector 

contains a 300-dimensional FastText vector and a 100-dimensional Word2Vec vector, 

which result in a 400-dimensional vector representation. The system architecture has two 

main classification phases. The first classification phase consists of four deep learning 

models: CNN, Bi-LSTM, Bidirectional Gated Recurrent Unit (Bi-GRU), and CNN-

BiLSTM. The predicted results of the first phase are used as the new training set for the 

second phase, which consists of a stacking ensemble classifier of an NB, a LR, an SVM, 

a Nearest Neighbour, and a Random Forest. The system records a macro F1 score of 

95.51% for offensive language detection.   

Alharbi and Lee (2020) create a system for offensive language detection that used 

the OSACT dataset. In (Alharbi & Lee, 2020), the following steps are performed during 

the pre-processing phase: removing non-Arabic characters, diacritics, and punctuation; 

letter normalization for Hamza and Ta Marbouta; and specific segmentation for strings 

that start with “یا/yA/O” that use RegEx to segment the string into two words. Moreover, 
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emojis are kept during the preprocessing phase and later each emoji is used to create a 

vector representation. The model is based on multiple word embedding tools: AraVec 

and Mazajak for word level embeddings and FastText for character level embeddings. 

The authors emphasize the significance of having the two levels of embeddings because 

the word level embeddings provide valuable insights into the semantic similarity and the 

character level embeddings support the encoding of all variants of a word’s morphology. 

Two classifiers are developed; the first one that generates the highest macro F1 score is 

the LSTM deep learning model, and the second one is the tree decision-based algorithm 

"XGBoost" model. The LSTM shows 88.5% in the macro F1 score, 93.5% in the 

accuracy, 87.1% in the recall, and 90.1% in the precision. The XGBoost shows 87% in 

the macro F1 score, 92.8% in the accuracy, 84.9% in the recall, and 89.5% in the 

precision in offensive language detection.  

In Haddad et al. (2020), the OSACT dataset has also been used in training and 

developing an offensive language detection system. The following steps are taken during 

the pre-processing phase: (1) removal of non-Arabic words, diacritization, punctuation, 

emoticons, and some stopwords; (2) replacing some words with their Arabic equivalents, 

such as “URL” with “یورل”; reducing elongated words and consecutive repetitive 

characters to their original form; and (3) letter normalization for Alif Maqsura, and Ta 

Marbouta. After that, Haddad et al. (2020) try to solve the issue of imbalanced classes 

between offensive and not offensive samples by adding more offensive samples from the 

YouTube dataset provided by Alakrot, Murray, and Nikolov (2018a). The AraVec word 

embeddings are used to create word representations. The authors check the overlap 
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between tokens from the augmented dataset for offensive language and the corpus used in 

developing the AraVec word embeddings, which shows 83% overlap. The baseline 

models —SVM, LR, and Ridge—TF-IDF and BOW vectorizers features are studied. 

Moreover, several deep learning classifiers are explored, including CNN, CNN with 

attention, GRU, Bi-GRU, and Bi-GRU with attention. The best performing model is the 

Bi-GRU with attention, which reports 85% in the macro F1 score, 91% in the accuracy, 

88% in the precision, and 83% in the recall. The authors recommend advancing the 

system by using LSTM instead of GRU to help in capturing long range dependencies in 

samples.  

In another OSACT dataset-based study, Elmadany et al. (2020) utilize a list of 

352 manually constructed offensive words to develop an offensive language detection 

system based on assuming a correlation between negative sentiment and offensive 

language. The initial list of words includes 2,158 words extracted from the training 

OSACT dataset based on one criterion that consists of appearing after the “یا/yA/O”. 

Then, the initial list is manually investigated to construct the final offensive lexicon list. 

After that, the lexicon lists are used as keywords to extract tweets from another Twitter 

corpus constructed by Abdul Mageed et al. (2019). This list of the extracted tweets was 

further studied to check their sentiments by applying AraNet (Abdul Mageed et al., 

2020). Only the negative tweets are kept in order to augment the OSACT dataset as an 

attempt to solve the imbalanced distribution of the classes. The M-BERT model forms 

the base for generating all classifiers used in this study. Four classifiers are created, 

including M-BERT fine-tuned on the OSACT training dataset, M-BERT fine-tuned on 
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the Arabic binary sentiment analysis corpus provided by Abdul Mageed et al. (2019), M-

BERT fine-tuned on eight classes of the Arabic emotion identification corpus provided 

by Abdul Mageed et al. (2019), and the last model is similar to the previous one but the 

M-BERT is fine-tuned on both the augmented dataset and the multi-classes emotion 

identification corpus. The last model that utilizes the augmented dataset in fine-tuning the 

M-BERT model achieves the best performance; its macro F1 score is 82.85%, and the 

accuracy is 89.35%. The authors end the study with a recommendation to further analyze 

semi-supervised methods to improve the offensive language classification model for the 

Arabic language.  

The only offensive language detection system that used a multi-platform dataset is 

created by Chowdhury et al. (2020). In this study, the authors use many datasets to 

evaluate the system, including the MPOLD (Chowdhury et al., 2020), the L-HSAB 

(Mulki et al., 2019), the Aljazeera.net deleted comments datasets, and the Egyptian 

tweets dataset developed by Mubarak, Darwish, and Magdy (2017). Text is pre-

proceeded by tokenization, removing punctuation, URLs, stop words, and diacritics, and 

adding whitespace to separate adjacent words and emoji. Moreover, all emojis and 

hashtags found in the text are kept because of their contextual information. Then, the text 

is converted to 1 to 5-character TF-IDF vectors. Experiments are designed to test for the 

model generality; thus, the authors use an SVM-based model and assess it using 

platform-wise 5-fold cross-validation by following an approach called Leave-One-

Platform-Dataset-Out (LOPO). For instance, a model trained on a Twitter dataset is tested 

using a Facebook dataset, an Aljazeera.net dataset, a YouTube dataset, and different 
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combinations of them. Findings show low generalizability and poor performance by the 

model trained using one platform dataset compared to those that are trained using 

multiple-platform datasets. The highest reported macro F1 score is 84%, which is 

achieved by the model trained using a combination of Facebook, YouTube, and 

Aljazeera.net datasets and tested on a Twitter dataset. Moreover, this study also 

investigates the performance of the classifiers on dialectal Arabic—Levantine and 

Egyptian. The model trained on the multi-platform Aljazeera.net comment dataset model 

outperformed the other models in capturing diversity in different Arabic dialects. 

Moreover, the same study conducts an analysis of the use of emojis within offensive 

samples, which indicates more frequent usage of emojis from the animal category 

compared to the other categories of emoji. For instance, the model trained on both the 

Twitter and the YouTube samples performs significantly better in detecting offensive 

content on the Facebook test set than the individual YouTube or Twitter models.   

Table 4 summarizes the previous studies for offensive and abusive language 

detection we discussed above.  

 
 
 

Table 4 Qualitative analysis of general offensive or Abusive language detection literature 

Ref. Preprocessing Features Dataset Classifier Accuracy F1 Recall Precision 

Abozinadah et 
al. (2015) 

Removing 
non-Arabic 
words, 
symbols, 
numbers, and 
stop words, 
normalizing 
letters, correct, 
misspelling 

Profile-
based 
features, 
tweet-based 
features, and 
social graph 
features 

Twitter, 
350,000, 
Twitter 
account, 
and 
1,300,000 
tweets 

NB, SVM 
and 
Decision 
Tree  

85% NB, 

64% 
SVM, 

84% 
Decision 
Tree 

85% NB, 

63% 
SVM, 

84% 
Decision 
Tree 

85% NB, 

64% 
SVM, 

84% 
Decision 
Tree 

85% NB, 

67% 
SVM, 

84% 
Decision 
Tree 

Alakrot et al. Stemming, 
removing stop Word-level YouTube, 

15,050 
SVM 90.05% 82% 77% 88% 
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Ref. Preprocessing Features Dataset Classifier Accuracy F1 Recall Precision 

(2018b)  words, and 
non-alphabetic 
characters, 
normalizing 
letters, 
replacing 
Persian Urdu 
letters with 
equivalent 
Arabic letters, 
correct 
misspellings 

features comments 

Mohaouchane 
et al. (2019) 

Adopt 
Alakrot, 
Murray, and 
Nikolov 
(2018b) 
approach 

AraVec 
trained on 
Twitter 
dataset and 
skip-gram 
model 

YouTube, 
15,050 
comments 

CNN, Bi-
LSTM, Bi-
LSTM with 
attention 
mechanism, 
and 
combined 
CNN-
LSTM 

87.84% 
CNN, 
86.42% 
Bi-
LSTM, 
85.75% 
Bi-LSTM 
with 
attention, 
87.27% 
combined 
CNN-
LSTM 

84.05% 
CNN, 
82.33% 
Bi-
LSTM, 
81.70% 
Bi-LSTM 
with 
attention, 
83.46% 
combined 
CNN-
LSTM 

82.24% 
CNN, 
80.97% 
Bi-
LSTM, 
81.51% 
Bi-LSTM 
with 
attention, 
83.46% 
combined 
CNN-
LSTM 

86.10% 
CNN, 
83.74% 
Bi-
LSTM, 
85.75% 
Bi-LSTM 
with 
attention, 
83.89% 
combined 
CNN-
LSTM 

Haddad et al. 
(2019) 

Removing 
non-Arabic 
characters, 
Emoji, 
numbers, RT, 
usermention, 
and hashtags 

N-grams and 
term 
weighting 
features 

N/A, 
6,075 
comments 

NB and 
SVM 

92.9% 
NB, 
77.7% 
SVM 

92.3% 
NB, 
74.7% 
SVM 

93.5% 
NB, 
73.8% 
SVM 

93.5% 
NB, 
76.4% 
SVM 

Hassan et al. 
(2020) 

Removing 
non-Arabic 
characters, 
diacritics, 
punctuation, 
and replacing 
repeated 
characters 
with one 

N-grams and 
Mazajak 
word 
embeddings 

Twitter, 
10,000 
tweets 

SVM, 
CNN, 
CNN-
BiLSTM, 
FFNN, 
FastText, 
M-BERT, 
and 
ensemble 

94.3% 
SVM, 
92.1% 
CNN, 
92.9% 
CNN-
BiLSTM, 
91.9% 
FFNN, 
89.5% 
FastText 
90.1% M-
BERT 
94.3% 
ensemble 

90.4% 
SVM, 
86.5% 
CNN, 
87.8% 
CNN-
BiLSTM, 
85.1% 
FFNN, 
79.4% 
FastText 
83.3% M-
BERT 
90.5% 
ensemble 

91% 
SVM, 
86.7% 
CNN, 
88.1% 
CNN-
BiLSTM, 
84% 
FFNN,  
75.7% 
FastText 
83.7% M-
BERT 
91.1% 
ensemble 

89.8% 
SVM, 
86.2% 
CNN, 
87.6% 
CNN-
BiLSTM, 
87.1% 
FFNN,  
85.5% 
FastText 
83% M-
BERT 
89.9% 
ensemble 

Djandji et al. 
(2020) 

Tokenization, 
removing 
usersmention, 
retweet,  URL, 
diacritics 
emojis and 
newline, 
replacing 
underscore in 
hashtag with 
white spaces 

Not 
available  

Twitter, 
10,000 
tweets 

AraBERT Not 
available 90.15% Not 

available 
Not 
available 
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Ref. Preprocessing Features Dataset Classifier Accuracy F1 Recall Precision 

Husain 
(2020b) 

Converting 
emoji and 
emoticon to 
text, letter 
normalization, 
replacing 
repeated letter 
with one, 
dialect 
normalization, 
converting 
hyponym to 
hypernym, 
replacing 
underscore in 
hashtag with 
white space, 
removing 
numbers, 
HTML tags, 
more than one 
space, 
symbols, 
stopwords, 
and diacritics 

Count  
vectorizer 

Twitter, 
10,000 
tweets 

SVM 90.2% 89.8% 90.2% 89.9% 

Husain 
(2020a) 

Adopt Husain 
(2020b) 
approach 

Count 
vectorizer 
and TF-IDF 

Twitter, 
10,000 
tweets 

SVM, LR, 
Decision 
Tree, 
Bagging, 
Random 
Forest, and 
Adaboost 

Not 
available 

82% 
SVM, 
81% LR, 
69% 
Decision 
Tree, 88% 
Bagging, 
87% 
Random 
Forest, 
and 86%  
Adaboost 

Not 
available 

Not 
available 

Keleg et al. 
(2020) 

Removing 
diacritics, 
fixing 
elongated 
words, and 
tokenization 

N-grams, 
TF-IDF, 
AraVec 
word 
embeddings, 
and 
Word2Vec 

Twitter, 
10,000 
tweets 

LR, CNN, 
BiLSTM,  
M-BERT, 
and 
AraBERT 

88.8% 
LR, 
92.8% 
CNN, 
92% 
BiLSTM, 
90.5% M-
BERT  
92.8% 
AraBERT 

74.6% 
LR, 
86.7% 
CNN, 
86.9% 
BiLSTM, 
82.6% M-
BERT 
87.6% 
AraBERT 

69.4% 
LR, 
83.8% 
CNN, 
88.4% 
BiLSTM, 
80.5% M-
BERT 
87.1% 
AraBERT 

92.1% 
LR, 
90.6% 
CNN, 
85.6% 
BiLSTM, 
85.5% M-
BERT 
88.1% 
AraBERT 

Abu Farha 
and Magdy 
(2020) 

Normalizing 
letters, 
removing 
elongation, 
unknown 
characters, 
diacritics, 
punctuation, 
and URLs 

N/A 
Twitter, 
10,000 
tweets 

NB, M-
BERT, 
BiLSTM, 
CNN-
BiLSTM, 
and 
multitask 

N/A 

49% NB, 
85.7% M-
BERT, 
89.6% 
BiLSTM, 
90.1% 
CNN-
BiLSTM, 
and 
90.4% 
multitask 

N/A N/A 

Saeed et al. Normalizing FastText  Twitter, NB, LR, Not 64.73% Not Not 
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Ref. Preprocessing Features Dataset Classifier Accuracy F1 Recall Precision 

(2020) letters,  
removing 
usermention, 
newline, 
emoticons, 
emojis 
diacritics,  
English 
characters, 
punctuation, 
and URLs, 
and  process 
out-of-word-
embeddings-
vocabulary 

and 
Word2Vec 

10,000 
tweets 

SVM, 
Random 
Forest 
CNN, 
BiLSTM, 
BiGRU, 
CNN-
BiLSTM, 
and 
ensemble 

available NB, 
84.55% 
LR, 
84.86% 
SVM,  
80.92% 
Random 
Forest 
88.67% 
CNN,  
89.02% 
BiLSTM, 
88.75% 
BiGRU, 
87.84% 
CNN- 
BiLSTM, 
and  
95.51% 
ensemble 

available available 

Alharbi and 
Lee (2020) 

Removing  
diacritics, 
punctuation, 
and non-
Arabic 
characters, 
normalizing 
letters, and  
specific 
segmentation 
for یا/yA/O 
words 

Mazajak,  
AraVec, and 
FastText 
word 
embeddings 

Twitter, 
10,000 
tweets 

LSTM and 
XGBoost 

93.5% 
LSTM, 
92.8% 
XGBoost 

88.5% 
LSTM, 
87% 
XGBoost 

87.1% 
LSTM, 
84.9% 
XGBoost 

90.1% 
LSTM, 
89.5% 
XGBoost 

Haddad et al. 
(2020) 

Removing  
diacritics, 
punctuation, 
non-Arabic 
characters, 
emoticons, 
and  
stopwords, 
replacing 
some tokens 
by their 
Arabic words, 
normalizing 
letters, 
reducing 
repeated 
letters and 
elongated 
words 

AraVec 
word 
embeddings 

Twitter, 
10,000 
tweets and 
YouTube, 
N/A\ 

SVM, LR, 
Ridge, 
CNN, 
GRU, and 
BiGRU 

90.6% 
SVM, 
87.2% 
LR, 
90.5% 
Ridge, 
92% 
CNN, and 
91% 
BiGRU 

83% 
SVM, 
78% LR, 
83% 
Ridge, 
86% 
CNN, and 
85% 
BiGRU 

81% 
SVM, 
79% LR, 
80% 
Ridge, 
85% 
CNN, and 
86% 
BiGRU 

85% 
SVM, 
77% LR, 
85% 
Ridge, 
86% 
CNN, and 
88% 
BiGRU 

Elmadany et 
al. (2020) Not available Not 

available 

Twitter, 
10,000 
tweets 

M-BERT 89.35% 82.85% Not 
available 

Not 
available 

Chowdhury et 
al. (2020) 

Removing  
diacritics, 
punctuation,  
stop words, 
and URLs, 

TF-IDF 

Facebook, 
800 posts, 
Twitter, 
1,600 
tweets,and 

SVM Not 
available 84% Not 

available 
Not 
available 
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Ref. Preprocessing Features Dataset Classifier Accuracy F1 Recall Precision 

and adding a 
whitespace to 
separate 
between 
adjacent 
words and 
emoji 

YouTube, 
1,600 
comments 

 
 
 
2.2 Hate Speech   

Albadi, Kurdi, and Mishra (2018; 2019a) study religious hate speech in the Arabic 

language from Twitter.  As part of their study, they collect their dataset using Arabic 

keywords representing multiple religious beliefs, as we discussed earlier. Prep-rocessing 

techniques used include normalizing some letters (e.g., Alif, Alif Maqsura, and Ta 

Marbouta) and removing diacritics (Albadi, Kurdi, & Mishra, 2018). SRIStemmer and 

MADAMIRA 2.1 were used to support the pre-processing tasks of stemming and 

filtering texts. They used the lexicons AraHate-PMI, AraHate-Chi, and AraHate-BNS as 

the basis for their baseline model, giving a score to each tweet based on matches of its 

content to the lexicon terms. They also develop an LR-based model and an SVM based 

model with a character n-gram feature (n = 1 to 4), and a GRU based RNN network with 

the Twitter-CBOW 300-dimension embedding model provided by AraVec, batches of 

size 32, and Adam as the optimizer (Albadi, Kurdi, & Mishra, 2018). Findings reveal that 

for some religious minorities in the Middle East—Jews, Atheists, and Shia—almost half 

of the tweets which mention them do so within the context of hate speech. Results record 

the best performance score of 77% F1 when using the GRU-based model. Training the 

same model with the additional temporal, user, and content features results in a SOTA 
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recall score of 84% (Albadi, Kurdi, & Mishra, 2019a). They extend their investigation of 

Arabic religious hate speech on Twitter to study its impact on malicious bots that are 

often used to amplify fake news and misinformation (Albadi, Kurdi, & Mishra, 2019b). 

Using the same dataset they developed earlier; they were able to define a set of 450 

manually-labeled accounts with bot-like behaviors.  

Chowdhury et al. (2019) extend the previously discussed studies by Albadi, 

Kurdi, and Mishra (2018; 2019a; 2019b) to study the effects of community interaction 

and social representations in detecting religious hate speech in the Arabic Twitter-sphere. 

They use the same dataset constructed by Albadi, Kurdi, and Mishra (2018), but due to 

the unavailability of some samples, the size of the dataset is reduced to 1,685 hate tweets 

and 2,265 not hate tweets. This study assumes that similar people are more likely to form 

online communities, in which similarity can be defined based on several factors, such as 

location, age, language, etc. Hence, if some information about a member of an online 

community is available, one can infer information about other individuals in the same 

community who are identified as similar according to a predefined similarity measure. 

Chowdhury et al. (2019) define this concept as leveraging community interaction. 

Accordingly, if an individual commonly shares hate speech content, then it is more likely 

that other individuals within the same online community are posting similar content. 

They adopt the same pre-processing approach of Albadi, Kurdi, and Mishra (2018), in 

addition to some other Twitter-specific pre-processing techniques, such as normalizing 

links, user mentions, and numbers to somelink, someuser, and somenumber. Two social 

network graphs were employed, a follower graph and a retweet graph, both of which 
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were unweighted, undirected graphs. These graphs were used to create a vector 

representation for each author using the Node2Vec framework to ensure having a node 

representation that gives equal weight to both structural and community-oriented 

information. In addition, they develop multiple features, including word embedding, node 

embedding, sentence representation, and character n-gram features (n = 1-4). Several 

classification models were explored using multiple combinations of features, such as 

GRU, LR, SVM, LSTM, Bi-LSTM, CNN, Bi-GRU, in addition to combining multiple 

models and using self-attention and Node2Vec criteria. The highest accuracy score 

recorded in the results is 81%, obtained by the model that contains a combination of Bi-

GRU, CNN, and Node2Vec. Meanwhile, the best F1 score, recall, and precision were 

registered by the model that combines the LSTM, the CNN, and the Node2Vec; 89%, 

78%, and 86%, respectively.   

In Haddad, Mulki, and Oueslati (2019), the authors create the T-HSAB dataset 

and develop a system that could differentiate among hate speech, abusive language, and 

normal social media content in the Tunisian dialect. Two traditional machine learning 

classifiers are created—SVM and NB—which are trained with uni-grams, uni-grams and 

bi-grams, and uni-grams and bi-grams and tri-grams, then, term frequency weighting is 

applied to reduce the dimensionality of the features. The SVM model reports 62.2% for 

the F1 score, 59.9% for the recall, 66.5% for the precision, and 73.9% for the accuracy. 

On the other side, the NB model outperforms the SVM in all performance measures. The 

NB model achieves 83.6% in the F1 score, 79.8% in the recall, 89.5% in the precision, 

and 87.9% in the accuracy.      
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Omar, Mahmoud, and Abd El-Hafeez (2020) release the first multi-platform 

dataset for Arabic hate speech detection, and they also use it to create a binary system for 

hate speech detection based on 12 machine learning classifiers and two deep learning 

classifiers. Multiple machine learning models are explored, including MNB, Complement 

NB, Bernoulli NB, SVM, NuSVC, LinearSVC, LR, Decision Tree, Stochastic Gradient 

Descent (SGD), Ridge, Perceptron, and Nearest Centroid, in addition to the CNN and the 

RNN deep learning models. The best F1 score is 98.7% recorded by the RNN model, 

which also reports the same percentage in recall, precision, and accuracy.   

The Twitter hate speech dataset (Aljarah et al., 2020) discussed earlier has been 

used by Aljarah et al. (2020) to train and evaluate a hate speech detection system. 

However, samples from the neutral class are excluded from this study. Thus, binary 

classifiers are utilized with only hate and not hate samples. The following procedures are 

conducted during the data preprocessing phase: removing non-Arabic characters, 

numbers, symbols, punctuation, hashtags, URLs, and diacritics; and filtering out 

stopwords and negation words. In the experiments, multiple features are investigated, 

including BOW vectors, TF vectors, TF-IDF vectors, profile features, and emotion 

features. Features are selected to form several combinations during the experiments. The 

authors study SVM, Gaussian NB, Decision Tree, and Random Forest models in 

developing the system. To evaluate the performance effectively, both 10-fold cross-

validation and Grid search are performed. The F1 measure is not included in the 

performance evaluation process; rather, the geometric mean is applied in addition to 

accuracy, recall, and precision. Results demonstrate the random forest model with TF-
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IDF and profile features as the best one, which reports the highest geometric mean of 

91.2% and the highest accuracy of 91.3%. It also shows a recall score of 94.1% and a 

precision score of 89.7%. Further analysis of the results demonstrates the relationship of 

racism, emigrant, and God word-based features to hate speech samples. The authors also 

highlight some challenges related to the dialectal Arabic used in social media and the 

shortage of Arabic resources.    

Several studies have used the Twitter OSACT dataset for hate speech detection. I 

documented the highest macro F1 score among all hate speech experiments, as it is 

explained in detail in Chapter 7, which is 95.2% and achieved by applying intensive pre-

possessing procedures with an SVM classifier and count vectorization of 2 to 5 

characters. The experiment settings and the pre-processing procedures are identical to 

those discussed in Chapter 7. The result without applying any pre-processing steps shows 

a macro F1 score of 67%; however, it increases by 28.2% after applying all pre-

processing steps. Moreover, the system achieves 95.9% in the recall, 95.2% in the 

precision, and 95.9% in the accuracy. These findings demonstrate the effectiveness and 

significance of this intensive pre-processing approach for hate speech detection, as it 

shows the higher performance when applied to hate speech rather than offensive 

language.   

Djandji et al. (2020) also used the same approach they follow for offensive 

language detection that I discuss in the previous section, which consists of multitask 

learning and multilabel classification with the AraBERT model for hate speech detection. 

In general, results for hate speech detection show lower performance than offensive 
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language detection. The highest recorded macro F1 score for hate speech detection is 

83.41%, achieved by multitask learning with AraBERT. The error analysis shows that 

confusion occurs in tweets that consist of offensive words in a non-offensive context. In 

addition, the authors' investigations show some mislabeled hate speech tweets, detected 

by their system. Generally, most of the errors are related to mockery, sarcasm, or 

mentioning other offensive and hateful statements within tweets.  

Among the researchers that used the OSACT dataset is Hasan et al. (2020). In 

(Hassan et al., 2020), the basic pre-processing steps applied include removal of words 

with non-Arabic characters, removal of diacritics and punctuation, and reducing the 

repetition of the characters to only one. The authors develop various classifiers: SVM, 

bagged SVM, CNN-BiLSTM, M-BERT, and an ensemble classifier of SVM, bagged 

SVM, and CNN-BiLSTM. The best performance classifier is the ensemble classifier, 

which uses multiple features such as 1 to 5 n-gram characters, 2 to 6 n-gram characters, 1 

to 3 n-grams words, pre-trained Mazajak word embeddings, and CNN feature extractor. 

The best-obtained results are 96.6% in the accuracy, 83.8% in the precision, 78.1% in the 

recall, and 80.6% in the macro F1 score. The authors attribute the low performance of the 

classifier to the fact that the dataset has low percentage of hate speech samples; only 5% 

are hate speech samples.  

Saeed, Calders, and Kamiran (2020) use the same system architecture model that 

is developed for offensive language detection for hate speech detection. The authors use 

the OSACT dataset with multiple deep learning classifiers and traditional machine 

learning ensemble classifiers. The results show inferior performance for hate speech 
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detection in comparison to offensive language detection. The macro F1 score is 77.79% 

for hate speech detection, while for offensive language detection, it is 95.51%, as I 

mentioned in the previous section.     

Similar to Saeed, Calders, and Kamiran (2020), Abu Farha and Magdy (2020) use 

the OSACT dataset for hate speech detection with the same system architecture 

previously discussed for the offensive language system that is developed by the same 

authors. However, the results from Abu Farha and Magdy (2020) for hate speech 

detection systems are lower than those achieved by offensive language detection systems. 

The best macro F1 score is 76%, recorded by the multitask learning model that consists 

of a CNN-BiLSTM classifier trained on both offensive language and hate speech tasks.  

The OSACT dataset is also used for hate speech detection by Haddad et al. 

(2020). For the hate speech detection system, the authors apply the same pre-processing 

steps and classifiers that they have applied for their offensive language detection system, 

except the dataset is not augmented to account for the imbalance in class distribution, and 

the OSACT dataset is used without any modification for the number of samples for each 

class. The results report the Bi-GRU with attention model as the best performing model, 

which shows 75% for the macro F1 score, 95% for the accuracy, 75% for the precision, 

and 74% for the recall. The authors highlight that the hate speech detection task is a 

complex one; even the best performing model has difficulty distinguishing between hate 

speech samples and other instances of offensive language.   

In Alharbi and Lee (2020), the authors also train and evaluate the hate speech 

model with the OSACT dataset. They use the same system they develop for offensive 
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language detection discussed in the previous section. However, the behavior of the two 

classifiers—LSTM and XGBoost—are opposites in how they behave for offensive 

language detection. For hate speech detection, XGBoost reveals higher performance than 

LSTM. The results report a macro F1 score of 74.2%, an accuracy of 96.3%, a recall of 

86.4%, and a precision of 68.5% for the XGBoost model. Meanwhile, the LSTM model 

shows a macro F1 score of 48.7%, an accuracy of 95%, a recall of 47.5%, and a precision 

of 50%.    

Elmadany et al. (2020) apply the same approach they follow in their offensive 

language experiments for hate speech detection. As we discussed earlier, Elmadany et al. 

(2020) augment the OSACT dataset with another manually constructed dataset with an 

M-BERT-based classifier as the basis for their model. For the hate speech detection 

system, the M-BERT that is fine-tuned on the OSACT training dataset only records the 

best macro F1 score, which is 70.51%. The same model also shows an accuracy score of 

95.20%. It is noticeable that the behavior of the classifiers changed sharply when the 

tasks are switched from the offensive language detection task to the hate speech detection 

task.   

Table 5 summarizes the studies I discuss above for hate speech detection in the 

Arabic language. For some studies that include various experiments for similar 

classifiers, I reduced them to the one that gave the best results. For example, Omar 

Mahmoud, and Abd El-Hafeez (2020) include three NB-based classifiers—MNB, 

Complement NB, and Bernoulli NB—of which I present only Complement NB in the 

table because it is the one that has the best results among all NB-based models.  
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Table 5 Qualitative analysis of hate speech literature 

Ref. Preprocessin
g Features Dataset Classifier Accuracy F1 Recall Precision 

Albadi et 
al. (2018)  

Normalizing: 
letters, tweets 
attributes and 
numbers, 
lemmatization
, removing 
stop words, 
non-Arabic 
letters, and 
one-letter 
words, 
handling 
elongation 

AraVec 
Twitter, 
6,600 
tweets 

LR, SVM 
and GRU-
RNN 

71% LR, 
75% 
SVM, 
79% 
GRU-
RNN 

70% LR, 
72% 
SVM, 
77% 
GRU-
RNN 

71% LR, 
72% 
SVM, 
78% 
GRU-
RNN 

74% LR, 
72% 
SVM, 
76% 
GRU-
RNN 8 

Albadi et 
al. (2019a) 

Adopt Albadi 
et al. (2018) 
approach 

Temporal, 
users, and 
content 
features 

Twitter, 
6,600 
tweets 

GRU 79% 77% 84% 76% 

Chowdhur
y et al. 
(2019) 

Adopt Albadi 
et al. (2018) 
approach and 
Twitter 
specific 
technique 

Word 
embedding, 
node 
embedding, 
sentence 
representation
, and 
character n-
gram 

Twitter, 
3,950 
tweets 

GRU, LR, 
SVM, 
LSTM, Bi-
LSTM, 
CNN, Bi-
GRU 

81% Bi- 
GRU, 
CNN, and 
Node2Vec 

89% 
LSTM, 
CNN, and 
Node2Vec 

78% 
LSTM, 
CNN, and 
Node2Vec 

86% 
LSTM, 
CNN, and 
Node2Vec 

Haddad et 
al. (2019) 

Removing 
RT, digits, 
hashtags, 
Emojis, 
usermention 
and non-
Arabic 
characters 

N-grams and 
term 
frequency 
weighting 

Not 
available, 
6,075 

NB and 
AVM 

87.9% 
NB, 
73.9% 
SVM 

83.6% 
NB, 
62.2% 
SVM 

79.8% 
NB, 
59.9% 
SVM 

89.5% 
NB, 
66.5% 
SVM 

Omar et al. 
(2020) 

Removing 
non-Arabic, 
characters, 
emoji, URLs, 
and posts less 
than 2 words 

Not available 

Twitter, 
Facebook
, 
YouTube, 
Instagram
, 20,000 
samples 

Complemen
t NB, 
LinearSVC, 
LR, 
Decision 
Tree, SGD, 
Ridge, 
Perceptron, 
and Nearest 
Centroid 

97.59% 
NB, 
97.49% 
SVM, 
97.54% 
LR, 
93.41% 
Decision 
Tree, 
97.42% 
SGD, 
97.07% 
Ridge, 
96.69% 
Perceptron
, 89.39% 
Nearest 
Centroid 

97.59% 
NB, 
97.49% 
SVM, 
97.54% 
LR, 
93.40% 
Decision 
Tree, 
97.42% 
SGD, 
97.07% 
Ridge, 
96.69% 
Perceptron
, 89.38% 
Nearest 
Centroid 

97.59% 
NB, 
97.49% 
SVM, 
97.54% 
LR, 
93.41% 
Decision 
Tree, 
97.42% 
SGD, 
97.07% 
Ridge, 
96.69% 
Perceptron
, 89.39% 
Nearest 
Centroid 

97.63% 
NB, 
97.49% 
SVM, 
97.55% 
LR, 
93.50% 
Decision 
Tree, 
97.42% 
SGD, 
97.07% 
Ridge, 
96.69% 
Perceptron
, 89.58% 
Nearest 
Centroid 
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Ref. Preprocessin
g Features Dataset Classifier Accuracy F1 Recall Precision 

Aljarah et 
al. (2020) 

Removing 
digits, 
hashtags, 
symbols, 
punctuation, 
URLs, 
diacritics, 
stopwords, 
negation 
words, and 
non-Arabic 
characters 

BOW vectors, 
TF vectors, 
TF-IDF, 
profile 
features, and 
emotion 
features 

Twitter, 
3,696 
tweets 

NB, SVM, 
Decision 
Tree, and 
Random 
Forest 

89.4% 
NB, 
84.2% 
SVM, 
87.7% 
Decision 
Tree, 
91.3% 
Random 
Forest 

Not 
available 

89.4% 
NB, 
97.8% 
SVM, 
91.5% 
Decision 
Tree, 
94.3% 
Random 
Forest 

89.6% 
NB, 
78.6% 
SVM, 
85.8% 
Decision 
Tree, 
89.7% 
Random 
Forest 

Husain 
(2020b) 

Converting 
emoji and 
emoticon to 
text, letter 
normalization, 
replacing 
repeated letter 
by one, 
dialect 
normalization, 
converting 
hyponym to 
hypernym, 
replacing 
underscore in 
hashtag by 
whitespace, 
removing 
numbers, 
HTML tags, 
more than one 
space, 
symbols, stop 
words, and 
diacritics 

Count 
vectorizer 

Twitter, 
10,000 
tweets 

SVM 95.9% 95.2% 95.9% 95.2% 

Djandji et 
al. (2020) 

Tokenization, 
removing 
usermention, 
retweet, URL, 
diacritics, 
emoji and 
newline, 
replacing 
underscore in 
hashtag by 
whitespaces 

Not available 
Twitter, 
10,000 
tweets 

AraBERT Not 
available 83.41% Not 

available 
Not 
available 

Hasan et 
al. (2020) 

Removing 
non-Arabic 
characters, 
diacritics, 
punctuation, 
and replacing 
repeated 
characters 
with one 

N-grams and 
Mazajak word 
embeddings 

Twitter, 
10,000 
tweets 

SVM, 
CNN- 
BiLSTM, 
M-BERT, 
and 
ensemble  

97.1% 
SVM, 
95.9% 
CNN-
BiLSTM, 
95.7% M-
BERT, 
96.6% 
ensemble  

78.2% 
SVM, 
70.9% 
CNN-
BiLSTM, 
73% M-
BERT, 
79.3% 
ensemble 

88.8% 
SVM,  
67.5% 
CNN-
BiLSTM, 
74.9% M-
BERT, 
78.7% 
ensemble 

72.5% 
SVM,  
76.1% 
CNN-
BiLSTM, 
72.4% M-
BERT, 
80% 
ensemble 
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Ref. Preprocessin
g Features Dataset Classifier Accuracy F1 Recall Precision 

Saeed et al. 
(2020) 

Normalizing 
letters, 
removing 
usermention, 
newline, 
emoticons, 
emoji, 
diacritics, 
English 
characters, 
punctuation, 
and URLs, 
and process 
out-of-word- 
embeddings-
vocabulary 

Not available  

NB, LR, 
SVM, 
Random 
Forest, 
CNN, 
BiLSTM, 
BiGRU, 
CNN- 
BiLSTM, 
and 
ensemble 

Not 
available 

48.87% 
NB, 
71.12% 
LR, 
72.88% 
SVM, 
72.88% 
Random 
Forest, 
75.68% 
CNN, 
76.63% 
BiLSTM, 
76.63% 
BiGRU, 
75.82% 
CNN- 
BiLSTM, 
77.79% 
ensemble 

Not 
available 

Not 
available 

Abu Farha 
Magdy 
(2020) 

Normalizing 
letters, 
removing 
elongation, 
unknown 
characters, 
diacritics, 
punctuation, 
English 
characters, 
punctuation, 
and URLs 

FastText and 
Word2Vec 

Twitter, 
10,000 
tweets 

NB, 
BiLSTM, 
M-BERT, 
CNN-
BiLSTM, 
and 
Multitask 
Learning 

Not 
available 

39% NB, 
67.1% 
BiLSTM, 
71.9% M-
BERT, 
70.2% 
CNN- 
BiLSTM, 
73.7% 
Multitask 
Learning 

Not 
available 

Not 
available 

Haddad et 
al. (2020) 

Normalizing 
letters, 
removing 
diacritics, 
emoticons, 
emoji, 
punctuation, 
non-Arabic 
characters, 
and 
stopwords, 
replacing 
some tokens, 
with Arabic 
words, 
reducing 
repeated 
letters and 
elongation 

AraVec word 
embeddings 

Twitter, 
10,000 
tweets, 
YouTube, 
not 
available 

SVM, LR, 
CNN, 
Ridge, 
BiGRU, 

39.1% 
SVM, 
49.2% LR, 
91% CNN, 
46.2% 
Ridge, 
95% 
BiGRU 

31% 
SVM, 
36% LR, 
67% CNN, 
36% 
Ridge, 
75% 
BiGRU 

46% 
SVM, 
45% LR, 
78% CNN, 
57% 
Ridge, 
74% 
BiGRU 

49% 
SVM, 
49% LR, 
36% CNN, 
51% 
Ridge, 
75% 
BiGRU 

Alharbi 
and Lee 
(2020) 

Normalizing 
letters, 
removing 
punctuation, 
non-Arabic 
characters, 
and specific 
segmentation 

Mazajak, 
AraVec, and 
FastText 
word 
embeddings 

Twitter, 
10,000 
tweets 

LSTM, and 
XGBoost 

95% 
LSTM, 
96.3% 
XGBoost 

48.7% 
LSTM, 
74.2% 
XGBoost 

47.5% 
LSTM, 
86.4% 
XGBoost 

50% 
LSTM, 
68.5% 
XGBoost 
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Ref. Preprocessin
g Features Dataset Classifier Accuracy F1 Recall Precision 

for یا/O words 

Elmadany 
et al. 
(2020) 

Not available  Not available  
Twitter, 
10,000 
tweets 

M-BERT 95.2% 70.51% Not 
available  

Not 
available  

 
 
 
2.3 Cyberbullying  

Haidar, Chamoun, and Serhrouchni (2017; 2018; 2019) examine cyberbullying 

from multiple perspectives. They developed a multilingual classification system that can 

process both Arabic and English texts. The authors collect a dataset from Twitter 

(4.93GB) based on the geographic location of posts. They extract additional posts from 

Facebook (0.98GB) for further evaluation after training and testing the model (Haidar, 

Chamoun, & Serhrouchni, 2017). They select the center of the Middle East Region by 

defining an area within a 10,000 kilometers’ radius in each run. The collected dataset 

includes posts mostly from Lebanon, Syria, the Gulf Area, and Egypt. The dataset was 

filtered to remove all duplicate samples and samples in languages other than Arabic and 

English; then, they separate posts into an Arabic dataset of size 35,273 tweets and an 

English dataset of size 91,431 tweets. Datasets were manually labeled with either “yes” 

for bullying instances or “no” otherwise. They used WEKA to preprocess texts, owing to 

its support for the Arabic language. Features vectors include Tweet-To-SentiStrength-

Feature-Vector and converting strings to word vectors. The Tweet-To-SentiStrength-

Feature-Vector was provided by using the SentiStrength tool with a customized, multi-
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dialect list of profane Arabic words, which gives all terms in the list a weight of –5 

(mostly negative) to use as the input to the SentiStrength tool to generate the sentiment 

score of each tweet. NB and SVM-based classifiers were used to develop the system. 

Even though the system aims to provide multilingual support, and the datasets include 

English tweets, the researchers train and test the model only on Arabic datasets in the 

study. Without using any features to the model, the results of the NB show an F1 score of 

90.5%, while results for the SVM, using both Tweet-To-SentiStrength-Feature-Vector 

and converting strings to word vectors, show an F1 score of 92.7% (Haidar, Chamoun, & 

Serhrouchni, 2017).  

Haidar, Chamoun, and Serhrouchni (2017) extend their study to include deep 

learning models (Haidar, Chamoun, & Serhrouchni, 2018). They develop an FFNN, also 

known as multilayer perceptron, for Arabic cyberbullying detection (Haidar, Chamoun, 

& Serhrouchni, 2018). The FFNN has interconnected layers with the data flows in the 

direction from the input layer to the output layer, without having the data flow back 

(Haidar, Chamoun, & Serhrouchni, 2018). The same dataset previously constructed and 

used in their earlier study is employed again in this study, with some modifications. 

These changes consist of removing all hyperlinks, non-Arabic characters and emoticons, 

and binarized labels (1 for “Yes” and 0 for “No”). In addition, the dataset was split into a 

small dataset with 4,913 (1,688 bullying instances) tweets and a large dataset with 34,890 

(3015 bullying instances) tweets (Haidar, Chamoun, & Serhrouchni, 2018). Tweets were 

tokenized and all unneeded characters were removed. Then, one hot encoding was used 

to create word embeddings. The best result shows an accuracy of 94.56%, which is 
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reported when using FFNN with 2 epochs, 7 hidden layers, and batch size of 16 (Haidar, 

Chamoun, & Serhrouchni, 2018).  Haidar, Chamoun, and Serhrouchni (2019) further 

improve their system by applying some ensemble ML methods. They used a dataset of 

31,891 unbullying tweets and 2,999 bullying tweets, manually labeled using two classes: 

‘bull’ for bullying instances and ‘None’ for other instances. Tweets were preprocessed by 

removing hyperlinks, non-Arabic characters, hashtags, retweets, and stemming words 

after tokenization. An algorithm for generating word embedding was used to create 

features (Haidar, Chamoun, & Serhrouchni, 2019). Three ML models were explored: (1) 

stacking with simple linear regression as the meta-learning mechanism using a set of 

single learner classifiers that includes random forest, SVM, kNN, Bayesian logistic 

regression, and SGD; (2) three single learners with boosting as the meta-learning 

mechanism, which uses NB, SVM, and nearest neighbor as the single learner classifiers; 

and (3) similar to (2) but with Bagging. Results show better performance of the first 

model, stacking, compared to the performance of the other models, boosting and bagging 

(Haidar, Chamoun, & Serhrouchni, 2019). In addition, comparing the results from 

applying ensemble ML methods to the previous result recorded using NB single learner 

shows much better performance when using ensemble ML methods. The earlier single 

learner, NB, achieved a 90.05% F1 score, while the ensemble meta-learner, Stacking, 

shows a 92.6% F1 score (Haidar, Chamoun, & Serhrouchni, 2019).  Table 6 reviews the 

previous studies we discussed above in this section.  
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Table 6 Qualitative analysis for cyberbullying literature 
Ref. Pre-

processing Features Dataset Classifier Accuracy F1 Recall Precision 

Haidar 
et al., 
(2017)  

Not 
available  

TweetToSentiStren
gth- FeatureVector, 
converting strings 
to word vectors 

Twitter, 
35,273 
tweets 

NB and 
SVM  

Not 
available  

90.5% 
NB, 
92.7% 
SVM 

90.9% 
NB, 
94.1% 
SVM 

90.1% 
NB, 
93.4% 
SVM 

Haidar 
et al., 
(2018) 

Removing 
hyperlink, 
and non-
Arabic 
characters, 
binarize 
labels 

One hot encoding 
for word embedding 

Twitter, 
4,913 
tweets 
(small 
dataset) 
34,890 
tweets 
(large 
dataset) 

FFNN 94.56% 
Not 
availa
ble  

Not 
availab
le  

Not 
available  

Haidar 
et al., 
(2019) 

Removing 
non-Arabic 
characters 
and tweet 
attributes, 
stemming 

AraVec trained on 
Twitter dataset and 
Skip-gram model 

Twitter, 
31,891 
unbullyi
ng 
tweets 
and 
2,999 
bullying 
tweets 

Ensemble 
ML 
(Stacking, 
Bagging, 
and 
Boosting) 

Not 
available  

92.6% 
(Stack
ing) 

93.8% 
(Stacki
ng) 

93.3% 
(Stacking) 

 
 
 
2.4 Adult Content  

Researchers from the previous study on detecting abusive Arabic Twitter accounts 

to enhance their system with further investigations into the specific type of abusive 

content (Abozinadah, 2017; Abozinadah & Jones, 2017). They develop a model to detect 

Twitter user accounts that are posting adult content in the Arabic language. They use a 

statistical approach to analyze tweets, which consists of three main components: (1) 

PageRank (PR) algorithm to distinguish the relevant words based on edge weight; (2) 

Semantic Orientation (SO) algorithm to identify words co-occurrence relationships based 

on Point-wise Mutual Information (PMI) and Information Retrieval (IR); and (3) basic 

statistical measurements to define tweet contents, such as the number of hashtags, 

mentions, pictures, URLs based on computing minimum, maximum, standard deviation, 
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average, and totals (Abozinadah & Jones, 2017). They randomly select 2,500 Twitter 

accounts from their previously constructed dataset, then narrow down their selection to 

406 non-abusive accounts and 406 abusive accounts, with 50 tweets for each account 

randomly selected based on the labels provided from the 2,500 accounts. Pre-processing 

steps include removing all non-Arabic words, all symbols, all digits, all stop words, all 

sequences of letters in words except the name of God (Allah), all diacritics, all extra 

whitespace, and correcting misspelled words (Abozinadah & Jones, 2017).  They develop 

an SVM-based classifier with 10-fold cross-validation and feature selection. The results 

demonstrate better overall performance and accuracy for the SVM-based model that 

follows the statistical approach than the previous model that uses the BOW approach. 

The statistical approach with the three added features—PR, SO, and necessary statistical 

measurements—shows an accuracy score of 96.4% (Abozinadah & Jones, 2017).  

Mubarak, Darwish, and Magdy (2017) propose a system to detect vulgar and 

pornographic obscene speech in Arabic social media based on a list-based approach. 

They used a Twitter dataset consisting of 175 million tweets to extract a list of seed 

words for obscene phrases through manual assessment. The seed-words list is used to 

construct three sub-lists of obscene words, phrases, and hashtags from the same dataset. 

Moreover, they use another list of obscene phrases provided by TweetMogaz, along with 

multiple measurements, including the Log Odds Ratio (LOR) for uni-grams and bi-

grams. Both intrinsic and extrinsic evaluations were applied to evaluate the two lists. The 

intrinsic evaluation contains manual coding for a set of 100 words, which were randomly-

selected from each list to be marked as either obscene or not. The extrinsic evaluation 
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consists of recall, precision, and F1 measure using a dataset that they develop for this 

evaluation. They select ten Egyptian Twitter users listed on SocialBakers as the top 

controversial Twitter users. Then, they extract 100 tweets with at least ten replies for each 

user. The final dataset has 100 original tweets and 1,000 replies. Each tweet, along with 

its replies, was submitted to CrowdFlower to be coded by three annotators from Egypt 

using three classes: obscene, offensive, and clean. The inter-annotator agreement score is 

84%. They develop a linear model to evaluate each labeled tweet; if a match with a 

phrase from the list occurs, it predicts a label of obscene for that tweet. Results, among 

all lists, record 60% as the highest F1 score, which demonstrates the inefficiency of using 

a list-based approach. The list-based approach is very limited and not a right choice for 

an obscene detection system.  

Alshehri et al. (2018) propose a system to detect adult content on Twitter as well 

as user accounts that spread this type of content within the Arabic Twitter-sphere. To 

achieve their goal, they collect a set of 100 hashtags, which were used as parameters to 

Twitter REST and streaming APIs to get a set of tweets that forms their dataset. They 

apply some filtering steps to remove duplicates from the dataset until they reach a total of 

200,000 Arabic tweets. From this dataset, they search for the users who post at least two 

tweets within the same dataset and create another dataset of 20,621 Twitter users. Hence, 

they use the second dataset to extract the timeline from 11,648 users, including up to 

3,200 tweets, thus creating a third dataset, the timeline dataset that consists of 8.6 million 

tweets.  They analyze the network structure of account users that spread adult content by 

applying some statistical measurements (e.g., number/median/mean/mode of followers, 
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number/median/mean/mode of following). The result of the analysis records that the 

average adult content-spreading user posts around 914 tweets, use 1.45 hashtags in each 

tweet, has around 7,489 followings, and has 850 followers in their network. In addition to 

analyzing the network structure, they do in-depth analysis for usernames, profiles, tweets 

media (e.g., URLs), and geographical distribution. They develop an SVM-based classifier 

that trained using a subset of the dataset containing two classes; “positive” consists of 

2,500 adult content users, each having at least 500 tweets and another “negative” one 

with the same size as regular users. The implemented pre-processing techniques include 

removing all hashtags. They developed two features, BOW and Bag-Of-Means (BOM), 

and use them to explore their model with multiple sizes of tweets per user. Results 

highlight the best performance when using the BOM feature and 250 tweets per user, 

which gives an accuracy score of 79%. Table 7 summarizes the studies covering adult 

content detection we discussed above.  

 
 
 

Table 7 Qualitative analysis for adult content literature 

Ref. Preprocessing Features Dataset Classifier Accuracy F1 Recall Precision 

Abozinadah 
and Jones 
(2017) 

Removing non-
Arabic 
characters, stop 
words, sequences 
of letters in the 
words except the 
name of God 
(Allah), 
correcting 
misspelled words 

PR, SO, 
basic 
statistical 
measures, 
and feature 
selection 

Twitter, 
812 
tweeter 
accounts 

SVM 
96.4% 

 

96.4% 

 

96.4% 

 

96.4% 

 

Mubarak et 
al. (2017) 

Normalizing 
letters and 
decorative 
characters, 
proper 

Not 
available 

Twitter, 
1,100 
tweets 

List-
based 

Model 

Not 
available 60% 45% 98% 
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Ref. Preprocessing Features Dataset Classifier Accuracy F1 Recall Precision 

segmentation of 

hashtags and 
URLs 

Alshehri et 
al. 

(2018) 

Removing 
hashtags 

BOW and 
BOM 

 

Twitter, 
5,000 
users with 
at least 

500 tweets 
per user 

SVM 

79% 
BOM, 
250 tweet 
per user 

78% 
BOM, 
250 
tweet 
per 
use 

 

Not 
available 

Not 
available 

 
 
 
2.5 Violence  

Abdelfatah, Terejanu, and Alhelbawy (2017) propose an unsupervised model to 

detect violent content on Twitter automatically. A dataset collected from Twitter was 

used that consists of 16,234 tweets coded by at least five annotators. The labeling scheme 

has two classes: violence or not violence. Tweets were pre-processed by removing Arabic 

stop words and URLs. The MADIMARA tool kit was used during pre-processing to 

extract glosses and tokens. After that, features were generated using TF-IDF weights. 

Textual data are very high dimensional; thus, it is good practice to use a dimensionality 

reduction technique before applying an unsupervised classifier since it does not depend 

on labeled data to learn features that support the classification decision. In this study, two 

dimensionality reduction techniques were applied, the Gaussian Process Latent Variable 

Model (GPLVM) and the Principle Component Analysis (PCA), to see which one gives 

better results. The output from the dimensionality reduction step is used to feed a k-

means clustering model initialized with two clusters. Multiple combinations of pre-

processing steps and dimensionality reduction techniques were explored. Results 
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demonstrate that when PCA is used with glosses, k-means reports an F1 score of 55%, 

while when the PCA is used with tokens, it reports 71%. The GPLVM shows an F1 score 

of 58% when used with glosses and 56% when used with tokens. It also shows that when 

using the PCA for tokens, it becomes very sensitive to data representation and noise in 

data.  

Kaati et al. (2015) study terrorism-related content in Twitter, precisely, detecting 

Twitter accounts involved in media Mujahideen (also called supporters of jihadist 

groups) who use Twitter to spread propaganda content online. Kaati et al. (2015) develop 

a multilingual system that trains on English and Arabic datasets. The datasets used in this 

analysis include: (1) TWEEP-PRO-E (93 accounts) for English users who support 

terrorism; (2) TWEEP-PRO-A (81 accounts) for Arabic users who support terrorism; (3) 

TWEEP-RAND-E (742 accounts) for English users who do not support terrorism; (4) 

TWEEP-RAND-A (256 accounts) for Arabic users who do not support terrorism; (5) 

TW-PRO-E (27,753 tweets) for English tweets with content supporting terrorism; (6) 

TW-PRO-A (16,000 tweets) for Arabic tweets with content supporting terrorism; (7) 

TW-RAND-E (60,000 tweets) for English tweets without content supporting terrorism; 

and (8) TW-RAND-A (45,013 tweets) for Arabic tweets without content supporting 

terrorism. The seed words used in collecting these datasets are taken from a forum called 

“Shumukh al-Islam", which is known to be used by individuals who support terrorist 

groups. Then, they manually collect some Twitter users and hashtags, which were all 

used in extracting the datasets. Each dataset is split into training, validation, and testing 

datasets. Two types of features were applied. The first type is data independent features, 
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including stylistic features, time features, and emotional words. The second type is data 

dependent features, including most common hashtags, most common word bigrams, most 

common letter bigrams, and most frequent words. They use the Ada R package to create 

an AdaBoost classifier, which is a machine learning model that uses a meta-learning 

boosting algorithm to produce accurate predictions. They do multiple experiments using 

different combinations of features and parameters. When using the classifier for 

predicting the English user’s category, terrorism supporter or not, results show similar 

performance in all combinations of data dependent or independent features with scores 

around 100% in all measurements. The Arabic users report the highest accuracy score of 

98.48% with data dependent features only. These results reveal that it is hard to interpret 

the findings of this study regarding user accounts accurately because the datasets are very 

small. On the other hand, Tweet-based datasets are large enough to train the same model. 

Results for English and Arabic tweets report the highest accuracy score of 99.51% for the 

English dataset and 86.38% for the Arabic dataset when both features, data independent 

and data dependent, are used. This study depends on the accuracy score to evaluate the 

model’s performance, which might not be the best metric to use as the datasets are 

imbalanced, and the accuracy score does not consider this criterion within the 

calculation.  

Magdy, Darwish, and Weber (2017) build a classifier to identify terrorism-related 

content written in Arabic that supports the Islamic State of Iraq and Syria (ISIS) on 

Twitter. The focus of this study is on understanding the violent behavior, in terms of 

expressing support to ISIS, of the ideological supporters of ISIS rather than detecting the 
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actual fighters. They use a simple linear SVM-based model with BOW in developing the 

classification model. Their model gives a significant F1 score of 87%, which 

demonstrates an acceptable prediction for future support or opposition of ISIS based on 

pre-ISIS period data. Firstly, they extract a dataset from the Twitter Streaming API based 

on two parameters: tweets written in the Arabic language and tweets including terms 

from a set of keywords that represent ISIS (e.g., داعش /da’esh/an Arabic acronym for ISIS, 

 Aldawla Alislamiya/Islamic State). Secondly, 1,000 tweets were selected/اإلسالمیھ الدولھ

from the initial dataset to be coded by one native Arabic annotator as positive (pro-ISIS), 

negative (anti-ISIS), or neutral (news or spam). Thirdly, the labeled dataset was used to 

identify a set of Twitter users, which were used as input to the Twitter REST API for 

retrieving their profile information along with their latest tweets. The data analysis 

approach of the study depends on temporal information that lasts for a period of about 

two months to ensure having enough information for pre-ISIS and post-ISIS periods. 

During this time, multiple ISIS supporter accounts were terminated by Twitter; the study 

started with 11,332 pro-ISIS users and 45,628 anti-ISIS users, but due to Twitter 

termination, they narrow down the anti-ISIS accounts to have a balanced dataset, ending 

with 7,225 accounts from each class, which were used to train and validate the model. 

The preprocessing phase includes text normalization and handling word elongations. 

Moreover, for each Twitter account, they combine all its latest tweets into a single 

document, which is later used to create features. Features include BOW for unigrams, 

hashtags, and user mentions. The model uses an SVM-based classifier with 10-fold cross-



126 
 

validation and reports an average of 87% for all performance evaluation scores of the 

recall, precision, and F1.  

In another multilingual study, some deep learning methods were applied to 

identify if the online text contains extremist or terrorism-related content (Johnston & 

Weiss, 2017). The Johnston and Weiss (2017) study is driven by the assumptions that 

extremist and terrorist groups are using social media to spread propaganda, recruit new 

members, instruct users on how to conduct terrorist attacks, and communicate with their 

members. A team of 40 people, including experts in the Arabic language, Islam, and 

Middle Eastern culture, collect and label the dataset using two labels; “benign” and 

“extremist”. They use multiple multilingual websites that belong to terrorist groups to 

collect their extremist data and collect the non-extremist data from different domains of 

news articles (e.g., tennis, Syrian civil war) and the English version of the Qur’an. 

Having a dataset of several languages (64.97% Arabic, 19.23% English, etc.) makes it 

very difficult to pre-process and normalize the text as each language has different 

characteristics and structures. Consequently, they follow a language-agnostic approach 

by converting all texts to ASCII characters before pre-processing. Another difficulty in 

pre-processing this dataset is its variability in document length, which was tackled by 

splitting documents based on newline characters. The final dataset consists of 264,117 

lines with 69.9% extremist instances and 30.1% benign instances. Labels were binarized, 

and lines were converted to vectors using Doc2Vec, which were used to train a deep 

CNN model consisting of 2 hidden layers, each with 42 and 14 neurons. The network 

uses Adam optimizer, categorical cross-entropy loss function, and Parametric Rectified 
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Linear Unit (PReLU) for all nodes except the output layer, which uses a Softmax 

function for the predictions. Their system reports significant results; the recall score is 

95.6%, the precision score is 95.9%, the F1 score is 93%, and the accuracy score is 

93.2%. Table 8 reviews the previous studies for violence detection we discussed earlier in 

this section.  

  
 
 

Table 8 Qualitative analysis for violence literature 

Ref. Pre-
processing Features Dataset Classifier Accuracy F1 Recall Precision 

Kaati 
et al. 
(2015)  

- 

Data 
independen
t features, 
data 
dependent 
features  

Twitter, 93 
English accounts 
pro-terrorist,81 
Arabic accounts 
pro-terrorist, 
742English 
accounts anti-
terrorist, 256 
Arabic accounts 
anti-
terrorist,27,753 
English tweetspro-
terrorist, 
16,000Arabic 
tweets pro-
terrorist, 
60,000English 
tweets anti-
terrorist, and 
45,013Arabic 
tweets anti-
terrorist 

AdaBoost  

 100% 
English 
accounts, 
98.48% 
Arabic 
accounts, 
99.51% 
English 
tweets, 
86.38% 
Arabic 
tweets 

 

Not 
availa
ble  

100% 
English 
&Arabi
c 
account
s, 
99.92% 
English 
tweets, 
86.35%
Arabic 
tweets 

 

100% 
English 
account, 
90% 
Arabic 
accounts, 
98.53% 
English 
tweets, 
56.91% 
Arabic 
tweets 

 

Magd
y et al. 
(2016) 

Text 
normalization, 
handling word 
elongations, 
for each 
Twitter 
account, all its 
latest tweets 
were 
combined into 
a single 
document 

BOW for 
individual 
terms, 
hashtags 
and user 
mentions 

Twitter, 7,225 
anti-ISIS Twitter 
accounts and 
7,225 pro-ISIS 
Twitter accounts  

SVM 

 
Not available  87% 87% 87.2% 

Johnst
on and 
Weiss 
(2017) 

Language-
agnostic 
preprocessing 
approach 

Dov2Vec 
vectors 

 

Twitter, 264,117 
Lines 

 

Deep 
CNN 

 
93.2% 

 

93% 

 

95.6% 95.9% 
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Quantitative Analysis of Studies  

There is very limited research in Arabic offensive language detection, specifically 

in cyberbullying, violence, and adult content. I notice that there are some repetitions in 

the authors’ names, indicating the limited number of researchers in this domain. The most 

frequent author is Hamdy Mubarak, with several studies and datasets covering general 

offensive language, hate speech, and adult content. I quantitatively discuss and analyze 

my findings in the following paragraphs.  

1. Trends in Literature  

There has been no research on Arabic offensive language detection before 2015. 

Figure 16 shows trends in research covering different types of Arabic offensive content. 

Most of the studies that are published in 2015 to 2017 cover violence-related topics, such 

as terrorism and extremism. This finding might be related to the fact that wars and 

conflicts in the Middle East region were very dominant during that time. Adult content 

starts gaining popularity in 2017, and a broader range of offensive forms are studied in 

2018. Cyberbullying has a stable number of studies over the years 2017 to 2019 and all 

are provided by the same authors. Hate speech becomes more popular in 2019, a year 

after publicly releasing the first Arabic religious hate speech corpus in 2018. Moreover, 

after the release of the OSACT dataset in 2020, the number of offensive language studies 

increases by nine, and the number of hate speech studies increases by five from the 

previous year.  
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Figure 16 Trends in Arabic offensive language detection literature 

 

 

Figure 17 shows an overall distribution for the categories of offensive language I 

found. There are few studies on cyberbullying with limited datasets; I found only three. 

All of them are authored by the same researchers, and all of them use the same dataset, 

which was not publicly available (Haidar, Chamoun, & Serhrouchni, 2017; 2018; 2019). 

Adult content studies are very limited in terms of the number of studies and the year of 

publications. Three adult content studies are found that are made by various researchers, 

each using its own dataset. The first study was published in 2017, and the last in 2018. 

The total published violence studies are slightly more prevalent than cyberbullying and 

adult content studies; I find four studies during our search. They have mostly even 
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distribution among most years, from 2015 to 2017. On the other hand, hate speech and 

offensive language are the most dominant categories for 2019 and 2020.  

 
 
 

 

Figure 17 Categories of offensive language 
 
 
 

2. Datasets Characteristics  

Figure 18 shows the distribution of the dataset sources among the studies. Twitter 

is the predominant platform of the surveyed studies, followed by YouTube, Facebook, 

websites, and Instagram. Only one study uses terrorism-related content manually-

collected from multiple websites and online outlets (Johnston and Weiss, 2017). Twitter 

is a popular social media platform among most countries, and it has a very flexible API 

that can be used to extract datasets based on multiple criteria, such as keyword, tweet ID, 
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and user ID. In addition, Twitter has fewer privacy constraints in comparison to the other 

commonly used social media platforms. These features could be the reason why most of 

the studies are using datasets from Twitter. YouTube has an API that allows users to 

extract a list of comments based on a channel ID or a comment ID of the parent 

comment. The dataset sizes vary; some studies use a very small dataset, which gives 

questionable results as their model cannot generalize. For example, Kaati et al. (2015) use 

a dataset of Twitter accounts consisting of 81 and 93 samples from each class and report 

100% in accuracy, recall, and precision, which make for some model generalizability 

issues. Figure 18 also shows the ranges of dataset sizes, including both posts-based 

datasets and user accounts-based datasets. Most of the studies depend on datasets that 

range in size from 10,000 to 15,000 samples.  

 
 

 

Figure 18 Sources of datasets used among literature 
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3. Classification Model  

The majority of the studies follow the classical pipeline of supervised machine 

learning, starting from constructing the dataset, pre-processing, feature extraction, 

building the model, and evaluating the performance of the model. Only one study uses an 

unsupervised classification method and reports relatively lower performance with an F1 

score of 60% (Mubarak, Darwish, & Magdy, 2017). The rest of the studies use either a 

single-learner machine learning classifier (e.g., SVM, LR, NB) or a deep learning 

classifier (e.g., CNN, GRU, FFNN). The SVM-based classifier is the dominant model 

among all literature. The next model in use after the SVM are the CNN, the NB, and the 

GRU-based classifiers. Several studies apply ensemble methods; 10% of the experiments 

performed by these studies include ensemble classifiers such as AdaBoost, random forest, 

and bagging. Figure 19 illustrates the classification models used in the literature. It is 

vital to notice that I consider all experiments conducted by each study based on the 

classifiers. Thus, some studies study several classifiers; I consider all of them in my 

analysis.  
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Figure 19 Classification models used among literature 

 
 
 
 
4. Performance Evaluation  

Multiple evaluation metrics are used in the literature, including accuracy, F1, 

precision, recall, and confusion table. In my quantitative performance analysis, I exclude 

results obtained by the Kaati et al. (2015) study due to the very small dataset used in 

developing the model. The highest recorded accuracy is 98.7%, which is achieved by 

Omar, Mahmoud, and Abd El-Hafeez (2020) using an RNN-based classifier to detect 

hate speech on a multi-platform dataset. The same study also has the second-highest 

accuracy score, 98.35%, reported by the CNN-based model. Simple evaluation-based 
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only on accuracy might not be reliable, as most of the studies are using the imbalanced 

datasets in building their models and the accuracy measurement is very sensitive to 

imbalanced distribution of classes. Thus, investigating the F1 score might be better for 

this domain since online offensive language often occurs less frequently than typical 

content. The F1 score considers the tradeoff between recall and precision and, 

consequently, it gives a more accurate evaluation of the classification performance. The 

RNN-based model and the CNN-based model from the Omar, Mahmoud, and Abd El-

Hafeez (2020) study are also the top two systems according to the F1 score, with 98.7% 

and 98.35%, respectively. Table 9 highlights some statistical details for performance 

measurements for each form of offensive language, separately, as well as for all of them 

after removing outliers; 100% scores from all metrics. I include all experiments 

performed by all studies in my analysis. The number of experiments per study ranges 

from one experiment (Alakrot, Murray, & Nikolov, 2018a; Haidar, Chamoun, & 

Serhrouchni, 2018, 2019; Johnston & Weiss, 2017; Magdy, Darwish, & Weber, 2017) to 

26 experiments (Chowdhury et al., 2019). To deliver a better understanding of the topic, I 

include an in-depth analysis in Table 9 based on statistical calculations for each category 

of offensive content.  
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Table 9 Performance evaluation from literature 
 

Offensive Form Measurement Maximum Average Minimum Standard 
Deviation 

Number of 
Studies 

Offensive/ 
Abusive 

Accuracy 94.3% 89.7% 77.7%  3.5% 41 

F1 95.51% 76.4% 21% 15.94% 49 

Recall 91.5% 82.97% 64% 5.87% 40 

Precision 93.5% 84.01% 63% 6.61% 40 

Hate Speech 

Accuracy 98.7% 81.14% 69% 17.28% 77 

F1 98.7% 73.36% 31% 15.24% 96 

Recall 98.7% 79.9% 45% 14.02% 73 

Precision 98.7% 73.52% 24.92% 15.36% 73 

Cyberbullying 

Accuracy 94.56% 94.56% 94.56% 0 1 

F1 92.7% 91.94% 90.5% 1.24% 3 

Recall 94.1% 92.94% 90.9% 1.77% 3 

Precision 93.4% 92% 90% 1.72% 3 

Adult Content 

Accuracy 96% 71% 53% 16% 12 

F1 96% 63% 38% 19% 17 

Recall 96% 58% 41% 25% 7 

Precision 98% 94% 89% 4% 7 

Violence 

Accuracy 98.48% 90.64% 82.4% 6.23% 7 

F1 93% 64.6% 54% 14.33% 10 

Recall 100% 79.83% 55% 15.3% 16 

Precision 95.9% 63.22% 46% 18.96% 16 

Overall 

Accuracy 98.7% 77.27% 53% 27.39% 138 

F1 98.7% 69.06% 38% 24.76% 225 

Recall 98.7% 76.72% 41% 21.31% 137 

Precision 98.7% 72.1% 89% 22.16% 139 
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Discussion  

Datasets and Lexicons Implications  

Alakrot, Murray, and Nikolov (2018a) pinpoint the importance of considering 

four principles when constructing a dataset. Firstly, availability; a dataset taken from a 

publicly available platform, thus reflecting their behavior in normal condition. Secondly, 

representativeness; this principle is related to availability. When the platform is public, it 

covers a larger segment of people and is, consequently, more representative of real-life 

situations. Thirdly, heterogeneity; the dataset covers diverse text in several writing styles 

reflecting the heterogeneity of content on the web. Fourthly, balance; the dataset should 

have equal instances of all label classes. Among all studies, few researchers consider 

these principles. One widespread drawback for the majority of datasets is imbalanced 

classes. Haidar, Chamoun, and Serhrouchni (2017) discuss this limitation of their 

imbalanced cyberbullying dataset. They highlight a problem that arises from the attempts 

by multiple other researchers to mitigate this issue, which is multiplying the samples of 

the rare class until it becomes equal to the size of the other class. This way of mitigating 

the imbalanced dataset limitation is very questionable because it creates a training dataset 

that is far from the real world (Haidar, Chamoun, & Serhrouchni, 2017). In (Haddad et 

al., 2020), the authors propose another method to deal with imbalanced classes by 

augmenting the dataset with another dataset to add more samples from the minority class. 

This approach could be misleading, as ensuring the equivalence of the main and 

augmented datasets—in terms of the source platform, annotation process, and type of the 

language used—is very complicated.    
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I notice that the OSACT (Mubarak et al., 2020) dataset becomes a benchmark 

dataset among the general offensive language and hate speech studies. Having a 

benchmark dataset supports better evaluation of the studies, as it allows for comparative 

analysis among the studies. Earlier researchers are using diverse datasets; each study 

builds its own dataset to serve its targets. However, after the release of the OSACT 

dataset in 2020, most studies adopt it to develop their system. More than ten studies are 

using it. Table 10 shows an overall picture of datasets used among surveyed studies; it 

includes information about the datasets that are either being used in building models or 

have been constructed by researchers to add more resources to research in this domain. 

From the table, it is noticeable that only two datasets have hierarchical labeling schema 

(Albadi, Kurdi, & Mishra, 2018; Mubarak et al., 2020). Having multiple hierarchies 

might add some complexity. However, it reduces ambiguity for annotators if it is within a 

limited number of levels (such as two). Inter-annotator agreement score is important to 

ensure the quality of the annotating system, but not all researchers considered such a 

measurement. This could be because some researchers assigned the labeling task to only 

one annotator, which might raise some bias concerns as well. These findings illustrate the 

need to develop a benchmark dataset that satisfies all four principles: availability, 

representativeness, heterogeneity, and balance, with high annotation quality and a 

reasonable size for cyberbullying, adult content, and violence detection.   
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Table 10 Arabic datasets for offensive language detection 
 

Ref. Dataset 
Purpose Source Size 1st Level 

Labels 
2nd Level 
Labels 

Inter-
annotator 
Agreement 

Public/
Private 

Albadi 
et al. 
(2018) 

Religious 
hate speech 
dataset 

Twitter 6,600 tweets Hate (2,526), 
not hate 

Muslims 9.25%, 
Jews 33.06%, 
Christians 
25.02%, Atheists 
23.75%, Sunnis 
7.36%, Shia 
31.99%, other 
16.98% 

81% 1st 
level label, 
55% 2nd 
level label 

Public 

Alakrot 
et al. 
(2018a) 

General 
offensive 
language 

YouTube 15,050 
comments 

Positive 
(5,817), 
negative 

Not available 71% Private 

Haidar 
et al. 
(2017) 

Multilingual 
cyberbullyin
g detection 

Twitter 

35,273 
(Arabic), 
91,431 
(English) 

Yes (2,196) 
for 
cyberbullying 
instances, No 

Not available Not available Private 

Mubara
k et al. 
(2017) 

Vulgar and 
pornographic 
obscene 
speech 

Twitter 1,100 

Obscene 
(19.1%), 
offensive 
(40.3%), clean 
(40.6%) 

Not available 84% Public 

Mubara
k et al. 
(2017) 

Personal 
attack, racist, 
sexist, 
offensive, 
inciting 
violence, 
non-relevant, 
or 
advertising 

Aljazeera.
net 

32,000 
comments 

Obscene (2%), 
offensive 
(79%), clean 
(19%) 

Not available 87% Public 

Abozin
adah et 
al. 
(2015) 

Abusive 
Twitter 
accounts 

Twitter 

1,300,000 
tweets and 
350,000 
Twitter 
accounts 

Abusive and 
non-abusive Not available Not available Private 

Johnsto
n and 
Weiss 
(2017) 

Extremist or 
terrorism 
multilingual 
content 

Websites 
and other 
multilingu
al online 
sources 

264,117 lines 

Extremist 
(69.9%), 
benign 
(30.1%) 

Not available Not available Private 

Madgy 
et al. 
(2016) 

Terrorism 
supporter 
behavior 

Twitter 
14,450 
Twitter 
accounts 

Anti-ISIS 
(7,225), pro-
ISIS (7,225) 

Not available Not available Private 

Kaati et 
al. 
(2015) 

Multilingual 
terrorism 
supporter 
behavior 
(EN) and 
(AR) 

Twitter 

835 EN 
accounts,337 
AR accounts, 
87,753 EN 
tweets, 
61,013 AR 
tweets 

93 EN 
accounts pro-
terrorist, 81 
AR accounts 
pro-
terrorist,742 
EN accounts 
anti-terrorist, 
256 AR 
accounts anti-
terrorist, 
27,753 EN 

Not available Not available Private 
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Ref. Dataset 
Purpose Source Size 1st Level 

Labels 
2nd Level 
Labels 

Inter-
annotator 
Agreement 

Public/
Private 

tweets pro-
terrorist, 
16,000 AR 
tweets pro-
terrorist, 
60,000 EN 
tweets, anti-
terrorist, and 
45,013AR 
tweets anti-
terrorist 

Alsheh
ri et al. 
(2018) 

Adult 
content Twitter 

5,000 users 
with at least 
500 tweets 
per user 

Positive 
(2,500 adult 
content users), 
negative 
(2,500 
regularusers). 
Each has at 
least500 
tweets 

Not available Not available Private 

Mulki 
et al. 
(2019) 

Levantine 
hate speech 
and abusive 
contents 

Twitter 5,846 tweets 

Normal 
(3,650), 
abusive 
(1,728), hate 
(468) 

Not available 76.5% Public 

Haddad 
et al. 
(2019) 

Tunisian 
hate speech 
and abusive 
contents 

Not 
available 

6,075 
comments 

Normal 
(3,834), 
abusive 
(1,127), hate 
(1,078) 

Not available 81.82% Public 

Mubara
k et al. 
(2020) 

Hate speech 
and 
offensive 
language 

Twitter 10,000 
tweets 

Offensive 
(1,900), not 
offensive 
(8,100), hate 
(50), not hate 
(9,950) 

Not available Not available Public 

Aljarah 
et al. 
(2020) 

Hate speech Twitter 3,696 tweets 

Neutral 
(2,061), not 
hate (790),  
hate (843) 

Not available Not available Private 

Omar 
et al. 
(2020) 

Multi-
platform hate 
speech 

Facebook, 
Twitter, 
YouTube, 
and 
Instagram 

20,000 
samples 

Not hate 
(50%), hate 
(50%) 

Not available Not available Private 

Chowd
hury et 
al. 
(2020) 

Offensive 
language 

Twitter, 
Facebook 
and 
YouTube 

4,000 
samples 

Offensive 
(16.88%), not 
offensive 
(84.13%) 

Not available Not available Public 

 

As I mentioned earlier, Habash (2010) divides the Arabic dialects into seven main 

categories. However, Egyptian, Levantine, and Tunisian are the only Arabic dialects that 
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are considered in creating dialectal datasets for offensive language detection. This limited 

coverage of the Arabic dialects needs to be addressed by future researchers.     

I also notice a common limitation among lexicon lists provided by the surveyed 

studies; most of them only consider single words in developing their list. A better 

approach might be to consider concepts and n-grams, similar to the approach in Mustafa 

et al. (2017), a study for Urdu offensive language detection on Twitter. Mustafa et al. 

(2017) use some data mining techniques to find hidden patterns and relationships of 

terms to their actual class, including Top-K Sequential pattern mining (TKS), Co-

occurrence MAP (CM-SPAM), and Equivalence class-based sequential Rule Miner 

(ERMiner); using variations of n-gram from one word to three words.  

System Pipeline Implications  

I aggregate findings of all studies regarding pre-processing, feature extraction, 

and classification models into one table to show an overall view of what researchers have 

studied in this domain thus far (see Table 11). As can be noticed, the pre-processing steps 

for Arabic text are not like those for English (e.g., lowercase letters, lemmatization). 

Some techniques that have been used are language-specific, such as removing Kashidas 

and diacritics, while other techniques are language agnostic, such as converting text to 

ASCII characters and splitting text based on newline characters. However, models and 

features applied in the literature are similar to those developed by other studies covering 

languages other than Arabic, except for the AraBERT model, AraVec word embeddings 

features, and Mazajak word embeddings. This finding indicates the importance of 
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studying new approaches for feature extraction and model development to work better for 

the Arabic language.  

 
 
 

Table 11 Explored pre-processing steps, features, and classification models 
 

Attribute. Previous Arabic Offensive Language Studies 

Pre-
processing 

Stemming, lemmatization, tokenization 

Replacing Persian and Urdu letters with equivalent Arabic letters 

Correcting commonly mistaken letters that have phonetic similarity (e.g., dhaadh, dza’a) 

Normalizing: Alif, Alif Maqsura, Ta Marbouta, links, user mentions, and numbers 

Removing: stopwords, numbers, diacritics, punctuation, emojis, non-Arabic characters, emoticons, one-
letter words, Kashidas (tatweel), sequences of letters in words except the name of God (Allah), extra 
whitespace, hashtags, retweets, HTML tags, and URLs 

Normalizing hashtags by deleting underscores and the # symbol 

Emojis and emoticon conversion to textual label 

Dialect normalization for selected nouns 

Hyponym conversion to hypernym 

Handling elongated words 

Correct misspelling 

Language-agnostic approach (e.g., convert to ASCII characters, split based on newline characters) 

For each Twitter account, all its latest tweets were combined into a single document 

Converting tweets to social network graphs 

Splitting OOWEV words into 2 tokens whenever the first character is Wa, Fa, or Sa 

Segmenting word starts with  یا /yA/O into 2 words 

Converting special tokens (e.g., URL) to their Arabic equivalent 

Features 

TF-IDF weighting, term weighting  

Doc2Vec, Node2Vec, Word2Vec 

BOM, BOW  

One hot encoding word embedding 

AraVec and Mazajak word embeddings 

BoW for individual terms, hashtags, and user mentions 

Profile-based features, tweet-based features, social graph features 

PR, SO 

Sentence representation   

Skip-gram model 

Character n-gram 

Sentiment analysis 
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Attribute. Previous Arabic Offensive Language Studies 

Data independent features (stylistic features, time features, and emotion words) 

Data dependent features (most common hashtags, most common word bigrams, most common letter 
bigrams, most frequent words) 

Classification 
Models 

SVM, LR, NB, Decision Tree, SGD, Ridge, Perceptron, Nearest Centroid 

RNN, GRU, CNN, FFNN, LSTM, Bi-LSTM, Bi-GRU, various ANN with attention mechanism, CNN-
LSTM, CNN-BiLSTM 

FastText, M-BERT, AraBERT 

Bagging, Random Forest, XGBoost, Adaboost 

List-based model, GPLVM or PCA followed by k-mean clustering 

 
 

 

Gaps in Literature   

The available studies regarding offensive language detection for the Arabic 

language have several limitations, some of which I mention above. Furthermore, some 

forms of the Arabic language are not studied in any of these literature in detecting 

offensive language (such as CAL, Arabizi, and mixed code Arabic language). All studies 

cover dialectal Arabic, which is mostly used in social media. Only three studies consider 

the variation in dialects and its effect on identifying offensive content: Mubarak et al. 

(2017), Mulki et al. (2019), and Haddad et al. (2019), which narrow down their scope to 

particular dialect only. Haidar, Chamoun, and Serhrouchni (2017) define specific 

dimensions for the area of the Middle East as a parameter in selecting their dataset in 

order to extract tweets from various regions with diverse dialects, including Lebanon, 

Syria, the Gulf Area and Egypt. However, they do not consider the effects of this 

considerable variation in dialects when they annotated their data. Kwok and Wang (2013) 

and Sap et al. (2019) investigate the effect of social context on offensive language 
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detection studies and report racial and cultural biases as the most common challenges in 

studying the offensive language that occurred during dataset labeling. For example, the 

word “عافیة / Afiah” means health in Gulf, Egyptian, Iraqi, and Levantine dialects, while it 

means fire in Moroccan dialect. Another example, the word “لبوة / Labowa” means lioness 

and is used accordingly in most Arabic dialects, except in Egypt where it is used to 

describe immoral lady. Thus, it is crucial to have annotators representing the same dialect 

and culture of the content providers.  

In addition, most datasets come from one platform. Only two multiplatform 

datasets are found among the surveyed literature (Omar, Mahmoud, & Abd El-Hafeez, 

2020; Chowdhury et al., 2020). Previous studies call attention to the specificity of 

offensive language to each platform. Thus, a model developed using a Twitter dataset 

cannot be generalized to Facebook, Instagram, etc. In addition, this specificity might be 

related to the age of users, as some platforms are popular among specific age groups. 

Therefore, the type and language of offensive language might reflect their age. For 

instance, LinkedIn is not popular among teenagers, and thus offensive language on that 

platform cannot be considered representative of offensive language used by teenagers. 

Some platforms are not very popular in particular countries while popular in others. Thus, 

offensive language in one platform is not inclusive to the dialect and culture of the people 

of the missing countries. For example, Reddit is a good representative of Americans but 

not of people from the Arabian Gulf. Moreover, some platforms are commonly used by a 

specific gender, making the model biased toward that gender. Consequently, it might be 
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better to construct a dataset with texts from multiple sources to ensure the generalization 

and inclusion of the proposed solution.  

Emojis and emoticons are commonly used by users on social media to express 

their feelings and attitudes toward others, topics, objects, etc. Treating them with equal 

importance to other textual content can support the detecting of offensive language. 

However, I find few studies that consider emojis or emoticons within the literature; they 

mostly remove them during pre-processing step.  

The main goal is to detect offensive language, but that does not mean neglecting 

the not offensive language. All studies focus only on analyzing the offensive samples 

deeply, without further analysis of the not offensive samples. Trying to analyze the not 

offensive samples further by having a second level of labeling hierarchy might increase 

the efficiency of the system. Given that both offensive and not offensive samples were 

gathered using the same initial extraction criteria, which indicates that they share some 

similarities, there is a need to identify other similar classes that are not offensive.  

Chapter Summary  

In this chapter, I review studies covering Arabic offensive language detection, 

including multiple categories of offensive language such as general offensive, hate 

speech, cyberbullying, adult content, and violence. The main objective of this review is to 

investigate the SOTA research in Arabic offensive language detection that applied NLP 

approach in their studies. My surveying method includes multiple steps starting with 

keywords selection, following by search for studies, recursive search, filter studies, 

qualitative and quantitative analysis, and concluding with identifying gaps in the 
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literature.  Findings from this survey indicate the importance of developing innovative 

approaches for feature extraction and model development that could work better for the 

Arabic language. This chapter includes a short section that reviews the available Arabic 

offensive language datasets; however, the next chapter expands it and provides insights 

into the content and context of the datasets. 
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The Holy Prophet Mohammad (peace be upon him and his holy progeny) said: 

َم الَجنَّةَ على ُكلِّ فَّحاٍش بَِذيٍء، قَلیِل الَحیاِء، ال یُباِلي ما قاَل  "إّن ّهللا   وال ما قیَل لَھُ."َحرَّ
 “Allah (God) has prohibited Heaven to those who use obscenity, vulgarity, lack 

shame, and are not concerned about what is said or not said to them.” 
 

- Al-Kafi, volume 2, page 323, number 3; Mizan ul Hikmah, page 645 
 

 EXPLORATORY DATASET ANALYSIS 

 
 
 
 
 
 
 
 
 
  

In the previous chapter, SOTA research in the Arabic offensive language is 

presented with emphasis on the approaches used in developing classification models. 

This chapter complements the previous one by adding more insights towards resources 

and datasets used in Arabic offensive language research.  Specifically, I survey several 

available open-source Arabic offensive language datasets to provide a comprehensive 

overview by conducting in-depth Exploratory Data Analysis (EDA). The EDA includes a 

statistical analysis, a textual analysis, and a contextual analysis for all datasets to 

investigate the content from multiple dimensions. Some visualization tools are used to 

better understand the content and context of the data used. The study ends with a 

summary of the results.  

The scope of this chapter covers the following research questions:  

• What is the content of the available Arabic offensive language datasets?  

• What are the limitations of the available Arabic offensive language datasets?  
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• How can we complement the available Arabic offensive language datasets to 

contribute to text classification systems?  

The chapter is organized into four main sections. The methodology is described in 

detail in the first section. The second section presents the results, and the third section 

builds on the second one by discussing and synthesizing the results. In the last section, 

conclusions and design considerations are presented.  

Methodology  

I follow four main phases during the survey process. They are starting from 

selecting datasets, formatting datasets, analyzing datasets, and ending by summarizing 

and synthesizing the results. The following paragraphs describe each phase of the 

methodology in detail.  

1. Selecting Datasets  

I define a set of criteria to select the datasets: searching, formatting, and 

accessibility. These criteria ensure the quality of the study.   

a. Defining Searching Criteria  

I include datasets related to offensive language, such as hate speech, vulgar, or 

abusive. Only Arabic language datasets are considered, including dialectal 

Arabic.   

b. Defining Formatting Criteria  

Datasets from multiple formats were included. Most datasets are in Comma-

Separated Values (CSV) file format; few of them are in Excel, Tab-Separated 

Values (TSV), and JavaScript Object Notation (JSON).  



148 
 

c. Defining Accessibility Criteria  

Datasets that have been released freely online with open-source options are 

considered only.   

2. Formatting Datasets:  

The selected datasets are in heterogeneous formats and some of them include 

multiple descriptive attributes, such as publishing date, user profile, or number of 

annotators. Thus, I process them to be in minimal and consistent format.  

a. Filtering Attributes  

I remove all unnecessary attributes that do not serve the goal of the study. Only 

textual messages and labels were included. The content of textual messages was 

intentionally kept because all content is considered for analysis purposes; 

however, some datasets were provided in preprocessed format only.  

b. Creating CSV Files  

For each dataset, I create a CSV file to save the textual messages and labels only. 

This file is used for cross labels analysis and overall dataset analysis.  

c. Creating Textual Files  

For each label within the datasets, I create a text file that contains only the textual 

content. This file is used for textual analysis and contextual analysis purposes.  

3. Analyzing Datasets:  

This is the most critical phase of the study. The analysis phase adds value and 

insight into the content of the datasets. I present detailed investigations for the content of 
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each dataset by conducting statistical, textual, and contextual analysis, in addition to 

generating multiple graphs to visualize the content.  

a. Statistical analysis   

The statistical analysis includes finding frequencies of words, frequencies of stop 

words, statistical measurements for the lengths of the text based on the number of 

tokens, and statistical measurements for the lengths of the tokens based on the 

number of characters to analyze their relationships with offensive content. To 

extract the most frequently used words for each class accurately, I remove a list of 

stop words from the text. The stop words list includes the NLTK Arabic stop 

words list, and Albadi, Kurdi, and Mishra (2018)’s stop words list. Then, I search 

for the words that have the prefix “ال” to remove the prefix. I do not remove the 

prefix “ال” when it is used as a part of the word and not as a prefix, such as in the 

word “هللا”. A simple count of token frequencies is useful to compare among 

multiple classes; however, it does not provide rich information about each class 

separately. I use the web-based tool Voyant16 to further analyze the text and 

identify the top five most distinctive words of each class. Stop words could help 

in defining the context of the posts. I conduct simple frequency analysis to 

generate the top stop words per class, as stop words that appear only in a 

particular class might be better to consider in the analysis as a regular word rather 

than as a stop word. I investigate the complexity of the text used in each class to 

check if there is any pattern or relationship between the complexity of the text 

                                                
16 https://voyant-tools.org/  
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used and the type of offensive content. I use two measures to support this 

analysis; the number of characters per token and the number of tokens per post.  

b. Textual analysis   

Before cleaning or filtering the data, I generate word cloud graphs for each label 

from each dataset using the textual files to give some intuition about the raw 

content of each class. Data in all datasets are extracted from user-generated 

content platforms that are usually written in unstructured format and using 

dialectal Arabic, which is not supported by most of the available textual analysis 

tools. Thus, I could not perform POS tagging to analyze the text based on their 

functional roles and investigate whether that could influence the offensive 

content.   

c. Contextual analysis  

I study the impact of context on offensive content. Context is defined in terms of 

text sentiment, the use of emojis, and the use of punctuations. To better 

understand the context of the samples, I use the Mazajak online tool2 for Arabic 

sentiment analysis to predict the sentiments of tweets. Thus, each sample is 

classified as positive, negative, or neutral depending. on its content. Emoji is often 

used in online communication to reflect the emotion and express personality; thus, 

considering emojis adds value to understanding text. Punctuations provide a clue 

for the meaning of unfamiliar phrases and the context of the sentence. As a result 

of that, I analyze the use of punctuations and their effects on offensive content.  
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4. Summarizing and Synthesizing Results:  

After reviewing the analysis section, I connect results across the datasets and 

summarize the overall findings. I add more insight into the findings by synthesizing the 

result with findings from previous studies and provide valuable design considerations for 

other researchers in the same domain of research.  

Datasets Analysis Results  

This section contains the results from dataset analysis in chronological order 

based on the publication date of each dataset. A total of nine datasets satisfy the selection 

criteria:  Aljazeera.net Deleted Comments, Egyptian Tweets, YouTube Comments, 

Religious Hate Speech, Levantine Hate Speech and Abusive Language, Tunisian Hate 

Speech and Abusive Language, Multi-Platform Offensive Language Dataset, the Fourth 

Workshop on Open-Source Arabic Corpora and Corpora Processing Tools, and the Multi-

Platform Hate Speech Dataset.  

The Aljazeera.net Deleted Comments Dataset  

The Aljazeera.net deleted comments datasets is developed by Mubarak, Darwish, 

and Magdy (2017). It includes a total of 31,692 comments consisting of 5,653 clean 

comments, 533 obscene comments, and 25,506 offensive comments.  The total number of 

duplicate comments is 8; 2 clean comments, 1 obscene comment, and 5 offensive 

comments. Figure 20 shows class distribution. 
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Figure 20 Class distribution for the Aljazeera dataset 
 
 
 
The following is an example offensive comment:  

أنادیكم أنادیكم أشد على أیادیكم وأبوس األرض تحت نعالكم .. تجار الدین من الروفض واالیرانین یجب تطھیرھم كما فعل بھم 

            صالح الدین . بعدھا سوف تتحرر االراضي العربیھ من االحتالل الفارسي واالسرائیلي

Translation: I am calling you, I am calling you and hold your hands and kiss the 

land beneath your shoes.. The land needs to be cleaned from the Iranian and Shia as Salah 

Al-Deen did before; after that, the Arabic land will get free from the Persian and Israeli 

invasion. 

 

Investigating text through the word cloud from Figure 21, it can be noticed that 

the most common particles differ among the three classes. For example, in clean 

comments, “ھو / he” and “في /in” are the most frequent ones, in obscene comments, “یا 

/you” and “ال /no” are the most used ones, and in offensive comments, “كان /was” and “من 

/ from” are more likely to be seen than other particles. From the word cloud figure, some 
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distinguishable words among the classes are “فیصل / Faisal” in clean comments, “كس / 

pussy” in obscene comments, and “سیف / sword” in offensive comments.   

 
 
 

 

Figure 21 The word cloud of the Aljazeera dataset (a. clean, b. obscene, c. offensive) 
 
 
 

In Figure 22 to Figure 24, the top 10 frequent tokens are shown for each class 

separately. In all classes, the words “هللا / God” is the most frequent one. For both clean 

and offensive comments, the second most frequent word is “دولھ / state” while for obscene 

comments, the second most frequent word is “ابن / son”. The third most frequent word in 

clean comments is “جزیره / Jazeera”, “كس / pussy” in obscene comments, and “مصر / 

Egypt” in offensive comments.  
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Figure 22 Most common tokens in the clean class in Aljazeera dataset 
 
 
 

 

Figure 23 Most common tokens in the obscene class in Aljazeera dataset 
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Figure 24 Most common tokens in the offensive class in Aljazeera dataset 
 
 
 
 

Applying the web-based tool Voyant shows the following five distinctive 

words for each class:  

1. Clean: الخبر / the news (130), قال / said (128), ووفقكم / bless you (38), عافاكم / make 

you healthy (36), خیر / good (92).  

2. Obscene: المتناك / fucked (20), كسم / fuck your mother (19), كس / pussy (44), المتناكة / 

fucked (16), القحبة / whore (13).  

3. Offensive: قال / said (445), االسد / Al-Asad (275), السوري / Syrian (271), تركیا Turkey 

  .Palestine (227) / فلسطین ,(244)

Figure 25 and Figure 26 compare the results of the statistical analysis for the 

length of comments and the length of tokens based on the classes. In all cases, offensive 

comments are the longest followed by obscene comments and clean comments. Clean 

comments are the only category that has some outliers for comments length.  
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Figure 25 Statistics of each label in Aljazeera dataset based on the number of tokens per comment 
 
 
 

 

Figure 26 Statistics of each label in the Aljazeera dataset based on the number of characters per token 
 
 
 
Investigating the use of stop words among the classes from Figure 27 to Figure 

29, shows a very similar pattern among all classes. For example, “من / from” is the top 
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one among all, followed by “و / and” in both clean and offensive classes and “یا / you” in 

obscene class, and “في / in” is the third most frequent stop word among all classes.   

 

Figure 27 Most common stop words in clean class from the Aljazeera dataset 
 
 
 

 

Figure 28 Most common stop words in obscene class from the Aljazeera dataset 
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Figure 29 Most common stop words in offensive class from the Aljazeera dataset 
 
 
 

Figure 30 is a bar chart for the sentiment analysis results. Obscene comments are 

all labeled negatively by the Mazajak online tool, while clean and offensive comments 

have mixed sentiments; mostly negative followed by neutral then positive.   
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Figure 30 Sentiment analysis based on labels for Aljazeera dataset 
 
 
 
The provided comments do not have any emojis, so I could not analyze the use of 

emojis among the classes. Figure 31 to Figure 33 show frequencies of the top ten 

punctuation marks for each class. As can be seen from the figures, the three most 

frequent punctuation marks are the same for all classes; “.”, “!”, and “؟”.  

 
 
 

 

Figure 31 Most common punctuation in the clean class in Aljazeera dataset 
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Figure 32 Most common punctuation in the obscene class in Aljazeera dataset 
 
 
 
 

 

Figure 33 Most common punctuation in the offensive class in Aljazeera dataset 
 

 
 

Similar analysis for the rest of the datasets has been conducted and a summary of the result is in  
 
 

Table 12 and Table 13. 
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Egyptian Tweets Dataset 

The Egyptian tweets dataset was developed by the same researchers who 

compiled the Aljazeera deleted comments dataset, and it has the same labeling structure 

(Mubarak, Darwish, & Magdy, 2017). The total number of tweets is 1,100; 453 clean, 

203 obscene, and 444 offensive. The total number of duplicate tweets was two. 

Religious Hate Speech Dataset  

Albadi, Kurdi, and Mishra (2018) publish the Religious Hate Speech Dataset, 

which consists of 6,137 Arabic tweets; 2,762 hate, 3,375 not hate. The dataset has 

multiple duplicates of eight original tweets. 

YouTube Comment Dataset 

Alakrot, Murray, and Nikolov (2018) extract a comments dataset from a set of 

controversial YouTube channels that contains a total of 15,050 comments. Classes are 

imbalanced with 9,237 not offensive comments and 5,813 offensive comments. The 

dataset has two comments that have been repeated 11 times. 

Levantine Twitter Dataset for Hate Speech and Abusive Language (L-HSAB)  

The L-HSAB dataset is a dialectal dataset that contains 5,846 Levantine tweets 

(Mulki et al., 2019). It has three classes: hate = 468 tweets, abusive = 1,728 tweets, and 

normal = 3,650 tweets. Multiple identical repetitions of tweets were found. 

The Tunisian Hate and Abusive speech dataset (T-HSAB)  

Haddad et al. (2019) develop T-HSAB dataset, which has a total of 6,075 

comments; 3,834 normal, 1,127 abusive, and 1,078 hate. Duplicate comments were 

removed. 
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The Multi-Platform Offensive Language Dataset (MPOLD)  

Chowdhury et al. (2020) develop the MPOLD dataset, which consists of 4,000 

comments; 3,325 are not offensive comments and 675 are offensive. Offensive comments 

are further classified as vulgar, hate, and other. For the purposes of this research, I just 

focus on the first level label hierarchy.   

The Fourth Workshop on Open-Source Arabic Corpora and Corpora Processing Tools 

Dataset (OSACT)  

The OSACT dataset is released by Mubarak et al. (2020). Each tweet has two 

labels; the first label used to classify the tweet into offensive or not offensive and the 

second one to classify it into hate speech or not hate speech. The total number of tweets is 

10,000; 1,900 are offensive tweets and out of these offensive tweets, only 500 are hate 

speech.  

The Multi-Platform Hate Speech Dataset   

Omar, Mahmoud, and Abd El-Hafeez (2020) release the first multi-platform 

dataset for Arabic hate speech detection. Comments were collected from four social 

media platforms; Facebook, Twitter, YouTube, and Instagram. The dataset is balanced 

with 10,000 hate comments and 10,000 not hate comments. 

Summarizing Results  

The following table summarizes some features of the datasets that could be 

helpful to measure the quality of the datasets. The main quality-related attributes include 

the size of the dataset and whether the classes are close in size, the number of the samples 

that have been included in the dataset several times, the rounded average length of 
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samples (comments) based on the number of tokens, the rounded average length of 

tokens based on the number of characters, the inclusion of emojis and punctuation, and 

whether the content is pre-processed for privacy and security reasons.  

 
 
 

Table 12 Quality features of the datasets 
 

Dataset Size per label No. of 
Duplicates 

Avg. length of 
comment 
(character) 

Emojis Punctuation Anonymized 

The 
Aljazeera.net 
Deleted 
Comments  

31,692 (5,653 
clean, 533 
obscene, 
25,506 
offensive)  

7 original 
comments 

15 tokens 
(80 characters) 

Not 
availabl
e 

Available Not available 

Egyptian 
Tweets 

1,100 (453 
clean, 203 
obscene, and 
444 
offensive) 

2 original 
tweets 

13 tokens 
(79 characters) 

Availab
le Available Not available 

Religious 
Hate Speech  

6,137 (2,762 
hate and 
3,375 not 
hate) 

8 original 
tweets 

22 tokens 
(140 characters) 

Availab
le Available Not available 

YouTube 
Comments 

15,050 (9,237 
not offensive 
and 5,813 
offensive) 

2 original 
comments 

10 tokens 
(100 characters) 

Availab
le Available Not available 

L-HSAB 

5,846 (468 
hate, 1,728 
abusive, and 
3,650 normal) 

No duplicates 10 tokens 
(70 characters) 

Availab
le Available Not available 

T-HSAB 

6,075 (3,834 
normal, 1,127 
abusive, and 
1,078 hate) 

No duplicates 9 tokens  
(80 characters) 

Not 
availabl
e 

Not 
available Not available 

MPOLD 

4,000 (3,325 
not offensive 
and 675 
offensive)  

No duplicates 10 tokens 
(80 characters) 

Availab
le Available Available 

OSACT 

10,000 (8,100 
not offensive 
and 1,900 
offensive) 

3 original 
tweets 

19 tokens 
(95 characters) 

Availab
le Available Available 

Multi-
Platform 
Hate Speech 

20,000 
(10,000 hate 
and 10,000 
not hate) 

2 original 
comments 

30 tokens 
(150 characters) 

Not 
availabl
e 

Available Not available 
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The content of Table 2 summarizes the main findings for each dataset based on 

the class. This summarization supports the comparison of each type of offensive content 

(e.g., hate speech, offensive, obscene) among the entire Arabic offensive resources, 

which can provide a holistic picture of the available resources.  

 
 
 

Table 13 Label-specific attributes summary 
 

Dataset Label Top three 
tokens 

Top three 
distinctive words 

Top three 
stop words 

Major 
sentiment 

Top 
three 
emoji 

Top 
three 
punctu
ation 

The 
Aljazeera.ne
t Deleted 
Comments 

Clean 
 دولة ,God/ هللا
/state, جزیره 
/Jazeera 

 قال ,the news/ الخبر
/said, ووفقكم /bless 
you  

 و ,from/ من
/and, في /in Negative Not 

available ., !, ؟ 

Obscene هللا /God, ابن /son, 
 pussy/ كس

 / كسم ,fucked / المتناك
fuck your mother, 
   pussy / كس

 / یا ,from/ من
you, في /in  Negative Not 

available ., !, ؟ 

Offensive 
 دولة ,God/ هللا
/state, مصر 
/Egypt 

-Al/ االسد ,said/ قال
Asad, السوري /Syrian 

 و ,from/ من
/and, في /in Negative Not 

available ., !, ؟ 

Egyptian 
Tweets 

Clean 
 / مصر ,God/ هللا
Egypt, شعب 
/people 

 the/ الحل
solution, الرئیس /the 
president, عالقة / 
relationship 

 في ,from/ من
/in, و /and Negative 😢, 😂, 😭  ., “, # 

Obscene 

 your/ امك
mother, عرص 
/bad behaved, 
 dog/ كلب

 the/ العرص
bastard, امك /your 
mother, عرص /basta
rd 

 من ,you / یا
/from, في /in  Negative 😂, , 

🐶 
., “,! 

Offensive 
 هللا ,Egypt / مصر
/God, منك/ from 
you 

-El/ البرادعى
Baradei, بطل /hero, 
 stupid/ اھبل

 من ,you / یا
/from, في /in  Negative 😂, 😥, ✋ ., “,؟ 

Religious 
Hate Speech  

Not hate 
 یھود ,God/ هللا
/Jews, شیعة /Shia  

 ,primitiveness /فطرة
 the/اإلخالص
sincerity, ٕابراھیم/ 
Ibrahim 

 في ,from/ من
/in, على /on Negative 

😂, 🌹, 🖤  
., /, # 

Hate 
 for/ لھم ,God/ هللا
them, مسلمین 
/Muslims   

 العھر ,curse/ اللعنة
/immorality, متحدون 
/united  

 في ,from/ من
/in, على /on Negative 

😂,), 👇   
., /, # 

YouTube 
Comments 

Not 
offensive 

 ,Kadhim /كاظم
 /احالم ,God /هللا
Ahlam 

 in my / بقناتي
channel, مھا / Maha, 
  give you / یھدیك

,from/ من و  / 
and, في /in Negative 😂, 🖤, 😍 ., ؟  , + 

Offensive 
 /كاظم ,God/ هللا
Kadhim, احالم/ 
Ahlam 

 زبالة ,trash/ زبالھ
/trash, خرة /shit  من /from, یا / 

you,  و / and Negative 😂, 👎, 😒 ., ؟, ، 

L-HSAB Normal 

 /جبران باسیل
Gebran Bassil, 
 ,minister /وزیر
 God /هللا

 الخارجیة ,the top/ القمة
/the external, الوطني 
/the national   

/ ما   ,from/ من
what, في /in Negative 

🖤, 😎, ♀  
 ، ,؟ ,؛
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Abusive 
 ,eat air /كول ھوا
 dog /كلب

 واطي ,shit/ خرا
/cheap man, شرفك 
/your honor   

/ ما   , ,you / یا
what,  في  /in Negative 

😂, 😎, 

  
،  ,؟  ؛ ,

Hate 

 to the/ عالمطبخ
kitchen, البنات 
/girls, والك /guys  

 to the/ عالمطبخ
kitchen, البنات /girls, 
  guys/ والك

 من ,you / یا
/from, و/ and  Negative 

😂, 😎, ♂ 
 ! ,، ,؟

T-HSAB 

Normal 
 ,Tunisia / تونس
 ,my lord/ ربي“
  Lutfy/ لطفي

 ,emotions/ عواطف
 ,Al-Khattab / الخطاب
    Salah / صالح

 / ٔاكثر, ha/ ه
more, ھكذا 
/this is  

Negative 
Not 
available 

Not 
availab
le 

Abusive 
 تونس ,whore/ قحبة
/ Tunisia, نیك 
/fuck 

 قحبة ,fuck/ نیك
/whore, القحبة / the 
whore   

 / ٔاكثر, ha/ ه
more, بكم / by 
you Negative 

Not 
available 

Not 
availab
le 

Hate 
 ,Tunisia / تونس
 دین ,people/ شعب
/religion 

 ,the whore / القحبة
 قحبة ,religion /ودین
/whore   

 / ٔاكثر, ha/ ه
more, اآلن 
/now Negative 

Not 
available 

Not 
availab
le 

MPOLD 

Not 
offensive 

@User.IDX, هللا/ 
God, قناة 
/channel 

 برنامج ,thanks / شكرا
/program, افضل/ 
better 

 /في ,from /من
in, و / and  Negative 😂, 🖤, 👍 ., @,  ،  

Offensive 
@User.IDX, هللا/ 
God, قناة 
/channel 

 الحمدین ,pig/ الخنزیره
/the two Hamad, قذر 
/dirty   
 

 /في ,from /من
in, و / and  Negative 😂, 👇, 🤣  ., @, ! 

OSACT 

Not 
offensive 

@USER, RT, 
URL 

 ,everlasting/ قیوم
 ,answerer/ مجیب
  merciful/ رحمن

 من ,you / یا
/from, و/ and Positive 😂, 🖤, 💙 <, >, . 

Offensive @USER, هللا/ 
God, URL 

 كلووووب ,shit/ فسواي
/small dog, كلبھ 
/female dog  

 /و ,you / یا
and, من   /from Negative 

😂, 🤣, 💙 
@, ., < 

Multi-
Platform 
Hate Speech 

Not hate 
 هللا ,our God/ اللھم
/ God, 
 technology/ تقنیة

 ,technology/ تقنیة
 ,Android/ أندروید
 doctor/ الطبیب

 /في ,from/ من
in, على /on Neutral 

Not 
available ., ،, : 

Hate 
 / ام ,God / هللا
mother, كس / 
pussy 

 ,pussy/ كس
 your mother’s/ كسمك
pussy, عرص /bad 
behaved 

 / یا ,from/ من
you, و/ and Negative 

Not 
available ., #, ، 

 
 
 
Synthesizing Results  

The problem of online offensive language is a very complex one. The analysis 

shows that most surveyed datasets have an average length of input text less than or equal 

to 15 tokens, making it difficult to accurately identify the context and differentiate 

between offensive content and other similar content such as sarcasm content. This 

problem gets more complicated when the input text does not include non-textual 
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elements, such as emojis or pictures, that might otherwise add more insight into the 

textual content. In addition, the majority of the surveyed datasets are imbalanced with a 

very small percentage of offensive content, which makes it very difficult to depend on 

one dataset to develop an offensive language detection system with sufficient training 

instances and obtain accurate results.   

Offensive words differ among the datasets regardless of the offensive text 

type.  This variation could be a result of Arabic dialects and Arabic sub-cultures 

represented in the datasets. Overall, Arabic users of online social media are commonly 

using the face with tears of joy emoji “😂”, in their conversations as it appears as the 

top frequent emoji in most surveyed datasets for offensive and not offensive samples. The 

use of punctuation does not demonstrate any specific patterns among the datasets. Stop 

word analysis highlights the relationship of “یا / you” with offensive content as it appears 

among the most frequent stop words in multiple offensive types from multiple datasets. 

Some of the most frequent tokens are part of a name of famous figures; for example, 

“ Kadhim”, and /كاظم“ حالما / Ahlam” from YouTube Comments dataset; thus, it would be 

better to consider studying the relationship between names of famous persons and 

offensive content.  

Design Considerations  

The available Arabic offensive language datasets that I discuss in this paper cover 

several offensive contents from different platforms with different Arabic dialects that can 

provide valuable insights into the problem of online offensive content. Accordingly, 

researchers in this domain of research need to develop advanced methods to extract 
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collective knowledge from all available offensive language datasets in the Arabic 

language in order to   address the problem from several dimensions with a holistic view.   

Chapter Summary 

In this chapter, I investigate the content of nine Arabic offensive language 

datasets to provide an in-depth analysis of their content. This investigation aims to guide 

researchers in Arabic offensive language detection in selecting the appropriate dataset 

based on content and in creating new Arabic offensive language resources to support and 

complement the available ones. Results demonstrate the limited content of the surveyed 

datasets in terms of  sample sizes and the lengths of the samples.  Results also show 

variations in the offensive content among the datasets. Thus, it is very important to 

consider developing an innovative method to extract valuable insights about Arabic 

offensive content from the available datasets collectively, and to apply that knowledge 

for an automatic Arabic offensive language detection system.   
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ْنھُْم َوَال نَِساء مِّن نَِّساء ”  ْنھُنَّ  یَا أَیُّھَا الَِّذیَن آَمنُوا َال یَْسَخْر قَوٌم مِّن قَْوٍم َعَسى أَن یَُكونُوا َخْیًرا مِّ َعَسى أَن یَُكنَّ َخْیًرا مِّ

 “ َوَال تَْلِمُزوا أَنفَُسُكْم َوَال تَنَابَُزوا بِاْألَْلَقابِ 
 

“O you who believe, no men should ever scoff at other men. May be, the latter are 
better than the former. Nor should women (ever scoff) at other women. May be, the 
latter women are better than the former ones. And do not find fault with one another, 

nor call one another with bad nicknames.” 
 

-Holy Qur'an, chapter Al-Hujurat (49), verse 11 
 

WORD REPRESENTATION- THE BERT MODEL 

  

   

 

 
 
 
 
 
 

This chapter provides the foundation to the next chapters by examining the 

AraBERT model to arrive to the best settings for experimental studies. Accordingly, this 

chapter focuses on explaining the BERT models and the concept of transfer learning. It 

also includes a short experimental study to tune AraBERT hyperparameters.  

BERT stands for Bidirectional Encoder Representations from Transformers 

(Devlin et al., 2018). It is an innovative language model that presents SOTA results in 

multiple NLP tasks, such as question answering and language inference. BERT applies 

pre-trained language representations to down-stream tasks through a fine-tuning 

approach. This approach is also called transfer learning, in which the pre-trained 

language representations are developed using a neural network model on a known task, 

and then fine-tuning is performed to use the same model for a new purpose-specific task. 

The main feature that distinguishes BERT from the other language modeling techniques 
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is the use of a bidirectional language model rather than a unidirectional language model 

during the fine-tuning process. This bidirectional learning technique consists of a Masked 

Language Model (MLM) with a pre-training objective that randomly masks some of the 

tokens from the input to predict the original masked token based only on its context 

(Devlin et al., 2019).   

This chapter helps in answering the following questions: 

- What is transfer learning? And how is it applied in NLP? 

- Why is BERT model very powerful in NLP tasks? 

- Which hyperparameters work the best for the AraBERT model when applied 

to Arabic offensive language detection? 

 

The chapter is organized as follows: a general background about transfer learning 

in NLP is reviewed at the first section, then more in-depth detail about BERT model 

architecture is given. The third section is dedicated to explaining how BERT constructs 

contextual word embeddings.  The AraBERT model is discussed in the fourth section. 

Section five includes an experimental study to tune AraBERT hyperparameters for 

Arabic offensive language detection. The chapter ends with a summary that contains the 

main lessons from this chapter and connects it to the rest of this thesis.  

Transfer Learning in NLP 

It is critical to understand the main concepts behind transfer learning in order to 

understand the BERT model because it is developed based on transfer learning theory. 

Previous studies report SOTA performance results by applying transfer learning for many 
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supervised NLP tasks (e.g., classification, information extraction, etc.) (Devlin et al., 

2018). Most NLP tasks share common linguistic knowledge, such as linguistic 

representations and structural similarities in which transfer learning adds value by 

allowing tasks to inform each other (e.g., syntax and semantics). In addition, labeled 

datasets are rare and costly; thus, transfer learning can help make the most out of using as 

much supervision as available (Wolf, 2019). Accordingly, adopting transfer learning for 

NLP tasks saves time and effort by enabling language processing models to be initialized 

with existing prior knowledge (Azunre, 2021). 

Ruder (2019) proposes a taxonomy for transfer learning in NLP in his dissertation 

“Neural Transfer Learning for Natural Language Processing”, as shown in Figure 34.  

 
 
 

 

Figure 34  taxonomy for transfer learning in NLP (Ruder, 2019, p.5) 
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The first branch of transfer learning is called transductive transfer learning, which 

combines datasets for the same NLP task with labeled data only in the source domain 

dataset. There are two types of learning within transductive transfer learning; the first one 

is called domain adaptation. In domain adaptation, two different domain datasets are used 

for the same task. For example, a system for question answering on news can be applied 

to a corpus of customer surveys. Transductive transfer learning can be applied across 

different languages, such as Arabic and English, so that knowledge learned from one 

language can serve the task for the other one. This type of transfer learning is discussed 

in more detail in chapter 8. 

The second branch of transfer learning is applied to different NLP tasks with 

labeled data in the target domain dataset, and is called inductive transfer learning. The 

first type of inductive transfer learning is multi-task learning, which consists of having 

multiple different tasks running simultaneously. The second type is called sequential 

transfer learning that also has multiple tasks, but they are applied in sequential order, for 

example, learning word representation first (called pre-training) and then applying to the 

target task such as offensive language detection (called adaptation). The BERT model is 

developed based on the sequential transfer learning approach. These four types of transfer 

learning are not discrete, they could overlap.  

The BERT Architecture 

There are two main components of BERT; model and training. The model 

includes the pre-training architecture and the fine-tuning (adaptation) architecture. In 

general, all architectures depend on transformers, i.e., generic models based on attention 
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mechanism (encoder and decoder). Figure 35 shows the architecture of the transformer 

layer. Model architectures vary in size from simple architecture such as in XLNeT to 

very large architecture such as in XLM. For example, BERT-Base has 12 Transformer 

layers (blocks), with 768 hidden layers, 12 bidirectional self-attention heads, and a total 

of 110M parameters, while BERT-Large has 24 Transformer layers (blocks), 1,024 

hidden layers, 16 bidirectional self-attention heads, and a total of 340M parameters. 

 
 
 

 

Figure 35 Transformer layer (Houlsby et al., 2019, p.3) 
 
 
 

The training component of BERT consists of pre-training and fine-tuning phases. 

A long stream of continuous text is used to help the model learn semantic and syntactic 

long-term dependencies in the text that is used during pre-training. Considering the 

quality and the size of the data is very important during training. 
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The BERT Model as a Contextual Word Vector 

The contextual word vector creates one vector for all contexts instead of capturing 

each word separately. Unlike most of the previous contextual word embeddings (e.g., 

GloVe), BERT applies WordPiece embeddings. WordPiece is an algorithm for sub-word 

segmentation, in which the vocabulary is initialized with individual characters from the 

text. After that, BERT iteratively adds the most frequent combinations of characters in 

the vocabulary (Wu et al., 2016). Each segment of the word (WordPiece) is assigned to a 

numeric ID. Furthermore, BERT contextual embedding outperforms previous contextual 

embeddings because BERT pre-trains both sentence and contextual word representations, 

using MLM and next sentence prediction with multiple layers of transformers. As can be 

seen from Figure 35, the multi-head bidirectional self-attention mechanism in the 

Transformer layers increase the understanding of language during the pre-training phase 

of the language model because it considers the contextual relationship of each word 

(target word) to the others before and after it on the same time from the entire corpus 

using a summation of the corresponding token, segment, and position embeddings. A 

special classification token [CLS] is used for the first token of every sequence. Another 

special token is [SEP], which is used to separate sentence pairs. Thus, the positional 

embedding provides the model with relative positioning knowledge (Devlin et al., 2018). 

Figure 36 is taken from the original BERT paper “BERT: Pre-training of Deep 

Bidirectional Transformers for Language Understanding” to illustrate how the encoding 

is performed in BERT.  
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Figure 36 BERT input representation (Devlin et al., 2018, p.5) 
 
 
 

  This encoding process is conducted during the model training phase, which allows 

BERT to construct the linguistic knowledge that makes it a powerful language model. 

Scaling-up the model by increasing the size of the corpus used during training phase 

helps increase the model’s knowledge. The knowledge that is acquired by the pre-trained 

BERT model is transferred through the fine-tuning process to serve other tasks such as, in 

our case, offensive language detection.  

The AraBERT Model 

The AraBERT model is a monolingual Arabic BERT model. It has various 

versions with variations in the model architecture and training corpus; AraBERTv1-base 

model is 543MB in size with 136M parameters and pre-trained using 77M sentences that 

are 23GB in size and 2.7B words, while AraBERTv2-large is 1.38G size with 371M 

parameters and pre-trained with 200M sentences that are 77GB in size and 8.6B words. 

In this dissertation, I focus on BERT-base-AraBERT (AraBERTv1-base) and refer to it 

as AraBERT. More details about AraBERT are discussed in Chapter 4. AraBERT is 
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trained mostly on MSA Arabic News outlets, the following are the sources including in 

its training corpus: 

1. Arabic Wikipedia database dump17 

2. 1.5B words Arabic Corpus18 (sources include newspapers, books, and research 

papers) 

3. Open-Source International Arabic News Corpus (OSIAN)19  

4. Assafir Lebanese news articles20  

 

AraBERT Fine-Tuning Hyperparameters Optimization Method 

The selection of the AraBERT’s hyperparameters for the next chapters is based on 

the findings from the hyperparameters optimization method conducted in this chapter. I 

utilize all nine datasets discussed in Chapter 5. I start by creating a training set and testing 

set using 80%-20% random splits by applying Scikit-Learn Python library to ensure 

preserving the same distributions of labels. I binarize all labels to have only offensive and 

not offensive classes by converting the different types of offensive classes into one 

offensive class. Then, I concatenate the training portions of all datasets into one corpus to 

be used for hyperparameters tuning. I apply 5-fold cross validation on the concatenated 

training corpus to arrive at the most efficient hyperapameters. While there are multiple 

hyperparameters in BERT, I select the most sensitive ones based on the recommendations 

from the original BERT paper (Devlin et al., 2018). AraBERT authors do not provide 
                                                
17

 https://archive.org/details/arwiki-20190201  
18 https://arxiv.org/pdf/1611.04033.pdf  
19 https://www.aclweb.org/anthology/W19-4619/  
20 http://m.assafir.com/Channel/50/English/TopMenu  
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recommendations on the hyperparameters. According to Devlin et al. (2019), best 

hyperparameter values are task-specific, but the following values are proven to work well 

for all tasks: 

• Batch size: 16, 32 

• Learning rate (Adam): 5e-5, 3e-5, 2e-5 

• Number of epochs: 2, 3, 4 

 

Datasets 

The same datasets explored in Chapter 5 will be used on the remaining chapters 

based on each experiment’s settings. Thus, I use the training portion from all datasets to 

tune the hyperparameters in this chapter and apply the optimized hyperparameters on the 

next chapters. To do so, I apply the same preprocessing steps conducted on remaining 

chapters, including 80-20% train-test random split and label binarization. The table below 

shows the datasets’ distributions for the training and testing sets, as well as datasets 

dialect and source’s platform. 
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Table 14 Datasets distributions 
 

Dataset Platform Dialect Training Set Testing Set 
The 

Aljazeera.net 
Deleted 

Comments  

Aljazeera 
News 

Multi-
dialect 

25,353 comments 
(not offensive = 

4,528, 
offensive = 20,825) 

6,339 comments 
(not offensive = 

1,125, 
offensive = 5,214) 

Egyptian Tweets Twitter Egyptian 
880 tweets 

(not offensive = 353, 
offensive = 527) 

220 tweets 
(not offensive = 

100, 
offensive = 120) 

Religious Hate 
Speech 
Tweets 

Twitter Multi-
dialect 

12,040 comments 
(not offensive = 

7,379, 
offensive = 4,661) 

3,010 comments 
(not offensive = 

1,858, 
offensive = 1,152) 

YouTube 
Comments YouTube Multi-

dialect 

4,909 tweets 
(not offensive = 

2,726, 
offensive = 2,183) 

1,228 tweets 
(not offensive = 

649, 
offensive = 579) 

L-HSAB Tweets Twitter Levantine 

4,819 samples 
(not offensive = 

3,068, 
offensive = 1,751) 

1,205 samples 
(not offensive = 

752, 
offensive = 453) 

T-HSAB 
Tweets Twitter Tunisian 

4,676 tweets 
(not offensive = 

2,919, 
offensive = 1,757) 

1,170 tweets 
(not offensive = 

731, 
offensive = 439) 

MPOLD Multi-
platform 

Multi-
dialect 

3,200 samples 
(not offensive = 

2,660, 
offensive = 540) 

800 samples 
(not offensive = 

665, 
offensive = 135) 

OSACT 
 Twitter Multi-

dialect 

8,000 tweets 
(not offensive = 

6,403, 
offensive = 1,597) 

2,000 tweets 
(not offensive = 

1,606, 
offensive = 394) 

Multi-Platform 
Hate Speech 

Multi-
platform 

Multi-
dialect 

16,004 samples 
(not offensive = 

7,973, 
offensive = 8,031) 

4,001 samples 
(not offensive = 

2,027, 
offensive = 1,974) 
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Classification Model 

I develop the same classification model that is used in Chapter 6 and the next 

chapters. AraBERT model from HuggingFace21 library is used with a simple FFNN layer 

to build the classifier. The experiment was developed in Python using the PyTorch-

Transformers library, and evaluation metrics were developed using the Scikit-Learn 

Python library. Google Colab Pro was used to conduct the experiment. 

Results 

 Table 15 shows the resulting average 5-fold cross-validation results for the 

combined training sets. As can be noticed from Table 15, I do not find any notable 

differences among the different values of the learning rate, batch size, and number of 

epochs. This finding is in line with Devlin et al. (2019)’s finding for fine-tuning to large 

datasets, i.e., 100k labeled training samples, which demonstrate lower sensitivity towards 

hyperparameters’ values than small datasets. Thus, I select the smallest values of all 

hyperparameters as that can support faster processing time and more convenient with 

Google Colab Pro available processing power. 

 
 
 
 
 
 
 
 
 
 
 

                                                
21 https://huggingface.co/ 
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Table 15 Hyperparameter optimization results 
 

Average Macro-F1 
over 5-fold cross-

validation 

Learning Rate (Batch size) 

2e-5 
(16) 

2e-5 
(32) 

3e-5 
(16) 

3e-5 
(32) 

5e-5 
(16) 

5e-5 
(32) 

Number 
of 

Epochs 

2 0.88 0.88 0.88 0.87 0.88 0.88 

3 0.88 0.88 0.88 0.89 0.89 0.88 

4 0.89 0.89 0.88 0.88 0.88 0.88 

 
 
 
 
Chapter Summary 

This chapter reviews fundamental concepts in transfer learning for NLP, 

including transfer learning types and the BERT model. It also provides the foundations 

for the next chapters by introducing the datasets and tuning the hyperparameters. Results 

from hyperparameter optimization demonstrates no significant impact from changes in 

the learning rate, batch size, and number of epochs.  
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Imām Muhammad ibn ‘Alī al-Baqir (peace and mercy be upon them) said: 

َش." "إنَّ ّهللا   یُبِغُض الفاِحَش الُمتََفحِّ
 “Allah (God) hates the user of obscene language and the one who is shameless with 

it” 
 

- Al-Kafi, volume 2, number 324; Mizan ul Hikmah, page 646 
 

PRE-PROCESSING ARABIC TEXT 

 

 

 

 

 

Pre-processing is one of the critical phases in most text classification pipelines. 

This chapter aims to investigate the impact of pre-processing on automatic offensive 

language detection in Arabic.   

Pre-processing normalizes text in order to facilitate downstream processing. This 

normalization needs to preserve the original meaning of the text. Earlier studies 

investigating the impact of pre-processing on the text classification report different 

results for different pre-processing techniques and in different datasets (HaCohen-Kerner 

et al., 2020; Woo, Kim, & Lee, 2020). This finding implies the significance of conducting 

more analytical studies to understand better the behavior of pre-processing techniques on 

the text classification tasks. Moreover, very few researchers from the Arabic NLP field 

perform similar studies to investigate how preprocessing Arabic text can affect the 

performance of NLP systems (Duwairi and El-Orfali, 2014; Saad, 2010). While case 

lowering is one of the most widely used pre-processing techniques for English letters, 
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Arabic letters do not have lower and upper case. The Arabic language has unique 

characteristics that need to be considered during pre-processing.   

The main goal of this chapter is to provide in-depth investigation and evaluation 

of the effects of intensive pre-processing on automatic offensive language detection in 

Arabic. I explore seven pre-processing techniques: conversion of emoticons and emojis to 

text, hashtag segmentation, normalization of different forms of Arabic letters, 

normalization of selected nouns from dialectal Arabic to MSA, conversion of selected 

hyponyms to hypernyms, and basic cleaning such as removing numbers, kashida, 

diacritics, and HTML tags. I evaluate multiple classifiers on each pre-processing step 

separately on two datasets. The classifiers include: (1) traditional machine learning 

classifiers; SVM and LR, (2) ensemble machine learning classifiers; Bagging and 

Random Forest, (3) ANN classifiers; RNN and LSTM, and (4) BERT-based models; 

AraBERT and Arabic-BERT.  

The scope of this chapter covers the first hypothesis of the dissertation; “H1. 

applying a contextual-aware preprocessing approach in cleaning and normalizing 

content of tweets increases the performance of the classifier”; by addressing the 

following questions:  

• What are the most significant preprocessing techniques for Arabic offensive 

language detection?  

• How does preprocessing affect traditional machine learning classifiers and the 

more advanced classifiers?  
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• Do the results for the advanced classifiers imply the need for a change in the 

traditional text classification pipeline?  

The following section starts with a related work section. Then, I discuss the 

methodology and the settings of the experiments, which include dataset description, 

preprocessing techniques, feature engineering, and classification models. The results of 

the experiments are presented after the methodology section. The chapter ends with a 

summary that presents the findings.  

Related Work  

There are few studies that focus on analyzing the effects of preprocessing Arabic 

text for text classification tasks. The pioneering study in investigating Arabic 

preprocessing text is delivered by Saad in 2010. Saad (2010) compares the effects of 

Arabic text pre-processing techniques on the performance of different traditional machine 

learning classifiers, including: Decision Tree, kNN, SVM, NB, and its variations; MNB, 

Complement NB (CNB), and Discriminative Multinomial Naïve Bayes (DMNB). 

Preprocessing techniques that were applied include tokenizing strings to words, 

normalizing tokenized words, removing stop words, different term weighting schemes, 

and Arabic morphological analysis. The weighting schemes consist of the Boolean model 

that uses 0 to refer to the absence of the word or 1 to its presence, word count, normalized 

word count, term pruning, TF, and TF-IDF. The Arabic morphological analysis contains 

two stemming techniques; stemming and light stemming. Stemming substitutes words 

with their stems, while light stemming eliminates common affixes from words without 

substituting them with their stems, which preserve the meanings. In (Saad, 2010) study, 
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seven Arabic datasets; BBC Arabic website bbcarabic.com corpus, CNN Arabic website 

cnnarabic.com corpus, Open-Source Arabic Corpus (OSAC), Contemporary Corpus of 

Arabic (CCA), Aljazeera News corpus, Khaleej newspaper of the year 2004 corpus, and a 

corpus from multiple online Arabic newspapers; were used to evaluate the effects of 

preprocessing in depth using BOW. Results highlight the significance of preprocessing 

Arabic text as a method for feature reduction, which reduces complexity for classifiers, 

consumes less storage, and saves processing time. Findings also report the following: 

light stemming with term pruning is the best feature reduction technique that shows the 

highest performance score. SVM and variations of the NB perform better than the other 

algorithms, and weighting schemes influence the performance of the distance-based 

classifier.   

In another study (Duwairi & El-Orfali, 2014), as part of building a sentiment 

analysis system for Arabic text, the authors analyze the effects of removing stop words 

and stemming on the performance of the classifier. They use two datasets; the first one 

contains reviews that the authors collect from political articles at Aljazeera Arabic news 

website, and the second one is publicly available and includes movie reviews written in 

MSA. The system has several schemes for BOW to represent the features and uses SVM, 

NB, and KNN classifiers. The results show that all pre-processing techniques improve 

performance (vs. no pre-processing) on the Aljazeera reviews dataset. However, for the 

movie reviews dataset, stemming shows a reduction in accuracy score. Authors attribute 

the adverse effects of stemming on performance for the movie reviews dataset to the 

Rapidminer’s stemmer, which has high error rates. The authors also point out the fact that 
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the movie reviews dataset is larger than the Aljazeera reviews dataset; thus, the high error 

rate of the stemmer is more obvious and shows sharper effects on the movie reviews 

dataset.  

English text has been investigated more intensively than Arabic text to study the 

effects of pre-processing techniques on text classification systems.  In this section, I also 

discuss two studies of the most recent ones that focus on analyzing the effects of pre-

processing techniques for English text classification tasks. HaCohen-Kerner, Miller, and 

Yigal (2020) study six preprocessing techniques: spelling correction, HTML tag removal, 

converting uppercase letters into lowercase letters, punctuation mark removal, reduction 

of repeated characters, and stop word removal. The experiments were performed on four 

datasets for text classification tasks; the four Universities Data Set (WebKB), the multi-

labeled Reuters-21578 dataset (R8), the SMS Spam Collection, and the Sentiment 

Labelled Sentences; using BOW and three classifiers: a Bayes Networks (BN), a variant 

of SVM (SMO), and a Random Forest. The results demonstrate the importance of 

experimenting with various pre-processing techniques in systematic combinations when 

developing a text classification system and highlight the fact that there is no golden set of 

preprocessing techniques that can always improve the performance of the classifiers 

regardless of the dataset used.  

Woo, Kim, and Lee (2020) also analyze the effect of pre-processing techniques 

for the text classification system. Their study applies two main types of pre-processing 

techniques. Typical pre-processing, includes special character elimination, 

lemmatization, lowering upper case, and punctuation splitting or merging.  Advanced 



185 
 

preprocessing, includes  technical terminology pre-processing and sorting sentences 

based on their complexity. The technical terminology pre-processing uses a customized 

rule-based algorithm that utilizes a technical term corpus to extract rules. These rules are 

used to extract technical terminology, and Wikipedia API is used to verify the accuracy 

of the identified terminologies. When a technical terminology is identified, the 

terminology is reformed to ensure proper segmentation during pre-processing and to 

reduce any semantic change. Sorting sentences based on complexity calculates the 

entropy of each sentence based on the distribution of syllables. The entropy value is used 

as the sentence complexity score, and used to sort sentences based on their complexity to 

investigate their effect on accuracy. The Stanford Natural Language Inference (SNLI) 

corpus was used for training and testing the model. In this study, the authors consider 

modern neural network models only; a CNN model, Siamese LSTM model, and a 

transformer model. The experiments use an evaluation method that depends on 

combinations of pre-processing techniques. Results report higher accuracy scores when 

two pre-processing techniques are applied, specifically, lemmatization and punctuation 

splitting, lemmatization and lowering upper case letters, or lowering upper case letters 

and punctuation splitting. If only one technique is applied, the authors recommend using 

lemmatization, lowering upper case letters, or punctuation splitting. The results also 

demonstrate that pre-processing techniques, which shorten the lengths of sentences, are 

not recommended. Special character elimination, normalization techniques, and ordering 

sentences based on their complexities do not improve the accuracy.  
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Methodology  

Generally, I follow the traditional text classification pipeline in the experimental 

study, staring from pre-processing, feature extraction, classification, and ending with 

performance evaluation. During pre-processing, I apply each pre-processing technique 

separately; then, I create a version of the dataset that has been proceeded by all the pre-

processing techniques, in addition to the available raw version without pre-processing. I 

apply only one form of pre-processing at a time and develop multiple classifiers.   

Datasets  

Two out of nine corpora presented in Chapter 6 support the experiments in this 

chapter. The corpora all contain tweets, as a way of controlling any effects of platform on 

the transfer of models. One dataset is dialectal and the other one is multi-dialect to 

analyze the effect of pre-processing on various dialectal levels. I narrow down the 

selection to only two datasets as this experiment examine the performance on several 

models under several text pre-processing steps, which requires huge amount of 

processing times and power. The first dataset is the OSACT dataset, which supports two 

classification tasks: (a) detecting if a post is offensive or not, and (b) identifying if a post 

is hate speech or not.  (Mubarak et al., 2020). The second dataset is the L-HSAB, which 

contains 5,846 tweets labeled as hate (468 tweets), abusive (1,728 tweets), or normal 

(3,650 tweets) (Mulki et al., 2019).   

Pre-processing Techniques  

The followings are the pre-processing techniques that were included in the 

experiments:  
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1. Emoji and Emoticon Conversion  

Emojis and emoticons are often used to convey feelings and attitudes, which 

could be very valuable to offensive language detection. Pre-processing text for emojis has 

been shown to improve aggression detection (Orasan, 2018).   

I convert emojis to an Arabic textual label that describes the content of the emoji. 

For this, I used Beautifulsoup4 4.8.222 to extract the entire set of emojis defined by 

Unicode.org23, which provides textual descriptions for emojis written in English 

language. I translate the descriptions to Arabic using Translate 1.0.724 python package. 

The final extracted emoji list contains 1,374 emojis. Table 16 shows examples of emojis 

with their Arabic textual labels along with their English translations.  

 
 
 

Table 16 Examples of emojis and their Arabic labels with English translations 

Emoji Arabic Label English Translation 

 slightly smiling face وجھ مبتسم قلیال 

 grinning face with big وجھ مبتسم بعیون كبیرة 

 monkey face وجھ القرد 

 monkey قرد 

 birthday cake كعكة عید المیالد 

I do not consider emoticons in this study because emoticons exhibit much more 

variation and need to be observed on larger corpora to determine their semantics.   

2. Arabic Dialect Normalization  

                                                
22 https://pypi.org/project/beautifulsoup4/  
23 https://home.unicode.org 
24 https://pypi.org/project/translate/1.0.7/  
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The OSACT dataset is extracted from Twitter, in which users usually use dialectal 

Arabic. To normalize dialectal nouns, I convert to MSA. For instance, the word cat from 

multiple dialects; Egyptian is “Otta/أطة”, in Levantine, it is “Bisse/بسة", in Gulf, it is 

“Qatwa/قطوة”, in Moroccan, it is “Qetta/قطة”, in Yamani, it is ”demah/دمة”, and in Iraqi, it 

is ”Bazzuna/بزونة”; is converted to its MSA form “قطة”. The selected dialectal nouns 

primarily reflect the training set of the dataset.  

3. Words Categorization  

This step converts hyponyms to hypernyms for a selected set of nouns. From the 

manual inspection for a sample of tweets from the dataset, I notice that it is very common 

to mention names of animals among hate speech tweets. Thus, I manually created a list of 

the most common animal names used in different Arabic dialects, such as “كلب/dog”, 

 snake”. The list considers the dialectal variations in animal names as/حیة“ ,”pig/خنزیر“

well as the gender and quantity variations in animal names. During this step, all animal 

names are substituted by the Arabic word “حیوان”, which means animal.  

4. Letter Normalization  

Some Arabic letters can be written in various forms depending on the location 

within the word. I normalize three letters to convert all their forms into one form, Alif 

 In addition, letters repeated .(ه to ة) and Ta Marbouta ,(ى to ئ،ي) Alif Maqsura ,(ا to إ،آ،أ)

more than two times within a word are reduced to two times only.  

5. Hashtag Segmentation  

Hashtags are commonly used in user-generated content to support sharing content 

and highlight important phrases within the posts. The text used in writing hashtags is 
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written in a format that connects all words. Usually, in the English language, users 

capitalize the first letter of each word and keep all hashtag phrase connected without 

space (e.g., “#hateSpeech”). However, this capitalization method cannot apply to the 

Arabic language. Thus, hashtags in Arabic usually connect multiple words using ‘_’, 

similar to “#hate_speech”.  I convert hashtags into a meaningful format that can be 

understood by the model by removing the “#” symbol and replace “_” by a space. For 

example, the hashtag “#الھالل _التعاون/#AlHillal_Altaawen” (name of a sport team) is 

converted to “الھالل التعاون/AlHillal Altaawen”, which is easier for the system to process.  

6. Miscellaneous  

In addition to the previous steps, I apply some miscellaneous pre-processing 

techniques that are commonly performed in the field. I remove numbers, kashida, 

diacritics, HTML tags, more than one space, three or more repetitions of any character, 

and some symbols or terms (e.g., "\"", "...", "!", "?", ".", ";", ":", "\#", "@", "\$", "\&"). 

Moreover, I use the list of Arabic stop words defined by Alrefaie Github25, which 

contains 750 stop words to filter the text further by removing stop words.   

Table 17 shows an example of a tweet from the OSACT dataset before and after 

each preprocessing step.  

 

Table 17 Example of tweet using each pre-processing step 

Pre-processing 
Step 

Example Before Pre-
processing 

Example After Pre-
processing Translation 

                                                
25 https://github.com/mohataher/arabic-stop-words  
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Pre-processing 
Step 

Example Before Pre-
processing 

Example After Pre-
processing Translation 

Emoji and 
Emoticon 

Conversion 

فى حاجات مینفعش نلفت 
 لیھا زى االصول كده یا كوانظر

   اتربیتوا علیھا یا أل

 فى حاجات مینفعش نلفت نظركوا
 اتربیتوا لیھا زى االصول كده یا

 علیھا یا أل وجھ مبتسم مع ھالة

We do not want to 
bother you with 

things that you are 
not aware about like 

race 

Dialects 
Normalization 

ابو  ھیدا اسمھال تعتب علیھ 
 Don't worry his name   ابو حذاء ال تعتب علیھ ھیدا اسمھ صرماي

is shoe's owner 

Word 
Categorization 

بدل ما  ما كان ممكن تبدأ بیھ
 تخسر تبدیل یا حمار

بدل ما  ما كان ممكن تبدأ بیھ
 تخسر تبدیل یا حیوان

You need to start 
with him better than 

losing, donkey 

Letters 
Normalization ٮا انت ٮا حبٮبى ٮا انٮق یا أنت یا حبیبي یا أنیق Lovely, you are 

elegant 

Hashtags 
Segmentation 

أیامنا  نحبك یا تاج الرأس یا كل
  األم_یوم#أنت 

أیامنا  نحبك یا تاج الرأس یا كل
 أنت یوم األم

We love you, you are 
our days mother’s 

day 

Miscellaneous 
RT @USER: @USER 

@USER  یا نموت احرار یا
 نمشي مالیزیا

 نموت احرار نمشي مالیزیا
We either die free or 

we will leave to 
Malaysia 

  
 
 
Features  

Due to datasets’ informality, as users usually write in inconsistent formats in 

social media, I consider using character-based features. I develop BOW features using n-

grams of 2 to 5 characters. I use the same features for all models except BERT-based 

models, for which I use the output from the BERT encoder as the feature. To better assess 

the deep learning classifiers, I use AraVec word embeddings in addition to BOW features 

(Soliman et al., 2017).  
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Classification Models  

Multiple classifiers of different machine learning categories were developed. The 

LR and the SVM were used as representative traditional machine learning classifiers. 

Bagging and Random Forest represent ensemble machine learning classifiers.   

The ANN classifiers; RNN and LSTM; are also included in the study. I used 

Keras to develop ANN models using 3000 for maximum features, 0.25 for drop-out, 100 

units, 1000 for batch size, and 500 epochs. Finally, the AraBERT model (Antoun et al., 

2020) and the Arabic-BERT model (Safaya et al., 2020) represent BERT-based 

classifiers. BERT-based language models are applied with maximum length = 128, patch 

size = 16, epoch = 2, epsilon = 1e-8, and learning rate = 2e-5. For both BERT models, I 

do not use feature engineering, instead, I use the pool layer from the encoder and feed it 

into an FFNN layer.  

Results  

I consider macro measurements for all metrics; precision, recall, accuracy, and 

F1; because the datasets are imbalanced. Overall, results do not demonstrate any 

significant patterns for specific Arabic text prepossessing steps in all tasks. The variations 

in performance achieved by different preprocessing steps for each classifier are slightly 

small.   

Figure 37 and Figure 38 show results for offensive language detection using the 

OSACT dataset. As can be seen from Figures (a) to (d), the SVM and the Random Forest 

perform better when applied to fully processed text, while the LR and Bagging perform 

better when applied to dialect normalized text. The deep learning classifiers show 
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different performance results when applied using BOW features versus AraVec features, 

as can be noticed from (e) and (f), on general preprocessing text reduces the performance 

of BOW-based classifiers. For Figures (g) and (h), miscellaneous preprocessing and 

hashtag segmentation improve the performance of AraVec-based deep learning 

classifiers. Both BERT-based models in (i) and (j) show better performance when applied 

to dialect normalized text, while AraBERT also reports improved performance when 

applied to emoji and emoticon converted text.   
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Figure 37 Results for offensive language detection using the OSACT dataset (part 1) 
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Figure 38 Results for offensive language detection using the OSACT dataset (part 2) 
 
 
 
Results for hate speech detection using the OSACT dataset are presented in 

Figure 39 and Figure 40. The SVM, Figure (a), shows very high performance when 

applied to fully processed text; however, the LR reports the lowest performance when 

applied to fully processed text. As can be seen from Figure (b), the LR performs better 

with miscellaneous pre-processed text and hashtag segmentation. Figure (c) for the 

Random Forest demonstrates similar effects on performance by the unprocessed text and 
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the fully processed text. Bagging, Figure (d), and all deep learning classifiers from Figure 

(e) to (h) gain in performance when applied with miscellaneous pre-processed text and 

hashtag segmentation pre-processing. Bert-based models, Figures (i) and (j), do not show 

improvement of pre-processed text over unpreprocessed text.  
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Figure 39 Results for hate speech detection using the OSACT dataset (part 1) 
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Figure 40 Results for hate speech detection using the OSACT dataset (part 2) 
 
 
 
Graphs in Figure 41 and Figure 42 highlight the results of abusive and hate speech 

detection using the L-HSAB dataset. Figure (a) for the SVM demonstrates no 

improvement from pre-processing, while Figure (b) for the LR reports slightly better 

performance when applied to dialect normalized text and letter normalized text over un-
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pre-processed text. The Random Forest: Figure (c), shows better performance using 

dialect normalized text and fully processed text. On the other hand, Bagging in Figure (d) 

does not highlight any improvement from pre-processing text. The RNN model with 

BOW, Figure (e), demonstrates no improvements in performance by any pre-processing 

and performs best on as unpreprocessed data. Figure (f) for the LSTM model with BOW 

obtains the best performance on unpreprocessed text, dialect normalized text, and 

miscellaneous pre-processed and hashtag segmented text. AraVec-based models report 

different results, in Figure (g) for the RNN, with the best performance achieved on 

miscellaneous pre-processed and hashtag segmented text. In Figure (h) for the LSTM, 

best performance is obtained on un-preprocessed text. Figure (i) for AraBERT model 

reports the same highest performance score by four pre-processing steps: emoji and 

emoticon conversion, dialect normalization, word categorization, and miscellaneous pre-

processing and hashtag segmentation. Arabic-BERT model demonstrates slightly better 

performance after emoji and emoticon conversion and dialect normalization over un-

preprocessed text.   
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Figure 41 Results for abusive and hate speech detection using the L-HSAB dataset (part 1) 
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Figure 42 Results for abusive and hate speech detection using the L-HSAB dataset (part 2) 
 
 
 
Statistical Analysis of Results  

I perform statistical analysis for the macro-F-1 score results to summarize results 

from the three tasks; offensive language detection for the OSACT dataset, hate speech 

detection for the OSACT dataset, and abusive and hate speech detection for the L-HSAB 

dataset. The statistical analysis includes minimum, maximum, mean, standard deviation, 
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and range of macro-F1 scores for the seven preprocessing steps presented on the previous 

section. Table 18, Table 19, and Table 20 show the statistical analysis for the results from 

the three tasks.   

 
 
 

Table 18 Statistical analysis of macro-F1 results for offensive language detection using the OSACT dataset 
 

Classifier  Minimum  Maximum  Mean  Standard 
Deviation  Range  

SVM  0.80  0.84  0.82  0.01  0.04  

LR  0.83  0.85  0.84  0.00  0.02  

Random 
Forest  0.70  0.80  0.72  0.03  0.10  

Bagging  0.73  0.80  0.77  0.02  0.07  

RNN 
(BOW)  0.65  0.82  0.77  0.06  0.17  

LSTM 
(BOW)  0.67  0.81  0.78   0.05  0.14  

RNN 
(AraVec)  0.80  0.83  0.81  0.01  0.03  

LSTM 
(AraVec)  0.80  0.84  0.82  0.01  0.04  

AraBERT  0.88  0.90  0.89  0.00  0.02  

Arabic- 
BERT  0.86  0.89  0.87  0.00  0.03  
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Table 19 Statistical analysis of macro-F1 results for hate speech detection using the OSACT dataset 
 

Classifier  Minimum  Maximum  Mean  Standard 
Deviation  Range  

SVM  0.66  0.95  0.72  0.11  0.29  

LR  0.69  0.83  0.73  0.04  0.14  

Random 
Forest  0.53  0.60  0.69  0.02  0.06  

Bagging  0.67  0.73  0.77  0.02  0.07  

RNN 
(BOW)  0.57  0.71  0.65  0.05  0.14  

LSTM 
(BOW)  0.64  0.70  0.67  0.02  0.06  

RNN 
(AraVec)  0.58  0.64  0.62  0.02  0.06  

LSTM 
(AraVec)  0.63  0.67  0.64  0.01  0.04  

AraBERT  0.76  0.83  0.80  0.03  0.07  

Arabic- 
BERT  0.74  0.77  0.76  0.01  0.03  
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Table 20 Statistical analysis of macro-F1 results for abusive and hate speech detection using the L-HSAB dataset 
 

Classifier  Minimum  Maximum  Mean  Standard 
Deviation  Range  

SVM  0.64  0.68  0.66  0.02  0.04  

LR  0.63  0.68  0.66  0.02  0.05  

Random 
Forest  0.51  0.55  0.53  0.01  0.04  

Bagging  0.54  0.58  0.56  0.01  0.04  

RNN (BOW)  0.55  0.58  0.56  0.01  0.03  

LSTM 
(BOW)  0.55  0.59  0.57  0.02  0.04  

RNN 
(AraVec)  0.56  0.59  0.57  0.01  0.03  

LSTM 
(AraVec)  0.54  0.61  0.57  0.03  0.07  

AraBERT  0.68  0.74  0.72  0.03  0.06  

Arabic- 
BERT  0.66  0.70  0.68  0.01  0.04  

   

 

Generally, the result demonstrates the limited effects of Arabic text pre-

processing on offensive language detection. In general, the traditional machine learning 

classifiers gain more from pre-processing than ensemble machine learning classifiers and 

deep learning classifiers. Only for hate speech detection from the OSACT dataset, 

traditional machine learning, particularly the SVM, performs better than all other 

classifiers, including BERT-based classifiers.  

The advanced BERT-based models gain the least from pre-processing. Therefore, 

these models can be applied on raw text without applying any pre-processing. Examining 

the values of standard deviation from the statistical analysis tables shows that the 
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majority of experiments report a very small value of 0.01, which indicates that macro-F1 

scores of the seven pre-processing steps are clustered very closely around the mean. 

Among all tables, the largest standard deviation is 0.11, which is the result of the SVM 

classifier for hate speech detection.  

The statistical analysis tables also report the lowest macro-F1 scores for all tasks 

by both ensemble machine learning classifiers, Random Forest and Bagging. However, 

the classifier with the best performance varies from task to task. For instance, AraBERT 

performs best on both offensive language detection from the OSACT dataset and abusive 

and hate speech detection from the L-HSAB dataset, while the SVM performs best on 

hate speech detection from the OSACT dataset.     

For offensive language detection from the OSACT dataset, the highest macro-F1 

score is 0.90 by the AraBERT classifier. Table 18 shows that the highest variations 

among the seven preprocessing steps occur when applying the RNN and the LSTM with 

BOW features for offensive language detection. Thus, further considerations to the pre-

processing phase for deep learning systems with the BOW feature is important for 

offensive language detection in Arabic. Table 19 presents the statistical analysis results 

for hate speech detection from the OSACT dataset, it highlights the effectiveness of 

applying the SVM classifier. Moreover, the variation is relatively high among the seven 

pre-processing steps for the SVM classifier in comparison to the rest of the classifiers, 

which indicates the significance of Arabic text pre-processing procedures to the SVM 

classifier for this task. In Table 20, the variations become more even, most of the 
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classifiers have 0.01 standard deviation, and BERT-based classifiers significantly exceed 

the others in performance.  

Chapter Summary  

In this chapter, I examine the impact of seven pre-processing steps on Arabic 

offensive language detection. I focus on seven pre-processing steps: conversion of emoji 

to texts, hashtag segmentation, normalization of different forms of Arabic letters, 

normalization of selected nouns from Arabic dialects to MSA, conversion of selected 

hyponyms to hypernyms, and basic cleaning processes such as removing numbers, 

kashida, diacritics, and HTML tags. The experiments cover several classifiers, including 

traditional machine learning classifiers, ensemble machine learning classifiers, deep 

learning classifiers with BOW and AraVec, and BERT-based classifiers. The results 

show unequal effects of pre-processing steps on the classifiers and demonstrate the 

limited gains from Arabic text pre-processing on offensive language detection. Thus, 

customization of the pre-processing procedures is recommended based on the results. The 

advanced BERT-based classifiers show very limited gains from pre-processing while 

performing well on offensive language detection, which advocate for skipping pre-

processing altogether. We therefore utilize BERT-based models without pre-processing 

in the following chapters.   
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 " ِ "َوَال تَُسبُّوا الَِّذیَن یَْدُعوَن ِمن ُدوِن هللاَّ  

“And do not insult those they invoke other than Allah (God)” 
 

- Holy Qur’an, chapter Al-An’am (6), verse 108.   
 

TRANSFER LEARNING ACROSS-DIALECTS 

 

 

 

 

The previous chapter highlights the advantage of using AraBERT for Arabic 

offensive language detection compared to other BERT-based models. This chapter builds 

on the previous one and utilizes AraBERT in a way that allows Arabic dialects to inform 

each other in offensive language detection. The experiments build on the principles of 

transfer learning, introduced in the previous chapter.  

More specifically, this chapter investigates the effect of continuing training and 

fine-tuning the AraBERT model on one set of Arabic dialects and testing it on heldout 

Arabic dialects. The experimental study examines the second hypothesis of this 

dissertation: “H2. Creating a dialectal representation can boosts the performance of 

automatic offensive language detection.”  

  

The discussion section of this chapter answers the following questions:  

• Could AraBERT transfer knowledge from one Arabic dialect to another, and 

boost the system performance for offensive language detection?  
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• Which Arabic dialect(s) contain(s) the most valuable linguistic dialectal 

knowledge in terms of its impact when deployed on other dialects?  

Transfer Learning Cross-Dialect 

Cross-dialect transfer learning is a way of estimating the generalizability of the 

models in terms of performance over several Arabic dialects. Thus, a selected set of 

dialectal datasets are used for continuing training, fine-tuning, and evaluating the model 

to see how one dialect informs offensive language detection on other dialects.    

Methodology 

In order to assess the information various dialects have about each other for 

offensive language detection, I build on the pre-trained AraBERT model with the 

parameters tuned in Chapter 6. I continue training the pre-trained model on the training 

set of one dialect, fine-tune to the training data of another dialect, and apply to the test 

data of the fine-tuned dialect. I do this for all pairs of dialects. I also check the ability of 

multi-dialect datasets to recognize offensive language in individual dialects.  I test the 

significance of performance differences using the Paired Bootstrap test provided by Dror 

et al. (2018) and described in Chapter 3 at p-value of 0.05.  

Datasets 

Four out of nine corpora presented in Chapters 5 and 6 support the experiments in 

this chapter. The corpora all contain tweets, as a way of controlling any effects of 

platform on the transfer of models.  One tweet corpus that is linguistically very different 

from the other tweet datasets is also omitted (Religious Hate Speech Dataset). The 

datasets that I utilize are: L-HSAB which contains Levantine tweets, Egyptian Tweets 



208 
 

dataset which contains Egyptian tweets, T-HSAB which contains Tunisian, and OSACT 

which contains tweets from a mix of dialects. I utilize the datasets which contain 

individual dialects to see how individual dialects inform each other.  I utilize the multi-

dialect dataset to see if a wealth of dialects can support individual, resource-constrained 

dialects.  Only binary classes are applied; offensive or not offensive. Thus, I convert 

different types of offensive language to offensive class. For example, the L-HSAB and T-

HSAB datasets differentiate between hate and abusive language classes; which were both 

converted to offensive class. I randomly apply 80%-20% split to all datasets to create the 

train-test portions. Table 21 previews the distribution of each dataset. As can be seen, the 

Egyptian Tweets dataset is significantly smaller than the others.   

 
 
 

Table 21 Datasets Distribution 

Dataset (Dialect) Train Test 

 Egyptian Tweets (Egyptian) 
880 tweets 

(not offensive = 353,  
offensive = 527) 

220 tweets  
(not offensive = 100,  

offensive = 120) 

 T-HSAB (Tunisian) 
4,819 samples 

(not offensive = 3,068,  
offensive = 1,751) 

1,205 samples 
(not offensive = 752,  

offensive = 453) 

 L-HSAB (Levantine) 
4,676 tweets 

(not offensive = 2,919,  
offensive = 1,757) 

1,170 tweets  
(not offensive = 731,  

offensive = 439) 

OSACT (Multi-dialect) 
8,000 tweets 

(not offensive = 6,403,  
offensive = 1,597) 

2,000 tweets  
(not offensive = 1,606,  

offensive = 394) 
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Pre-processing  

Based on findings from the previous chapter, which demonstrate that pre-

processing does not improve the performance of the BERT models, all datasets were used 

without pre-processing.  

The AraBERT Models 

The experiments utilize the AraBERT (first version of AraBERT, also called 

AraBERTv1-base and bert-base-arabert) model from the HuggingFace library. In all 

classifiers, I apply the same experimental settings: maximum length = 128, patch size = 

16, epoch = 2, epsilon = 1e-8, and learning rate = 2e-5. I use the pooled output from the 

encoder with a simple FFNN layer to build the classifiers. The experiment is developed 

in Python using the PyTorch-Transformers library, and evaluation metrics were 

developed using the Scikit-Learn Python library. Google Colab Pro was used to conduct 

all experiments.  

Continue Pre-training  

To continue pre-training AraBERT, the BertForMaskedLM class from 

Huggingface library is used. First, I create a LineByLineTextDataset from Huggingface 

library interface for reading and tokenizing the continue pre-training corpus with block 

size of 128 words per line and AraBERT wordPiece tokenizer. Second, I use the 

DataCollatorForLanguageModeling class to create batches out of the corpus and specify 

15% MLM probability for training. Third, I apply the TrainingArguments class to define 

my hyperparameters as the following: 5e-05 learning_rate, 1 epoch, and 32 batch size. 
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Fourth, I call the trainer class to train the model. All hyperparameters were selected based 

on the recommended values by Huggingface tutorial26. 

Results and Findings 

I use macro-averaged precision, recall, F1, and accuracy score to evaluate the 

classifiers’ performance. Table 22 provides baseline performance of the original 

AraBERT model without further training, applied off the shelf to the three dialects. It 

reports the results for each dialect using its training set to fine-tune the model and its 

testing set to evaluate the model.   

 
 
 

Table 22 Performance results from individual dialectal models 

Fine-tuning and Evaluating Corpus (Dialect) Precision Recall F1 Accuracy 

Egyptian Tweets (Egyptian) 0.68 0.66 0.66 0.68 

T-HSAB (Tunisian) 0.79  0.77  0.78  0.80  

L-HSAB (Levantine) 0.86 0.86 0.86 0.87 

 
 
 
Table 23 shows the performances of dialectal AraBERT models, each built by 

continuing training the AraBERT models on the training portion of the training dialect, 

fine-tuned to the training portion of the heldout dialect, and applied to the testing portion 

of the heldout dialect.   

 

 

                                                
26 https://huggingface.co/blog/how-to-train  
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Table 23 Performance results from dialectal continued pre-trained models 
 

Training 
Dialect 

Fine-Tuning and 
Evaluating Dialect Precision Recall F1 Accuracy Significant 

Test * 

Egyptian Tweets 
(Egyptian) 

T-HSAB (Tunisian) 0.79 0.77 0.78 0.80 0.742 

L-HSAB (Levantine) 0.83 0.83 0.83 0.84 0.670 

T-HSAB 
(Tunisian) 

Egyptian Tweets 
(Egyptian) 0.68 0.64 0.64 0.66 0.000 

L-HSAB (Levantine) 0.82 0.83 0.83 0.84 0.915 

L-HSAB 
(Levantine) 

Egyptian Tweets 
(Egyptian) 0.76 0.74 0.74 0.75 0.040 

T-HSAB (Tunisian) 0.77 0.77 0.77 0.79 0.999 

Egyptian Tweets 
(Egyptian) and 

T-HSAB 
(Tunisian) 

L-HSAB (Levantine) 0.85  0.85  0.85  0.86  0.693 

Egyptian Tweets 
(Egyptian) and 

L-HSAB 
(Levantine) 

T-HSAB (Tunisian) 0.79  0.78  0.79  0.80  0.936 

T-HSAB 
(Tunisian) and 

L-HSAB 
(Levantine) 

Egyptian Tweets 
(Egyptian) 0.72  0.70  0.70  0.72  0.000 

Concatenation of 
all three dialectal 

datasets 

Egyptian Tweets 
(Egyptian) 0.69 0.68 0.68 0.69 0.000 

T-HSAB (Tunisian) 0.80 0.77 0.78 0.80 0.999 

L-HSAB (Levantine) 0.84 0.84 0.84 0.85 0.585 

 
* Significant test score is calculated by applying the Paired Bootstrap test at p-value of 0.05 between the 
Table 22 results and results in this table based on each dataset. 

 
 
 
In general, Egyptian and Tunisian gain from continuing pre-training AraBERT on 

other dialects. Levantine consistently benefits the other dialects but does not gain in 

performance by training on other dialects. Significant test results demonstrate significant 

improvement over Table 22 results for most models except when the Egyptian Tweets are 

evaluated. This finding is in line with the findings from Dror et al. (2018), which 

highlight the reduction in test’s effectivity for small test sets because of the test’s 
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assumption that the test set distribution does not differ significantly from the population 

distribution. Overall, results highlight the positive impact of transferring knowledge 

across Arabic dialects.   

The table below shows the results of continued pre-training AraBERT using the 

OSACT dataset to evaluate whether the use of multi-dialects can support individual, 

resource-constrained dialects.  

 
 
 

Table 24 Performance results from multi-dialect continued pre-trained models 
 

Training 
Dialect 

Fine-Tuning and 
Evaluating 

Dialect 
Precision Recall F1 Accuracy Significant 

Test * 

OSACT 
(Multi-dialect) 

Egyptian Tweets 
(Egyptian) 0.56 0.51 0.36 0.47 0.000 

T-HSAB 
(Tunisian) 0.66 0.57 0.54 0.66 0.000 

L-HSAB 
(Levantine) 0.73 0.56 0.50 0.66 0.000 

OSACT 
(Multi-dialect) 
and all three 

dialectal 
datasets 

Egyptian Tweets 
(Egyptian) 0.78 0.78 0.78 0.78 1.000 

T-HSAB 
(Tunisian) 0.79 0.80 0.80 0.81 1.000 

L-HSAB 
(Levantine) 0.86 0.87 0.87 0.87 0.990 

 
* Significant test score is calculated by applying the Paired Bootstrap test at p-value of 0.05 between the 
Table 22 results and results in this table based on each dataset. 

 
 
 
As can be noticed from Table 24, the results report significant improvement for 

all three dialects’ evaluation performance after adding the training sets from each 

dialectal dataset to the multi-dialect corpus to continue pre-train AraBERT.  
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Error Analysis 

Table 25, Table 26, and Table 27 show samples of tweets from each dataset with 

their actual and predicted labels by each model. 

 
 
 

Table 25 Sample tweets with their actual and predicted labels by models for the Egyptian Tweets dataset (X: 
wrong prediction, √ correct prediction) 

 

Tweet Actual 
Label 

Baseline 
AraBERT 

Levantine 
Model 

Tunisian 
Model 

Levantine 
and 

Tunisian 
Model 

Concatenat
ed 

Model 

Multi-
Dialect 

and 
Three 

Dialects 
ن  التھنئة تكون للمسلمی
 اللذین الیعادون االسالم

وأھلھ؛ ویشوھون صورتھ 
أما أنت فقد بعت دینك 
نم بغرض من الدنیا؛إلى جھ
 وبئس المصیر

Congratulations are 
given to Muslims 
who do not hate 

Islam and distort its 
image and its 

people. As for you, 
you sold your 

religion for the 
purpose of this 

world, go to hell 
and misery of fate 

Offensive X √ √ √ √ √ 

اھدى بس عشان أول لما "
ھا یدعوا لتعدیل الدستور 
أنت أول واحد ھاتقول 

 "نعم
"Be quiet, first of 
all, when they call 
for amending the 
constitution, you 

will be the first one 
who will say yes." 

Offensive √ X √ √ √ √ 

محمد البرادعي رمز  ...
افتخر بھ ولكن االغلب 

یجھلون مواقف ھذا الرجل 
 .العظیم

Mohamed El-
Baradei is a symbol 
I am proud of, but 

most are ignorant of 
the positions of this 

great man. 

Not 
offensive √ √ X √ √ X 

ما ھو لو كام موجود علي  Not X √ √ X √ √ 
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الساحھ المصریھ دلوقت 
 كنت مش ھصدقھ

Had he been on the 
Egyptian scene, I 
would have not 

believed him 

offensive 

ومتى تخلعون الكذب 
 والنفاق عن وجوھكم

When you put off 
lying and hypocrisy 

from your faces 

Offensive √ √ √ √ X X 

هللا ینصرك ربي ویعزك 
ویرفعك  انت وكل مخلص 

قابع بالمعتقالت ظُلماً 
 راوزو

May God grant you 
victory, may my 

Lord comfort you 
and exalts you and 

every sincere 
person lying in the 
detention camps 

unjustly and 
unfairly 

Not 
offensive X X X X X X 

انزل یا حمدین واوعدك "
حتكون شھید وتقابل 

الشھداء  وحیاه امي لو 
 "شفتك لعملھا

"Come down, 
Hamdeen, and I 
promise you that 

you will be a martyr 
and meet the 

martyrs. I swear by 
my mother, I will do 

that." 

Offensive √ √ √ √ √ √ 

 

 
 

 
Table 26 Sample tweets with their actual and predicted labels by models for the L-HSAB (Levantine) dataset (X: 

wrong prediction, √ correct prediction) 
 

Tweet Actual 
Label 

Baseline 
AraBERT 

Egyptian 
Model 

Tunisian 
Model 

Egyptian 
and 

Tunisian 
Model 

Concatenated 
Model 

Multi-
Dialect 

and 
Three 

Dialects 
 ما حدا باعصك اال اللواء
No one other than 
the Major General 

is hurting you 

Offensive X √ √ √ √ √ 

خازوق فیك ولي بشد 
عمشدك عم بیحكي عن 
جعجع شو خص سعد 
الحریري وال عملكن 

Offensive √ X √ √ √ √ 
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 عقدة
Screw you and 

people who think 
like you. He was 

talking about 
Geagea and not 
Saad Hariri, but 

you guys want any 
excuse to blame 

Hariri. 
 لنك رخیص

Because you are 
worthless 

Offensive √ √ X √ √ √ 

قل كلمتك وامشي 
والیھمك كالم الحاقدین 
والمتزلفین كن مع الحق 

 والتبالي
Say your word and 
walk, and do not 

care about haters’ 
talk. Be with the 
truth and do not 

care 

Not 
offensive √ √ √ X √ √ 

ھلق كلھ ضرب 
عالفلسطینیین فلیش 

 التدقیق
All hit are on the 
Palestinians, why 

caring 

Not 
offensive √ √ √ √ X X 

كتلة االخوة كتّاب العدل 
بیطلعلھم وزیر بالحكومة؟ 

 عقدة بیت نعیم
Will the notaries in 

the judiciary 
community get to 

have a 
representative in 
the government? 

This is the dilemma 
of the Naeim 

family. 

Offensive X X X X X X 

انضب یا حقیر منعرفكن 
 كالب مین یلعنك واطي
Go home you low 
life. We know the 
kind of people you 
adhere to, damn 

you. 

Offensive √ √ √ √ √ √ 
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Table 27 Sample tweets with their actual and predicted labels by models for the T-HSAB (Tunisian) dataset (X: 
wrong prediction, √ correct prediction) 

 

Tweet Actual 
Label 

Baseline 
AraBERT 

Levantine 
Model 

Egyptian 
Model 

Levantine 
and 

Egyptian 
Model 

Concat
enated 
Model 

Multi-
Dialect 

and 
Three 

Dialects 
تعمل وشعب تونسي بھیم 

 ھھھھھھھ
Working and Tunisian 

people are bad 
Hahaha 

Offensive X √ √ √ √ √ 

خرجتو زین العبدین وجبتو 
 عمیل الماسون

The Masonic agent 
went out and got Zain 

Al-Abideen 

Not 
offensive √ X √ √ √ √ 

ن یعیشكم خاوتي توانسة ممك
 تشرفوني قناتي ومردودین

Long live my Tunisian 
brothers, can you 

honor my channel and 
return 

Not 
offensive √ √ X √ √ √ 

لوكان جات بلحق نضرة 
غبیا اإلسالم ماكنتیش تحكي یا
 عفواا مقصودي بیاا

If he had come with the 
freshness of Islam, you 

wouldn't say, "I am 
sorry," excuse me 

Not 
offensive 

 
√ √ √ X √ √ 

یة اكبر كذابة عرفتھا البشر
حاسبة روحھا حاجة رلكي 
ة متسوایش بصلة یل منافق

 جسوسة
The biggest liar known 

to mankind, You are 
nothing 

Offensive √ √ √ √ X X 

ت برافو بشیر حق المرة فات
 أة یداویھا راجلھوما فتو المر

ت عطونا فتوة جدیدة تنو صو
 المرأة عورة ربي یھدیھم

Bravo Bashir, the truth 
of the time. The 

woman’s fatwa, was 
healed by a man who 
gave us a new fatwa 

Offensive X X X X X X 

جود تكفیري قح العیاذ با¤ و
للسلفیة الجھادیة العلمیة 

 دي النبيغیرھما السلفیة ھ
اركصلى وسلم خربتم دیننا ب  

Radical Takfiri, God 
forbid 

Offensive √ √ √ √ √ √ 
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To better understand the variations among each model’s result, Table 27 depicts 

the behavior of each model and how they are similar and different in understanding the 

data. Each cell in the table contains samples that are misclassified by its intersecting 

column and row’s models and correctly classified by the other models. This analysis 

supports identifying points of failures for each model.  

 
 
 

Table 28 Misclassified samples across the models 
 

Models Egyptian Model Tunisian Model Levantine 
Model 

Concatenated 
Model 

Egyptian 
Model 

Levantine: 
لو في دولة محترمة حاال ما كنا صوتك 
منسمعو ع قولة زیاد الرحباني مجرص 

 الحزب فیك
If we were living in a 

respectable country, people 
like you wouldn’t have a voice. 
As Ziad Rahbani said: you are 

embarrassing the political 
party you adhere to. 

Offensive predicted as not 
offensive 
Tunisian:  

 حریة لعرا توانسا احرار متربیین تفوو
Freedom for nacked, Tunisian, 

free, educated people 
Offensive predicted as not 

offensive 

Levantine: 
لیدي دیما صادق هللا 

یسعدك حبیبتي وین ما 
كنت وبحب قلك خلیھا 
حلقھ یا جبل ما یھزك 

 القلبیة الك ریح تحیاتي
Lady Dima Sadiq, 

may God be 
pleased with you, 
my love, where 
were you, and 

with the love of 
your heart. 

Not offensive 
predicted as 

offensive 

Tunisian: 
عنصریة كانھم لیسو 

أفارقة إفریقي حني تكن 
 أسمر ھكدا براك االخر
Racist, as if they 
were not African 
Africans when 

you were showing 
brown 

Offensive 
predicted as not 

offensive 

Tunisian: 
یامریم نكره برا اتلھى 
 بصغارك خیر تافھا

Maryam, we hate 
righteousness,its 

better to play with 
your children 

Offensive predicted as 
not offensive 
Levantine: 

Not available 

Tunisian 
Model 

Levantine: 
خدو ھالتغریده وروحوا نامو انتزعة 

السھرة الھارب من العدالة بیحي وزیر 
العدل خبصھا مبارح ھاجم العدل والعدالة 

 والداخلیة
I’ll tweet this and sleep as my 
evening has been ruined. An 

outlaw just became the 
minister of justice. He messed 

up yesterday by attacking 
judges and the ministry of 

interior. 
Not offensive predicted as 

offensive 

Egyptian: 
من انحرافات صالح 
نصر الى مخابرات 

الشتم و السب و تربیة 
 .الشرامیط

From the 
deviations of 

Salah Nasr to the 
intelligence of 
insulting and 
raising sluts. 

Offensive 
predicted as not 

offensive 
Levantine: 

طبعا الكالب معروفي 
 مین مقصودة

Of course dogs 
know who is 

Egyptian: 
 ابئو قابلوني
see me 

Offensive 
predicted as not 

offensive 

Levantine: 
A spy with the rank of 

Minister 
Offensive classified 

as not offensive 
Egyptian: 
 علماء السوء

Bad scholars 
Not offensive 

predicted as offensive 
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meant 
Offensive 

predicted as not 
offensive 

Levantine 
Model 

Tunisian: 
 لطفي العبدلي یمثلني

Lotfi Al-Abdali represents me 
Not offensive predicted as 

offensive 

Egyptian: 
ھا تاریخ مصر بتراثھا و

 اختزلت في السیسي
Egypt with its 
heritage and 

history reduced to 
Sisi 

Not offensive 
predicted as 

offensive 

Egyptian: 
ا تحیا مصر #ام_الدنی

یارب مصر دایماً من 
نصر لنصر احفظ 

بالدنا یارب وامالھا 
 من خیرك

Long live Egypt # 
Mother of the 

World, Lord of 
Egypt, always 
from victory to 

victory. 
Not offensive 
predicted as 

offensive 
Tunisian: 
 برا شیط

go shit yourself 
Offensive 

predicted as not 
offensive 

Tunisian: 
المغرب الكبیر الدول العربیة 

 واألعجمیة یجب 
 فتحھا لألسف

The Grand Morocco, 
Arab and foreign 
countries, must 
unfortunately be 

conquered 
Offensive predicted as 

not offensive 
Egyptian: 

تمد نكبة لیھ بس ھو إحنا بنس
الشعارات والطھارة غیر 

منھا وھى ورقة التوت اللى 
لنا بنغطى بیھا مساؤنا وأفعا
 دى نعمة لكتیر مش نكبة
Why a catastrophe, 

but it is that we derive 
slogans and purity 
other than from it, 
and it is the berries 
leaf with which we 

cover our misfortunes 
and our actions, this 

is a blessing for many, 
not a calamity 

Offensive predicted as 
not offensive 

Concatenated Model 

Tunisian: 
یسترعلى االمھ االسالمیھ  

مجلس النواب ربي ویطرح 
شرك شرك شرك 

 كبیروخروج دیننا االسالمي
The Islamic Ummah is 
covered up, my Lord, 

and the House of 
Representatives 

proposes a major 
polytheism, and the 
exit of our Islamic 

religion 
Not offensive 

predicted as offensive 
Levantine: 
ع االسد ال حضور لھ م

 الخراف
The lion (Al-Assad) 
does not attend with 

the sheep 
Offensive predicted as 

not offensive 
Egyptian: 

نھ لالسف المیلیشیات العف
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ینیةضیعت القضیة.الفلسط  !! 
Unfortunately, the 

rotten militias lost the 
Palestinian conflict. 

Offensive predicted as 
not offensive 

 

 
 

Generally, as can be noticed from the tables above, misclassified samples contain 

several types of nouns; names of figures, animals, countries, organizations, etc. 

Moreover, incorrectly labelled samples from the Tunisian dataset (T-HSAB) were 

detected, such as “المغرب الكبیر الدول العربیة واألعجمیة یجب فتحھا لألسف / The Grand Morocco, 

Arab and foreign countries, must unfortunately be conquered”, which is labeled as 

offensive and was misclassified by concatenated model and the Levantine model. 

Similarly, the Levantine dataset (L-HSAB) includes some incorrectly annotated samples, 

for instance “انت واشكالك عباد المال تبحثون عن االزمات لجل مصالح شخصیھ / You and your fellows 

are money slaves are looking for crises for personal interests” 

The Tunisian model fails in classifying simple offensive Levantine tweets, 

containing explicit offensive words, which were correctly classified by all other models, 

such as “طبعا الكالب معروفي مین مقصودة / Of course dogs know who is meant”.  

The findings from the analysis demonstrate that the Egyptian model and the 

Tunisian model demonstrate limited performance in classifying the long Levantine 

samples. Similarly, the Levantine model misclassifies short Tunisian samples, containing 

one or two words only, such as “برا شیط / go shit yourself”, while the other models were 

better in classifying similar samples.  
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Chapter Summary 

The experiment conducted in this chapter evaluates the impact of transfer learning 

using AraBERT across three Arabic dialects; Levantine, Tunisian, and Egyptian. Results 

demonstrate the significant impact of transferring linguistic knowledge across dialects. 

Based on the findings from this experiment, the next chapter explores transfer learning 

for user-generated content across platforms.  
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"الَّتي ِھَي أَحَسنُ َوجاِدلھُم بِ  "  

“And argue with them in the best of manners” 
 

- Holy Qur’an, chapter An-Nahal (16), verse 125.   
 

TRANSFER LEARNING CROSS-PLATFORM 

 

 

 

 

Transfer learning across Arabic dialects is discussed in the previous chapter; this 

chapter follows a similar approach, except that its scope covers the social media 

platforms for user-generated content rather than dialects. Different social media platforms 

support different features and goals, which might affect the demographic of their users. 

Therefore, the type of language and content also differ among platforms, including 

offensive language content.  

In this chapter, I describe an approach which assumes that each platform has a 

specific culture and language created by the structure of its community and its supported 

features. Thus, dialect and linguistic features used in the content are related to the 

platform.   

This chapter answers questions related to the following:  

• Does AraBERT work better for a specific social media platform?  

• Does transfer learning across-platforms impact the performance of the classifier?  
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Sections in this chapter start with an introduction to the social media platforms 

used in Arabic-speaking countries. The methodology section includes a description of the 

datasets used in this study and the AraBERT model. Results and discussion of the 

findings discuss errors and system implications. The chapter concludes with a summary.  

Social Media Platforms  

Social media platforms host a wealth of online user-generated content. These 

platforms serve different goals; for instance, Instagram is mainly for sharing pictures, 

Facebook is for social networking, YouTube is for sharing videos, and Twitter is for 

microblogging. Figure 43and Figure 44 show the variety of social media platforms used 

by youth Arab users across the Middle East. Figure 43 highlights the variation in daily 

usage of WhatsApp, Facebook, Instagram, YouTube, Snapchat, and Twitter among youth 

users from the Gulf Cooperation Council (GCC), north Africa, and levant. Arabic youth 

users from different regions have distinctive rating to different platforms in term of their 

importance, as can be seen in Figure 44.  

 



223 
 

 

 
Figure 43 The percentage of youth Arabs between the age of 18-24 years’ daily usage of social media during 

2019 (ASDA’A BCW, 2020, p.70) 
 
 
 

 

Figure 44 The percentage of youth Arabs between the age of 18-24 years’ rating of the importance of social 
media during 2019 (ASDA’A BCW, 2020, p.70) 
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According to a study by Radcliffe and Abuhmaid (2020) for the users Social 

Media platforms in the Middle East, governments and platform owners report 44% more 

scrutinized of Social Media usage in 2019.  The same study also reports an increase in 

youth Arab users among all platforms and the popularity of Facebook among Egyptians. 

The study highlights a general decrease in Twitter usage among Middle Eastern users 

except in Saudi Arabia and Turkey, which ranked the fifth and sixth largest Twitter 

markets.  

Methodology 

In order to assess the information various platforms have about each other for 

offensive language detection, I build on the pre-trained AraBERT model with the 

parameters tuned in Chapter 6. I continue training the pre-trained model on the training 

set of one platform, fine-tune to the training data of another platform, and apply to the 

test data of the fine-tuned platform. I do this for all pairs of platforms, and also groups of 

platforms.  I also check the ability of multi-platform datasets to recognize offensive 

language in individual platform.  I test the significance of performance differences using 

the Paired Bootstrap test provided by Dror et al. (2018) and described in Chapter 3 at p-

value of 0.05.  

Datasets 

Five out of nine corpora presented in Chapter 6 support the experiments in this 

chapter. The corpora all contain multi-dialect samples, as a way of controlling any effects 

of dialect on the transfer of models.  One tweet corpus that is linguistically very different 

from the other tweet datasets is also omitted (Religious Hate Speech Dataset). The 
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datasets that I utilize are: (1) Aljazeera.net Deleted Comments, which contains comments 

from Aljazeera News; (2) YouTube Comments, which contains comments from YouTube 

channels; (3) OSACT offensive and not offensive classification samples, which contains 

tweets; (4) MPOLD, which contains offensive samples from multiple platforms; and (5) 

Multi-Platform Hate Speech, which contains hate speech samples from multiple 

platforms. I utilize the datasets which are extracted from one platform to see how each 

platform inform others.  I utilize the multi-platform dataset to see if a wealth of corpus 

from several platforms can support individual, resource-constrained platform. As before, 

I use only binary classes; offensive or not offensive. I convert different types of offensive 

languages to offensive class. For some datasets provided in train/evaluation/test split 

format, I merge all parts into one dataset, and then, I randomly apply 80%-20% split for 

train-test datasets. This supports consistency in the setting among all datasets used in this 

study as most of them are provided in one part. All datasets were used without any 

preprocessing. Table 29 provides a summary of the characteristics of each dataset.   
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Table 29 Datasets Distribution 
 

Dataset Source Train Test 

Aljazeera Deleted Comments Aljazeera.org News 
25,353 comments 

(not offensive = 4,528,  
offensive = 20,825) 

6,339 comments 
(not offensive = 1,125,  

offensive = 5,214) 

YouTube Comments YouTube 
12,040 comments 

(not offensive = 7,379,  
offensive = 4,661) 

3,010 comments 
(not offensive = 1,858,  

offensive = 1,152) 

OSACT Twitter 
8,000 tweets 

(not offensive = 6,403,  
offensive = 1,597) 

2,000 tweets 
(not offensive = 1,606,  

offensive = 394) 

MPOLD Multi-Platform 
3,200 samples  

(not offensive =  
2,660, offensive = 540) 

800 samples  
(not offensive =  

665, offensive = 135) 

Multi-Platform Hate Speech Multi-Platform 
16,004 samples  
(not offensive =  

7,973, offensive = 8,031) 

4,001 samples  
(not offensive =  

2,027, offensive = 1,974) 
 
 
 
The AraBERT Model 

I utilize the AraBERT model from the HuggingFace library. Experiment settings 

include hyperparameters tuned in Chapter 6: maximum length = 128, patch size = 16, 

epoch = 2, epsilon = 1e-8, and learning rate = 2e-5. I use the pooled output from the 

encoder to use with a simple FFNN layer to build the classifier. The experiment was 

developed in Python using the PyTorch-Transformers library, and evaluation metrics 

were developed using the Scikit-Learn Python library. Google Colab Pro was used to 

conduct all experiments.  

Results and Discussion 

Results 

I use macro-averaged precision, recall, and F1, and accuracy score to evaluate the 

performance of the classifiers. The following table (Table 30) shows baseline 
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performance of the original AraBERT model on each platform. It reports the results on 

each dataset of the pre-trained AraBERT model which is fine-tuned to the training set of 

the target platform and applied the test set to evaluate the model. 

   
 

 
Table 30 Performance results 

 
Fine-tuning and Evaluating Dataset (Platform) Precision Recall F1 Accuracy 

OSACT (Twitter) 0.83 0.82 0.82 0.86 
YouTube Comments (YouTube) 0.86 0.86 0.86 0.87 

Aljazeera News Comments (Aljazeera) 0.78 0.74 0.76 0.87 
 
 

 
As can be noticed from Table 30 above, the highest recorded macro-averaged 

recall, macro-averaged F1, and accuracy scores are shown for the Twitter OSACT 

dataset. It is also noticeable that the Aljazeera dataset has the lowest overall performance 

scores.   

Given the baseline results of the pre-trained AraBERT model, I next adapted this 

model to each platform by continuing pre-training on each. To assess whether the adapted 

models transfer across platforms, I fine-tuned the adapted models to each of the 

platform’s training data and applied to the corresponding test data. Table 31 records the 

results.  
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Table 31 Performance results from continued pre-trained models 
 

Training Dataset 
(Platform) 

Fine-Tuning and 
Evaluating Dataset 

(Platform) 
Precision Recall F1 Accuracy Significant 

Test* 

OSACT (Twitter) 

YouTube Comments 
(YouTube) 0.83 0.82 0.82 0.83 0.046 

Aljazeera News 
Comments (Aljazeera) 0.75 0.69 0.71 0.85 0.990 

YouTube 
Comments 
(YouTube) 

OSACT (Twitter) 0.80 0.72 0.75 0.96 0.000 
Aljazeera News 

Comments (Aljazeera) 0.76 0.70 0.72 0.86 0.930 

Aljazeera News 
Comments 
(Aljazeera) 

OSACT (Twitter) 0.80 0.79 0.80 0.96 0.020 
YouTube Comments 

(YouTube) 0.86 0.86 0.86 0.86 0.014 

OSACT (Twitter) 
and YouTube 

Comments 
(YouTube) 

Aljazeera News 
Comments (Aljazeera) 0.76 0.69 0.72 0.86 0.904 

Aljazeera News 
Comments 

(Aljazeera) and 
YouTube 

Comments 
(YouTube) 

OSACT (Twitter) 0.80 0.78 0.79 0.96 0.018 

Aljazeera News 
Comments 

(Aljazeera) and 
OSACT (Twitter) 

YouTube Comments 
(YouTube) 0.85 0.85 0.85 0.86 0.014 

All Platforms 

OSACT (Twitter) 0.82 0.74 0.77 0.96 0.030 
YouTube Comments 

(YouTube) 0.85 0.85 0.85 0.86 0.034 

Aljazeera News 
Comments (Aljazeera) 0.76 0.69 0.71 0.85 1.000 

 
* Significant test score is calculated by applying the Paired Bootstrap test at p-value of 0.05 between Table 
30 results and results in this table based on each dataset. 
 
 
 

Results from the table above demonstrate the negative impact of the transfer 

learning across individual platforms as macro-averaged F1 scores for all datasets are less 

than those reported in Table 30. This finding indicates the potential of the limited effect 

of the platform’s domain; while Aljazeera is a news platform and others used in this 

experiment are social media platforms, the performance results from leveraging 

knowledge from news to social media or vice versa show similar patterns.  Most 
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significant test’s scores demonstrate the insignificant differences in performance after 

applying transfer learning across platforms; however, result from Aljazeera News 

Comments (Aljazeera) shows the opposite, which could be related to its size. Based on 

Dror et al. (2018) the Paired Bootstrap test fits small dataset size and Aljazeera test set 

contains 6,339 comments that might violate the test’s settings. 

 
 
 

Table 32 Performance results from continued pre-trained models using multi-platforms datasets 
 

Training 
Platform 

Fine-Tuning and 
Evaluating 
Platform 

Precision Recall F1 Accuracy Significant 
Test* 

MPOLD 

YouTube Comments 
(YouTube) 0.85 0. 85 0. 85 0. 86 0.010 

Aljazeera News 
Comments 
(Aljazeera) 

0.75 0.69 0.72 0.85 0.977 

OSACT (Twitter) 0.83 0.74 0.78 0.96 0.001 

MPOLD and 
all individual 

platforms 

YouTube Comments 
(YouTube) 0.87 0.87 0.87 0.87 0.078 

Aljazeera News 
Comments 
(Aljazeera) 

0.76 0.71 0.73 0.86 0.845 

OSACT (Twitter) 0.84 0.80 0.82 0.97 0.089 

Multi-Platform 
Hate Speech 

YouTube Comments 
(YouTube) 0.74 0.78 0.76 0.86 0.007 

Aljazeera News 
Comments 
(Aljazeera) 

0.76 0.70 0.73 0.86 0.984 

OSACT (Twitter) 0.84 0.78 0.80 0.96 0.012 

Multi-Platform 
Hate Speech 

and all 
individual 
platforms 

YouTube Comments 
(YouTube) 0.76 0.78 0.77 0.87 0.011 

Aljazeera News 
Comments 
(Aljazeera) 

0.77 0.71 0.73 0.86 0.985 

OSACT (Twitter) 0.85 0.80 0.82 0.97 0.028 
 
* Significant test score is calculated by applying the Paired Bootstrap test at p-value of 0.05 between the 
Table 30 results and results in this table based on each dataset. 
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Recorded macro-F1 scores in Table 32 demonstrate lower or equal performance 

by most models, except when the model is continued pre-trained using the MPOLD and 

all individual training sets from YouTube Comments (YouTube), Aljazeera News 

Comments (Aljazeera), and OSACT (Twitter), it reports an increase in macro-F1 score by 

1% from those obtained in Table 30. 

Analyzing significant test’s scores, Table 32 reports insignificant differences over 

the baseline models results for all models, except the MPOLD and all individual training 

sets from YouTube Comments (YouTube), Aljazeera News Comments (Aljazeera), and 

OSACT (Twitter), which reports significant variations over Table 22 results for YouTube 

Comments (YouTube) and OSACT (Twitter) test sets. The same findings from previous 

table regarding the validity of the Paired Bootstrap test to Aljazeera News Comments 

(Aljazeera) applied to Table 32 too. 

Error Analysis 

Table 33, Table 34, and Table 35 to 6 show samples of comments/tweets from 

each dataset with their actual and predicted labels by each model. 
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Table 33 Sample tweets with their actual and predicted labels by models for the OSACT dataset (X: wrong 
prediction, √ correct prediction) 

 

Tweet 
Actual 
Label 

Baseline 
AraBERT 

YouTube 
Model 

Aljazeera 
Model 

YouTube 
and 

Aljazeera 
Model 

Conca
tenate

d 
Model 

@USER بدك  یعني یا ترمب یا مغفل كیف
 تحارب شعب اطفالة مقاومین

@USER I mean, Trump you 
stupid, how do you plan on 

fighting people whose children 
are resistance warriors 

Offensive X √ √ √ √ 

@USER @USER  وانت یا لص یا
 متصھین ال تمثل المجتمع الكوردي

@USER @USER You, thief, 
Zionist, you do not represent the 

Kurdish community 

Offensive √ X √ √ √ 

@USER  اذا جماعة الرئیس وجمھورو
 جماعة سماسرة وشتامین ومش مخلیین حدا
ة یا من شرن.. شو بدك العالم تسكت یا شحاط

اق نفسیاً وجسدیاً؟ع  
If the president’s entourage and 

his followers are a bunch of 
brokers who insult everyone 

without exception. How do you 
expect people to remain silent 

about this you shoe, you mentally 
and physically sick person? 

Offensive √ √ X √ √ 

RT @USER: 
انا <LF>محمد_بن_سلمان_بین_شعبھ#

زعالنھ منك یا محمد بن سلمان یا ُمز انتا 
مدیري اجنبي واحبھ لیش تخلیھا سعوده ، انا 

 …تحطمت نفسیاً وروح
RT @USER: 

#Mohammed_Ben_Salman_amon
g_his people <LF> I am upset 

with you, Muhammad bin Salman, 
my manager is a foreigner and I 

love him. Why you replace him by 
Saudi? I am psychologically 

broken 

offensive X √ √ X √ 

@USER @USER  .باطل. باطل. باطل
السیسى الصھیونى الخاین باطل و جنودك 

یاسیسي یا فرعون یا طاغیة باطل و دستورك 
باطل و نھایتك انت و جنودك الزبالة قربت 

 انشا¤
@USER @USER void. void. void. 
The traitorous Zionist al-Sisi and 
his soldiers are false, O Pharaoh, 

you are a vain tyrant, your 

Offensive √ √ √ √ X 
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constitution is null, and your end 
is a trash, you and your rubbish 
soldiers have come close to your 

end 
@USER ا فوه علیكم یا اوالد الكلب یات
ن اوالد الوسخة لو كنتم رجالھ كنتم تحررو
فعال  بالدكم من إیران ولكن انتم اشباه الرجال
 انتم المخلفون من اإلعراب

@USER You are children of the 
dog, children of the dirty women, 
if you were men, you would have 
liberated your country from Iran, 

you are men from the outside 
only. 

Offensive X X X X X 

 روح روحي ونفس انفاسي ومھجة الفؤاد
Spiritual spirit, soul of my breath, 

and accent of heart 

Not 
offensive 

√ √ √ √ √ 

  
 
 

Table 34 Sample comments with their actual and predicted labels by models for the YouTube dataset (X: wrong 
prediction, √ correct prediction) 

 

Comment Actual 
Label 

Baseline 
AraBERT 

Twitter 
OSACT 
Model 

Aljazeera 
Model 

Twitter 
and 

Aljazeera 
Model 

Concatenated 
Model 

ا منو اللي طلع لقب الملكھ لھا و شگتن
 گ ترى ما یلوگ لچ ابد ال شوفھ و الش

چ چرچوبھ دروحي گعدي بالبیت احسن ل
 و بطلي خرابیطچ ویھ العالم ما ضلت

 بزون ما
Whoever came up with the title 
of the queen for her, disturb us 
all. It is better for you to stay at 
home and stop this non-sense. 

Not 
offensive X √ √ √ √ 

. ي ھیھ صدك احالم االن.تجیني وترعبن
 بل حلم.اشوفھھ وهللا ثور ھیھ احالم لو
 البقره شنو یمكن غلطانین بل اسماء
Is her real name is Ahlam 

(dreams). She will terrify me if 
she appears in my dream, I 

swear I see her as a cow or a 
bull. It could be that her name 

is wrong 

Offensive √ X √ √ √ 

كنضال الجعبھ ملكة على الجھالء شروا  
Nidhal Al-Juabah is a queen 

for the ignorant people like you 
Offensive √ √ X √ √ 

 ملییییقھ وكریھھھ
Sillyyyy and hateee offensive X √ X X √ 

 وما الحیاة الدنیا إال متاع الغرور
The life of this world is nothing 

but the goods of vanity 

Not 
offensive √ √ √ √ X 
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 !متخلفین ھھھھ؟
 وفرنا العقل لك

Retarded Haha ?! 
We saved the mind for you 

 

Not 
offensive X X X X X 

اھیا مدحت الفنان ماجد المھندس وھو 
 عراقي

She praised the musician Majid 
Al Mohandes, who is Iraqi 

Not 
offensive √ √ √ √ √ 

 
 
  

Table 35 Sample tweets with their actual and predicted labels by models for the Aljazeera dataset (X: wrong 
prediction, √ correct prediction) 

 

Comment Actual 
Label 

Baseline 
AraBERT 

YouTube 
Model 

Twitter 
OSACT 
Model 

YouTube 
and 

Twitter 
OSACT 
Model 

Concaten
ated 

Model 

مع الف سالمة. ما زاد حنون في 
االسالم خردلة وال النصارى لھم شأن 

 بحنون
Goodbye. Affectionate in 
Islam is not trash, and the 

Christians have no affection 
for them 

Offensive X √ √ √ √ 

مصیبة رید االقتباسات األصلیة، إنھا لن
أن محتوى تلك المخطوطات محجور 
ا إال لدى مؤسسات ((خیریة)) ال تُعطین

الترجمة التي نترجمھا لنصل إلى 
 نسخة مشوھة من األصل

We want the original quotes, 
it is a misfortune that the 

content of these manuscripts 
is confiscated by 

((charitable)) institutions 
that only give us the 

translation that we translate 
to reach a distorted copy of 

the original 

Not 
offensive √ X √ √ √ 

في ظل ( ان الدین عند هللا االسالم ) 
وبنظرة شاملة لكل الموروث 

 الحضاري والثقافي
ع لجمیع المخلوقات سیصاغ المشرو

حضاري العظیمال . 
In light of (God’s religion is 

Islam) and with a 
comprehensive view of all 
civilizational and cultural 
heritage for all creatures 
will formulate the great 

civilization project 

Not 
offensive √ √ X √ √ 

 في المجتمعات العربیة یجب على
 تماد على نفسھ ان أرادالحیوان االع

 البقاء
In Arab societies, animals 

Offensive X √ √ X √ 
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must rely on themselves if 
they want to survive 

 قال تعالى
فتوكل على هللا إنك على (

 )الحق المبین
ناسیرو على بركة هللا یا اسود دولت  

Allah says 
(So trust in God that you are 

on the revealed truth) 
walk on the blessing of God 

O lions of our country 

Offensive √ √ √ √ X 

 ارید تردر قناة الجریزة االخباریة
I want the channel code of 
Al-Jazeera news channel 

Not 
offensive X X X X X 

 ..إنت شاكو بیھم؟ روح شوف شغلك
Do you think about them? I 

want to see your job .. 
Offensive √ √ √ √ √ 

  
 
 
 
The tables above show the variation among models’ performance for each dataset. 

The YouTube dataset has multiple samples with wrong annotation as can be noticed in 

Table 34 in the first example; ال و شوفھ ال ابد لچ یلوگ ما ترى شگ شگتنا و لھا الملكھ لقب طلع اللي منو 

ما بزون ضلت ما العالم ویھ خرابیطچ بطلي و لچ احسن بالبیت گعدي دروحي چرچوبھ / Whoever came up with 

the title of the queen for her, disturb us all. It is better for you to stay at home and stop 

this non-sense. The overall topic of each dataset differs; the OSACT dataset covers broad 

range of topics, while the YouTube dataset is dominant by musicians’ related topics and 

the Aljazeera dataset is dominant by political topics.  

Result from the original AraBERT model indicates some limitations in classifying 

samples with multiple words hashtags (e.g., # شعبھ_بین_سلمان_بن_محمد ) and Farsi letters (e.g., 

 .however, the others models demonstrate better performance for such samples ;(چ , گ

Looking over samples of the misclassified comments, I calculate percentages of 

misclassified comments/tweets per class for each dataset based on the experiment that 

generates the highest performance for the same dataset in Table 36.   
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Table 36  presents a summary of the error analysis. The percentages are calculated 

per class based on the total instances of each class for each of the four testing datasets. 

The most common 5 tokens are presented in the table based on their frequency order. 

As can be seen from Table 36, offensive and not offensive misclassified 

percentages vary among the datasets. Investigating top tokens among the misclassified 

samples shows names of countries (e.g., Saudi Arabia, Qatar, Iraq) and names of famous 

people (e.g., Kadim, Ahlam, Gibran), which are in some cases refer to the first name and 

the last name of the same person as two separate tokens. For example, ‘Kadim’ and 

‘Sahir’ are the first and the last name of the same singer, and ‘Gibran’ and ‘Basil’ are the 

first name and the last name of the same minister. This type of terms need to be 

proceeded as one term rather than separate parts because the semantic meaning of its 

parts might not be equivalent to the semantic meaning of the term. As a result of that, 

some preprocessing procedures are needed to ensure proper understanding and processing 

of multiple tokens terms.  
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Table 36 Error analysis for results from the concatenated all platforms training sets pre-trained model 
 

Test Dataset 
Misclassified % Misclassified Top Common Tokens 

Offensive Not 
Offensive Offensive Not Offensive 

OSACT 
Twitter 16% 3.5% 

 God/هللا
 stereotype /علوقیھ
 small/صغیر
 girl/بنت

 lovely/حبیبي

 God/هللا
😂 

 eyes/عیون
 people/ناس
 topic/موضوع

YouTube 
Comment 15% 11% 

 Kadim/كاظم
 God/هللا

  Ahlam/احالم
 Sahir/ساھر
 Iraqi/عراقي

 Kadim/كاظم
 God/هللا
 people/ناس
 Egypt/مصر
 Sahir/ساھر

Aljazeera 
Comment 8.2% 44.7% 

 God/هللا
 state/دولة
 Iraq/عراق
 nation/شعب
 Jazeera/جزیرة

 God/هللا
 Jazeera/جزیرة
 Saudi/سعودیة

Arabia 
 state/دولة

 Muslims/مسلمین
 
 

 
 
While the original AraBERT model is pre-trained mainly on news datasets as 

described in Chapter 6, the results from Aljazeera News Comments were the least in 

macro-averaged F1 score. Twitter has a limited number of characters per tweet, while 

Aljazeera and YouTube allow for much longer text. Moreover, some social media 

features such as creating profiles, following others, mentioning usernames and tagging 

other users is not supported by Aljazeera commenting features. Another important factor 

to consider is related to the dataset extraction process, the datasets were extracted using 

heterogeneous criteria from different authors, which could also affect their content and 

reduce the overlap among them. For more details on the content and size’ variations 

among the datasets, Chapter 4 presents an exploratory datasets analysis.   
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A better method to investigate the effects of across-platforms transfer learning 

could be implemented by extracting datasets from various platforms based on one 

offensive language theme, such as political offensive language or religious offensive 

language. Sharing the same theme among datasets can support better analysis for 

platform-based transfer learning because we fixed the linguistic theme parameters while 

evaluating platform-based parameters.  

System Implications 

Increasing the vocabulary size of the AraBERT model through continue pre-

training does not always improve the performance of the system. Thus, finding some 

other methods to improve the performance is required. For example, trying to adjust 

AraBERT’s vocabulary to support offensive language classification and finding an 

innovative approach to customize the model further toward the target task is a critical 

solution to consider.   

Chapter Summary 

In this chapter, I applied transfer learning across several Arabic offensive 

language detection datasets from multiple platforms using the AraBERT model. The 

results report poor performance when applying transfer learning cross-platform, including 

YouTube, Aljazeera News, and Twitter. The variation in platforms features affect the 

linguistic features of their content, which limit the benefit of transferring knowledge 

among platforms. The overall findings from the experiment demonstrate the importance 

of developing a more novel comprehensive method to pre-train the AraBERT model for 
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the tasks of Arabic offensive language detection rather than focusing only on the platform 

or dialect.   
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Imām Jafar ibn Muhammad al-Sadiq (peace and mercy be upon them) said: 

 "الفُحُش والبَذاُء والسَّالطَةُ ِمن النِّفاِق."
 “Obscene language, foulness, and impudence are all from hypocrisy” 

 
- Bihar al-Anwar, volume 79, number 14, page 113 

 

 DIALECTAL AND CULTURA-BASED MODEL  

 

 

 

 

 

Multiple attempts to develop systems for detecting online Arabic offensive 

language are discussed in the previous chapters. An intensive preprocessing-based 

approach is explored in chapter 6. Then, two different approaches for transfer learning 

using AraBERT model were experimented. In chapter 8, an approach based cross-dialect 

transfer learning using three Arabic dialects is proposed to investigate the impact of 

transferring knowledge across different dialects. Chapter 9 defines another system 

pipeline based on cross-platform transfer learning. This chapter builds its pillars based on 

findings from previous chapters into one novel system architecture based on customizing 

the AraBERT model to preserve dialectal knowledge and offensive cultural knowledge 

within the contextual word embedding of BERT architecture.   

This chapter addresses the following questions:   

• Does the customized AraBERT model capture cultural and dialectal offensive 

knowledge that can support offensive language detection?   
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• How much does the customized AraBERT model contribute to different dialects 

and platforms?  

• Where does the customized AraBERT model fail in offensive language 

detection?   

 

This chapter is organized into three main sections in addition to a chapter 

summary at the end. Firstly, the methodology of the study conducted in this chapter is 

presented. The second section reports the results from applying the proposed model to 

nine Arabic offensive language datasets. In the third section, error analysis is conducted 

to examine the points of failure and patterns that confuse the models. A chapter summary 

to compile findings from experiments conducted in this chapter is presented at the end of 

the chapter. 

Methodology 

The proposed pipeline of the offensive language detection system has four main 

phases. During the first phase, several dialectal Arabic datasets that cover various types 

of offensive content from user-generated content platforms are collected, binarized the 

labels to have only offensive and not offensive classes, and classified into training and 

testing datasets. After that, the training datasets from all datasets are used to fine-tune a 

customized version of AraBERT that have been pre-trained further to add more dialectal 

and cultural knowledge to the task of Arabic offensive language detection. Outputs from 

the customized AraBERT model are used as input to the classification model to train the 

model. In the last phase, performance evaluation procedures are conducted to examine 
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the predictions from the classification model. I test the significance of performance 

differences using the Paired Bootstrap test provided by Dror et al. (2018) and described 

in Chapter 3 at p-value of 0.05. Figure 1 shows the proposed system pipeline.  

 
 
 

 

Figure 45 Proposed pipeline for Arabic offensive language detection system based on dialectal continued pre-
trained model 

 
 
 

Datasets 

The nine Arabic offensive language datasets that were analyzed in Chapter 5 and 

reintroduced in Chapter 6 are adopted to develop the proposed classification system in 

this chapter. The datasets consist of Aljazeera.net Deleted Comments (Mubarak, 

Darwish, & Magdy, 2017), Egyptian Tweets (Mubarak, Darwish, & Magdy, 2017), 

YouTube Comments (Alakrot, Murray, & Nikolov, 2018), Religious Hate Speech 

(Albadi, Kurdi, & Mishra, 2018), L-HSAB (Mulki et al., 2019), T-HSAB (Haddad et al., 

2019), MPOLD (Chowdhury et al., 2020), OSACT (Mubarak et al., 2020), and the Multi-
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Platform Hate Speech Dataset (Omar et al., 2020). All datasets were used without any 

changes in content. However, to maintain consistency among all datasets, the labels were 

changed for some datasets. Thus, only two classes are maintained; offensive and not 

offensive. Datasets are also randomly classified into 80% training dataset and 20% 

testing dataset. Table 37 presents the distribution of each dataset after performing train-

test split.  

 
 
 

Table 37 Datasets Distribution 

Dataset Train Test 

Aljazeera.net Deleted Comments 
25,353 comments 

(not offensive = 4,528,  
offensive = 20,825) 

6,339 comments 
(not offensive = 1,125,  

offensive = 5,214) 

Egyptian Tweets 
880 tweets 

(not offensive = 353,  
offensive = 527) 

220 tweets  
(not offensive = 100,  

offensive = 120) 

YouTube Comments 
12,040 comments 

(not offensive = 7,379,  
offensive = 4,661) 

3,010 comments 
(not offensive = 1,858,  

offensive = 1,152) 

Religious Hate Speech 
4,909 tweets 

(not offensive = 2,726,  
offensive = 2,183) 

1,228 tweets 
(not offensive = 649,  

offensive = 579) 

T-HSAB 
4,819 samples 

(not offensive = 3,068,  
offensive = 1,751) 

1,205 samples 
(not offensive = 752,  

offensive = 453) 

L-HSAB 
4676 tweets 

(not offensive = 2,919,  
offensive = 1,757) 

1,170 tweets  
(not offensive = 731,  

offensive = 439) 

MPOLD 
3,200 samples 

(not offensive = 2,660,  
offensive = 540) 

800 samples 
(not offensive = 665,  

offensive = 135) 

OSACT 
8,000 tweets 

(not offensive = 6,403,  
offensive = 1,597) 

2,000 tweets 
(not offensive = 1,606,  

offensive = 394) 

Multi-Platform Hate Speech Dataset 
16,004 samples 

(not offensive = 7,973,  
offensive = 8,031) 

4,001 samples 
(not offensive = 2,027,  

offensive = 1,974) 
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The AraBERT Model 

Similar to the previous chapters, AraBERT model forms the basic building block 

of the experiment conducted in this chapter. The model is deployed through the 

Huggingface library.  

Continue Pre-Training (Customized AraBERT) 

I apply the MLM to continue pre-train AraBERT as described earlier in Chapter 

8. The AraBERT model is trained using MSA corpus that is mostly extracted from 

Arabic news. Thus, dialectal text in user-generated content format is not captured during 

the original pre-training process. For this reason, a dialectal corpus is used to continue 

pre-training the AraBERT model. This continue pre-training process solves out-of-

vocabulary issue and updates all weights to achieve a better contextualized word 

embedding covering the new added vocabulary tokens. The MADAR corpus from the 

Shared Task on Arabic Fine-Grained Dialect Identification is applied during the 

continued training process (Salameh, Bouamor, & Habash, 2018; Bouamor et al., 2018; 

Bouamor, Hassan, & Habash. 2019). The MADAR corpus has two parts as follow:  

1. The MADAR Travel Domain Dialect Identification Subtask:  

This travel domain-specific dataset has two sub-datasets; the first one consists of 

2,000 parallel sentences from 25 Arabic regions in addition to MSA. The 25 regions 

include the following: 

• Gulf of Aden (Yemen (Sana’a), Djibouti, Somalia) 

• Gulf (Oman (Muscat), United Arab Emirates, Qatar (Doha), Bahrain, Kuwait, 

Saudi Arabia (Riyadh, Jeddah), Iraq (Baghdad, Mosul, Basra)) 
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• Levant (Syria (Damascus, Aleppo), Lebanon (Beirut), Jordan (Amman, Salt), 

Palestine (Al-Quds)) 

• Nile Basin (Egypt (Cairo, Alexandria, Aswan), Sudan (Khartoum)) 

• Maghreb (Libya (Tripoli, Benghazi), Tunisia (Tunis, Sfax), Algeria (Algiers), 

Morocco (Rabat, Fes), Mauritania) 

 

The second part of the dataset consists of additional 10,000 sentences to the 

previous 2,000 sentences. These sentences are labeled into five Arabic cities (Beirut, 

Cairo, Doha, Tunis, and Rabat) and MSA.  

2. The MADAR Twitter User Dialect Identification Subtask:  

This dataset consists of 2,980 Twitter user profiles from 21 different Arabic 

countries, as shown in Table 38. As can be noticed from the table, the majority of the 

content is in the Saudi dialect.  
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Table 38 Distribution of the tweet Profiles by the country label in the MADAR Twitter Corpus (Bouamor, 
Hassan, & Habash. 2019, p.4) 

 
Country Count Percentage 

Saudi Arabia 1,070 35.91 
Kuwait 213 7.15 
Egypt 173 5.81 
UAE 152 5.10 
Oman 138 4.63 
Yemen 136 4.56 
Qatar 126 4.22 

Bahrain 113 3.79 
Jordan 107 3.59 
Sudan 100 3.36 
Iraq 99 3.32 

Algeria 92 3.09 
Libya 78 2.62 

Palestine 74 2.48 
Lebanon 66 2.21 
Somalia 60 2.01 
Tunisia 51 1.71 
Syria 48 1.61 

Morocco 45 1.51 
Mauritania 37 1.24 

Djibouti 2 0.07 
Comoros 0 0 

Total Annotated 2,980 100 
 
 
 
 
Each of the datasets is provided in three parts; train, development, and test. All 

parts of both MADAR datasets were used to continue pre-training AraBERT, excluding 

labels, to ensure the coverage of most Arabic dialects, after removing duplications and 

without cleaning or filtering any content. Text was segmented using the Farasa segmenter 
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tool and tokenized using wordPiece tokenizer, similar to the process followed in training 

the original AraBERT model.  

Classification Model 

The pooled output from customized AraBERT encoder is used with a simple 

FFNN layer to build the classification model. Similar experimental settings of those 

previously applied during chapters 8 and 9 are used in this chapter. All experiments are 

created using the same environment, tools, and classifier from the previous chapters 

(Chapters 8 and 9).  

Performance Evaluation 

All experiments were evaluated with macro-averaged precision, recall, F1, and 

accuracy. Evaluation per class is considered as well. 

Results  

Table 39 reports precision, recall, F1, and accuracy scores per class and macro-

averaged over all classes in each dataset. For some datasets that have been used by 

previous studies, the best reported F1 score is included in Table 39 along with their 

classification model as SOTA score. Having the SOTA information supports the 

comparison between results obtained from the customized AraBERT model and previous 

best classification models. To further evaluate the effect from the customized AraBERT, 

I apply the same pipeline described in Figure 45 Proposed pipeline for Arabic offensive 

language detection system based on dialectal continued pre-trained model to the original 

AraBERT model and report the results. 
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Table 39 Performance results  
 

Test Dataset Customized AraBERT AraBERT 
F1 

SOTA 
F1/ Model 

Significant 
Test* Label Precision Recall F1 Accuracy 

Aljazeera.net 
Deleted 

Comments 

Not 0.57 0.54 0.55 
0.85 0.73 

0.40/ SVM 
(Chowdhury et 

al., 2020) 
0.870 Off 0.90 0.91 0.91 

Macro 0.73 0.72 0.73 

Egyptian 
Tweets 

Not 0.71 0.77 0.74 
0.75 0.69 

0.90/ FastText 
(Mubarak & 

Darwish, 2019) 
0.978 Off 0.79 0.74 0.77 

Macro 0.75 0.76 0.75 

Religious 
Hate Speech 

Not 0.77 0.80 0.79 
0.80 0.79 

0.77/ GRU 
(Albadi, Kurdi, & 

Mishra, 2018) 
0.000 Off 0.82 0.79 0.80 

Macro 0.80 0.80 0.80 

YouTube 
Comments 

Not 0.82 0.85 0.83 
0.87 0.86 

0.82/ SVM 
(Chowdhury et 

al., 2020) 
0.052 Off 0.90 0.89 0.89 

Macro 0.86 0.87 0.86 

L-HSAB 
Not 0.73 0.89 0.80 

0.83 0.84 
0.896/ NB 

(Mulki et al., 
2019) 

0.000 Off 0.92 0.80 0.86 
Macro 0.82 0.84 0.83 

T-HSAB 
Not 0.86 0.77 0.81 

0.78 0.78 
0.923/ NB  

(Haddad, Mulki, 
& Oueslati, 2019) 

0.036 Off 0.86 0.77 0.81 
Macro 0.77 0.78 0.77 

MPOLD 
Not 0.93 0.83 0.88 

0.81 0.73 - 0.401 Off 0.46 0.71 0.56 
Macro 0.70 0.77 0.72 

OSACT 

Not 0.98 0.98 0.98 

0.96 0.75 

0.905/ ensemble 
method 

(Hassan et al., 
2020) 

0.890 Off 0.67 0.57 0.62 

Macro 0.83 0.78 0.80 

Multi-
platform 

Hate Speech 

Not 1.00 0.96 0.98 

0.98 0.98 

0.987/ RNN 
(Omar, 

Mahmoud, & 
Abd-El-Hafeez, 

2020) 

0.061 Off 0.97 1.00 0.98 

Macro 0.98 0.98 0.98 

 
* Significant test score is calculated by applying the Paired Bootstrap test at p-value of 0.05 between the 
original AraBERT model results and results of the continued pre-trained AraBERT model. 
 

 
 
 
Most results do not show significant improvement over the SOTA score, except 

for Aljazeera.net Deleted Comments, which increases from 0.40 to 0.73 in macro F1 

score with significant improvement in results of the offensive class. Some datasets report 

very close F1 score by the customized AraBERT model to the one reported by SOTA, 

even though the classification model is not the same, such as the Multi-Platform Hate 
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Speech.  The Egyptian Tweets, L-HSAB, OSACT and T-HSAB datasets record very low 

macro F1-score in comparison to the SOTA. Previous studies for MPOLD dataset were 

not found, the customized AraBERT records a macro F1 score of 0.72 with a lower 

performance for the offensive class in comparison to the not offensive class.  Comparing 

macro-F1 scores from AraBERT with customized AraBERT shows very similar results, 

except the Egyptian Tweets and the OSACT datasets report significant improvement in 

performance.  

The result from Table 39 demonstrates that for some datasets using traditional 

machine learning classification models that do not consider the contextual relationship 

between words reports higher performance score from those that are reported by 

advanced contextual classification models, such as BERT-based models (AraBERT).   

Furthermore, comparing the SOTA results and the proposed system results of the 

table, the degree to which the cited papers' results differ for some datasets is very 

significant. There are often multiple other factors that need to be considered when 

comparing performance between systems, such as differences in the experimental setup. 

Another conclusion from Table 39 is that the ranking of classification models (e.g., 

customized AraBERT) ultimately depends on the class and the dataset.  

Error Analysis  

Table 40 shows examples of misclassified samples from all datasets for the 

original AraBERT model and the customized AraBERT model. 
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Table 40 Error analysis for results from AraBERT and customized AraBERT (X: wrong prediction, √ correct 
prediction) 

 
Dataset Sample Label AraBERT Customized 

AraBERT 

Aljazeera.net 
Deleted 

Comments 

 باقیة وتتمدد باذن هللا
Staying and expanding, God willing 

Not 
offensive X X 

 انھ شھر رمضان شھر االنتصارات نبارك لكم ھذه الفتوحات
It is Ramadan, the month of victories. We 

congratulate you on these conquests 

Not 
offensive √ √ 

الدولة اإلسالمیة ستجعلكم تترحمون علي أیام القاعدة و طالبان 
 ھتھ الحرب مختلفة

The Islamic State Will make long for the days 
of Al Qaeda and the Taliban. This war is 

different 

Offensive √ X 

 السیسي حارق دم اإلخونجیة والدواعش وداعمیھم
Al-Sisi burned the blood of the Brotherhood, 

ISIS and their supporters 
Offensive X √ 

Egyptian 
Tweets 

 كلب العسكر
Military dog Offensive X X 

 الجاسوس االمریكي وكل اسرائیل موشیھ السیسي
The American spy and all of Israel, 

Al-Sisi 
Offensive √ √ 

 ھذا الشعب - اال قلیال - یستحق السیسي وما دونھ
This people - except for a little - 

deserves Al-Sisi and less 
Offensive √ X 

 وربنا یلعنك فاكر حلقة امبارح
And our Lord curse you, I think yesterday's 

episode 

Not 
offensive X √ 

Religious 
Hate Speech 

 ولن ترضى عنك الیھود والنصارى
The Jews and the Christians will never 

satisfied by you 

Not 
offensive X X 

مقطع من مشاركة الخطیب الشیخ محمود جاسم الكراني في 
  …|محاضرة تحت عنوان | التوحید دلیل وھم اإللحاد

Excerpt from the participation of the Sheikh 
Mahmoud Jasim Al-Karani in a lecture under 
the title | Monotheism is a guide to the illusion 

of atheism | ... 

Offensive √ √ 

الجزائر عربیة سنیة یجب على أھلھا اإلبتعاد عن الشیعة 
المجوس فوهللا ما دخلوا دولة إال وعاثوا فیھا فسادا وأقرب 
 دلیل الیمن والعراق وسوریا #حاسبوا_امیر_موسوي

Algeria is a Sunni Arab and its people must 
stay away from the Shiites. By God, they did 
not enter a country but wreaked havoc in it. 
The closest examples are Yemen, Iraq and 

Syria. 

Offensive √ X 

اللبنانیّون الشیعة و«العونیّون» على لوائح الترحیل 
 من السعودیّة

Lebanese Shiites and "Aounis" on the list of 
deportation from Saudi Arabia 

Not 
offensive X √ 

YouTube 
Comments 

 ھھھھھھھھھ قوي
Hahahahahaha strong 

Not 
offensive X X 

عیب كبیر راغب عالمة كبیر علیك یا مجنونة راغب عالمة 
 ستار

Shame on you, Ragheb Allamah is big to you, 
you are a crazy of Ragheb Allamah star 

Offensive √ √ 

اعطوني إیاھا بس ثاني یوم ما راح تشوفھا ولك.....جلطتیني  Offensive √ X 
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 بنت الكلب
They gave it (or her) back to me but I promise 

they won’t see it (or her) from now on. She 
gave me a heart attack that daughter of a dog 

 ماعرفناج خلیجیھ لو لبنانیھ
Are you from the Gulf or Lebanon? 

Not 
offensive X √ 

L-HSAB 

لحكي موجھ لجحاش اربعطعش الشھر وكل شي عدا ذلك 
 وخاصة أھل المقاومة عراسي من فوق

My talk is directed to an animal of fourteenth 
of the month and everything else especially 

people of the resistance are on top of my head 

Offensive X X 

 كلنا ثقة فیك ایھا القائد
We all have confidence in you, Commander 

Not 
offensive √ √ 

لیش بتكرھیھ جبران باسیل أصدق واحد في لبنان والكذابین 
 أكید مش راح یحبوه الغیرة قاسیة على صاحبھا

Why do you hate Gebran Bassil? He is the 
most trusted one in Lebanon, and the liars for 

sure will not love him. Jealousy is cruel to 
them 

Offensive √ X 

بصراحھ معنا حق اسألت البنات بنص الماتش مستفزي و 
 غبیة

Frankly, we have the right to ask the girls in 
the text of the match, which is provocative and 

stupid 

Offensive X √ 

T-HSAB 

 شتان العالم الجاھل
The diversions of the ignorant world 

Not 
offensive X X 

 شكرا ویحفظكم
Thanks and bless you 

Not 
offensive √ √ 

 مایحدث سیاسة ممنھجة ومدروسة وأثارھا بعیدة المدى
What is happening is a systematic and 

deliberate policy and its effects are far-
reaching 

Not 
offensive √ X 

 الیھود اكذب الناس والعن الناس ترید الخیانھ صاحب یھودي
Jews are the biggest liars amongst all people. 

If you want to get betrayed then befriend a Jew 
Offensive X √ 

MPOLD 
 

 الحمد ¤ الذي أخرس ھذا الزنیق بنحره كالخروف
Praise be to God who silenced this heretic by 

slaughtering him like a lamb 
Offensive X X 

 لعن هللا علیكم یا اخوان الشیاطین
God curse you, brothers of evils Offensive √ √ 

 هللا یقویك یاترامب على ھالكالب
May God strengthen you, Trump, against these 

dogs 
Offensive √ X 

 دي بني ادمة مریضة اصال مش عارفینلھا ملة
This women  is already sick, and no one know 

her 
Offensive X √ 

OSACT 

@USER @USER قال شف وجھ العنز واحلب لبن 
@USER @USER said, See the face of goats 

and milk them 
Offensive X X 

 .یا ُحب التّملك یا طبعي األناني
Oh my love of possession, my selfish nature. 

Not 
offensive √ √ 

 یا نموت ثوار یا نعیش أحرار
Either we die revolutionaries or we live free 

Not 
offensive √ X 

@USER أیوه إنت یا حماده یا حبیبي تبطل فتي😏  
@USER Oh, oh my beloved, Hamadah, stop 

saying things 😏 

Not 
offensive X √ 
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Multi-
platform 

Hate Speech 

 وایش بعد ھھھھھھھھھ لیتك ماركزت علیھا
What else left Hahahahahahahahahahah, I 

wish you did not focus on her 

Not 
offensive X X 

 مایحتاج تقول اسم زوجتك في كل المقاطع غثیتنا تراك
You don't need to say your wife's name in all 

the clips 

Not 
offensive √ √ 

@User.IDX  نتمنى ان ال تستھدف الشعب المكلوم وال
البنیة التحتیة للفلسطینیین الشرفاء واذا بترد فعلیھا باستھداف 
اذناب قطر وأیران والكن نعلم ان الخونة في عیون نتنیاھو 
 وحكومتھ وتحت حمایتھم رحم هللا الشھید البطل احمد یاسین
@ User.IDX We hope that it does not target 

the grieving people or the infrastructure of the 
honorable Palestinians, and if it responds, it 
should target the offspring of Qatar and Iran, 
but we know that the traitors are in the eyes of 
Netanyahu and his government and under their 

protection, may God have mercy on the hero 
martyr Ahmed Yassin 

Not 
offensive √ X 

 مھما یكبر ھمك! هللا اكبر
Whatever grows your concern! Allah is the 

greatest 

Not 
offensive X √ 

 
 
 
 
I manually inspected the misclassified tweets to search for overlapping features or 

patterns and identify noise sources, confusing the classifier. Some of the patterns can be 

summarized in the following points:  

• Names of persons or groups of people. For example, “ترامب/ Trump”, “ أھل

  .”Bassil Gebran / باسیل جبران“ people of the resistance”, and / المقاومة

• Short samples, especially short offensive samples, as they show less 

context and make it hard for the classifier to understand correctly. For 

example, “كلب العسكر/ military dog” and “شتان العالم الجاھل / the diversions of 

the ignorant world”. 

•  The term “ھھھھھھھ / hahahah” in both offensive and not offensive samples. 

• Animal names are frequently used in offensive samples, specifically in 

hate speech class. For instance, “كالب / dogs” and “خروف/ lamb”. 
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Chapter Summary 

Dialectal and cultural-based offensive language detection is covered in this 

chapter. The proposed method includes dataset preparation, fine-tuning with nine 

datasets, generating contextual embeddings by a customized AraBERT model, applying a 

FFNN layer to predict the class. The evaluation includes statistical metrics. The results 

report the need to add more dialectal data for the continuing pre-training process to create 

noticeable effects on the model’s performance over those obtained from the original 

AraBERT model. 
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Amir al-Mu'minin Imām ‘Alī ibn Abī Tālib (peace and mercy be upon him) said: 

 من أفحش شفا حساده." "
“One who uses obscene language cures [the envy of] his enviers [and brings them joy].” 

 
- Ghurar al-Hikam, number 1508; Mizan ul Hikmah, page 1252 

 

CONCLUSIONS AND FUTURE RESEARCH DIRECTIONS  

 

 

 

 

 
 
 

In this dissertation, I present methods for automatically detecting Arabic offensive 

language from user-generated content. The main goal is to develop a system for detecting 

Arabic offensive language that incorporates cultural and dialectal knowledge, which 

reduces the ambiguity of having several heterogeneous Arabic dialects with various sub-

cultures.   

Findings from the experiments conducted during this dissertation can be 

summarized by addressing the research hypotheses that are defined in chapter 1, as 

follows:  

 

H1. Applying a contextual-aware pre-processing approach in cleaning and 

normalizing text increases the performance of the classifier. 

In chapter 7, I examine the impact of several pre-processing steps: conversion of 

emojis to textual labels, hashtags segmentation, normalization of different forms of 
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Arabic letters, normalization of selected nouns from Arabic dialects to MSA, conversion 

of selected hyponyms to hypernyms, and basic cleaning processes such as removing 

numbers, Kashida, diacritics, and HTML tags. The experiments cover several classifiers, 

including traditional machine learning classifiers, ensemble machine learning classifiers, 

deep learning classifiers with BOW and AraVec, and BERT-based classifiers. The results 

show unequal effects of pre-processing steps based on the classifier and demonstrate the 

limited outcomes from Arabic text pre-processing on offensive language detection. The 

advanced BERT-based classifiers show very limited improvements from pre-processing 

text and justify omitting this step for text classification.   

 

H2. Creating a dialectal representation reduces inconsistency among dialects; 

therefore, boosts the performance of the classifier. 

Chapter 8 evaluates the impact of cross-dialect transfer learning using AraBERT 

model for three Arabic dialects; Levantine, Tunisian, and Egyptian. Results demonstrate 

significant variations in the impact of transferring linguistic knowledge among dialects. 

While the Levantine dialect shows the highest performance score among the three 

dialects, cross-dialectal transfer learning reduces its performance. In contrast, Egyptian 

and Tunisian dialects record significant improvements.  

 

H3. Developing a SOTA classifier based on a dialectal representation increases the 

accuracy of detecting offensive language in multi-dialectal corpus and dialectal 

specific corpus. 
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This hypothesis is tested along several dimensions using the SOTA BERT model; 

dialect, platform, and cultural and dialectal. The discussion of H2 above from chapter 8 

also applied to test this hypothesis from a dialectal vs. multi-dialectal perspective. 

Chapter 9 also depends on AraBERT, as it applies cross-platform transfer learning using 

several Arabic offensive detection datasets from multiple platforms; Twitter, YouTube, 

and Aljazeera. The results report an overall reduction in performance when applying 

transfer learning across individual datasets from heterogeneous platform’s sources and 

domains (social media, news).   

Limitations 

All experiments in this dissertation were conducted using the Colab Google Pro 

environment, which offers limited RAM capacity affecting the process of continuing pre-

training the BERT model. I consider a medium size dialectal corpus during continuing 

BERT training to avoid run time crashes caused by the limited capacity.  

Datasets used throughout this dissertation’s work are not constructed by one 

entity. Rather they have been gathered from several researchers with different annotating 

and filtering procedures. Thus, consistency is not maintained among the datasets. 

Besides, none of the datasets that were publicly available online is in Gulf dialect, which 

might affect the representativeness of Arabic dialects.   

Future Work 

Various extensions of the research conducted during this dissertation are worthy 

of future research. It is important to expand the proposed customized AraBERT model 

for Arabic offensive language detection from multiple aspects.   
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Improving the vocabulary list of AraBERT to add domain specific terms that are 

very frequent and valuable for offensive language detection, is one possible way to 

improve the customized model.   

Furthermore, continuing pre-training the customized AraBERT model using large 

dialectal datasets, that have been extracted from social media platforms using locations 

features rather than topical content, is also crucial to consider for future studies as that 

can support the learning process of sub-cultures.  

Another significant extension of this dissertation is concerned with applying more 

advanced network architectures such as CNN, Bi-LSTM, or CNN-LSTM on top of the 

customized AraBERT model’s encoder or applying some methods that depend on 

ensemble approaches. 

While some models that have been explored in this dissertation report low 

improvement in performance, developing an ensemble method that aggregate the results 

among all models could be beneficial for offensive language detection, and a great step to 

extend the work of this dissertation. 
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