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ABSTRACT 

ASSESSMENT AND OPTIMIZATION OF A MULTIPLE REFERENCE SPATIAL 

SIMILARITY MODEL 

Michael Tischler, Ph.D. 

George Mason University, 2015 

Dissertation Director: Dr. Anthony Stefanidis 

 

Several popular methods exist to characterize and analyze point pattern concentrations or 

“hot spots”.  However, these methods (choropleth maps, clustering, spatial 

autocorrelation, etc.) do not provide any spatial context or additional information 

regarding features influencing the pattern, nor do they have the robustness to be trained in 

one location and applied in a second location.  In addition, commonly used evaluation 

criteria are subjective and qualitative.  This research will explore spatial analysis in 

feature space – an N-dimensional computational space where spatial entities are defined 

by their proximity to surrounding features, rather than their spatial coordinates - to further 

develop a multiple-reference spatial similarity model capable of eliciting significant 

knowledge to the structure of spatial point patterns.  This is achieved by combining a 

model of spatial similarity with an exhaustive search optimization algorithm and the 

unique application of a robust assessment metric to permit identification of the features 
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most influencing the structure of a point pattern.  In addition, the development of 

framework for templating the results of the research will permit transfer of knowledge 

into data-sparse regions.
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CHAPTER ONE - INTRODUCTION 

 

The removal of selective availability from the Global Positioning System in the 

early 2000s ushered in a new awareness and use of geospatial technology by the general 

public which has progressed from niche groups and specialized segments into the daily 

processes of mankind.  Location aware cell phones, automobile navigation units, internet 

mapping, and on-demand route analysis have all greatly increased the geospatial IQ of 

the world.  People are now familiar with spatial data formats, conventions, collection 

techniques, and analysis.  Consequently, spatial data can be collected more accurately, 

easier, and at a faster pace than ever before.   

This familiarity with spatial data can transform a network of roads from simple 

lines drawn on a paper document to a quantified complex network of nodes, segments, 

and attributes.  Apply this process to others physical or manmade features and it is 

quickly evident that the sheer amount of spatial data available is staggering.  As a result, 

it is becoming more necessary to investigate and leverage spatial analysis methods that 

incorporate such data.  Though some features may have been present on paper maps for 

some time, it is only recently that their availability for spatial analysis and exploitation 

has become common.  For example, while the locations of incidents (burglaries, e.g.) 

may have been captured for some number of years, those data can now be analyzed with 



2 

 

respect to digitized bus networks, city landmarks, water features, park spaces, 

recreational land, etc. to provide additional context to the spatial distribution and pattern 

of the burglaries. 

However, the majority of spatial analysis techniques and metrics still rely solely 

on a single spatial reference of the phenomena being investigated.  Burglaries in a 

metropolitan area, for example, are routinely clustered based on their 2-dimensional 

spatial coordinates, the origin of which has no connection to the local spatial context.  

Examples of this type of conventional analysis include hot-spot analysis and interpolation 

techniques such as kriging.  More advanced techniques that account for processes such as 

spatial autocorrelation, provide further insight into the trends, modality, and spatial 

organization of a phenomenon.  While these methods do make use of feature attribution, 

they still tend to rely solely on the spatial position of an incident, ignoring the influence 

of surrounding features.   

The location of a wildfire, or burglary, or grocery store, can be identified by a 2D 

coordinate representing its physical location with respect to a defined coordinate system.  

Kernel Density, cluster analysis, choropleth mapping and other spatial analysis methods 

can be used to identify and delineate areas of concentrated activity with respect to an 

individual dataset based on these coordinates. 

However, spatial analysis methods that rely on multiple references, sometimes 

referred to as “feature space”, define the location of a point by its relationship to several 

nearby references.  A grocery store may be identified by its proximity to the nearest bank, 

or bus station, or school or some combination of all those.  Such an approach may yield 
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significant additional value by identifying features influencing the spatial pattern.  

Perhaps burglaries always occur near a bus station, or grocery stores are located near a 

gas station but far from a police station.  This contextual information cannot be gained 

from conventional analysis performed by referencing a pattern by coordinates alone.  In 

addition, describing a point pattern by multiple references can be used to assess the 

degree to which any arbitrary point is similar to a point generated from a point pattern 

process.  For example, by knowing that grocery stores occur near banks, and far from 

police stations we can assess how similar other locations in an area of interest are to the 

location of existing grocery stores.  This concept is referred to as “spatial similarity”, and 

can be interpreted as the degree to which two locations are alike, in feature space 

(Tischler, 2015).   

While characterizing a spatial pattern by multiple references does offer the 

potential to substantially increase the information and knowledge about the structure and 

origin of the spatial pattern, there are challenges to discovering and eliciting the most 

impactful clues.  Of the dozens of urban features available to describe the location of 

grocery stores, for example, which features perform the “best”?  What is “best”, and how 

can that be assessed?  Can the information learned about a spatial pattern be leveraged in 

other locations?  And lastly, is the extraction and understanding of this information 

tractable and feasible?  This research addresses and answers these questions through the 

novel performance-based optimization of features in a multiple reference spatial point 

process analysis. 
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The hypothesis investigated in this research is that optimizing the references used 

to calculate spatial similarity of a point pattern will increase the ability to capture the 

structure of that spatial pattern.  

This research will begin by exploring the basic types of digital spatial data, their 

geometries, and considerations for spatial modeling to provide a foundation for 

explanation of the approaches described.  A discussion of current spatial pattern 

characterization techniques and feature space concepts will follow in order to orient this 

research with respect to conventional approaches.  Finally, methods concentrating on the 

assessment and optimization of spatial similarity models will be proposed to answer the 

research questions above. 
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CHAPTER TWO - BACKGROUND 

 Geospatial analysis in a variety of fields relies on accurate estimation and 

understanding of spatial point processes.  Whether for spatial forecasting of crime 

incidents, site suitability analysis, or for capturing ecological processes, spatial point 

pattern analysis is a fundamental technique used to better understand the trends in our 

world.  It is also necessary to be familiar with the underlying data formats, types, and 

geometries of digital geographic data in order to understand spatial patterns and 

templating.   

 

2.1. Data Types and Geometries 
 

Real world features can be modeled and represented in a GIS using two basic data 

types: vector and raster.  Vector data represent real world features and phenomena in 

nature that can be represented by discrete features in a GIS using one of three geometry 

types: point, line, or polygon.  Each point feature is represented as a single coordinate 

pair, while line and polygon features are represented as ordered lists of vertices. 

Attributes of the features can also be associated with each vector feature.  For example, a 

point geometry could represent a single tree, a line geometry could represent a railroad, 

and a polygon geometry could represent a park boundary.  Any properties and attributes 
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of those features, such as tree height, railroad length, or park area can be associated with 

each individual feature in a vector representation.  Features that share the same geometry, 

spatial reference, and the same attributes can be grouped into a collection called a Feature 

Class, which allows for data storage as a single unit rather that a collection of individual 

features.   

 

 

 

 

 

Features 
Bicycle Lanes 
Bus Stop 

J Bus Stop Metro Entrance 
Public Park A 

Figure 1 – A (Above, left) shows a city with no features displayed.  B (above, right) displays four feature classes  

made of point, line, and polygon geometry types. 
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Raster data are used to represent real world characteristics and phenomena that 

are continuous.  In GIS, the term “continuous” describes data such as wind speed or 

temperature that occur everywhere, without a discrete boundary.  While discrete 

phenomena, such as a road, are best modeled using the vector data model, continuous 

phenomena are best modeled using the raster data model. 

A raster is a spatial data model that defines space as an array of equally sized cells 

arranged in rows and columns, and composed of single or multiple bands. Each cell 

contains an attribute value and relative location coordinates. Unlike a vector structure, 

which stores coordinates explicitly, (Sommer & Wade, 2006).   
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Figure 2 - The image in A (Left) is Devils' Tower in Wyoming.  The image in B (Right) superimposes onto that 

image a raster layer of elevation values where red is low elevation and green is high elevation.  The numbers at 

each cell represent the elevation in fee 

 

 

There are two types of raster data with significantly different guidelines for 

interpretation.  The raster layer in Figure 2 is very straightforward in its meaning.  The 

value at each cell (above, right) represents the elevation across that cell, which is 

assumed to be uniform.  This type of raster representation is a continuous raster.  

Alternatively, cells can be grouped by their value into classes.  In this case, groups of 

cells that share the same value would represent the same type of geographic feature.  

Figure 3 represents the same physical continuous phenomenon as Figure 2 (elevation) by 

grouping similar values into classes.  This type of raster representation is called a 
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13331340135013571368137013731377137913571349134113351331

13311334133813431356135913601357135013401338133513291328

13311334133813431356135913601357135013401338133513291328
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Elevation (ft.)

High : 1559

Low : 1185B A 
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categorical raster.  Rather than storing the raw elevation values in each cell, a categorical 

raster simply stores the class number of which the original elevation value is a member. 

 

 

 

Figure 3 - The image on the right represents elevation as a categorical raster.  This is accomplished by grouping 

similar elevation values into classes. 

 

 

2.1.1 Model resolution and cell size 
 

Model resolution is an important concept to understand to effectively calculate 

and interpret grid cell analysis.  Using Equation 10Equation 10 to create a density map, 

for example, is calculated where g is the center of a raster cell.  In that raster data 
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Elevation (ft.)
Class - (Elevation range)

1 - (1185 - 1245)

2 - (1246 - 1282)

3 - (1283 - 1309)

4 - (1310 - 1347)

5 - (1348 - 1426)

6 - (1427 - 1559)B A 
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structure the size of an individual raster cell is the resolution.  Cell size and model 

resolution share an inverse relationship, and a user should take care to choose an 

appropriate level of resolution that represents an AOI.  If a user is interested in computing 

crime density analysis for a portion of a city, then a model resolution of 1 kilometer 

would most likely have little value.  In contrast, if a user is interested in an entire city, a 

model resolution of 1 meter would yield unnecessary computations and detail. It is 

important to remember that each cell in a raster represents a single computational 

element.  Because density is calculated at each cell, the computational time to run the 

model increases drastically with decreased model resolution.  Furthermore, results can 

appear misleading if the raster resolution is finer than the fidelity of the input data. 
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Figure 4 - The number of cells increases exponentially rather than linearly when the resolution is increased. 

 

 

2.2 Pattern Characterization 
 

2.2.1   Point Pattern Analysis and Complete Spatial Randomness 
 

At a fundamental level, this research is intending to characterize the spatial 

patterns of point events, to include Point Pattern Analysis techniques (PPA).  These 

techniques are core to a rich and active field of geostatistics that includes well proven 

tests, indices, and procedures for investigating point patterns.  PPA is based on the notion 

Resolution: 500 meters
Number of Cells: 1620

Resolution: 250 meters
Number of Cells: 6643

Resolution: 100 meters
Number of Cells: 41314
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that a collection of points is just one realization from a spatial point process.  A spatial 

point process is a mathematical model that describes the arrangement of objects that are 

irregularly or randomly distributed in a plane or in space (Illian, Penttinen, Stoyan, & 

Stoyan, 2008).  A primary goal of PPA is to discern the spatial point process that is 

creating the pattern in question.  Discovering a spatial point process begins first with 

testing for randomness to determine if the pattern is truly non-random.  From there, 

statistical tests can be applied to the dataset to discern clustering, dispersion, or regularity 

in the pattern of points.  Then, depending on the data, stochastic parametric models may 

be fit to the pattern.  If an acceptable fit can be established, the model may reveal insights 

to the process creating the pattern.  If a parametric model cannot be fit to the point 

pattern, non-parametric methods and functions can be applied to the data in an attempt to 

reveal the point process.   Additionally, the attributes of the points (marks) may be 

investigated for their contribution to a spatial pattern and underlying process. 

 

2.2.1.1 Complete Spatial Randomness 

 

A critical assumption in this research is that a spatial pattern exists in a set of point 

events, and more importantly, that the points are not random in their location.  Therefore, 

the first step of this research, as in PPA, is considering Complete Spatial Randomness 

(CSR).  Only once that threshold has been crossed, and CSR as a hypothesis is rejected, 

is further investigation of the point pattern and its underlying process justified.  
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 If a set of points are indeed random, then they are said to exhibit CSR.  More 

formally, the reasons for testing for CSR (Diggle, 1983) are 

1) Rejection of CSR as a hypothesis is a minimal prerequisite for any serious attempt to 

model an observed pattern 

2) Tests are used to explore a set of data and assist in the formulation of plausible 

alternative to CSR 

3) CSR operates as a dividing hypothesis between regular and aggregated patterns 

Loosely defined, CSR has no evidence of clustering, dispersion, or regularity, and 

the location of any one event is independent of any other event.  Furthermore, a random 

point process implies that a point has equal probability of occurring anywhere in a 

bounded region.  Historically, the homogenous Poisson point process has been 

synonymous with CSR (Cressie, 1993) and used to simulate a random point process.  In 

fact, the definition of CSR relies upon a Poisson distribution: 

“The hypothesis of CSR for a spatial point pattern asserts that (i) the number of 

events in any planer region A with area |A| follow a Poisson distribution with 

mean λ|A| and (ii) given n events xi in a region A, the xi are an independent 

random sample from the uniform distribution on A”.  (Diggle, 1983) 

In this definition, λ is the intensity or point density. 

 The second portion of the CSR definition reinforces the notion of equal spatial 

probability, as well as describing how a random sample of points can be created.  While 

testing the CSR hypothesis is a sound theoretical beginning, in certain cases this 
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procedure may rarely be of any practical value (Gatrell, Bailey, Diggle, & Rowlingson, 

1996).   Nevertheless, it is useful to investigate the degree of departure from randomness, 

irrespective of hypothesis testing.   

 If the CSR hypothesis is rejected, more interesting fields of PPA can be applied to 

the dataset in an attempt to discover correlations in the pattern (Illian, Penttinen, Stoyan, 

& Stoyan, 2008).   If the CSR hypothesis is accepted, however, then the dataset is 

concluded to be spatially random, and may not justify any additional efforts to prove 

otherwise.   While determining whether or not a pattern of points is random may seem 

elementary, the process is certainly not.  Testing for CSR can be broken down into two 

general classes (Torabi & Vahidi-Asl, 2009): Area Based, and Distance Based. 

   

2.2.1.2 Area Based 

 

The first part of the CSR definition can be more easily understood using a simple 

test for CSR based on the number of points within a constrained area (Quadrat).  Quadrat 

counting begins by hypothesizing that the point pattern exhibits CSR.  Then, a set of 

quadrats (usually rectangles) are superimposed over the set of points in question.  The 

number of points within each quadrat are then counted, and used to determine the 

observed frequency of point intensity.  These observed frequencies are then compared 

with frequencies expected by a Poisson distribution (Equation 1).  Finally, a chi-squared 

test is performed to determine the difference between the two sets of frequencies.   
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Where k is the number of occurrences, and λ is the expected value (mean 

intensity).  

Located in the example below are 100 points, along with the quadrat count, 

observed frequency, and expected frequency.  There are a total of 588 cells that are 500m 

in size, yielding λ=0.17.  To conduct a Chi-squared goodness of fit test, the Chi-squared 

value is calculated as 

 

 

 

Where O is the set of observed frequencies and E is the set of expected 

frequencies.  In the example below the Chi-squared value is 0.0029.  The hypothesis of 

CSR is accepted as this value is much less than the one-tailed Chi-Squared probability 

value with 3 degrees of freedom at α=0.05.   
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Figure 5 - Quadrat counts with observed and expected frequencies of occurrence. 

 

 

A more powerful statistic is the variance-to-mean ratio of the quadrat counts, or 

Index of Dispersion.  As Diggle (1983) states, there is no serious rival to the Index of 

Dispersion as a test statistic when dealing with quadrat counts.  The Index of Dispersion 

calculates the variance to mean ratio, given the number of quadrats k.   
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The resulting value is then compared with a two-tailed Chi-squared distribution.  

If I exceeds 
2

;1kx or if I is smaller than 
2

1;1 kx  the test rejects the CSR hypothesis at a 

significance level of 100α% (Illian, Penttinen, Stoyan, & Stoyan, 2008).  The Index of 

Dispersion is also useful in that it may yield information about the general trend of the 

point dataset.  If I exceeds 
2

;1kx , then aggregation is present in the dataset.  Conversely, 

if I is smaller than
2

1;1 kx , there is evidence of clustering (Illian, Penttinen, Stoyan, & 

Stoyan, 2008). 

While both the chi-squared and Index of Dispersion tests assist in identifying a set 

of points as random or non-random, they are limited to just that use.  These indices, and 

any others that rely on quadrat counts, cannot conclusively measure any pattern in the 

data.  This assertion is based on the fact that many different patterns can exhibit the same 

observed frequency of quadrat counts.  This was pointed out some time ago by Vincent 

(1976).  Though quadrat count methods are aged and carry with them significant 

drawbacks, researchers still find utility for this process (Miranda, O'Connor, & Hurley, 

2011; Lopez De La Cruz & Guitierrez, 2008) 

 

2.2.1.3 Distance Based Metrics 

 

While quadrat counts are an area-based approach to point pattern analysis, several 

metrics exist that are distance-based, relying on different types of distance measurements 

Equation 3 
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in the region of interest, rather than its area.  A sample is any location within the region 

of interest, and an event is an element of the point pattern.  Cressie (1993) outlines these 

measurements as event to nearest event, sample point to nearest event, sample point to 

2
nd

-nearest event, event-nearest-sample point to nearest event, and event-nearest-sample-

point to nearest-event-in-half-plane-not-containing-sample point.  Distance based metrics 

are useful in determining whether or not point pairs in a dataset are closer together, or 

farther apart than would be expected by a random dataset.   

The R statistic (Delmelle, 2009) is such a distance based metric that compares the 

average distance between all events in a dataset to the value expected if the points were 

distributed randomly.  R is computed as: 

 

 

 

 

Where d  is the average inter-point distance and λ is the total number of incidents 

in the area.  When R0 =Re the dataset is completely random, and clustering is present if 

R<1.  However, this statistic is influenced by the shape of the region of interest (e.g., 

long, thin strip) and may overlook large scale clustering (Delmelle, 2009).  As was the 

case in quadrat counts, many different patterns can yield a very similar nearest neighbor 

distance value without capturing the spatial pattern characterization.  Nevertheless, 

distance based criteria can prove useful in determining the presence of clustering in a 

dataset.   
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 Ripley’s K-function (Ripley, 1976; 1977) is an often used distance based value 

that has the ability to determine clustering at various spatial scales.  It is one of the most 

important statistical tools in point pattern analysis, and more powerful than the methods 

discussed previously (Illian, Penttinen, Stoyan, & Stoyan, 2008).  Ripley’s K is 

calculated by determining the average distance to other points within radius r, normalized 

by the mean point density (number of points in area with radius r) λ: 

 

 

 

  

 

The expected value of K(r) from a Poisson point is πr
2
.  K(r) > πr

2
 indicates 

clustering at distance r, with K(r) < πr
2
indicates dispersion.  For easier interpretation of 

the data, a normalized form of K(r) is typically used in statistical toolsets and referred to 

as the L-function (Besag, 1977): 

 

 

 

 

 

Though it measures the same spatial phenomenon, the L-function is more 

advantageous for graphing as the expected value is L(r)  = r.  The real power of K(r) and 
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L(r) are realized when performing the analysis over a range of distances.  Plotting L(r) 

against r will clearly show at what scale clustering or repulsion is evident.  Points that are 

closer than expected exhibit clustering, while points that are farther from each other than 

expected exhibit repulsion.   

 

 

 

Figure 6 - Graphical Description of Ripley's K result (ArcGIS Help, 2010) 

 

 

2.2.1.4 Modified Ripley’s K 

 

Ripley’s K is designed to measure the tendency for point features to cluster at a 

range of distances from other points of the same type.  This technique can be modified to 

measure the same clustering tendency, but at a range of distances from features in the 
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surrounding area, rather than from points of the same type.  Given the right forcing data, 

it might then be possible to discover the distances from other features at which events 

deviate from random behavior, or cluster.   For example, the standard Ripley’s K might 

reveal that burglaries cluster at a distance of 500m from other burglaries.  Applying the 

modified equation could prove that burglaries also cluster at a distance of 200m from city 

bus stops. 

The standard Ripley’s K statistic uses the following non-normalized version of 

Equation 5 to calculate the average density of other points (p) in the point collection N 

within radius r: 

 

 

 

 

 

 

This equation can be modified to calculate the average number of feature points in 

collection M to event   points in collection N within distance r. 
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The interpretation of the modified Ripley’s K is identical to the traditional 

interpretation.  The expected value is that of a Poisson point process, which is 𝜋𝑟2.  

Values of )(rKm  above 𝜋𝑟2 indicate clustering, while values below 𝜋𝑟2 indicate 

dispersion or regularity.  )(rKm  can also be normalized into an L-function by substituting 

)(rKm  for K(r).   

It is clear that )(rKm  and K(r) convey very different data and concepts.  K(r) is 

dependent only upon, and reflects patterns of, a set of events.  )(rKm  characterizes the 

spatial relationship between a pattern of events and a set of features around the events.  In 

the example summarized by Error! Reference source not found., a number of 

urglaries in Washington, D.C. were analyzed with respect to nearby Police Stations.  The 

left column depicts the standard Ripley’s K (top) and the standard L-function (bottom) 

for the burglary dataset.  The center column displays the same statistics for the Police 

Stations.  The right column illustrates the modified Ripley’s K (top) and modified L-

function (bottom).  E(L) and E(K) represent the expected values for the respective 

statistics. 

The standard K and L statistics for both the event data and the feature data 

indicate no significant clustering at any distance.  However, the modified K and L 

statistics indicate significant clustering of events at distances greater than 700 meters 

from a Police Station.  This phenomenon was not captured by the standard statistics.



 

 

 

2
3
 

 

Figure 7 - Ripley's K and L-function values for set of burglaries (Left, top and bottom), Police Stations (Center, top and bottom), and modified Ripley's K and L-function 

for events with respect to Police Stations. 
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While unique in its ability to recognize general spatial patterns at multiple scales 

simultaneously, Ripley’s K and the L-function are very computationally expensive.  

Furthermore, none of the distance based techniques provide context for the spatial 

patterns, or characterization of the processes behind their manifestation.  However, it is 

possible that the modified Ripley’s K and L-function can contribute to the understanding 

of spatial context in point processes. 

Traditional PPA techniques offer sound, proven techniques for identifying global 

tendencies in point datasets.  Proving whether or not a set of points is random is a 

fundamental analytic step, and PPA provides the tools to conduct such a test.  If a dataset 

is proven to be non-random, further tools are present to determine if the points are 

aggregated or dispersed.  Additionally, Ripley’s K and the L-function can discern the 

scale of clustering.  While these are all useful to some degree, they are not 

comprehensive and rely only on the location of points or their density.  No spatial context 

is introduced, nor is any spatial process identified.  In other words, PPA can recognize 

points that are clustered or dispersed, but still cannot provide any reason why they 

represent such a pattern, or what process is producing a particular realization.  This 

research will go beyond PPA in an attempt to answer such questions by using spatial 

context in feature space to characterize, and perhaps identify, point processes.   

 

2.2.2 Density Analysis 
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Both area and distance based techniques make use of rudimentary estimates of the 

intensity or density of point data.  In counting the number of points per unit area, quadrat 

counting creates point density maps though mostly as a byproduct and a coarse scale.  As 

explained in (Gatrell, Bailey, Diggle, & Rowlingson, 1996), Kernel Density Estimation 

(KDE) is a method of conducting density analysis that is an extension of area based PPA.  

Rather than counting events within a disjoint set of stationary quadrats, it is possible to 

make a count of events within a moving quadrat, or window.  But Instead of a flat, 

uniform 2-dimensional window, KDE uses a 3-dimensional kernel that associates weights 

to other points within a particular distance.  When this procedure is conducted at the 

nodes of a fine scale mesh, a very useful and informative density map is created. 

Density maps are popular for their ability to convey information easily, without 

complex interpretation.  There are four basic steps to conducting a density analysis 

(Boba, 2009) : 

 

1) Place an regularized grid over the study area 

2) Calculate a density score for each cell in the grid 

3) Shade the cells according to their resulting scores 

4) Create a legend relating the shading to density 

 

 

2.2.2.1 Point Density Estimators 
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Point Density Estimators (PDE) are the simplest density estimators and provide a 

quick estimate of density for a collection of points.  PDE’s calculate the density value of 

a collection of objects at any location, g.  A neighborhood is defined around g, which will 

analyze an area that is within b distance of g.  In a simple scenario, a circle centered at g 

with radius b would define the neighborhood. 

 

 

 

Figure 8 - Neighborhood of point g 

 

 

The density of object p1…n at g, called dg ,is calculated as: 

 

 

 

Where N is the number of points within distance b of location g.   
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N
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Equation 9 
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Figure 9 - Two points are located in the neighborhood of g 

 

 

In Figure 9 a non-zero density is calculated at g.  If b=2, then dg= 0.159.  This 

method is sometimes referred to as “simple” density.   

 

2.2.2.2 Kernel Density Estimators 

 

Kernel density is similar to point density in that a Kernel Density Estimator 

(KDE) will calculate the density of a collection of objects at a point, g.  However, a KDE 

assumes a distribution of density centered at each object p that varies in space.  This 

effectively spreads the density of p over a neighborhood defined by b, in much the same 

way as PDE.  However, the center of the neighborhood is centered at each object p rather 

than at the location g.  If g falls within b distance of any object p, then a non-zero density 

will be calculated at g.   
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Figure 10 - g falls within b distance of an event, and a non-zero density will be calculated at g 

 

 

There are many methods to determine how the density of an object should be 

spread over the area defined by b.  However, each method begins by placing a kernel at 

every object p. The distribution of the kernel is defined by b, which is also referred to as 

the bandwidth.  The bandwidth determines the smoothing or flattening of the distribution 

of weights centered at each p (Rogerson & Yamada, 2009).    
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Figure 11 - Density with kernel function 

 

 

The magnitude at any location g for density of point events p1, p2,…pn   is 

calculated as (Waller & Gotway, 2004). 

 

 

 

 

Where K is the kernel for distributing the weights and g-pn is the distance 

from g to the nth point event p.  Frequently, a Gaussian kernel is used to distribute 
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the density centered at p, though other distributions can be substituted.  Other 

common distribution types are listed below: 

 

 

Table 1 - Kernel Types 
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If we insert the Gaussian kernel in Equation 10, for example, the KDE becomes: 
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2.2.2.3 Global Kernel Bandwidth 

 

KDEs attempt to estimate an unknown Probability Distribution Function (PDF) of 

a particular variable.  Bandwidth selection is considered the most important parameter in 

building a KDE.  To understand bandwidth estimation, it must be assumed that the PDF 

in question can indeed be modeled precisely by a KDE.  The KDE solution that exactly 

matches the PDF can theoretically be considered the optimal solution.   In such a 

scenario, the bandwidth parameter of the optimal KDE would then be termed the optimal 

bandwidth.  However, it is not possible to exactly calculate the optimal bandwidth, since 

the actual optimal bandwidth relies heavily on the unknown function.  Nevertheless, 

robust estimates of the PDF can still be made from KDE.  To do so, the conventional 

wisdom is that the most successful method for determining bandwidth for a KDE is by 

estimating the optimal bandwidth. 

This bandwidth estimation procedure is typically calculated by a procedure that 

attempts to minimize the error between the density estimate ( f̂ ) and the PDF (f).  

Several measures of error can be used.  Two common metrics are Integrated Squared 

Error (ISE) and Mean Integrated Squared Error (MISE) between the PDF (f) and a 

density estimate ( f̂ ).  ISE can be calculated as: 
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Equation 12
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The estimate, f̂ , depends on a single realization of a set of points sampled from 

f.  Multiple realizations can be averaged to get the MISE (Raykar & Duraiswami, 2006).  

A method to estimate b by minimizing MISE between f̂  and f is explained in 

Fotheringham et. al. (2000), where MISE is generally defined as: 

 

 

 

Where E is the expected value.  As the number of realizations gets asymptotically 

large, the Asymptotic Mean Integrated Squared Error (AMISE) can be calculated through 

Taylor expansion.  In practice, the optimal bandwidth is estimated by minimizing error in 

one of three ways:  Rule-of-Thumb, Cross Validation, or Plug-in methods (Alexandre, 

2008). 

  Rule-of-thumb approximates are fast, simple methods to determine bandwidth 

based on sampling the value that is being estimated.  In fact, rule-of-thumb methods use a 

pilot-estimate of the PDF to calculate an approximate bias.  This bias is used to derive a 

PDF approximation that minimizes the integrated square error between the density 

estimate and the PDF itself (Bors & Nasios, 2008).  In essence, rule of thumb approaches 

are MISE optimizers, though each may have different operating assumptions that allow 

them to work faster than run-time MISE optimizers.  Martinez and Martinez (2002) detail 

the derivations behind rule of thumb bandwidth estimators. 

    dxxfxfEMISE
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Equation 13
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A popular Rule of Thumb method of calculating bandwidth is the approach taken by 

Silverman (1986; Hardle, 1991).  This bandwidth relies on the standard deviation and the 

interquartile range of a sample of f.  The interquartile range is the difference between the 

values of the 1
st
 and 3

rd
 quartile of the distance measurements when they are ordered 

from smallest to largest in magnitude.  The bandwidth is calculated as: 

 

 

 

 

While quick and reliable, this bandwidth assumes that the underlying distribution 

(f ) is normal.  Oversmoothing may occur when this method is used to estimate a 

bandwidth that will be used to estimate non-Gaussian or multi-modal distributions. 

 Cross-validation methods are rooted in a minimization of the ISE (Silverman, 

1986).  The most popular method of cross validation bandwidth estimation is Least 

Squares Cross Validation (LSCV).  LSCV begins with the definition of ISE, which can 

be expanded to the following formula: 

 

 

 

 

The last term does not rely on f̂ , which means the optimal bandwidth is that 

which minimizes the expression:  

5

1

)
34.1

,min(06.1


 n
R

b 

     22
2

ˆ2ˆ)()(ˆ ffffxfxfISE

Equation 14

 

Equation 15 



 

34 

 

 

 

 

Silverman (1986) and Salgado-Ugarte (1996) detail how the “leave-one-out” 

KDE method can be used to estimate the 2
nd

 term in Equation 16  above, resulting in the 

following LSCV score.   

 

 

 

Where )(ˆ
ii Xf  is the density estimate without the data point Xi.  The minimizer 

of LSCVh above approximates the optimal bandwidth.  While popular in select 

applications (Gitzen & Millspaugh, 2003), LSCV has drawbacks including high 

variability, under-smoothing, and the existence of multiple local minima in the LSCV 

function ( (Horne & Garton, 2006).     

“Plug-in” methods have been the target of most recent research in bandwidth 

estimation.  Sheather (2004) defined the AMISE as: 
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This equation can be solved for b given a few assumptions (Sheather, 2004; 

Turlach, 1993), which gives 

 

 

   

 

 In this equation, the sole unknown quantity is R(f 
(2)

).  Woodroofe (1970) used a 

pilot bandwidth estimate to calculate f̂ , which was used to estimate R(f 
(2)

).  That value 

was then plugged into Equation 20 above, resulting in the final bandwidth.  This type of 

procedure is termed the “plug-in” method, and many variations have been developed.  

Plug-in methods are generally thought to be the most superior and recommended means 

of bandwidth estimation (Jones, Marron, & Sheather, 1996; Sheather, 2004).  The 

Sheather and Jones (1991) plug-in method is quite popular, with implementations in 

standard statistical software packages such as R and S-Plus.  Alexandre (2008) extended 

the Sheather and Jones plug-in and detailed a simple algorithm for its computation based 

on optimizing the bandwidth according to: 
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With the definition of k4 described as: 
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Equation 22 

 

Just as there are several kernel types to distribute density in space, there are many 

ways to calculate the bandwidth which helps control the shape of the kernel.  In fact, the 

bandwidth value influences the overall density estimate much more than the choice of 

kernel (Turlach, 1993) and care should be taken to choose an appropriate and accurate 

bandwidth.  All methods attempt to minimize an error metric that defines the distance 

between the estimate f̂  and original function  f.  Depending on the particular dataset, 

dozens of methods exist for the particularly best way of minimizing the error metric, but 

the overall goal remains the same.   

 

2.2.2.4 Adaptive Kernel Density Estimation 

  

The standard KDE assumes a fixed bandwidth at each event p.  However, this 

assumption does not take into account varying density of events across an area of interest.  

In fact, constant bandwidth schemes “…are vulnerable to noise in any low count interval” 

and “miss distribution details in regions where data concentrate” (Salgado-Ugarte & 

Perez-Hernandez, 2003).  This point is reiterated by Van Kerm (2003) when he stated 
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that standard bandwidth “…may result in undersmoothing in areas with only sparse 

observations, while oversmoothing in others.”   

This shortcoming of standard bandwidth can be mediated by adapting the 

bandwidth to the local density of events.  While a fixed bandwidth would use the same b 

to create a kernel around each incident, a locally adaptive bandwidth would stretch or 

shrink the kernel depending on the number of other events nearby.  The Adaptive Kernel 

Density Estimation (AKDE) constructs a local bandwidth factor, λn, at each event to 

modify the standard KDE bandwidth, b.  
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 And gD̂  is a pilot estimate of density at g, 
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G ˆ  is the geometric mean of all gD̂ , 

and 0≤α≤1 is a sensitivity parameter that controls the amount of local variation to b.  A 

small α indicates no local adjustment and a large α indicates maximum adjustment.  gD̂  

is frequently just Dg calculated using the standard bandwidth.  If we substitute the local 

nn bb *



















g

D

n
D

G
g

ˆ

ˆ

Equation 23 

Equation 24 



 

38 

 

bandwidth scheme for b into the standard KDE equation (Equation 10) we derive an 

Adaptive Kernel Density Estimator: 

 

 

 

 

Modifying the bandwidth to adjust at each event is critical to developing a more 

accurate estimation of spatial similarity.  Varying the bandwidth locally makes it possible 

to recover detail in highly dense areas, and eliminate noise in data sparse areas (Salgado-

Ugarte & Perez-Hernandez, 2003; Fox, 1990). 

 

2.2.2.5 KDE and AKDE Example 

 

Figure 12 and Figure 13 below compare KDE with both fixed and variable (also 

called adaptive) bandwidths using the Gaussian kernel.  A selection of 35 burglaries was 

used to conduct the comparison, with several burglaries occurring at identical locations.  

In Figure 12the bandwidth was constant at 100 meters for every burglary point.  In Figure 

13, the bandwidth was varied according to the pilot estimate of density, which was the 

density determined by fixed bandwidth KDE.  The red circles in each picture represent 

the size of the bandwidth around each p.  The number at each location indicates the count 

of burglaries that occurred there. 
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Figure 12 - KDE with standard bandwidth 
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Figure 13 - KDE with adaptive bandwidth 

 

 

The count of burglaries at each location is critical to interpreting the KDE results.  

For example, 8 burglaries occurred at one location, twice the amount at any other point.  

This would indicate that a very high relative density should be calculated at this location.  

Indeed, the fixed bandwidth KDE computes a high relative density value of 816.  
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However, nearby areas also receive relative high density values.  This illustrates the 

smoothing in high density areas noted by Salgado-Ugarte (2003) and Van Kerm (2003).   

 

The adaptive KDE calculates a much higher relative density score (2192) at the 

location with 8 burglaries.  In addition, locations with only 1 burglary receive a 

significantly lower density score when compared with the fixed bandwidth KDE.  While 

this comparison is not conclusive, it serves to illustrate the sensitivity of KDE to 

bandwidth and the ability of adaptive bandwidth schemes to outperform fixed variable 

schemes in particular situations. 

Grid cell analysis is a particularly common procedure for the identification of 

hotspots by offices that perform digital point prediction mapping (Boba, 2009).  The 

analysis can be performed on non-attributed data and is relatively easy to interpret.  

However, density estimates are very sensitive to bandwidth.  In fact, it can be quite 

difficult to perform a good density estimate without having the analysis devolve into 

simply optimizing bandwidth.   

 

2.2.3 Clustering 
 

2.2.3.1 Introduction 

 

Building on PPA techniques that statistically verify whether or not clustering is 

present, it is possible to identify individual clusters.  Spatial patterns that exhibit 

clustering can be analyzed in two ways.  First, individual points can be assigned to 
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clusters based on spatial position.  Hundreds of algorithms exist for this type of 

clustering, depending on the data and desired result.  Alternatively, a group of points can 

be analyzed to determine the amount of intrinsic clustering the group exhibits, without 

explicitly clustering events.  This is typically done by measuring the spatial 

autocorrelation of the group.  There are a few well known statistical methods for 

determining this value; Moran’s I being the most popular.  Methods of spatial 

autocorrelation are discussed in section 2.2.4 Spatial Autocorrelation starting on page 51. 

Clustering of events by their spatial position is a fairly simple and intuitive 

computational analysis algorithm.  At the most basic level, clustering is the division of 

data into groups (clusters) of similar objects (Berkhin, 2002).  Ideally, the members of 

each cluster are similar to each other and different from members of other clusters.  The 

assignment of a data element to a cluster is an unsupervised classification technique in 

that no a priori information exists about the clusters themselves, including the number of 

clusters.  The clustering algorithm is free to create the cluster in a variety of ways to 

maximize intracluster dissimilarity and/or minimize intercluster similarity.  Though 

dozens of popular clustering algorithms exist, they may be generally organized into the 

taxonomy shown in Figure 14 below (Jain, Murty, & Flynn, 1999). 

 

2.2.3.2 Clustering Methods 

 

Many clustering methods begin with the calculation of a similarity matrix, using a 

distance measure as a metric of similarity.  Regardless of the specific algorithm, some 
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similarity metric needs to be determined in order to cluster the data points.  Typically, 

this metric is a form of a distance measurement.  Euclidian distance is the most 

commonly used measurement, especially in geospatial applications.  But, Mahalanobis or 

Manhattan distance may also be applied if appropriate.   

Clustering techniques can be classified as either Agglomerative or Divisive 

methods.  Agglomerative techniques start with each data point as a unique single-member 

cluster.  The clusters are then merged into successively larger clusters until a threshold or 

stopping criteria has been reached.  Divisive clustering techniques start with all points in 

the same cluster, which is continuously split into smaller clusters until a threshold or 

stopping criteria has been reached.   

 

 

 

Figure 14 - Taxonomy of clustering analysis algorithms (Jain, Murty, & Flynn, 1999). 
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Clustering methods can be divided initially into either hierarchical or partitional 

techniques.  Hierarchical clustering methods create a series of nested clusters that can be 

represented using a dendrogram (tree-diagram).  Similarly, hierarchical clustering will 

divide the input data into successively smaller clusters that are each members of a larger 

hierarchical cluster and mutually exclusive.  Partitional clustering, on the other hand, has 

no such hierarchical order.  A predetermined number of clusters are created to which 

each data point is assigned.  Depending on the clustering method, the cluster center is 

periodically recalculated along with its members.   

 Perhaps the most popular clustering technique is K-Means clustering.  Although 

K-Means clustering has over 50 years of development history (Jain, 2010), it still remains 

a versatile and valuable clustering method.  K-Means is a fast and simple partitional 

method of clustering.  The K-Means algorithm begins by determining the total number of 

clusters desired by the user, k.  Then, k cluster centers are defined either randomly, or by 

choosing k data points and assigning each point as a cluster center.  Following this 

initialization, each data point not already a cluster center is assigned to a cluster based on 

minimum distance.  After a point is assigned, the cluster center is recalculated to the 

average location of all member points.  Once all points have been assigned to a cluster, 

the process repeats itself using the latest cluster centers.  The process continues until a 

stopping criterion is met.  The stopping criterion is typically satisfied when there is either 

no change in cluster assignment or the cluster centers do not move by more than a 

predefined distance.  While the K-Means algorithm is fast and somewhat simple to 
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implement, the results are frequently not repeatable when using the random initialization 

procedure.   

Hierarchical clustering can be achieved using several similar algorithms, which 

can then be applied using either agglomerative or divisive schemes.  If an agglomerative 

method is used then initial clusters are merged into higher order clusters.  On the other 

hand, a divisive method will divide higher order clusters into lower order component 

clusters.  Both agglomerative and divisive methods rely on a measure of intercluster 

distance, typically Euclidian, to perform clustering.  Divisive hierarchical clustering is a 

much more computationally expensive method to cluster data.  For a dataset with N 

objects, 2
N-1

 possible divisions must be compared (Xu & Wunsch, 2005).  For this reason, 

divisive routines are rarely used in applied or operational circumstances.   

The distance between clusters in hierarchical clustering can be measured by 

Nearest Distance (Single Link or Nearest Neighbor), Farthest Distance (Complete Link or 

Farthest Neighbor), Average Distance (Unweighted Pair Group Method Average), 

Weighted Distance (Weighted Pair Group Method Average), or by Centroid Distance 

(Unweighted Pair Group Method Centroid), (Xu & Wunsch, 2005).  The Single Link 

Method is determined by measuring the distance between the two closest objects to the 

different clusters.  The Complete Link Method uses the farthest distance of a pair of 

objects to define intercluster distance.  The Unweighted Pair Group Method Average is 

defined as the average of the distance between all pairs of data points, each of which 

comes from a different group.  The Weighted Pair Group Method Average uses distances 

between a newly formed cluster and the rest of the clusters.  However, the distances are 
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weighted based on the number of data points in each cluster.  The Centroid Distance uses 

the distance between centroids of two clusters to merge higher order clusters.   

 

2.2.3.3 Clustering Comparison 

 

A comparison of K-means clustering and Complete Link Hierarchical clustering 

of a group of burglaries in Washington, D.C. is illustrated in Figure 15 below.  The 

clustering was calculated in Matlab (The Mathworks Inc., 2003) using standard methods 

from the Statistics Toolbox.  The K-Means method was performed specifying k=7, and 

only the 7 highest order clusters of Complete Link routine are displayed to allow for easy 

comparison between the two methods.  The Complete Link clusters are numbered in the 

figure to correspond with the dendrogram in Figure 16.  The dendrogram illustrates the 

hierarchical relationship of the 7 highest order clusters. 
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Figure 15 - Comparison of Complete Link clustering (A) and K-means clustering (B) of 1231 burglaries in 

Washington, D.C. during 2009. 
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Figure 16 - Dendrogram of Complete Link Hierarchical Clustering. 

 

 

2.2.3.4 Clustering Advantages and Disadvantages 

 

Clustering techniques can be applied in a variety of fields.  The United States 

Department of Justice (DOJ) distributes CrimeStat III, a popular open-source crime 

mapping application, which uses single link hierarchical clustering and K-means 

clustering to identify areas of high crime.  The DOJ (Levine, 2004) identifies four main 

advantages to hierarchical clustering in crime mapping, which also apply in other 

domains: 
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1) Hierarchical clustering techniques can identify areas of high crime, in that they can be 

useful for specific targeting, either by police patrol or by community intervention  

2) Hierarchical clustering techniques can be applied to large datasets that may cover an 

entire city.  There are no restrictions to the size or scope of the dataset.   

3) The relationships made evident by the dendrogram reveal linkages between several 

smaller clusters.  Hierarchical clustering can expose these relationships at different 

scales.   

4) Phenomenology of clustering at different scales allows law enforcement officers to 

apply more appropriate strategies at each scale.   

 

However, the DOJ also recognizes the following disadvantages to hierarchical 

clustering: 

 

1) Hierarchical clustering methods will only cluster point features, and will not take into 

account a weighting or intensity factor. 

2) “Hot Spots” identified using hierarchical clustering do not maintain a consistent 

definition.  Threshold distances that may define the size of a cluster are relative to the 

pairwise distance distribution of all events, rather than the environment in which they 

occur. 

3) The rule defining the minimum cluster size, while meaningful to a human analyst, is 

arbitrary and subjective in a statistical sense. 
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4) No explanation to the motive behind the cluster is given.  The clusters are statistically 

derived from empirical datasets and provide no insight to the formation of a cluster 

relative to its environment.  

 

Like hierarchical clustering, K-means clustering has advantages and 

disadvantages with respect to pattern identification.  However, these benefits and 

hindrances are primarily a function of the same parameter, k.  While k controls the 

number of clusters, it also indirectly controls the size of the clusters; as k increases the 

size of the cluster must decrease.  For this reason K-means may be considered more 

suited than hierarchical clustering for analyzing patterns in larger areas of interest since 

the size of the clusters can be scaled easily.  In addition, a pattern of events may be 

known, even subjectively, before K-means is performed.  In that situation k may be 

adjusted to adapt the clusters to the previously known pattern, confirming its existence.  

However, there is no guarantee that clusters defined by the K-means method, or 

hierarchical clustering for that matter, actually represent true, distinct clusters.  While 

both clustering algorithms may produce well-clustered events, they may just represent a 

statistical anomaly.  However, K-means can be a very useful and powerful tool to 

validate previously recognized or perceived patterns.  For this reason it is useful to 

leverage PPA techniques that can statistically verify the presence of clusters. However, 

an experienced analyst with intimate knowledge of the area may be the only person 

capable of correctly identifying clusters of points as “hot spots” of crime, or true 

aggregates of the phenomenon those points represent. 
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PPA combined with clustering methodology and tools provide powerful statistical 

ammunition that can be applied to identifying spatial point patterns.  In a fundamental, 

systematic way datasets can be proven non-random, and any clusters present can be 

identified and labeled.  However, these methods still do not leverage spatial context in 

their analysis, nor do they provide insight to the spatial process creating the clusters.  No 

answer can yet be given that satisfies why the points represent such a pattern, or what 

process is producing a particular realization.  Using available ancillary data surrounding a 

collection of points, and characterizing the points by their proximity to such features, 

does indeed provide a measure of spatial context.   

 

2.2.4 Spatial Autocorrelation 
 

2.2.4.1 Introduction   

 

Simply stated, spatial autocorrelation is a concept describing the spatial 

relationship of objects to each other.  While related to statistical correlation, spatial 

autocorrelation is a completely independent concept alluded to by Schaefer (1953): 

“Geography…must pay attention to the spatial arrangement of the phenomena in an area 

and not so much to the phenomena themselves.  Spatial relations are the ones that 

matter”. 

Perhaps the clearest and simplest explanation of the concept of spatial 

autocorrelation is offered by Upton and Fingleton (1985) as “a property that mapped data 

possess whenever it exhibits an organized pattern.” 
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Nearly all fields that consider spatial relationships (spatial statistics, spatial 

econometrics, geostatistics, remote sensing, spatial epidemiology) rely on simple 

topological relationships among the spatial objects.  These relationships are based on 

either a measure of dissimilarity, such as inter-object distance, or a measure of similarity, 

as in neighborhood characteristics (Berry, Griffith, & Tiefelsdorf, 2008).   

Without explicitly clustering events, many methods seek to describe the global or 

local tendency of events that are similar to cluster.  This tendency is termed spatial 

autocorrelation.  Positive spatial autocorrelation occurs where events with high 

parameter values are located near other events with high parameter values, and events 

with low parameter values are located near to other events with low parameter values 

(Fotheringham, Brunsdon, & Charlton, 2000).   

Spatial autocorrelation has been a foundational concept in spatial analysis for over 

50 years, beginning in the late 1950’s.  While the concept of spatial autocorrelation was 

solidifying in the 1950’s, the actual terminology describing the phenomena remained 

diverse.  The specific term “spatial autocorrelation” was not permanently added to the 

lexicon of spatial analysts until 1969 (Cliff & Ord).  A comprehensive history of spatial 

autocorrelation research and key contributors is offered by Getis (2008), himself a 

fundamental figure in the spatial autocorrelation literature (1991; 2007; Getis & Ord, 

1992).  

The first appearance of two of the most common spatial autocorrelation terms was 

in the 1950’s with Moran’s I (Moran, 1950) and Geary’s C (Geary, 1954).  These terms 

describe methods to capture the global spatial autocorrelation of a dataset.  The 1990’s 
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saw development of metrics that extended global spatial autocorrelation to local scales.  

Anselin (1995) introduced local versions of both Moran’s I and Geary’s C, while Getis 

and Ord (1992) illustrated methods to relate the possible spatial association of designated 

observations to a single observation through their statistics Gi and Gi
*
 (Getis, 2008). 

 

2.2.4.2 Global Spatial Autocorrelation Measures 

 

Unlike clustering, measuring spatial autocorrelation requires more information 

about the events being analyzed than just their spatial location.  Both global and local 

measures of spatial autocorrelation require features to have attribution.  The value of a 

particular attribute is used to measure similarity between features.  This value similarity 

is combined with a distance measure in the calculation of spatial autocorrelation to 

determine how the events are organizing themselves in space, with respect to the chosen 

attribute.  Moran’s I (Equation 22) is the most common global spatial autocorrelation 

measure.  

 

 

 

 

 

Where n is the number of locations with attribute y, and wij is the spatial proximity 

matrix (Lloyd, 2007).   The spatial proximity matrix is a n x n matrix where each element 
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ij is a measure of the spatial proximity between feature i and feature j and the diagonal of 

the matrix is 0.  When dealing with points, wij can be based on Euclidian distance, such as 

the inverse distance between i and j.  If the features are zones, rather than points, then the 

spatial proximity matrix can become a contiguity matrix where wij has a value of 1 if zone 

i is adjacent to zone j, and a value of 0 if it does not.  Spatial autocorrelation of raster 

cells can also be measured.  With a raster dataset, the attribute y would be the cell value, 

and the spatial proximity would also reduce to a contiguity matrix.  Cells located next to 

each other would be considered adjacent. 

Geary’s C (Equation 27) is an alternate measure of spatial autocorrelation, but it 

still relies on a spatial proximity matrix.  While Moran’s I uses the cross product of the 

deviations from the mean, Geary’s C uses the deviations in intensities of each observation 

with one another Geary’s C varies in value between 0 and 2.  Values less than 1 indicate 

positive spatial autocorrelation, and values greater than 1 indicate negative spatial 

autocorrelation (Wang, 2006).   
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2.2.4.3 Local Spatial Autocorrelation Measures 
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The local versions of Moran’s I and Geary’s C are all part of a family of metrics that 

Anselin (1995) calls Local Indicators of Spatial Association (LISA).  All LISA adhere to 

the same two rules: 

 

1) The LISA for each observation gives an indication to the extent of significant spatial 

clustering of similar values around that observation; 

2) The sum of LISAs for all observations is proportional to a global indicator of spatial 

association 

 

And follow the general form: 

 

 

 

Where Γ is computed at each location i of n features, and a and b are similarity 

matrices between locations i and j.  Matrix a may be a value similarity matrix while 

matrix b is a spatial similarity matrix (contiguity or spatial weights).  The particular 

method used to compute value similarity differentiates LISA statistics from one another.  

A Moran’s I based indicator would follow the form aij = xixj , while aij = (xi  - xj )
2 

investigates deviations in intensity as a Geary type statistic.  Anselin (1995) further 

explains that Getis and Ord’s Gi and Gi
*
 , while indicators of spatial association, are not 

LISA since their sums are not proportional to a global spatial autocorrelation variable. 

Local Moran’s I, Ii , is defined as 
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And Local Geary’s C, Ci , is simply defined as 
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and Gi are defined as 
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Equation 31 

,  

and j≠i.  If j=i, then Gi becomes  Gi
*
 and the i

th
 point is included. 

 

2.2.4.4 Significance tests for I and C 
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Measures of spatial autocorrelation compare the attribute value of a feature to the 

same attribute value in surrounding features.  The more similar the attribute values of 

surrounding features, the higher the spatial autocorrelation.  Local spatial autocorrelation 

metrics compute a statistic for each feature in the dataset.  The distribution of values is 

then compared to develop a Z-score to determine the significance of the metric.  The Z-

score can be used to determine the likelihood that clustering of high or low values is not 

due to randomness.  The higher the Z-score, the greater chance that spatial 

autocorrelation is not due to randomness.  We can use Moran’s I as an example to 

illustrate this process. 

The theoretical mean, or expected I, is the value the represents a complete lack of 

spatial dependence.  Values of I above the theoretical mean, E(I), indicate positive spatial 

autocorrelation, and values of I below E(I) represent negative spatial autocorrelation 

(Levine, 2004).   

The value of I can be compared against the theoretical distribution to calculate a 

global Z-score.  The Z-score will indicate the probability that the exhibited spatial 

autocorrelation is not due to randomness, and is calculated as: 
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Equation 32

  

Where var(I) is the theoretical variance of the distribution of I.  Var(I) can be 

calculated in one of two ways, assuming wij  are defined as continuous variables 
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(Fotheringham, Brunsdon, & Charlton, 2000).  If y is drawn independently from a normal 

distribution, than var(I) can be calculated as: 
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However, if process producing values of y is random, and the observed pattern of 

y is just one of many possible permutations, then var(I) is calculated as: 
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The significance of Geary’s C can also be tested using a similar method.   
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Equation 40 

 

The theoretical value of C, E(C), is always equal to 1, and var(C) is calculated 

under the assumption of normality as outlined by Ripley (1981). 
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Significance tests for Ii and Gi follow the same pattern as their global parent 

statistics.  Cliff and Ord (1981) and Getis and Ord (1992) outline the description of the 

statistical moments for the two local metrics.  The significance tests for Gi and  Gi
*
 are 

well described by Fotheringham, Brunsdon, and Charlton (2000). 

 

2.2.4.5 Interpretation and comparison of Global and local spatial 

autocorrelation statistics 

 

I and C attempt to measure the same basic concept of spatial autocorrelation.  As 

stated earlier, I and C share an inverse relationship that is nearly linear (Griffith, 1987).  
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(Sawada, 2004) explores this relationship further and concludes that either I or C will 

“essentially capture the same aspects of spatial autocorrelation.”   With that in mind, it 

seems appropriate to use solely I or C when quantifying global spatial autocorrelation.   

The interpretation of the values of I and C is fairly simple.  Positive values of I, or 

C<1, indicate spatial clustering of similar values (positive autocorrelation).  Negative 

values of I, or C>1, indicate spatial clustering of dissimilar values (negative correlation) 

(Lloyd, 2007; Levine, 2004).  An alternative interpretation is that negative correlation can 

manifest when similar values are dispersed (Fotheringham, Brunsdon, & Charlton, 2000).  

However, it is important to note that C emphasizes the difference in feature values 

between feature pairs (Levine, 2004), while I focuses on the covariance between pairs.  

Because Ii and Ci are proportional to their global parent statistics I and C, the relationship 

between which has been described, it seems appropriate to extend the assumption of 

Sawara to the local statistics.    

The interpretation for Gi and Gi
*
 is akin to that of I and C, but quite distinct.  

Positive values of Gi and Gi
*
 indicate spatial clustering of high values, while negative 

values of Gi and Gi
*
 indicate spatial clustering of low values (Fotheringham, Brunsdon, & 

Charlton, 2000).  Premo (2004) argues quite convincingly that Ii or Ci should not be used 

without the addition of  Gi and Gi
*
, as well as the reverse, stating “neither provides a 

complete characterization of a local spatial concentration.”     

Global and local measures of spatial autocorrelation are robust and useful 

statistics in determining the degree to which a physical phenomena clusters in space.  

However, the calculation and interpretation of spatial autocorrelation variables are quite 
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complex.  The use of local Moran’s I to draw a conclusion requires a thorough 

understanding of the way in which that statistic is calculated, its significance, and its 

presentation on a map.  If these intricacies are not understood, the analysis may be 

miscalculated, misinterpreted, or misrepresented.  Furthermore, global metrics provide no 

inference into locations of hotspots or high crime activity within the study area, and offer 

no analysis outside the primary region of interest.   

 

2.3 Assessment Techniques 
Hot-spot analysis is a popular spatial analysis technique to quantitatively identify 

areas of concentrated activity for a variety of applications.  Analysis of crime (Harries, 

1999), traffic patterns (Hilton, Horan, Botts, & Ewais, 2011), and environmental 

dynamics (Krishna, et al., 2013) are all fields frequently using hot-spot analysis.  Hot-

spot analysis can be interpreted as a binary classification algorithm, where locations (i.e., 

points, cells, etc.) within its designated boundaries are one class, and all other locations 

are another class. However, there are significant challenges in determining both the 

boundary and the accuracy of the classification of the hot-spot.  This research investigates 

and demonstrates the use of a well-known classification performance metric, Area under 

the Receiver Operating Characteristic Curve, as it is applied to hot-spots generated from 

grid cell analysis.    

While Hot-spots can be generated from a variety of algorithms, in many formats, 

(Harries, 1999; Chainey, Tompson, & Uhlig, The Utility of Hotspot Mapping for 

Predicting Spatial Patterns of Crime, 2008) those resulting from geospatial grid cell 
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analysis, such as Kernel Density Estimation, are arguably considered the most 

appropriate for many applications (Chainey, Tompson, & Uhlig, The Utility of Hotspot 

Mapping for Predicting Spatial Patterns of Crime, 2008).  Such maps can be created in a 

variety of Geospatial Information Science (GIS) software packages, such as ArcMap, 

rather quickly to provide a rapid assessment of potential spatial trends.  But, the rapidity 

and ease with which these maps can be generated necessitate a robust and comparable 

performance metric.  Otherwise, interpretation becomes less based in statistics and 

science, and more on visualization methods, uncertain interpretation, and the subjectivity 

of the map designer (Eck, Chainey, Cameron, Leitner, & Wilson, 2005; Chainey, Reid, & 

Stuart, When is a Hotspot a Hotspot? A procedure for creating statistically robust hotspot 

maps of Crime, 2005) . 

There are two major challenges in its use hot-spot analysis, while significant 

potential exists for accurate spatial interpretation and trend analysis: 

 

1) Quantitatively determining hot-spot boundaries 

2) Assessing and comparing performance 

 

Hot-spots resulting from a grid cell analysis compute a value at each cell in a 

raster layer.  Methods do exist to discretize hot-spots, but frequently include some 

measure of subjectivity.  For example, a popular method is to classify values into a 

quantile scheme, where each class includes the same number of values.  A five-class 

method is frequently used in practice (Swain, 2012), and the highest value class is 



 

64 

 

considered “hot” while cells with values in all other classes are not part of the hot-spot.  

The popularity of this approach may be due to its appeal as a visually balanced map when 

a coloring scheme is applied to the classes.  Hot-spots can also be identified via spatial 

ellipse, grid mapping, and other techniques and are described quite well by (Chainey, 

Tompson, & Uhlig, 2008). 

Assessing the performance of a hot-spot analysis, regardless of how the hot spot 

was developed, can be quite difficult.  Hit rates, which simply count the number of 

crimes that fall in a predicted hot-spot, provide a quick metric but do not take into 

account the scale or area of the analysis (Chainey, Tompson, & Uhlig, The Utility of 

Hotspot Mapping for Predicting Spatial Patterns of Crime, 2008).  Other methods do take 

area into account (Search Efficiency Rate), but do not compare well between different 

scales.  The Prediction Accuracy Index (Chainey, Tompson, & Uhlig, 2008) aimed to 

calculate the hit rate while accounting for area size.  However, the PAI still requires a 

hot-spot to be discretized prior to computation.   

The Receiver Operating Characteristic (ROC) Curve has a long history beginning 

in WWII as a method to determine the performance of a radar operator in identifying 

enemy planes as opposed to other “blips” (i.e., noise, birds).  The ROC curve has gained 

wide-spread use in the medical field as a method to determine the accuracy of clinical 

tests (Zweig & Campbell, 1993).  More recently, the ROC curve has been used in 

machine learning to measure the accuracy of a variety of classifiers (Fawcett, 2006).   

The ROC curve is a plot of the rate of cells correctly identified as hot-spots, or 

True Positives, against the rate of cells incorrectly identified as hot-spots, or False 
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Positives.  The ROC curve as a measure of performance can be distilled down to the 

integral of the ROC curve, or Area Under the ROC Curve (AUC).  A variety of 

computational methods exist to estimate this integral, such as Yan.  Several software 

packages (Python [scikit-learn library], Accord.NET, R [ROCR library], 

MATLAB/OCTAVE [trapz function]) also contain libraries to compute the AUC using 

the trapezoidal rule if the data is properly pre-processed. 

To begin calculating the ROC the initial incident data must be divided into testing 

and training subsets.  Once a hot-spot map has been created, a cell-by-cell analysis of the 

raster layer is conducted to determine the number of “positive” cells, the number of 

“negative” cells.  A positive cell is one in which a testing subset incident is contained and 

a negative cell contains no testing subset incidents.  Each cell in the output raster is 

defined as either “positive” or “negative” using these definitions.   

Next, a threshold value is defined and applied to the output raster layer.  If the 

value in the raster cell is less than the threshold value then the cell is not a hot-spot.  If 

the value is more than the threshold value then the cell is said to be in a hot-spot.  Each 

cell is classified as a True Positive, False Positive, True Negative, and False Negative 

based on the rules in the figure below. 
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Figure 17 - Classification of cells based on hotspot prediction and test dataset 

 

 

After each cell is classified, the number of cells falling in each class is summed to 

determine the number of members in each class.  The True Positive Ratio (TPR) and 

False Positive Ratio (FOR) are calculated following these tallies.   

 

The TPR is: 

 
ivesFalseNegatvesTruePositi

vesTruePositi
veTruePositi

CountCount

Count
Ratio




 

Equation 42 

 

 

The FPR is: 
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Equation 43 

 

The TPR and FPR are calculated for a series of threshold values that range from 

the minimum value in the raster to the maximum value.  The True Positive Ratio and 

False Positive Ratio for each threshold are plotted as (x,y) pairs to create the ROC.  

Increasing the number of thresholds for which the TPR and FPR are calculated will create 

a smoother curve.   

The AUC can be simply calculated once the (x,y) pairs have been determined.  The 

Trapezoid Method of integration, for example, estimates the area under the curve by 

dividing the total area into a series of trapezoids, as illustrated in the figure below. 
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Figure 18 - The area under the ROC curve is divided into 5 trapezoids, labeled 1 through 5 in the image above.  

The area of each trapezoid is calculated and summed to estimate the area under the curve 
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CHAPTER THREE - METHODS 

 

This research intends to develop a methodology to answer the following research 

questions: 

1) Which subset of features “best” describes a particular spatial pattern? 

2)  What is “best”, and how can that be assessed? 

3)  Is the extraction and understanding of spatial contextual information 

tractable and feasible?   

4)  Can the information learned about a spatial pattern in on location be 

leveraged in other locations?   

In addressing and discovering answers to these questions, this research will also 

prove true the hypothesis that Optimizing the references used to calculate spatial 

similarity of a point pattern will increase the ability to capture the structure of that 

spatial pattern. In addition, the theme that performance-based feature set optimization 

adds spatial contextual information to a point pattern structure provides a central 

construct tying the four questions together.   

A critical point not to be forgotten about the optimization is the analytic 

direction it provides.  Without a robust method to choose feature layers to reference a 
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point pattern, one is left progressing through a massive amount of data in a trial-by-

error fashion picking random features in combinations based on hunches and visual 

aesthetics.  The optimization procedure described and detailed below vastly improves 

the way in which one approaches and conducts this type of spatial analysis. 

Conducting point pattern analysis and experimentation in feature space will 

permit a more complete exploration of the impacts of various features on a particular 

spatial point pattern.  This type of analysis is not possible in conventional point pattern 

analysis based on an absolute 2D coordinate system with no connection to local spatial 

influences, as the variance in coordinates reveals nothing about the relationship between 

a point pattern and its surroundings.  More specifically, by calculating the spatial 

similarity between a collection of point events  (i.e., burglaries, wildfires, etc.) and an 

arbitrary location (i.e., grid cell) through multiple references, information can be 

determined about how features are influencing in the spatial point pattern.  This 

determination relies on an objective, quantitative, unbiased assessment of spatial 

similarity performance.  And, most importantly, by assigning this assessment score as the 

objective criteria, a global optimization framework will identify the specific subset of 

features that most completely characterize the spatial point pattern.  Finally, this 

characterization can be used to construct a spatial template which can be used to 

superimpose the spatial point pattern process on similar locations to determine potential 

locations of events. 

3.1 Feature Space 
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3.1.1 Introduction 
 

A multiple reference system as it is used in this investigation defines a particular 

vector feature not by its spatial coordinates, but by its spatial location relative to a series 

of static features in the same AOI as that incident.  This can alternatively be referred to as 

“feature space”.  To define a point in feature space requires a measurement of proximity 

between each point feature and features in each feature class of interest.  Any distance 

metric may be used, but Euclidian distance measurements are the most common and 

simplest to calculate.   

Investigating spatial patterns in feature space allows for enhanced knowledge 

discovery and can provide a major advantage over traditional approaches.  By extending 

analysis into feature space, it is possible to identify spatial patterns of point features that 

are dependent on surrounding features.  Furthermore, those patterns may be propagated to 

new locations not in the vicinity of the studied point features based on the 

characterization of the spatial pattern (Liu and Brown, 2004).  This could provide a 

potentially predictive capability, rather than just summarizing past events.  Feature space 

is more formally defined by (Liu & Brown, 2004; Liu & Brown, 2003; Liu & Brown, 

1998) where they performed criminal activity prediction based on Kernel Density 

Estimation (KDE) applied in feature space.    

Investigating spatial patterns in feature space allows for enhanced knowledge 

discovery and can provide a major advantage over traditional approaches.  By extending 

analysis into feature space, it is possible to identify spatial patterns of point features that 

are dependent on surrounding features.  Furthermore, those patterns may be propagated to 
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new locations not in the vicinity of the studied point features based on the 

characterization of the spatial pattern (Liu & Brown, 2004).  This could provide a 

potentially predictive capability, rather than just summarizing past events.  Feature space 

is more formally defined by Liu & Brown (1998; 2003; 2004) where they performed 

criminal activity prediction based on Kernel Density Estimation (KDE) applied in feature 

space.    

 

3.1.2 Proximity Measures in Feature Space 
 

Proximity is calculated through a series of Euclidian distance measurements 

between each point of interest and each feature in each independent variable feature class 

surrounding the original point.  The location of each point in feature space is then 

determined based on its relative proximity to the other features in each feature class.  The 

proximity is calculated using the kth-nearest-neighbor (kNN) algorithm, which returns 

the average distance from each point to the nearest k features in each nearby feature class.  

The number of nearest neighbors to use, k, is of critical importance when calculating 

proximity.  If k=1, then only the distance to the nearest feature is used, as in the image 

below. 
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Figure 19 - A, B, C, and D are incidents that occur at different distances from features around them.  A and B 

are nearly identical in feature space, while C and D are not (Riese, 2005). 

 

 

The image above depicts a hypothetical situation where incidents A, B, C, and D 

occur near to 3 features: roads, forests, and buildings.  Incidents A and B are, in 

geographic space, very far apart.  Incidents C and D, in geographic space, are very close.  

However, incidents A and B are, in feature space, nearly identical since feature space is 

measured by the proximity to nearby features rather than a geographic position.  Both 

incidents A and B are close to a road, relatively close to a forest, and relatively close to a 

building.  Incidents C and D are quite dissimilar in feature space, in contrast to their 

similarity in geographic space. 
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Figure 20 - The nearest neighbor distance algorithm calculated for three geometry types.  K refers to the 

number of neighbors and d is the K-nearest neighbor distance for the event in the center of each pane (Riese, 

2009) 

 

 

Figure 20 above illustrates the concept of measuring the several nearest features 

to a location of interest.  If a feature class has N total features a user may select k features 

from that feature class to create the nearest neighbor distance where 0<k  N.  The k
th

 

nearest neighbor distance (kNN) of g to k closest features is calculated by: 
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kNN
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Where 
jgd is the distance from location g to feature j.  KNN will obviously vary 

from feature to feature.  To perform kNN distance, it is necessary to calculate the 

distance from g to every j in the feature class of interest.  Then the list of distances is 

ordered from least to greatest, and the nearest k distance values are used in the summation 

above. 

Columns 1, 2, and 3 in Figure 20 respectively represent kNN distance calculations 

for the three vector geometry types: points, lines, and polygons.  In the top row of each 

column k=1 which is the distance from a point event to the nearest feature in each feature 

class.  The bottom row in Figure 20 illustrates the distance calculation when k=4 and the 

distance to the nearest 4 features from an individual feature class are averaged to create 

the kNN distance.   

 

3.1.3 Kernel Density in Feature Space 
 

Traditional KDE and Adaptive KDE do not take into account any spatial context 

of the phenomenon being modeled.  For example, a collection of burglaries can be 

analyzed using density analysis.  But no thought is given to the proximity of the 

Equation 44 
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burglaries from police stations, bus stops, or apartment buildings.  The features 

surrounding an incident provide a measure of spatial context that is crucial in the 

characterization of the environment in which the burglary took place.   

It is possible to include spatial context in a KDE.  In fact, 1,2….I feature classes 

each with 1,2…j features may be included in the KDE calculation.  The augmentation of 

the standard KDE allows for the inclusion of spatial context by calculating the similarity 

between the distance from each point event to features in each feature class and the 

distance from a raster cell to features in each feature class.  This equates to a KDE 

calculated in feature space rather than geographic space.  If we assume that we are 

interested only in the event-to-nearest-feature or point-to-nearest-feature, then Equation 

11 can be rewritten (Brown, Dalton, & Hoyle, 2004):  
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Equation 45 

 

Where I is the total number of feature classes, N is the total number of point 

events, bi is the bandwidth for each feature class i, xig is the distance from g to the nearest 

feature in feature class i, and xin is the distance from pn to the nearest feature in feature 

class i.    
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But, how is g, the location for which we are calculating spatial similarity 

determined?  To accomplish this, a raster data model is used to represent spatial 

similarity.  The center of each raster cell becomes g, and the spatial similarity model is 

calculated for each raster cell.   

Existing model forms for KDE in multiple reference systems take into account the 

proximity to only the nearest feature.  However, it is potentially more accurate to define 

the feature space of p or g by an average of the nearest several features in each feature 

class than by simply the nearest feature.  This would more accurately describe a situation 

in which a single point event is coincidentally located close to a key feature such as a 

school, but the remainder of the point events are located at a much greater distance to the 

nearest school.   

If we exchange kNN distance measurements for the single nearest neighbor 

distance measurement, the KDE equation becomes: 
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Equation 46 

 

where 
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Equation 47 

 

and xigkNN is the kNN distance from g to the nearest k features in feature class i, and 

xinkNN is the kNN distance from pn  to the nearest k features in feature class i.  Equation 

47 above is a potential algorithm to estimate standard kernel density with spatial context 

(KDE-SC) using kNN distance calculations, and is the focus of the current work. 

 

3.2 Kernel Density with Spatial Preference Algorithm  
 

Kernel Density with Spatial Preference is an ideal model form for this research 

for several reasons.  The National Institute of Justice (Levine, 2004) has identified cell 

based analysis as a leading method of hot-spot prediction.  Kernel Density is arguably the 

most versatile and robust of the accepted cell based analysis methods.  In addition, KDE 

extends from geographic space to feature space in a computational framework very 

nicely. This allows the model to remain objective and provide quantitative estimates.  

KDE-SP can also be compared with standard KDE very easily, which will help provide a 

measure of effectiveness of the model.  The proposed model form will follow Brown, 

Dalton, and Hoyle (2004) as: 

 

 
2

2

2

)(

1 1
22

11
i

inig

b

xx
I

i

N

n
i

gg e
bN

xD



 

 


Equation 48
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Where I is the total number of feature classes, N is the total number of point 

events, b is the bandwidth, xig is the distance from g to the nearest feature in feature class 

i, and xin is the distance from pn to the nearest feature in feature class i.    

The KDE-SP can be represented algorithmically as 

KDE-SP Algorithm 

Inputs 

A. Binary array, A, indicating inclusion of indexed element into analysis 

B. Set of Feature Classes, I, with component feature classes, i, such that  𝑖 ∈ 𝐼 , and 

individual features f ; 𝑓 ∈  𝑖 

C. Raster layer, R, with point g at center of each cell in R; 𝑔 ∈ 𝑅 

D. Distance array, Df, containing distance between each f and e for each i in I. 

E. Distance array, Dg, containing distance between each g and f for each i in I. 

F. Set of point events, E, with individual events e; 𝑒 ∈ 𝐸; Number of events, En 

G. Array, B, of Bandwidth calculated for each Feature Class, I 

Outputs 

A.  Raster Layer, R, with KDE-SP calculated at each point g at the center of each cell 

in R 

 
 For each point ,g, do: 

a. Initialize Feature Layer product, Pf = 1 

b. For each feature class, i, if Ai = 1, do: 

i. Initialize Event Sum parameter, Se  = 0 

ii. Set bandwidth, b, equal to Bi 

iii. For each event, e 
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1. Set Event Distance, De, equal to Df  

element containing distance between e and 

nearest f in i 

2. Set Grid Distance, Dg, equal to Dg element 

containing distance between g and nearest 

f in i 

3. 𝑆𝑒 =  𝑆𝑒 +
1

√2𝜋𝑏2
𝑒𝑥𝑝

−(𝐷𝑔−𝐷𝑒)2

2𝑏2 ; where exp the 

mathematical constant ‘Euler’s number’, 

approximately equal to 2.71828. 

iv. 𝑆𝑒 =  
1

𝐸𝑛
∗ 𝑆𝑒 

v. 𝑃𝑓 =  𝑃𝑓 ∗ 𝑆𝑒  

c. KDE-SP value at g = Pf 

 

3.3 Spatial Template Construction 
 

If a particular set of features can be well characterized in feature space, it is 

possible to create a spatial template from the feature set.  A spatial template is the region 

that is circumscribed by the other parameters, and refers to the idea that spatial terms pick 

out more than just a single location in space (Carlson, 2010).  A spatial template may be 

used to identify areas that are similar, with respect to surrounding features, from a set of 

reference locations within a given region.  For example, suppose it is determined that all 

Cottonwood trees in Colorado are located less than 50 meters from a water source.  

Operating under that assumption, any location in Colorado less than 50 meters from a 

water source is spatially similar to locations where Cottonwood trees are found.  This 

simplistic template can be further conditioned by the addition of more feature constraints.  

Perhaps Cottonwood trees are also found to exist only between 4000 and 5000 ft in 
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elevation, and no less than 100 meters from a major road.  These additional constraints 

quickly reduce the total area matching the spatial parameters and define a particular 

spatial template that can be applied over a given region to determine areas of spatial 

similarity.  In this way a series of parameters based on spatial bounds define any space 

fitting the criteria, rather than referring to a single location. 

Proximity measures not only define feature space, but also explicitly describe 

spatial templates of particular phenomenon.  The statistical distributions of event-to-

feature distance calculations can be leveraged to provide such robust measures of 

proximity.  In this way it is possible to build well defined spatial templates in data rich 

areas, and apply them where incident data is sparse.  However, even in data sparse areas 

adequate feature data to build the spatial template must exist.   Kernel density is one 

particular method that can be used to describe statistical distributions of proximity, build 

a spatial template, and apply it across a region.  

 

 

 

3.4 Parameterization 
 

Multiple geographic datasets can be displayed in ArcGIS as individual layers, 

similar to the way in which multiple acetate sheets can be stacked on an overhead 

projector.  A single layer representing the incidents (dependant variable) will be 

identified, as well as multiple layers which depict physical features (independent 
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variables) surrounding the incidents.  For example, a layer representing automobile theft 

could be the incident layer, and layers representing police station location, bus routes, and 

power poles could be the feature layers.   

Two analysis extents must also be defined:  the ‘incident extent” and “analysis 

extent.”  These extents are used is used to spatially subset the input dependant and 

independent variables to increase computational efficiency and decrease extraneous 

information.  The incident extent defines the spatial area from which incident data will be 

used.  For example, a user may wish to analyze data within the city limits of a large city.  

However, that user may intend to use state-wide incidents of automobile theft as the 

dependant variable.  In this case the incident extent can be defined so that only incidents 

within the city limits are used in the analysis.  The analysis extent defines the boundary 

of the output data.  The output is a single-band raster that represents the spatial similarity 

between each cell of the raster in the analysis extent and the dependant variable locations.  

The incident extent and analysis extent are typically identical.  But particular situations 

may occur in which they are not identical and must be defined separately.  Both the 

incident extent and analysis extent can be defined by a feature class that contains a single 

polygon geometry that represents the boundary of the extent. 
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Figure 21 - In this case, the incidents (Stolen Automobiles) occurred in a large portion of the city.  The incident 

and map extents can be narrowed to the region bound by the red polygon. 

 

 

Additional variables that control the way in which the model will compute spatial 

similarity and structure output will also need to be determined to parameterize the model. 

Proximity calculations are determined by defining the number of nearest neighbors (k), 

model validation is calculated based on the way in which the incident data is partitioned, 

and model resolution is set by defining the output raster cell size. 

 

cP
cP

cP

cP

cP

cP cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cPcP

cP

cP

cPcP

cP cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cPcP

cP

cP
cP

cP

cP

cP

cP

cP

cP
cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP
cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP cP

cP

cP

cP

cPcP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cPcP

cP

cP

cP

cP cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP cP

cP

cP

cP

cP

cPcP

cPcP

cP

cP

cP

cP

cP

cP
cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP
cP

cP

cP

cP

cP

cP

cP

cPcP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP
cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP
cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP
cP

cP

cP
cP

cP

cP

cP

cP

cP

cP

cP
cP

cP

cP

cP

cP

cP

cP

cP cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP
cP

cP

cP

cP

cP
cP

cP

cP

cP
cP

cP

cP

cP

cP

cP

cP
cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP
cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP
cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cPcP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP
cP

cP

cP

cP

cP

cP
cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP
cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP

cP
cP

cP

cP

cP

cP

Features

cP Stolen Automobiles

Incident and Map Extent



 

84 

 

3.4.1 Raster Cell Analysis in Feature Space 
KDE-SP and AKDE-SP lend themselves to the use of vector feature classes fairly 

well.  While it may take significant computational effort to archive the vector distance 

measurements before the KDE can be run, the measurements themselves and integration 

into the base equations are fairly straightforward.  However, vast amounts of data useful 

to an estimate of crime, threat, or other variable are available in raster form.  It would 

behoove any analyst to include as much pertinent data as possible into a spatial model.  

Since raster data is inherently different in storage and representation than vector data, a 

different scheme was developed in order to merge the two data types. 

There are two types of raster data: continuous and categorical (also called 

thematic or discrete).  Continuous raster data describe physical phenomena that occur 

everywhere uninterrupted.  Elevation, temperature, and wind speed are all examples of 

phenomena that are frequently represented as continuous rasters.  Categorical raster data 

represent categories or classes of a particular phenomenon.  Landcover type and soil type 

are two phenomena frequently represented as categorical rasters.  The basic structure of 

each raster data type is identical.  Both data types are composed of a regular array of cells 

that each contains a single value.   

However, taking advantage of raster data in the proposed algorithm to measure 

spatial similarity requires a different methodology.  Since raster data do not contain 

discrete boundaries to provide distance measurements, characterization of a location in 

feature space is determined by analyzing the raster data value at that location.  Feature 

space characterization is essentially data gathering to support calculations in parameter 

space, where each feature class is a separate parameter.  If the parameter of interest is 
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represented as raster data, then simply using the value stored in the raster cell at the 

location of interest will provide an accurate parameter measurement.   

At the most basic level, the proposed model is a measure of spatial similarity.  

That is, the degree of similarity between two locations in space.  With vector data, this is 

accomplished by characterizing locations by the distances to the physical features nearby.    

This is fairly simple because vector features are discrete in nature.  Polygons have 

boundaries from which distances to points can be determined.  Raster data, however, is 

not geometrically discrete and physical distances cannot be interpreted in the same way.  

 

 

 

Figure 22 - Feature space for the location indicated by the yellow crosshair can be characterized in two ways.  

Distance to vector features is used on the left.  Raster cell values are used on the right 
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The equation used to calculate spatial similarity slightly changes to accommodate 

raster feature types.  Previously, the comparison in feature space between a location, g, 

and the collection of incidents, n, was accomplished in the calculation of dx (below) for 

each feature layer, I.   
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In order to incorporate raster layer data into this equation the value of k must first 

be decided upon.  Typically, xigkNN or xinkNN  is, respectively, equal to the single value of 

the raster cell that contains g or i.  This would roughly be equivalent to k=1, or the single 

nearest neighbor in vector calculations.  This is very simple to calculate and program 

within a GIS.  However, significant issues arise as k increases.  It is quite simple to 

calculate the mean of k cells around i and g and provide the necessary raw measurement.  

But, determining which k cells on which to calculate the mean is very difficult and 

somewhat arbitrary.  Figure 23 below illustrates this issue.  In order to mitigate the 

subjectivity in determining the appropriate cells on which to calculate a mean, k may be 

set to k=1 for all raster layers used in spatial similarity analysis.  While this may seem 

analytically restrictive, it is computationally more efficient and reduces error that may be 

attributed to subjective calculations. 

Equation 49
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Figure 23 - If k=3 the determination of which three cells on which to calculate a mean is difficult and arbitrary.  

These three images show three different, viable solutions. 

 

 

The procedure described above for incorporating raster data is appropriate only 

for continuous raster data.  Categorical raster data cannot be used in KDE-SP or AKDE-

SP calculations because of the need to compare parameter values between i and g.  

Again, this comparison takes place in the calculation of dx where xigkNN or xinkNN  is, 

respectively, equal to the single value of the raster cell that contains g or i.  However, 

when dealing with categorical raster data the values of xigkNN or xinkNN represent class 

values rather than measurements of a physical phenomenon such as elevation or wind 

speed.   

For example, if the raster layer to be used in the analysis represents landcover 

type the following table might illustrate the representation of the classes in the raster 

layer. 
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Table 2 - Landcover classification types 

Class  Type 

1 Oak Trees 

2 Pine Trees 

3 Grassland 

4 Urban 

 

 

In this case, if the raster cell containing i is classified as “Oak Trees” and the 

raster cell containing g is classified as “Urban” then xigkNN =4 and xinkNN=1.  The 

numerator of dx requires that the difference between these two values be calculated.  The 

difference between these two values, 3, does not provide a measurement of similarity but 

merely an arbitrary difference in class membership.   

The distance between class values is inappropriate to use as a variable in the analysis, 

and categorical raster layers must be removed from the procedure.  If at all possible, 

attempt to replace categorical data with manifestations of the representative variable.  For 

example, if the categorical raster represents landcover type it would be more appropriate 

to use Leaf Area Index (LAI) or Normalized Difference Vegetation Index (NDVI) in the 

form of continuous raster layers.  Both these variables highlight differences in landcover 

and avoid the pitfall associated with categorical raster data. 
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3.4.2 Data partitioning 
 

Area Under the Receiver Operating Characteristic Curve (AUC) will be used to 

assess model performance.  In order to use this approach, a portion of the input points 

must be reserved to validate the model.  .  AUC is a robust measure that provides a more 

absolute measurement of the accuracy of spatial similarity from a single model.  The 

incident data must be subset to calculate the AUC, and two methods of partitioning will 

be possible.  Random partitioning will take a random sample of the incident datasets, and 

chronological partitioning will divide the incident dataset temporally if supporting 

attribute data is available.   

To calculate a metric of accuracy, a user must define a method of partitioning the 

incident data as well as parameters further defining that method.  However, a user may 

also choose to not subset the data in which case no model accuracy metric will be 

calculated.  This choice typically occurs when the number of features n in the incident 

dataset is quite small (n<15). 

Both random and chronological partitioning will divide the incident data into a 

Training Set and a Testing Set.  The training set is used in the model to calculate spatial 

similarity, while the testing set is withheld from model calculation and is used solely to 

validate the output data.  The Random Partition method selects a user defined percentage 

of incidents from the incident dataset to create the training subset.  The remainder of non-

selected incidents from the incident dataset is then used to create the testing subset.  For 

example, if n=100 incidents and the partition percentage is set to 80%, then 80 incidents 
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are chosen at random from the incident feature class to become the training subset.  The 

20 incidents not part of the training subset become the testing subset. 

The Chronological Partition method selects a group of incidents by date from the 

incident dataset.  The group of incidents chosen can be selected by percent, or by specific 

date.  In order to partition the incident dataset chronologically a feature attribute field 

must exist where the data type is formatted as a Date.   

There are two ways in which to subset chronologically: by percent and by date.  A 

chronological subset by percent will assign the oldest p percent of data to the training set 

and the remainder (100-p) to the testing set.   A chronological subset by date will assign 

all features that occurred before a given date to the training set, while all features 

occurring after the given date will be assigned to the testing set.   

To partition the incidents chronologically by percent the user provides the 

percentage of incidents that will be in the training subset and the name of the Date field 

in the incident feature class attribute table.  For example, if n=100 incidents and the 

chronological partition percentage is set to 80%, then the oldest 80 incidents are chosen 

from the incident feature class to become the training subset.  The 20 incidents that 

occurred most recently become the testing subset. 

Alternatively, the incident dataset can be partitioned by a specific date.  To 

perform this method the user first defines the name of the Date field in the incident 

feature class attribute table.  In addition, the user also must define a specific day that 

serves as a temporal break between the incidents that will become the training subset and 

the incidents that will be used to create the testing subset.  For example, if a user selects 
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“02/01/08” as the temporal break point, then all incidents that occurred on or before that 

date become the training subset and all incidents that occurred after that date become the 

testing subset.   

Once the incident dataset has been partitioned into training and testing subsets, 

the model will run to completion using the training subset and create the output.  The 

resulting raster is used with the testing subset to calculate the Model Index and AUC.  

However, the raw values calculated by the model are normalized before the output raster 

value is written.  The normalization for each cell value is: 

 

 

 

 

 

Where 
_

G is the arithmetic mean of the raw density values, and G is the standard 

deviation of the raw density values.  The value written to the raster layer is then a 

measure of the number of standard deviations above or below the mean density value. 

 

3.5 Area Under the Receiver Operating Characteristic Curve Algorithm 
 

 

There are numerous advantages to applying AUC as a measure of hotspot performance.  

First, no discrete hotspot boundaries need to be identified.  As the ROC curve is built, the 
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threshold value progresses through all possible values of hotspots to assess performance.  

Second, this approach is not dependant on a particular scale, or area, and can be applied 

to a wide variety of scenarios.  Third, the AUC allows for a simple measure to compare 

between hotspot analyses algorithms over the same area.  Lastly, the computation is 

rather quick and interpreted very easily.  For these reasons, the AUC metric will be used 

to assess performance of the spatial similarity model.  The AUC approach can be 

represented algorithmically as: 

 

AUC Algorithm: 

Inputs: 

A: Raster layer, R, representing the output of a grid cell analysis (i.e., a hot spot 

map) 

B: Array of threshold values ranging capturing range of values in R 

Outputs: 

 A:  AUC 
1.  Initialize array RT  to contain TPR values 

2.  Initialize array RF to contain FPR values 

3.  For each threshold value, t, in B: 

 A.  Calculate True Positive Ratio (equation x) 

 B.  Calculate False Positive Ratio (equation y) 

 C.  Append TPR value to RT ; append FPR value to RF 
4.  AUC = Calculate AUC using trapezoidal rule (either 

through algorithm below, or external software) 

 

Trapezoid Rule Algorithm (Cheney & Kincaid, 2013): 

Inputs: 

 N: Number of thresholds 

FPR: Array of FPR values, 1…N 

 FTR: Array of FTR values, 1…N 

 Max: maximum value in FPR 

 Min: minimum value in FPR 

Outputs: 

 AUC: Area under the curve as estimated by Trapezoidal Integration 
1.  h = (Max-Min)/N+1 

2.  s = 0 

3.  For I = 2 to number of thresholds 
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 s = s + h * TPRi 
4.  AUC = s + (h/2)*TPR1 + (h/2)*TPR2 

 

 

Burglary data in Washington D.C. from the summer of 2012 was used to compute hot 

spots from two different algorithms and compare their performance to validate the AUC 

method.  A point shapefile of 500 burglaries was obtained through open access to the 

District of Columbia, Office of the City Administrator, Open Data Catalog 

(data.octo.dc.gov).  These data were divided into a training set (400 points) and a testing 

set (100 points).  The training set was used to compute a kernel density estimate (KDE) 

was calculated using ArcGIS 10.1 with default parameters, as well as the Getis Ord Gi* 

statistic for 39 Washington D.C. neighborhood clusters based on the frequency of 

burglaries taking place within the boundaries of each cluster.  This data was converted 

into a raster layer for comparison.  The cell size and extent of the raster layer matched 

that of the KDE raster layer.  The two methods represented two popular methods of host 

spot analysis, and were compared for accuracy using the AUC algorithm described 

previously.   

Data was pre-processed in ArcGIS, while AUC calculations were performed in python 

using the ArcPy, NumPy, and Scikit-Learn libraries.  The Scikit-Learn library included 

methods to compute the TPR, FPR,  thresholds, and AUC using the Trapezoidal 

Integration method.  The testing set of 100 points was used in computation of the TPR, 

FPR, and AUC.  No processing of either the KDE or Getis Ord Gi* data were needed 

prior to calculation of the AUC. 
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Table 3 - AUC values for each method 

 

 

Figure 24 - Kernel Density Estimate of 400 burglaries in Washington D.C. 
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Figure 25 - Getis Ord Gi* Z score for 39 neighborhood clusters in Washington D.C, based on frequency per 

neighborhood 

 

 

The AUC method was used to compare accuracy of two different, popular 

methods of identifying hot spots.  The raw data for each method were used to compute 

AUC, without the need for discretizing or delineating hot spots.  Though the methods to 

generate hot spots differed substantially, the AUC was easily calculated for each method, 

providing an easily interpreted value for comparison.  The intent of this method is not to 

compare individual methods, per se, but to highlight the potential utility of the AUC 

method as an assessment criterion for hot spot analysis.   
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CHAPTER FOUR - OPTIMIZATION 

 

The computational requirements of a model using multiple references increase 

substantially over similar models using a single reference system, especially if the 

number of dimensions is large.  In addition, it is frequently not clear which references are 

necessarily important.  Given an urban landscape of hundreds of types of features, how 

can the small subset of features influencing burglaries be determined with some 

confidence?   

This research analyzes a multiple reference model to determine the likelihood that a 

discrete area (i.e. grid cell) is spatially similar to a collection of point events with respect 

to surrounding features.  In addition, novel methods will be presented to optimize such a 

model to determine the most influential features and most accurate spatial representation 

with respect to the point events being investigated.  These advances in optimization make 

possible the accurate determination of influencing features in order to model event 

location in data sparse environments. 

 Methods for two types of optimization will be described.  First, a technique to 

leverage Graphical Processing Units (GPUs) to optimize the model run-time will be 

discussed.  Second, a novel and efficient method for feature subset optimization will be 

detailed along with validation of the method proving accurate subset identification.  
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These optimization methods represent two disconnected, yet powerful, methods to more 

completely understand and exploit the contextual information offered by computing 

spatial similarity in feature space. 

4.1 Computational Optimization 
Efforts to perform spatial similarity calculations over large areas at high resolution 

are hampered by memory limitations and computing efficiency, especially in model 

computation.  As a first step in showing the benefit of utilizing GPU-based processing for 

geospatial analysis, we begin with optimizing model computation.  It is expected that 

other standard geoprocessing functions’ processing times could be greatly reduced by 

distributing the computational burden across multiple processors and through GPU-

enabled parallel processing. 

 

Model initialization, I/O, and data characterization were performed in Python using the 

ArcPy interface to ArcGIS geoprocessing functions in conjunction with standard python 

libraries, such as NumPy.  Model computation required communication with the NVIDIA 

GPU for which NVIDIA CUDA (NVIDIA, 2010) was used.  CUDA is a subset of C 

designed specifically for NVIDIA hardware.  A Python wrapper to CUDA, PyCuda 

(Klockner, 2012), was used to simplify development and remain in the Python 

environment.  Though PyCuda provides a high-level interface to CUDA, the kernel 

process that runs on each GPU core must still be written in CUDA C and adhere to 

specific limitations.  Thus, the modified KDE was deconstructed and coded into a series 

of custom CUDA kernels optimized for the Tesla S2050 hardware.  Optimization and 
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efficiency results will be presented along with details regarding the development 

procedure and specific hardware. 

 

 

 

Figure 26 - Depiction of the hardware and software configuration used in this research 

 

 

This research leverages raster datasets representing soil texture and environmental 

variables to calculate spatial similarity. The model is seeded with locations of known soil 

texture class, e.g. Sandy Loam, instead of past events as in threat prediction. Easily 

obtainable terrain parameter values such as slope, aspect, Topographic Position Index 

(TPI) (Tagil & Jenness, 2008; Weiss, 2001), Topographic Wetness Index (Bevin & 

Kirkby, 1979), and slope are used to characterize a particular location, rather than 

proximity to nearby features from that location. The resulting model allows for the 
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calculation of spatial similarity between a location with unknown soil texture and 

locations with known soil texture based on terrain and environmental parameters. 

Locations with unknown soil texture that have a high spatial similarity to locations of a 

known soil texture may then be assumed to also contain the same soil texture.  For 

example, sandy loams may typically occur at high elevation, on slopes > 5%, with low 

TPI, and high aspect in a particular AOI.  These characteristics could constitute a 

formative environment for creating sandy loam textured soils.  The spatial similarity 

algorithm can be used to deduce to which degree locations in an adjacent AOI may 

exhibit those same terrain characteristics, thereby identifying spatial similar locations to 

those forming sandy loam textured soils.  

 

 

 

Figure 27 - Input data elements for spatial similarity of soil texture class.  Sourcedata and AOIData are input 

data arrays 

 

 

 Figure 5 represents an example of how spatial similarity could be applied for 

remote soil texture classification.  Soil texture class is unknown in the AOI, but known in 
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the Source area.  Terrain parameters (Elevation, Slope, and Aspect) are available over 

both areas at 30m resolution.  At that resolution, each terrain parameter would constitute 

a 3600x3600 grid over the AOI.  The spatial footprint of each 3600x3600 grid covers a 

1x1 degree area.  To perform spatial similarity, one texture class is investigated at a time.  

For example, 155 cells are classified as class 1 in the Source area.  The model is seeded 

with the elevation, slope, and aspect at each cell where texture class is 1, producing a 

[155, 3] array.  The spatial similarity model is run at each cell in the AOI using Equation 

1.  The output is a spatial similarity map where the value at each cell in the AOI is the 

similarity of that cell to the collection of cells in the Source area with soil texture class 1, 

with respect to the three terrain parameters.  The model can then be run for all soil texture 

classes, producing a separate similarity map for each soil texture class.  For each cell in 

the AOI, the soil texture class having the maximum spatial similarity is then assigned to 

that cell.  This approach could be used in data sparse areas to estimate soil properties, as 

in Figure 6. 
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Figure 28 - Afghanistan soil texture in background (FAO/IIASA/ISRIC/ISSCAS/JRC, 2009), and polygon 

boundaries of soil units in foreground (Office de la Recherche Scientifique et Technique d'Outre-Mer, 

1981).Detailed soil class polygons exist for portions of Afghanistan, though only extremely course soil texture 

classification exists over the majority of the country.  A predictive model of spatial similarity using terrain 

attributes has the potential to estimate soil texture based on the densely mapped area in southwest 

Afghanistan. 
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4.1.1 Computation on Graphical Processor Units 
 

The spatial similarity model (Equation 1) was initially written in Python to be used in 

conjunction with ArcGIS on a single processor.   The intent was to allow users to use a 

well-known geospatial data platform to prepare data and visualize output.  Initial data 

ingestion, manipulation, and preparation is handled using standard ArcPy functions.  

Specifically, the GenerateNearTable tool is accessed through ArcPy to calculate vector-

to-vector distances.  Creative use of NumPy allowed for the extraction of raster values 

when seeding the spatial similarity model for soil classification.  While this approach 

works for small areas and limited datasets, the large spatial area and high resolution of 

the input data necessary for remote soil classification render the single processor model 

unusable.   

  

 Due to the relatively cheap cost of GPU processing power, the choice was made 

to parallelize the code to run on GPU.  The software stack used (Figure 1) consists of 

several python modules and development languages working together.  But, nearly 100% 

of the code can be written in the user-friendly Python language, and connected to 

ArcGIS.  A key piece of software, PyCuda, was used to connect the geospatial model in 

Python to the GPU Application Programming Interface (API).  CUDA, by NVIDIA, is an 

extremely popular GPU API that allows developers to write code that will run on CUDA-

enabled video cards.   This software and hardware configuration now allows for 

geospatial models to be run with extremely large data sizes and spatial areas due to the 
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enormous processing power of GPUs.  The configuration was tested using the spatial 

similarity for remote soil classification described previously as a proof-of-concept. 

 

4.1.1.1 Software Installation 

 

Because the configuration of the software and hardware stack is so specific, installation 

of the different software packages is quite complex.  This is compounded when dealing 

with 64-Bit architecture, as ArcGIS and its dependant Python install are native 32-bit 

applications.  This research used an NVIDIA Tesla S2050 GPU connected to a server 

running Windows Server 2008 x64 (RC2).  The Tesla S2050 used in this analysis is 

comprised of four 448-core Tesla M2050 video cards, allowing for a total of 1,792 

possible cores.  However, as a proof-of-concept, this research focused on accessing a 

single 448-core card.  To begin, the 64-Bit Tesla Driver was installed, followed by the 

64-Bit CUDA Toolkit.  Then, ArcGIS 10 Desktop was installed.  Python 2.6 (32-Bit) is 

automatically installed as part of ArcGIS 10. 

 

 The next step is to install PyCuda, which will allow the 32-Bit Python 2.6 

package to communicate with the 64-Bit NVIDIA architecture.  Unfortunately, this 

requires a custom compile of PyCuda from source code, rather than using the pre-built 

binaries available.  PyCuda relies on a package of C++ libraries called Boost.  The 

‘date_time’, ‘python’, and ‘thread’ libraries of Boost must be compiled first, then 

followed by compiling PyCuda as stated in the online user documentation.  Finally, the 
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GPU compiler program (NVCC, in this case) must be explicitly told to compile 32-Bit 

code, as our Python install is a 32-Bit application.  Therefore, it is necessary to change 

the code within PyCuda’s compiler.py script to augment the NVCC compiler options.  

Prebuilt binaries of PyCuda can, and should, be used when dealing with solely 32-Bit 

architecture. 

 

4.1.2 Software Development 
 

With the addition of the ArcPy library to ArcGIS 10, ESRI has given geospatial 

developers the capability to leverage the entire library of modules for the Python 

language for geospatial applications.  Python presents a less steep learning curve to 

geospatial developers than .NET, Java, or C, but provides an immense array of 

functionality.  Parallelizing the spatial similarity model was much simpler given this 

development path.   

 

 Nearly the entire model was written and executed in Python using WING IDE 

following the successful installation of the multiple software packages.  Since the model 

is coupled to ArcGIS, standard raster file formats can be accepted and output 

visualization and manipulation can be performed in ArcGIS.  The data characterization 

portion of the model is performed using ArcPy and NumPy to extract the pertinent 

information from the input rasters in the Source and AOI areas.  That data is packaged 
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into multi-dimensional arrays that will be used in the GPU kernel function that will be 

run at each cell in the AOI.   

 

 The model computation involves the use of a GPU kernel function, which is the 

sole piece of code that must be programmed outside of Python.  PyCuda will pass this 

kernel function to the GPU compiler, which understands only the CUDA language, and 

return back the output of the kernel function.  In this case, the kernel function consisted 

of Equation 1, written in CUDA C.  The data to drive that function was pre-computed and 

passed in as arguments so that the kernel would be responsible only for extremely 

computationally expensive operations.  The kernel output was then combined into a 2D 

array which is then easily converted to a standard raster format through ArcPy.   

 

4.1.3  Optimization 
 

 While GPUs can prove to be a powerful computing asset, their full potential can 

be reached only after careful optimization of code and data.  A GPU operates on a 

hierarchical data structure of grids, blocks, and threads which are sent to the GPU 

multiprocessors (NVIDIA, 2011).  A complete overview of GPU computing architecture 

and optimization is beyond the scope of this article.  However, it is crucial to understand 

that the way in which the model is executed on the GPU will need to be optimized if 

there is any change in the input data.  Optimization involves packaging the total number 

of computational elements in packets of data that can be extremely efficiently run on a 
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GPU.  The model will have to be re-optimized if the area of study, resolution of input 

data, or any other data parameter changes between runs because the total number of 

computational elements has changed.    

 

(NVIDIA, 2009) provides a thorough explanation of optimization procedures, including 

the use of their occupancy calculator to determine the correct number of grid, block, and 

thread elements for model execution.  These values are dependant both on the GPU 

hardware capabilities and capacities as well as the data.  This optimization process is 

non-trivial and extremely important to the overall performance of a GPU-backed 

geospatial model.  Incorrect or inefficient configuration of the GPU software elements 

will result in significantly higher computational speed than could be achieved with proper 

optimization.  

 

4.1.4  Model Execution 
 

The spatial similarity model for remote soil classification was used to test and evaluate 

the software and hardware configuration discussed above.  Six terrain parameters were 

used in the model to compute spatial similarity to four soil texture types.  The terrain 

parameters used were Topographic Position Index (computed with large neighborhood), 

Topographic Position Index (computed with small neighborhood), elevation, slope, 

aspect, and Topographic Wetness Index.  Each of these parameters was calculated over 

the Source and AOI area, producing a 3600x3600 array for each area for each terrain 
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parameter.  In order not to exceed memory restrictions, the six 3600x3600 arrays were 

broken into six 900x900 tiles for computation.    

 

4.1.5 Conclusion 
 

The apparent decrease in computational time to run the spatial similarity model for a 

900x900 AOI on a GPU is tremendous.  Running the model on a single 2.27 GHz core 

processor took just over 46 minutes (2770.89 seconds).  That same task run through the 

parallelized 448-core GPU code took under seven seconds (6.69 seconds).  Care was 

taken to make both tasks execute as nearly identically as possible, with the exception of 

the kernel function, in order to make a strong comparison.  Though more rigorous 

benchmarking and testing criteria exist, this example demonstrates the tremendous 

apparent increase in computational speed when accelerating a geospatial model through 

creative use of a GPU.  As a proof-of-concept for a geospatial modeling solution 

connecting ArcGIS with the power of massively parallel GPUs, this research proves to be 

a success. 

 

 Though care was taken to efficiently optimize the data structure for GPU 

computing by adjusting the configuration of grids, blocks, and threads, little optimization 

was performed on memory allocation and memory management on the GPU.  Using 

shared memory across grids and blocks during GPU run time may possibly decrease the 

computational time further.  The full computational ability of the Tesla S2050 was not 
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used, though future work will focus on accessing all four video cards during run-time.   In 

addition, it is possible to automate the data optimization procedure, removing a 

significant hurdle to the most efficient use of this approach. 

 

 Civilian and military geospatial researchers and analysts are tasked with 

investigating extremely large amounts of data quickly and efficiently.  Video streams, 

high-resolution satellite and airborne imagery, persistent surveillance, unattended 

sensors, and multispectral sensors all produce extremely large amounts of data of great 

value to many fields.  While models can now be built by non-programmers to perform 

extremely complex geospatial analysis (e.g., Model Builder), the models themselves are 

still limited by the computational engines on which they run.   

 

 Parallelizing the analysis could undoubtedly be a significant improvement to a 

geospatial analyst’s ability and allow for more in-depth analysis over much wider areas.  

GPUs are substantially less expensive than multi-core CPUs, and have the ability to be 

part of a field expedient solution for the military.  A hurdle in widespread use of 

geospatial model development for GPUs is the typical reliance of GPU APIs on low-level 

languages such as C and Fortan.  This research suggests an alternate path that allows for 

the bulk of the model development to be performed in Python and coupled to ArcGIS.  

Geospatial analysts now have the ability to plan, create, and develop complex geospatial 

models in a well known software environment using a user-friendly development 

language that is increasingly gaining popularity.  Best of all, such models could 
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conceivably make use of the extraordinary computation power of GPUs, increasing the 

amount, depth, and quality of geospatial research and analysis in many fields.   

 

4.2 Feature subset Optimization 
 

While the GPU optimization concept focused on distributed processing in order to 

more rapidly process data, it is also necessary to winnow down the feature layers to be 

included in an investigation.  The proliferation and creation of geospatial data will only 

continue in the future, which provides great opportunity for pattern discovery, but also 

presents significant computational and algorithmic challenges.  With respect to this 

research, it was critical to develop a quantitative, robust, objective method that could 

identify which feature layers most influenced the spatial pattern in question.  Otherwise, 

happening upon a high-performing model would be serendipitous, rather than 

evidentiary.    

In order to develop and validate the desired feature subset optimization, the KDE-SP 

algorithm described in Section 3.2 was implemented as a plugin to the popular ArcGIS 

software platform.  This method allowed for custom configuration of the model form, and 

incorporated a Graphical User Interface (GUI) through which control of the model and 

optimization could be managed.  Two completely separate locations were analyzed to 

verify the performance of the optimization.  Both Washington D.C. and Denver, 

Colorado provide an extensive collection of feature data that describes the physical and 

built environment.  In addition, many data sets are available at these locations with which 
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to explore spatial similarity and feature optimization.  For these reasons, Washington 

D.C. and Denver were chosen as study areas using historical burglary data as the spatial 

pattern of interest, with respect to the feature layers that describe the built environment. 

In Washington, D.C., 15 feature layers were used for feature space characterization 

and spatial similarity calculation.  All geospatial data used in this study were obtained 

freely from the District of Columbia, Office of the City Administrator, Open Data 

Catalog (data.octo.dc.gov). 

 

 

Table 4 - Washington D.C. feature layers used for analysis 

Feature Layer Feature 

Geometry 

Number of Features 

Metrorail Lines Line 25 

Parks Polygon 545 

Landmarks Polygon 151 

Fire Stations Point 35 

Halfway Houses Point 8 

Child Care Facilities Point 356 

D.C. Agencies Point 278 

Gas Stations Point 123 

Hospitals Point 17 

Places of Worship Point 903 

Red Light Cameras Point 38 

Bus Lines Line 101 

Airports Polygon 17 

D.C. Public School 

Grounds 

Polygon 173 

Public Housing Polygon 1307 
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In Denver, 15 feature layers were also used, and obtained freely from the Denver Open 

Data Catalog (data.denvergov.org). 

 

 

Table 5 - Denver feature layers used for analysis 

Feature Layer Feature 

Geometry 
Number of Features 

Streams Line 226 

Food Stores Point 660 

Child Care Facilities Point 570 

Parks Polygon 322 

Libraries Point 26 

Skate Parks Polygon 5 

Fire Stations Point 35 

Rec. Court Surfaces Polygon 385 

Recreational Centers Point 30 

Swimming Pools Point 29 

Sherriff’s Office Locations Point 7 

Bicycle Facilities Line 5892 

Historic Landmarks Point 333 

Police Stations Point 23 

DMV Locations Point 4 

 

 

4.2.1 Optimization 
Given the high dimensionality of the nature of this challenge, novel methods to 

process and optimize the search space were developed.  The number of possible 

combinations of feature layers rises incredibly with added dimensions, and has limited 
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the ability to investigate global optimization in the past.  In order to permit the large 

amount of computation necessary to achieve optimization, distance and density 

calculations were stored and reused in order limit the amount of recalculation. 

 Two separate optimization methods were used in each location, each targeting a 

different part of the workflow.  First, a data storage and retrieval method was used to 

reduce the most expensive computational elements of the workflow.  Second, a 

decomposition of the KDE-SP model revealed a method in which large amounts of 

computation could be stored and reused.  Together, these optimization methods 

significantly reduced the computational constraints of global optimization, allowing for 

rich analysis of the model output. 

The first optimization method occurs during pre-processing of the data, prior to 

KDE-SP or global feature set optimization.  The most timely and computationally 

expensive portion of the spatial similarity estimation process is the calculation of 

distances between the events and other features (Df ) and events and grid cells (Dg).  In 

order to develop a method capable of relatively rapid analysis of a large amount of 

combinations, like that which has been described above, the feature and grid distance 

calculation process could not occur more than once.  By storing the distance values in 

memory as an array structure, an individual incident-to-feature or grid-to-feature distance 

could be retrieved by accessing the correct index of the array structure.  This data 

management scheme allowed rapid access to the input values required to drive the KDE-

SP model, regardless of the number or configuration of feature layers.  
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a. Algorithms 

4.2.2 Optimization Algorithm 
Inputs 

A.  Set of Feature Classes, I, with component feature classes, i, such that  𝑖 ∈ 𝐼 , and 

individual features f ; 𝑓 ∈  𝑖 

B.  Set of point events, E, with individual events e; 𝑒 ∈ 𝐸 

C.  Raster layer, R, with point g at center of each cell in R; 𝑔 ∈ 𝑅 

D.  Distance array, Df, containing distance between each f and e for each i in I. 

E.  Distance array, Dg, containing distance between each g and f for each i in I. 

F.  Set, C, of all distinct combinations, d, of feature layer subsets, such that 𝑑 ∈ 𝐶 

G.  Percent, p, of point events, E, to select randomly for creation of Training Set, STR 

H.  Number of iterations, n, for which a new Training Set, STR, and Testing Set, STE, will 

be created 

I.    Binary array, A, indicating inclusion of indexed element into analysis 

Outputs 

A.  Array, C
’
, containing all combinations of feature layer combinations with 

associated average Area Under the Curve (AUC), rank ordered by AUC. 

 

1.  For  {1 … 𝑛} iterations, do: 

A.  Select p% of E to constitute Training Set, STR, ; {𝐸 − 𝑆𝑇𝑅} will compose Testing Set, 

STE. 

B.  Insert into array, B, the Bandwidth for each i, using STR and equation 123 
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 C.   For each d combination in all possible combinations, C, do: 

  i.  Condition A  such that only elements of d are referenced 

  //Calculate KDE-SP using the inputs noted below 

  ii.  R := KDE-SP[A, I, R, Df, Dg, STR, B] 

    ii.  Determine AUCdn using equation 123  

iii.  Calculate average AUCd for all n iterations 

         D.  Store d and AUCd  in C
’ 

2.  Rank order C
’
 by AUCd 

 

  The total number of model runs can be calculated as 

𝑛 = 2𝐼 ∗ t 

Equation 51 

 

Where n is the total number of runs, I is the number of feature layers, and t is the number 

of desired iterations.  For example, an optimization including 5 iterations of 8 layers 

would yield a total of 1280 spatial similarity estimates.  This allows one to produce a list 

of all 256 possible combinations of feature layers, ultimately ordered by highest average 

AUC.   

4.2.3 Optimization Benefits 
As mentioned previously, this approach has the benefit of allowing propagation of 

results outside the extent area of the event points.  However, the same feature layers that 

define the multiple reference system must be present in the destination area.  For 

example, if events in one neighborhood of a city are captured by observant citizens, those 



 

115 

 

event data may be used to project spatial similarity to any other part of the city.  The only 

stipulation is that the feature layers used to reference the events (i.e., park boundaries, fire 

stations, school zones, etc.) exist in both the source and destination areas.  In this 

instance, the source events and feature layers are used to parameterize Df, yet Dg is 

parameterized by a raster that covers the destination area.   

A significant challenge in analyzing patterns using multiple references is 

determination of which references are actually influencing the point pattern.  Given the 

large amount of feature layers, and varying density of features within each layer, it is 

often not possible to determine which feature layers are most influencing the spatial 

similarity model.  Alternatively, it is useful to know which feature layers are extraneous 

and can be removed from computation.  The optimization and KDE-SP algorithms above 

represent an exhaustive search method that was developed and implemented to produce 

results in a reasonable amount of time given the volume of data.  This brute force method 

models all possible combinations of input feature layers for spatial similarity to a subset 

of burglaries.  The individual combinations are then rank ordered by accuracy of the 

model, which was determined using the Area Under the Receiver Operating 

Characteristic Curve (AUC).  

To avoid bias toward a singular subset of burglaries the optimization process 

iterates through a small number of randomly chosen subsets of burglaries, thereby 

reinitializing the training and testing sets.  An average AUC for each combination was 

then calculated by determining the mean AUC for all iterations.   
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The second novel optimization technique is illustrated in the optimization 

algorithm above.  Processing speed was dramatically increased by storing portions of 

previously calculated parameters.  In each set of unique combinations, a configuration 

exists where all feature layers are included.  This configuration of feature layers is run 

first, storing intermediary calculations during run-time for access and reuse later.  

Equation XX below illustrates that each feature layer contributes to the summation 

argument, and is represented by the Se  parameter in the KDE-SP algorithm described 

above. The contribution of each layer to that summation argument is retained during this 

initial run, negating the need to recalculate a substantial portion of the equation during 

subsequent runs.   Since the pilot estimate includes all 1…N feature contributions, other 

configurations of layers need only access the appropriate feature contribution of interest, 

rather than recomputing the model in its entirety. 

 

 

 

 

 

 

  

This reuse of the feature contribution to the spatial similarity dramatically 

decreases repetitive calculation during runtime, allowing the system to proceed quickly 
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Equation 52 - The 1...N feature contributions to the summation are reserved during calculation of 

the first estimate which includes all feature layers 
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through a large amount of feature layer configurations and realizing the possibility of a 

global optimization algorithm.  

The Area Under the Curve (AUC) is calculated for each combination of feature 

layers following completion of the spatial similarity calculation.  As mentioned earlier, 

the AUC compares the true positive and false positive rates of the estimate to determine 

the classification accuracy.   

Once all feature combinations have been run and evaluated, the process is 

repeated a small number of times.  The incident subset used to train the model is 

recomputed, randomly selecting a new collection of incidents.  These iterations remove a 

potential bias toward a single subset of incidents, and bring more robustness to the 

optimization.  The AUCs for each combination are averaged for all the iterations, 

providing a mean AUC per combination.  This value is used to rank order the total list of 

feature layer combinations, with the highest average AUC ordered first.  The feature 

layers represented by this combination represent the most optimal feature layer subset. 

 

4.2.4 Validation 
Conceptually, the optimized subset of feature layers would represent the physical 

features driving the spatial pattern of incidents. In other words, an optimized subset 

would reflect those features most influential to the spatial similarity calculation.  

However, the actual relationship between physical features and available datasets based 

on real-world events (i.e., burglaries, arson, etc.) is completely unknown.  There is no 

information to determine if fire stations are a critical factor in the spatial pattern of 
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burglaries, for example. Therefore, a scheme was developed to 1) create a set of events, 

the spatial pattern of which is driven by proximity to known feature layers and 2) evaluate 

the ability of the optimization method to converge on the set of feature layers responsible 

for the incident pattern.  A method was additionally developed to quantify the importance 

of a particular layer in the optimization.  By using a synthetic dataset, the relationship 

between features and events is explicitly clarified allowing for evaluation of the 

optimization algorithm. 

To address the first validation objective, a synthetic incident dataset was created 

from known features in order to support accurate validation.  A series of ring-shaped 

buffers surrounding known features were merged to select spatial areas that were within a 

known, controlled range of distances from physical features.  Those areas were seeded 

with 500 points placed randomly within the constraining area (~1.2% of area of D.C.; 

~0.1% of area of Denver), and then used as incidents in the spatial similarity analysis.  

These geospatial operations were conducted with ArcGIS 10.1 using the Multiple Ring 

Buffer, Intersect, and Create Random Point tools.  As the feature layers driving the 

spatial pattern of points are conclusively known, this approach can be used to validate the 

optimization process. 

 

 

Table 6 – Distance of synthetic validation dataset ring buffers (Washington, D.C.)   

Feature Layer Number of Features Distance Range 

Fire Stations (points) 35 300m – 500m 

Bus Lines (lines) 101 100m – 250m 

Parks (polygons) 545 200m – 500m 

 



 

119 

 

Table 7 - Distance of synthetic validation dataset ring buffers (Denver) 

Feature Layer Number of Features Distance Range 

Streams (lines) 226 300m-500m 

Food Stores (points) 660 100m-300m 

Child Care Facilities (points) 570 25m-100m 

 

 

To handle the second validation objective a number of KDE-SP models were executed 

using the optimization algorithm described above to calculate the spatial similarity for the 

synthesized incident datasets using a variety of configurations of feature layers.  This 

would determine the effectiveness of the optimization algorithm to correctly select 

feature layers that were instrumental in determining the spatial structure of the underlying 

event dataset. 

While AUC was used to rank order particular model runs, as described by the 

optimization algorithm, the contribution of a particular layer to the AUC value was also 

calculated by the algorithm described in the next section. 

4.2.5 AUC Contribution Algorithm 
Inputs 

A. Array, C
’
, containing all combinations, d, of feature layer combinations with 

associated average Area Under the Curve (AUC), rank ordered by AUC. 

Outputs 

A.  Array, CAUC, containing the contribution of each feature layer to the AUC values in 

all combinations 

For each combination, d, in C
’
: 

 1.  fcount = number of feature layers in combination d 
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 2.  fcontribution =AUCd / fcount 

 3.  Add fcontribution to each element in CAUC representing a feature layer included in 

d 

 

This technique will evenly divide the AUC value between feature layers in a 

particular combination, and sum those values for each feature layer where it was included 

in all combinations.  When used in conjunction with the optimization algorithm, this 

yields a method to quantify the overall value of a particular feature layer.  This allows for 

not just the determination of the best overall combination of feature layers, but also their 

relative importance.  Ideally, the best model should include features that have a high 

contribution, as well. 
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CHAPTER FIVE – RESULTS  

 

The optimization results depicted in Table 8 and Table 9 below detail the results 

of the optimization analysis.  11 optimizations in each location were executed with a 

maximum of 15 feature layers (Run 1) and a minimum of 5 feature layers (Run 11).  The 

feature layers used are those detailed in Table 4 and Table 5.  As mentioned previously, a 

synthetic dataset of 500 points was created in each location and used to represent events 

and verify the accuracy of the feature subset and contribution algorithms.  The spatial 

resolution of the model was 50m (i.e., 50m cell size) in both Washington, D.C., and 

Denver. 

The Contribution Rank of each layer indicated in Table 8 and Table 9 were 

determined by ranking the AUC Contribution, as calculated by the AUC Contribution 

Algorithm.  Iterations refers to parameter n in input H of the optimization algorithm.  

Number of Combinations refers to the total number of model runs per iteration.  By 

multiplying the Number of Combinations by the number of Iteration,s as in Equation 51, 

the total number of individual KDE-SP model calculations can be determined.  The 

Elapsed Time refers to the computer time used to conduct the optimization on a modest 

desktop PC running Windows 7 and ArcGIS 10.1 with a Intel Xeon 2.66GHz processor 

and 4GB RAM.  The Best Model refers to the combination that had the overall highest 



 

122 

 

average AUC, as determined by the optimization algorithm.  For example, the Best 

Model for Washington, D.C. in Run 1 was (1,2,3).  The interpretation is that of all 32,768 

possible combinations of models using 15 layers, the single model with the highest AUC 

included only Layer 1 (Parks), Layer 2 (Fire Stations), and Layer 3 (Bus Lines).   

 The results of both optimization experiments offer interesting conclusions.  First, 

the accuracy of the Best Model was consistently extremely high (>0.99), considering the 

range of values possible for AUC is between 0.5-1.  Thus, the optimization scheme 

faithfully and repeatedly converged on the combination of features yielding the highest 

AUC, as expected.  Second, the AUC Contribution algorithm is proven valid based on the 

evidence that the 3 layers responsible for the spatial pattern identified in Table 6 and 

Table 7 were selected as the layers having the highest 3 contribution ranks in every 

configuration of model runs.  Finally, the Best Model was consistently composed of the 

feature layers used in creation of the synthetic dataset.   

However, while Washington D.C.’s Best Model consisted of only those 3 critical 

layers, the Best Model for the Denver scenario did not.  The synthetic dataset used for 

validation in Denver was created using Streams, Food Stores, and Child Care Facilities.  

The best model consistently included Streams and Food Stores, but not Child Care 

Facilities.  Instead, other feature layers which were ranked high according to Contribution 

Rank (e.g., Libraries, Skate Parks, Fire Stations) were included in a variety of different 

combinations depending on the test dataset and feature layer configuration.  This 

anomaly is likely due to a complex combination of feature space correlations between the 



 

123 

 

additional feature layers and the synthetic incident locations not readily apparent by 

initial investigation.   

But, the results of the Denver analysis absolutely prove the real-world benefit of the 

proposed optimization method.  The highest performing model is counterintuitive, as it 

consists of more feature layers than expected based on the creation of the synthetic 

dataset.  Therefore, a human analyst would likely not be able to identify this combination 

very easily, or without substantial time to process the dataset.  Nevertheless, by 

optimizing the feature subset by searching through all possible combinations, the most 

accurate model was conclusively determined.   
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Table 8 - Optimization Results for Washington, D.C. 

 

 

 

 

Run 1 Run 2 Run 3 Run 4 Run 5 Run 6 Run 7 Run 8 Run 9 Run 10 Run 11

(1) Parks 3 2 2 2 2 2 2 2 2 3 3

(2) Fire Stations 1 1 1 1 1 1 1 1 1 1 1

(3) Bus Lines 2 3 3 3 3 3 3 3 3 2 2

(4) Metrorail Lines 11 10 11 11 9 8 8 8 7 5 5

(5) Landmarks 5 4 4 5 4 4 5 4 4 4 4

(6) Halfway Houses 4 5 5 4 5 5 6 5 5 6

(7) Child Care Facilities 7 7 6 7 6 7 7 6 6

(8) D.C. Agencies 14 13 13 12 11 10 9 7

(9) Gas Stations 12 12 7 6 7 6 4

(10) Hospitals 15 14 12 9 10 9

(11) Places of Worship 8 8 8 8 8

(12) Red Light Cameras 13 9 10 10

(13) Airports 9 11 9

(14) D.C. Public Schoolgrounds 6 6

(15) Public Housing 10

Iterations 5 5 5 5 5 5 5 5 5 5 5

Number of combinations 32768 16384 8192 4096 2048 1024 512 256 128 64 32

Elapsed Time (h:m) 13:18 6:36 3:29 1:55 1:01 0:37 0:23 0:16 0:12 0:09 0:07

Best Model 1,2,3 1,2,3 1,2,3 1,2,3 1,2,3 1,2,3 1,2,3 1,2,3 1,2,3 1,2,3 1,2,3

Overall accuracy 0.9969 0.9958 0.9958 0.9968 0.9957 0.9957 0.9968 0.9948 0.9957 0.9946 0.9958

C
o

n
tr

ib
u

ti
o

n
 R

an
k



 

 

 

1
2
5
 

 

 

Table 9 - Optimization Results for Denver 

    Run 1 Run 2 Run 3 Run 4 Run 5 Run 6 Run 7 Run 8 Run 9 Run 10 Run 11 

C
o

n
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ib
u

ti
o

n
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(1) Streams 1 1 1 1 1 1 1 1 1 1 1 
(2) Food Stores 2 2 2 2 2 2 2 2 2 2 2 
(3) Child Care Facilities 3 3 3 3 3 3 3 3 3 3 3 
(4) Parks 5 8 7 6 7 7 4 4 4 4 4 
(5) Libraries 8 7 6 8 6 6 7 6 6 5 5 
(6) Skate Parks 6 5 5 5 5 4 5 5 5 6   
(7) Fire Stations 4 4 4 4 4 5 6 7 7     
(8) Rec. Court Surfaces 7 6 9 7 8 8 8 8       
(9) Recreational Centers 10 11 8 9 9 9 9         
(10) Swimming Pools 11 12 10 10 10 10           
(11) Sherriff’s Office 
Locations 9 9 11 11 11             
(12) Bicycle Facilities 14 10 12 12               
(13) Historic Landmarks 12 13 13                 
(14) Police Stations 13 14                   
(15) DMV Locations 15                     

                          

  Iterations 5 5 5 5 5 5 5 5 5 5 5 

  Number of combinations 32768 16384 8192 4096 2048 1024 512 256 128 64 32 

  Elapsed Time (h:m) 11:24 6:36 2:40 1:28 0:46 0:28 0:18 0:13 0:10 0:08 0:07 

  Best Model 1,2,6,7 1,2,5,6 1,2,5,6,7 1,2,6,7 1,2,5,6 1,2,5,6 1,2,6,7 1,2,5,6,7 1,2,5,6,7 1,2,5,6 1,2,5 

  Overall accuracy 0.9937 0.9936 0.9943 0.9935 0.9935 0.9936 0.9935 0.9931 0.9944 0.9937 0.9915 
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5.1  Spatial Template Construction and Transference 
 

 As mentioned previously, a unique benefit to using multiple references to describe 

a point pattern is the ability to define a spatial template of the pattern.  By relying on the 

output of the optimization process, the subset of available features can be identified to 

construct the template.  The figure below illustrates how this information may be used to 

propagate patterns from events in a source location to a destination area without event 

data.  The synthetic dataset used in the analysis above was clipped to a small subset of 

Washington D.C., yielding 86 points in the source area depicted.  These data was used to 

seed the KDE-SP algorithm, referenced by the three feature Parks, Fire Stations, and Bus 

Lines.  Because these three feature layers exist across the Washington D.C. extent, the 

algorithm was able to transfer the learned spatial reference and apply outside the source 

area.  The KDE-SP layer below illustrates the result of the analysis, and depicts all 

locations in Washington D.C. that are spatially similar to the source events referenced in 

the original source area.  This type of extrapolation is not possible using other means of 

hot-spot analysis which rely on the presence of point events across a region, and 

highlights a critical benefit of the proposed approach. 
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Figure 29 - A subset of events was selected based on the Source Area bounding box.  The events were referenced 

by feature layers that exist both inside the Source Area, as well as the Destination Area (e.g., Washington, D.C).  

This permitted the spatial pattern t o be extrapolated to an area that did not contain event points, illustrating 

regions of high spatial-similarity. 
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CHAPTER SIX - PERSPECTIVE 

6.1 Summary 
 

This research began with the motivation to explore spatial pattern analysis 

through multiple references, rather than purely position according to coordinate values.  

Rather than referring to the location of a food truck as “located at Latitude 45.689 and 

Longitude 12.478”, we may refer to that location at “down the street from the grocery 

store, next to the park”.  In this manner it is possible to describe a specific pattern by its 

relationship to the features of the local environment, much in the way we colloquially 

refer to spatial patterns.  Building on that concept, this research aimed to develop a 

method to determine which specific features objectively influence the spatial pattern in 

order to best characterize the pattern, as well as develop methods and techniques to 

identify locations that match the spatial pattern.  The plan for achieving these goals was 

organized around a central theme that performance-based feature set optimization adds 

spatial contextual information to a point pattern structure.  This theme led to specific 

questions for investigation which would need to be addressed in order to reach the 

research objectives: 

 

1) Which subset of features “best” describes a particular spatial pattern? 

2)  What is “best”, and how can that be assessed? 
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3)  Is the extraction and understanding of spatial contextual information tractable 

and feasible?   

4)  Can the information learned about a spatial pattern in on location be leveraged 

in other locations?   

 

And, by endeavoring to answer these questions, design experiments and 

techniques to prove that optimizing the references used to calculate spatial similarity of a 

point pattern will increase the ability to capture the structure of that spatial pattern. 

 

The first two research questions are tightly linked, and required simultaneous 

investigation.  Through a rigorous examination of current and emerging point pattern 

analysis techniques, KDE-SP was selected as the approach with the best promise to 

investigate the influence of features on a spatial pattern.  However, an experimental 

strategy and model to analyze the point patterns would need to be developed.  To this 

end, the spatial similarity model with cross-validation through partitioning of the spatial 

pattern into testing and training sets was developed.  This provided the fundamental 

framework to visualize and quantify the relationships between feature sets and spatial 

point patterns. 

But, the challenge of determining “best” still remained, and the addition of an 

objective assessment criterion was critical.  The AUC method combined with the cross-

validation framework was adapted to spatial similarity to provide just such a robust 

metric.  This allowed the accuracy of a particular model of spatial similarity to be 
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assessed based on the combination of feature layers included.  AUC proved reliable, 

easily calculable, adaptable, and can be interpreted well.   

At this point, emerging answers to the first two research questions were beginning 

to become clear.  Quantifiable information could be elicited by dissecting a spatial point 

pattern into testing and training sets, determining spatial similarity within a region by 

analyzing the structure of that training set with respect to multiple features, and assessing 

the performance of that model with the AUC.  But, to conclusively answer the first 

question and identify the optimal subset of features, further development and integration 

of an optimization technique would be necessary.   

Without an automated, objective, relatively efficient optimization of features, the 

best method for discovering the “best” subset of features was trial-and-error.  With small 

numbers of feature layers this would be a reasonable and feasible method, since the 

search space was reduced.  However, to truly answer the hypothesis, a more holistic 

investigation of the environment inclusive of a larger collection of features types was 

necessary.  As Equation 51depicts, the number of possible unique subsets grows 

exceedingly quickly necessitating either a smart and clever optimization technique, pure 

computational acceleration, or both.   

To truly determine the most optimal features, a search of all possible feature 

subsets would be necessary.  As it turns out, by investigating an answer for the first two 

research questions, significant gains were made toward answering the third question.  As 

section 4.2 Feature subset Optimization describes beginning on page 109, a global 

optimization technique was discovered, developed, and verified.  Relying on AUC as the 
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optimization criteria, a global optimization method was included with the capability of 

identifying the subset best characterizing the structure of a spatial pattern through a series 

of distributed spatial similarity models.  This method used a clever decomposition of the 

KDE-SP algorithm to efficiently reuse previously calculated data without redundancy.  

Finally, answers to the first two research questions could be conclusively answered.  A 

theoretical and empirical method was discovered that can objectively determine the 

subset of features that best describe a spatial pattern, with a reliable method of assessing 

performance. 

Now that verifiable methods and answers to the research questions were 

discovered, means of addressing the third question came into focus.  Techniques were 

explored and investigated to prove a global optimization was feasible, given the 

tremendous amount of data.  First, to investigate reduce computational burden, a method 

for leveraging GPU computer hardware was developed with resulted in significant 

potential for future work.  By distilling the large computational processes to a distributed 

collection of computational elements and arrays, GPUs were able to substantially 

accelerate the computational processing and drastically reduce the time necessary for 

computation of spatial similarity when compared to conventional CPUs. However, due to 

the highly specific nature of GPU processing, a more adaptable framework to incorporate 

a dynamic configuration of feature layers, events, and model parameters was beyond the 

scope of this research.  However, the developments undertaken do serve as a proof-of-

concept and a foundation for expanding optimization techniques.  Second, and perhaps 

ultimately more impactful, the previously discussed global optimization framework was 
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extended.  The results of the global optimization using AUC as the assessment criteria 

proved that determining the optimal feature subset was indeed achievable on common 

computational architectures (i.e., desktops, laptops).   

At this point, we return to the hypothesis and are able to accept the assertion 

proposed based on the answers to the research questions, the results of the experiments 

performed in service of those questions, and the methods and techniques developed to 

facilitate the experimentation.  Techniques were discovered that allow for optimization, 

and the ability to discern influences of spatial pattern were increased from a trial-and-

error method to a robust, global search method backed by a robust and reliable 

assessment criteria.   

Finally, the fourth research question was investigated in order to determine how 

extensible and applicable the approach described could be.  A spatial templating 

approach was explored and adapted to capture and characterize spatial pattern 

information learned in one area, and reasonably transfer it to another location.  This 

allows in-depth analysis to be performed over a representative area, and applied over a 

much larger region.  Or, depending on the overall similarity, be superimposed over a 

completely different region with matching feature types. 

In conclusion, this research explored many facets of the theme that performance-

based feature set optimization adds spatial contextual information to a point pattern 

structure.  Novel additions to the field of spatial pattern processing, most notably in 

feature subset optimization and feature space analysis, provided a unique and verifiable 

method to explore how features in the everyday environmental and urban landscape 
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impact spatial patterns.  While several avenues have been exposed to continue 

investigation, we are now better armed with geospatial analysis methods to understand 

the patterns of our surroundings. 

6.2 Outlook 
 

This research touched on several topics which could be more deeply explored.  

Additional research into advanced spatial statistics may yield more comprehensive spatial 

similarity algorithms.  Application of the optimization technique could be expanded using 

High Performance Computing techniques.  Perhaps most intriguing, the interpretation of 

the spatial template may be generalized in order to allow more broad-based knowledge 

elicitation and application in data sparse regions. 

K-nearest neighbor and adaptive kernel density were discussed, and analyzed, yet 

provided additional degrees of freedom beyond the scope of these initial experiments to 

incorporate or validate.  However, such additions to the fundamental algorithm may 

significantly enhance the ability to characterize spatial structure.  In addition, these 

parameters may provide additional variable upon which to optimize.  While they would 

obviously expand the amount of computation necessary to exhaustively search all 

possible solutions, the benefit may be substantial in regions of poor data quality or high 

importance. 

Though additional parameters for may indeed drastically increase the 

computational workload necessary for optimization, this may be overcome by 

incorporating elements of parallel computing into the workflow.  The exploratory work 

discussed in section in section 4.1.3  Optimization outlines and details a procedure to 
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extend the workflow to GPU cores, for example.  With proper configuration and data 

management, a comprehensive solution for fully provisioning the analysis for GPU 

computation may be achieved.  The potential also exists for similar gains through use of 

CPU-based computation, whether the solution involves multiple cores, clustered 

computing, or supercomputing resources.   

The optimization technique used in this research was a simple, but effective, 

exhaustive search method for determining which subset of features is most important.  

While complete in its ability to search the solution space, the method is by no means the 

most efficient.  Though not intentionally approached from a machine learning or data 

mining perspective, the result of the analysis was a reduction in dimensionality of the 

computational problem.  However, employing techniques for dimension reduction from 

disciplines may yield significant improvements.  Such methods may allow for an 

estimated determination of an optimal subset with satisfactory accuracy while 

significantly reducing the computational burden.   

Greater efficiencies in optimization could also be obtained by preprocessing using 

downscaled feature sets at coarse resolution.  For example, the exhaustive search 

algorithm could be run at a much coarser resolution than desired relying on a smaller 

sample of features from each feature layer.  This would greatly reduce the number of 

point-to-point measurements required to initialize the optimization, as well as execute 

each particular model during the exhaustive search.  Another optimization on only a top 

tier of combinations, for example, could then be run at full resolution using all features.  

While it would require validation and comparison with the full-scale, exhaustive 
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optimization algorithm explored in this research, such a multi-tier approach based on 

reduced feature sample sizes could yield considerable computational efficiencies. 

Apart from computational and algorithmic advances, the application of the 

workflow and concepts presented in this research may be expanded.  The spatial 

templating approach described in section 5.1  Spatial Template Construction and 

Transferenceeffectively proves the concept of transferring a signature to a neighboring or 

nearby area.  However, this propagation is still quite limited.  For example, an event 

signature may include “subway entrances” as part of the template.  But, the destination 

area to apply the signature may not have that data layer, or a subway system at all.  How, 

then, could knowledge derived in one location be still applied in another? 

This question may be answered by generalizing the specific template features to 

functional areas using any one of a number of constructs.  For example, the U.S. Army 

uses ASCOPE, PMESII, and SWEAT-MSO as paradigms to categorize aspects of society 

and infrastructure (U.S. Army , 2014).  Rather than explicitly specifying individual 

feature layers when constructing a spatial template, it may be possible to abstract the 

analysis to a higher-level function.  For example, “subway entrances” may be a feature of 

influence after exhaustive analysis, yet could be categorized as part of “Structures” using 

ASCOPE, “Infrastructure” using PMESII-PT, or “Other Considerations” using SWEAT-

MSO.  By generalizing the spatial template to this level, one may be able to identify 

alternate, yet not identical, feature layers that could substitute in the analysis in the 

absence of the original layer.  However, as one can imagine, the experimentation and 

validation of such an exercise would require an extensive and complex investigation.   
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Table 10- Potential constructs for functionally organizing feature layers 

 

ASCOPE PMESII-PT SWEAT-MSO 
Areas Political Sewage 

Structures Military Water 
Capabilities Economic Electricity 

Organizations Social Academics 
People Information Trash 
Events Infrastructure Medical 

 
Physical Environment Safety 

 
Time Other Considerations 

 

 

 Approaching the spatial template in this manner explores the placial relationship, 

rather than the spatial relationship, between a pattern of events and its surroundings.  

While this research focused on the more quantitative spatial relationship between specific 

feature sets and events, the qualitative relationship between events and the functional 

elements and less quantifiable aspects of human geography were not investigated.  The 

potential knowledge that could be elicited from approaching this as a placial analysis in a 

cross-disciplinary fashion could be quite significant. 
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