
 

A COMPARATIVE TEST OF TRAVELING SALESMAN SOLUTIONS FROM GIS 

SOFTWARE PACKAGES 

by 

 

Brandi Nies 

A Thesis 

Submitted to the 

Graduate Faculty 

of 

George Mason University 

in Partial Fulfillment of 

The Requirements for the Degree 

of 

Master of Science 

Geoinformatics and Geospatial Intelligence 

 

Committee: 

 

  Dr. Kevin M. Curtin, Thesis Director 

  Dr. Matthew Rice, Committee Member 

  Dr. Andrew Loerch, Committee Member 

  Dr. Anthony Stefanidis, Department Chair 

  Dr. Donna Fox, Associate Dean, Office of 

Student Affairs & Special Programs, 

College of Science 

  Dr. Peggy Agouris, Dean, College of 

Science 

Date:   Spring Semester 2015  

George Mason University 

Fairfax, VA  



 

A Comparative Test of Traveling Salesman Solutions from GIS Software Packages 

A Thesis submitted in partial fulfillment of the requirements for the degree of Master of 

Science at George Mason University 

by 

Brandi Nies 

Bachelor of Arts 

Frostburg State University, 1995 

Director: Kevin M. Curtin, Associate Dean for Academic Affairs 

Department of Geoinformatics and Geospatial Intelligence 

Spring Semester 2015 

George Mason University 

Fairfax, VA 



ii 

 

 
This work is licensed under a creative commons  

attribution-noderivs 3.0 unported license. 

 

http://creativecommons.org/licenses/by-nd/3.0/
http://creativecommons.org/licenses/by-nd/3.0/


iii 

 

DEDICATION 

This is dedicated to my mother who has always encouraged me every step of the 

way and whose confidence in me has never waned. And to Gus whose love and support 

have been a great source of motivation.  

 



iv 

 

ACKNOWLEDGEMENTS 

I would like to thank my family, friends, and peers who have offered their support and 

encouragement during this endeavor. I would like to acknowledge the faculty and staff of 

George Mason University, the Department of Geoinformatics and Geospatial Intelligence 

and to Drs. Kevin Curtin, Matt Rice, Andrew Loerch, and Anthony Stefanidis for their 

invaluable assistance and instruction during my education and experience at GMU. A 

special thank you to Dr. Curtin for imparting his expertise, enthusiasm, and passion in the 

field of location science and in Geography and GeoInformation Science.   

 

 



v 

 

TABLE OF CONTENTS 

Page 

List of Tables ..................................................................................................................... vi 

List of Figures ................................................................................................................... vii 

List of Equations ................................................................................................................ ix 

List of Abbreviations .......................................................................................................... x 

Abstract .............................................................................................................................. xi 

Introduction ......................................................................................................................... 1 

Background and Literature Review .................................................................................... 4 

Exact Solution Procedures .............................................................................................. 5 

Approximate Solution Procedures .................................................................................. 7 

Methods............................................................................................................................. 17 

ArcGIS Network Analyst Implementation ................................................................... 22 

GRASS GIS Implementation ....................................................................................... 24 

Concorde TSP Implementation .................................................................................... 25 

Data ................................................................................................................................... 27 

Results ............................................................................................................................... 35 

Exact Solution Procedure – Concorde TSP .................................................................. 38 

Approximate Solution Procedure – ArcGIS Network Analyst .................................... 42 

Approximate Solution Procedure – GRASS GIS ......................................................... 45 

Conclusion ........................................................................................................................ 56 

Limitations and Future Research .................................................................................. 62 

References ......................................................................................................................... 64 

 



vi 

 

LIST OF TABLES 

Table Page 

Table 1. Street network by size and type .......................................................................... 31 
Table 2. Total distance in meters for TSP routes for 100 problem instance combinations 

across 10 network datasets as implemented via the Concorde TSP exact solution 

procedure, ArcGIS Network Analyst 10.0 tabu search heuristic, and the GRASS GIS 

genetic algorithm .............................................................................................................. 37 
 



vii 

 

LIST OF FIGURES 

Figure Page 

Figure 1. Example problem instances for Paris and Vancouver street networks .............. 19 
Figure 2. Overall methodology for calculating TSP routes .............................................. 21 

Figure 3. Vancouver - 10 city example Concorde .tsp input file ...................................... 25 
Figure 4. Example output from the Concorde TSP solver for Vancouver - 10 city problem 

instance ............................................................................................................................. 26 
Figure 5. Examples of street network patterns.................................................................. 28 
Figure 6. Manhattan grid network as illustrated by the Commissioners Map of 1807 ..... 29 
Figure 7. Vancouver, Canada; Washington D.C. street network datasets ........................ 32 

Figure 8. Beijing, China; Munich, Germany; Paris, France; and Bernalillo, NM street 

network datasets ................................................................................................................ 33 

Figure 9. Baghdad, Iraq; Suffolk, MA; San Diego, CA; and Horry County, SC street 

network datasets ................................................................................................................ 34 
Figure 10. Concorde TSP optimal solution for Vancouver 80-city problem instance ...... 40 

Figure 11. Network Analyst tabu search heuristic solution for Vancouver 80-city problem 

instance ............................................................................................................................. 41 

Figure 12. GRASS GIS genetic algorithm solution for Vancouver 80-city problem 

instance ............................................................................................................................. 42 

Figure 13. Network Analyst level of sub-optimality as measured by percentage above 

optimum across all networks averaged by number of cities visited ................................. 43 

Figure 14. Level of sub-optimality as measured by percentage above optimal for all 

problem instances across each network dataset via the Network Analyst tabu search 

heuristic implementation ................................................................................................... 44 
Figure 15. GRASS GIS level of sub-optimality as measured by percentage above 

optimum across all networks averaged by number of cities visited ................................. 46 
Figure 16. Level of sub-optimality as measured by percentage above optimal for all 

problem instances across each network dataset via the GRASS GIS genetic algorithm 

implementation ................................................................................................................. 47 

Figure 17. Level of sub-optimality as measured by percentage above optimum across all 

networks averaged by number of cities visited via Network Analyst and GRASS GIS .. 49 
Figure 18. Average percentage above optimum per problem instance for Suffolk, MA 

dataset. Overall average % above optimal: Network Analyst TS – 1.37% / GRASS GIS 

GA – 74.92% .................................................................................................................... 50 
Figure 19. Graphical representation of TSP routes for Suffolk County - 10 city problem 

instance ............................................................................................................................. 51 



viii 

 

Figure 20. Average percentage above optimal per problem instance for Horry, SC dataset. 

Overall average % above optimal: Network Analyst TS – 3.42% / GRASS GIS GA – 

76.89% .............................................................................................................................. 52 
Figure 21. Graphical representation of TSP routes for Horry County - 10 city problem 

instance ............................................................................................................................. 53 
Figure 22. Average percentage above optimal per problem instance for Bernalillo, NM 

dataset. Overall average % above optimal: Network Analyst TS – 4.21% / GRASS GIS 

GA – 71.19% .................................................................................................................... 54 
Figure 23. Graphical representation of TSP routes for Bernalillo - 60 city problem 

instance ............................................................................................................................. 55 
 



ix 

 

LIST OF EQUATIONS 

Equation Page 

Equation 1. Level of sub-optimality ................................................................................. 38 



x 

 

LIST OF ABBREVIATIONS 

Traveling Salesman Problem .......................................................................................... TSP 

Geographic Information Systems ................................................................................... GIS  

Tabu Search ...................................................................................................................... TS 

Genetic Algorithm ........................................................................................................... GA 

Non-deterministic Polynomial ......................................................................................... NP 

Linear Programming ......................................................................................................... LP 

Integer Linear Programming ............................................................................................ILP 

Branch and Bound......................................................................................................... B&B 

Guided Local Search ...................................................................................................... GLS 

Fast Local Search ............................................................................................................ FLS 

Nearest Neighbor ............................................................................................................. NN 

Linn-Kernighan ................................................................................................................ LK 

Origin Destination Cost Matrix .................................................................................ODCM 

Traveling Salesman Problem Library ...................................................................... TSPLIB 

Network Dataset............................................................................................................... ND 

 

 

 

 



xi 

 

ABSTRACT 

A COMPARATIVE TEST OF TRAVELING SALESMAN SOLUTIONS FROM GIS 

SOFTWARE PACKAGES 

Brandi Nies, M.S. 

George Mason University, 2015 

Thesis Director: Dr. Kevin M. Curtin 

 

The Traveling Salesman Problem (TSP) has long been studied and remains a challenge in 

the realm of combinatorial optimization across many disciplines. This research 

investigates the extent to which heuristic solutions for symmetric TSPs generated within 

geographic information systems (GIS) applications are sub-optimal, compared to exact 

solution procedures. The TSP is addressed in this research through multiple real-world 

street networks and a range of problem instances, for which a path must be generated that 

visits each city only once, and returns to the original point of departure, while minimizing 

the distance traveled.  

Two GIS applications were used to generate heuristic solutions for the symmetric TSP 

for each network dataset. These results were compared against the optimal solutions 

generated from an exact solution procedure for the same networks. The cumulative cost 

of each TSP route for all network problem instances was examined to determine the 



xii 

 

performance and level of sub-optimality where applicable. This research concludes that 

the heuristic solutions generated sub-optimal results averaging a combined performance 

measure of 17.36% above optimal, however the software that employs the tabu search 

(TS) heuristic significantly outperformed the software that used the genetic algorithm 

(GA) by consistently producing solutions nearer to the known optimum as generated by 

the exact solution procedure. Given the wide range in the extent of sub-optimal results 

from the heuristic-based GIS applications, this research suggests that careful 

consideration should be made prior to the use of these implementations for spatial 

analysis. Additionally, GIS packages could benefit from integrating additional, or more 

efficient heuristic or exact solution procedures within the application, and allowing the 

user more control of the search parameters to accommodate various network optimization 

problems. 

Keywords: network analysis; traveling salesman; TSP, route optimization; GIS; 

heuristic; genetic algorithm; tabu search  
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INTRODUCTION 

The TSP has long been studied in various disciplines such as computational 

mathematics, operations research, transportation, computer science, and others. Much 

discussion and research surrounding the techniques and approaches for solving TSPs has 

been generated due in part to the inherently complex nature surrounding the available 

solution procedures. The TSP can be easily presented with a scenario that, given a set of 

cities the goal is to find the best route that visits each city only once and terminates at the 

original starting location with the least cost path (Applegate et al. 1998). The concept 

behind the TSP is easy to comprehend however it belongs to the set of non-deterministic 

polynomial (NP) complete problems due to its combinatorial complexity (Curtin et al. 

2014). The time required to solve an NP-complete problem grows dramatically as the 

problem size grows and therefore no known solutions are capable of solving any NP 

problem in polynomial time (Helsgaun 2000). Consequently, heuristic solution 

procedures are often implemented in lieu of exact solution procedures. 

Exact solution procedures produce guarantee optimal results; however given the 

combinatorial complexity of network optimization problems these techniques may be 

impractical for solving larger problem sets (Curtin et al. 2014), and may be difficult for a 

GIS user to employ outside of a GIS application. Thus solving for the optimal solution 

may be challenging, and therefore often requires approximate or heuristic based 
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procedures to attempt to generate near optimal solutions within a reasonable period of 

time.   

The growing popularity and adoption of GIS applications and GIScience over the 

past few decades has made these types of network optimization problems more accessible 

to the GIS analyst. However some popular commercial GIS applications provide limited 

solution procedures and employ heuristics that produce sub-optimal results, unbeknownst 

to the user, since the specific heuristics and the performance parameters of the solution 

procedures are generally undisclosed or unknown (Curtin et al. 2014). Moreover, there is 

limited published data available documenting the degree to which the solutions generated 

from heuristic techniques via commercial GIS applications are sub-optimal.  

As a consequence users of these GIS applications may perform network analyses 

assuming the best possible solutions were achieved, when in reality this may not be true. 

Subsequently, negative financial or operational outcomes, or misleading and erroneous 

conclusions may result. Meanwhile, there are numerous efficient algorithms identified in 

academia and scientific research that remain unincorporated into GIS practice (Curtin 

2007).  

This research seeks to examine the extent to which approximate solutions 

generated for a symmetric TSP within a GIS context are sub-optimal. Specifically, this 

study will examine the heuristic solutions generated from the Esri ArcGIS v10.0 Network 

Analyst extension and the open-source GRASS GIS application. The experiment uses 10 

real-world street networks each with ten problem instances ranging from 10 to 100 

hypothetical cities, for which a path must visit each node only once, and return to the 
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original point of departure, while minimizing the distance traveled. These solutions will 

be compared against the exact solutions generated from the Concorde TSP solver via the 

NEOS server, which has been shown to produce optimal solutions for problem sets with 

over 85,000 cities (Applegate et al. 2009). This study will examine and quantify the level 

of sub-optimality of GIS-based heuristic solutions and aim to reinforce the notion that 

GIS applications could be improved by incorporating more efficient heuristics or even 

leveraging optimal solution procedures for network optimization problems. This research 

should also serve as a caution for users to analyze the techniques employed by their GIS 

applications and evaluate whether the potential for sub-optimal results is acceptable. 

The following section will review some of the relevant literature surrounding the 

TSP and the various types of heuristic and exact solution procedures and their 

performance characteristics. The methodologies and data utilized in approaching this 

experiment will be described followed by a review of the results obtained from two 

heuristic-based GIS applications and one exact solution implementation. A discussion of 

the conclusions derived from this study showing the extent of sub-optimality obtained 

from the GIS heuristic solution procedures will then be presented and concluded with a 

brief examination of some limitations and possible future research.   
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BACKGROUND AND LITERATURE REVIEW 

Optimizing travel across a network has been a long standing challenge, popularly 

and historically demonstrated by the classic TSP. There is a vast amount of research and 

literature on the many techniques for solving the problem (Laporte 2010), dating at least 

as far back as the 18th century with significant progress realized in the mid-1950s.  

In the mid-1700s, L. Euler and AT. Vandermonde discussed the Knight’s Tour 

problem in mathematical terms (Curtin et al. 2014) for which a knight must visit each 

square on a chessboard only once in an L-shape pattern, and return to the original square. 

The middle of the following century saw the TSP examined in terms of graph theory by 

mathematician Sir William Rowan Hamilton who defined the problem as G = (V, E) 

where G is a graph consisting of a set of vertices (V) and a connected set of edges (E), 

and each edge has an associated cost cij. The goal is to construct a path from an origin 

vertex, that visits each vertex in the graph only once and returns to the origin, while 

minimizing accumulated cij to complete a closed cycle or Hamiltonian tour (Curtin et al. 

2014; Laporte 2010; Larrañaga et al. 1999; Applegate et al. 1998). Another 

mathematician by the name of Karl Menger, in 1930, termed the scenario the messenger 

problem, and described a brute force solution procedure, while realizing the complexity 

of the problem and acknowledging that there was no known way to reduce the number of 

required trials to find the shortest path (Held et al. 1984). In more recent history Merrill 
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Flood equated the scenario to a practical problem in his examination of school bus 

routing in New Jersey (Held et al. 1984) and later promulgated the TSP among his 

colleagues at the RAND Corporation in the late 1940s (Curtin et al. 2014). Up to this 

point there were seemingly no proposed solutions adequate for the TSP until an 

achievement with the simplex/cutting plane method, a precursor to integer linear 

programming (ILP), was realized by researchers from RAND, when Dantzig, Fulkerson, 

and Johnson, successfully solved a TSP scenario with 49 cities in 1954 (Held et al. 1984; 

Curtin et al. 2014; Applegate et al. 2003). This breakthrough was a catalyst for the vast 

amount of research to come, especially as RAND and other corporations and universities 

began to exploit computing capabilities by automating the solution procedures via linear 

and integer programming (Held et al. 1984). The combinatorial complexity of the TSP 

earned it a spot in the group of NP-complete problems for which there are no known 

algorithms or solution procedures that are capable of solving the problem in polynomial 

time; the time required to generate a solution grows exponentially with the problem size 

(Held et al. 1984; Curtin et al. 2014). As such, in addition to exact solution procedures, 

researchers and scientists have looked to heuristic approaches to attempt optimal, or near-

optimal solutions.  

Exact Solution Procedures 
Exact solution techniques will generate an optimal solution, meaning no other 

better solution exists for the problem. These approaches, however, may not be able to 

produce a solution for larger problem sets given the combinatorial complexity and the 

computational expense for solving large instances.  
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The complete enumeration technique is likely the most straightforward approach, 

which simply uses a brute force method of trying every possible combination until the 

best solution is generated. Though this procedure will guarantee an optimal solution, it 

quickly becomes infeasible on datasets of even modest size as computational resources 

will expire before a solution is generated (Curtin et al. 2014).   

Integer linear programming (ILP) for the TSP is rooted in mathematical modeling 

for which the variables are constrained to be integers. Though formally proposed in 1954, 

the ILP formulation for the TSP by Dantzig, Fulkerson and Johnson is still considered to 

be one of the best models, and serves as the basis of many algorithms in use today 

(Dantzig, Fulkerson, and Johnson 1954; Applegate et al. 2003). Typical solutions with 

this formulation employ the cutting plane method to iteratively refine a problem set by 

identifying solutions that are in violation of some constraint (in this case a non-integer 

solution). Cuts are made to separate out these linear inequalities and are added to the 

linear program (LP); the process is repeated until no violations exist and a provably 

optimal solution is generated (Applegate et al. 2003).  

The Branch and Bound (B&B) technique can also be used to generate integer 

solutions from fractional optimal solutions generated through linear programming. The 

B&B method iteratively separates a solution set of all feasible tours into smaller sets or 

branches of a search tree. Branches that return a non-integer solution are pruned and the 

process repeated. The B&B technique can also be implemented in the same manner to 

produce an optimal solution by eliminating branches with lower bounds worse than the 
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overall tour, until a single optimal tour remains (Little et al. 1963). The B&B and cutting 

planes strategy in combination form the branch and cut method (Laporte 2010). 

Research surrounding the cutting planes, branch and bound, and cut and price 

algorithms culminated to form the basis behind the TSP solver implemented via 

Concorde. This formulation has been found to produce optimal solutions for very large 

problem sets up to 85,900 cities using the branch-and-cut-and-price algorithm (Laporte 

2010).    

Approximate Solution Procedures 
Given the combinatorial complexity of the TSP and the long-standing interest this 

problem has garnered, researchers have identified and applied many different techniques 

and heuristics to attempt to approximate optimal solutions. Outside of academia, the 

continued - and possibly increased - interest in heuristic approaches for shortest path 

problems in particular may partly be attributed and driven by such things as the improved 

sophistication and power of computing systems. Consider the real-world applicability and 

everyday use of routing solution software as demonstrated by demand for and mass 

consumption of routing and navigation systems (for both personal and commercial use). 

It is well known that the growing transportation and logistics industry utilizes routing and 

scheduling applications, which require and rely on the ability for shortest paths to be 

calculated quickly and/or iteratively (Fu, Sun, and Rilett 2006), and which are capable of 

producing good solutions. In an ever more competitive and budget-conscious economy, 

the need for a solution to be as near optimal as possible is critical when a couple of 

percentage points could mean the difference in billions of dollars. These heuristic, rule-
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of-thumb approaches are designed to generate solutions that approximate or even equal 

optimal solutions but do so in a manner that requires less computational expense 

(Michael 1972). Though these approaches virtually always find a solution more quickly 

than exact solution procedures, an optimal solution is not guaranteed (Curtin et al. 2014).  

There are numerous heuristic procedures, for which an in depth discussion goes 

beyond the scope of this study, however a review by Junger, Reinelt, and Rinaldi 

provides a thorough presentation of the TSP and related solution procedures (Junger, 

Reinelt, and Rinaldi 1994). To only mention a few, two early-adopted techniques include 

edge exchange heuristics (such as 2-opt and 3-opt) by Flood and Croes respectively 

(Flood 1956; Croes 1958; Laporte 2010) and the Lin-Kernighan (LK) improvement 

heuristic (Lin and Kernighan 1973). Others include center of gravity heuristics (Golden, 

Levy, and Vohra 1987), tabu search heuristics (Gendreau et al. 1998; Glover 1990; Knox 

1994; Ahr and Reinelt 2006), and other metaheuristic techniques such as guided local 

search (GLS), fast local search (FLS) (Voudouris and Tsang 1999); (Lucio, Reed, and 

Henning 2007), genetic algorithms (Larranaga et al. 1999), and many others. For network 

optimization problems, the many variations of heuristic procedures fall into two basic 

types of approximation algorithms; tour construction and tour improvement heuristics.   

Construction algorithms quickly attempt to generate a viable solution by adding a 

node at each step using insertion methods that are guided by certain rules, in an attempt 

to build a better solution (Laporte 1992).  Once the solution is calculated the algorithm 

stops and the result is not further improved (dos Santos Rêgo Adriano et al. 2013). In a 

TSP scenario, the route is progressively built and once all cities or nodes have been 
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visited by a construction heuristic, the search procedure terminates and the final route is 

completed and not improved upon any further. Different types of construction techniques 

include the nearest neighbor, greedy, and insertion heuristics.  

Probably the most straightforward example of a construction algorithm is the 

nearest neighbor (NN) method which works by starting at a city and traveling to the 

nearest city not yet visited, until all cities have been reached. This greedy-type of method, 

greedy in the sense that the algorithm does not search beyond its immediate neighbors, 

and does not look forward past the next step, is simple to employ and able to calculate a 

tour quickly. However the level of performance of the NN in terms of optimality is 

typically inadequate, (Curtin et al. 2014) especially as the size of the problem increases. 

Some research has shown, when comparing NN solution results against the known 

optimal solution, the average length of a route is 25% longer than the known shortest path 

(Johnson and McGeoch 2001).  

The terms greedy heuristic and NN are sometimes interchanged as they function 

very similarly. The greedy method however sorts all the edges and gradually builds a tour 

by iteratively adding an edge (the line segment that connects a pair of vertices) with the 

least distance associated to it, without violating the rules determining the number of 

required edges and does not have a vertex degree greater than two (a vertex with 3 or 

more incident edges) (Johnson and McGeoch 1997). In one study, when examining the 

computational experiments for the asymmetric and symmetric TSPs, the greedy and NN 

construction heuristics were dominated (Gutin, Yeo, and Zverovich 2002). This can best 

be described by the reverse term ‘undominated’ where a heuristic is undominated if no 
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competing procedures generate a tour that is better in terms of both computational 

expense and the quality of the tour solution (Johnson and McGeoch 1997). 

Insertion procedures are similar to both the NN and greedy heuristics and 

generally work by constructing a path between two nodes, then inserting the next and 

subsequent nodes into the tour by following certain rules such as choosing a node with 

the least distance associated to the edge or inserting a node that is nearest to the overall 

tour (Laporte 1992). This type of insertion procedure was found to perform very well and 

often generated optimal results when examining a TSP scenario with time windows 

(Gendreau et al. 1998). The insertion heuristic implementation by Gendreau et al (1998), 

was adjusted to perform local re-optimization methods during the initial tour construction 

followed by a post-optimization technique that deletes and reinserts vertices, and allows 

for backtracking to avoid infeasible insertions, until no other moves exist that will 

improve the tour. In test cases against reported results from two different optimal solution 

implementations (from Dumas and Langevin et al.) utilizing dynamic programming or a 

branch-and-cut algorithm, Gendreau’s approach generated solutions that overall were no 

more than 0.5% sub-optimal, with acceptable computational expense (Gendreau et al. 

1998).  

Of all the tour construction heuristics, the Christofides algorithm, which uses a 

minimum spanning tree as the main search structure, has been cited to have the best 

computational performance, given the triangle inequality holds. This method has a worst-

case guarantee of 3/2 of the optimum; guaranteeing that the total distance of the tour 

cannot be more than 50% longer than the optimal solution (Helsgaun 2000; Johnson and 
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McGeoch 1997). Additionally, the Christofides algorithm is cited as being able to 

generate better tour solutions in practical applications (Johnson and McGeoch 1997). 

The strength of the aforementioned construction heuristics lies in the speed of 

calculation; though some implementations have demonstrated good performance, these 

heuristics generally produce results that are poor in comparison to other approximate 

solutions. Oftentimes heuristic procedures are not implemented singularly; for instance a 

nearest neighbor method would typically not be the only solution procedure executed. 

Rather a hybridized version, or one performed in combination with other techniques is 

likely more often implemented in practice. Construction algorithms are often used to 

construct an initial solution while additional heuristics or metaheuristics are applied to the 

original solution to try to further improve the result.  

In simple terms, improvement algorithms pick up where construction algorithms 

leave off by starting with an initial, feasible tour (usually built by a construction method) 

and iteratively trying to improve the overall solution until some stopping criteria is met or 

no other move produces an improvement. Two popular improvement algorithms for TSP 

scenarios are the 2 or 3-Opt local search heuristics and the Lin-Kernighan (LK) method. 

The 2 or 3-Opt heuristic utilizes an exchange approach where two or three edges from an 

existing tour are deleted and alternatively reconnected with two (or three) edges via an 

iterative operation, provided the cost is minimized for the resultant tour (Johnson and 

McGeoch 1997).  

While many studies focus on the run time of an algorithm rather than the quality 

of the solution (against the optimum) as the basis of comparison for the level of 
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performance of heuristic solution procedures, the Lin-Kernighan approach has been cited 

to be one of the most effective procedures for generating optimal or good quality near-

optimal tours for the TSP (Helsgaun 2000; Johnson and McGeoch 1997; Laporte 2010). 

The LK method also uses an exchange approach, similar to the 2-opt technique just 

described, as the basis for its search strategy. While the number of exchanges is specified 

at the onset for a 2-opt implementation, the number of edges allowed in an exchange is 

not pre-determined in the LK; it is variable and determined for each move of the 

operation. It is generally concluded that allowing more exchanges provides for a greater 

chance of finding a better, or even an optimal tour. However as the number of edges 

permitted during a swap increases, so does the run time and the overall complexity of the 

coding and implementation of the heuristic procedure (Helsgaun 2000; Johnson and 

McGeoch 1997). Helsgaun modified the LK implementation by relaxing the original rule 

that allowed only the five nearest edges to be candidates for an exchange at each move. 

This modified approach was implemented on 111 different symmetric TSP instances 

from the TSPLIB repository for which the optimal solutions are known. This LK method 

was able to generate optimal solutions for 104 problem instances ranging in size from 14 

to 13,509 cities, with a run time approximately O(n2.2) (Helsgaun 2000).   

 A main drawback of improvement heuristics however, is that they may become 

trapped in a local optimum, thereby terminating the search procedure, while the global 

optimal solution has not been achieved. Additional techniques must be employed to 

overcome these limitations to continue or guide the search in a better direction to attempt 

to find the global optimum (Curtin et al. 2014). As such, metaheuristics can be 
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implemented in conjunction with other heuristic approaches in an attempt to further 

improve the overall quality of the solution. The two main approximation algorithms 

employed in this study via the GIS-based solution procedures include a tabu search 

heuristic and a genetic algorithm; both of which are types of metaheuristics designed to 

improve the overall tour. 

The tabu search heuristic is essentially a local search improvement algorithm 

which uses memory structures to guide component solution procedures along the tour to 

improve the overall solution (Glover 1990). The strength of the tabu search heuristic is 

that it is designed to avoid getting stuck at a local optimum and to evaluate more of the 

search space in an effort to improve the tour (Gendreau, Laporte, and Semet 1997). This 

metaheuristic technique starts with an initial feasible tour and iteratively works to 

improve it by generating a candidate list of moves, adding and deleting vertices, then re-

evaluating the tour against some constraint (e.g. length). Vertices that have been deemed 

infeasible will be assigned a tabu status and will not be visited during a specified number 

of iterations during the tour construction, as designated by the tabu tenure. This process is 

repeated to build new and improved tours until some stopping criterion has been met 

(Glover 1990).  

The Esri Network Analyst extension in ArcGIS implements a proprietary form of 

the tabu search heuristic in their route solvers. The following is provided by Esri from 

their ArcGIS Resource Center (Esri 2012) to describe the mechanism used to solve TSP 

scenarios: 
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“The Route solver has the option to generate the optimal sequence of 

visiting the stop locations. This is the traveling salesman problem, or 

TSP. The TSP is a combinatorial problem, meaning there is no 

straightforward way to find the best sequence. Heuristics are used to 

find good solutions to these types of problems in a short amount of 

time. The traveling salesman solver starts by generating an origin-

destination cost matrix between all the stops to be sequenced and uses 

a tabu search-based algorithm to find the best sequence of visiting the 

stops. Tabu search is a metaheuristic algorithm for solving 

combinatorial problems. It falls in the realm of local search 

algorithms. The exact implementation of the tabu search is proprietary, 

but it has been researched and developed extensively in-house at Esri 

to quickly yield good results.”  

 

In a previous study, research was conducted using the Esri ArcView 3.2 and 

ArcGIS 9.1 version of Network Analyst to compare the GIS-based tabu search heuristic 

solutions against the optimal solutions (if successfully calculated) from two exact 

solution procedures (Curtin et al. 2014). Twenty-five problem instances ranging from 

four to 1,500 cities for a symmetric TSP scenario were tested, with an objective function 

value measured by the total distance traveled for each tour. One exact solution 

implementation utilized a complete enumeration method and was only able to generate 

optimal solutions for problem sets of 10 or fewer cities before computing resources were 

exhausted. The second exact solution procedure used a linear programming CPLEX 

implementation and was able to calculate optimal solutions for 14 of the 25 problem 

instances on problem sets containing up to 25 cities. These results formed the basis of 

direct comparison to examine the level of performance of the tabu search heuristic in 

terms of the quality of the solution, as reflected by the percentage above the optimal 

solution. It should be noted that a nearest neighbor implementation and an unknown 
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heuristic solution procedure from the GIS-based Intergraph Transportation Manager was 

also included in the evaluation. Of the 14 instances where the optimal solution was able 

to be calculated, the NN heuristic was only able to calculate the optimal route on two 

instances for problems with four or six cities; otherwise, on average the results were 

26.4% sub-optimal (Curtin et al. 2014). The tabu search implementation from both 

versions of the Network Analyst application was able to find the optimal solution for 9 of 

the 14 instances for problems having 4, 6, 8, 10, or 25 stops; those instances that were not 

solved optimally were, on average 14.6 % above sub-optimal. The Intergraph 

Transportation Manager application was also able to produce optimal results for the same 

problem instances as was achieved by Network Analyst, with only a slight improvement 

in performance with an average sub-optimality of 14.4% (Curtin et al. 2014). With the 

exception of one problem instance containing 25 cities, the GIS-based heuristic solutions 

on average performed poorly on instances of over 10 cities. These performance results 

are somewhat discouraging for such GIS procedural implementations and perhaps also 

surprising as one would expect popular commercial software applications to deliver 

better quality solutions.     

Genetic algorithms (GA) are another type of metaheuristic which employs a 

survival-of-the-fittest-type learning strategy during the search, and are designed to guide 

the tour toward a better solution. A GA generates an initial candidate pool of solutions, 

and a local optimization algorithm is applied to each, resulting in new locally optimal 

tours (Johnson and McGeoch 1997). Of the new candidate pool of tours, two ‘parent’ 

solutions are chosen to breed a new generation of tours; this process is iterated until a 
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terminating requirement is met (Bo Huang 2006; Johnson and McGeoch 1997). One GA 

implementation by Muhlenbein et al (1988) on a TSP scenario of 532 cities produced a 

tour with an average result of only 0.19% more than the TSPLIB exact solution, as cited 

in Johnson and McGeoch (1997). In another study, the Muhlenbein implementation of the 

GA was modified slightly, and though no exact statistics were reported, the procedure 

was stated to have produced optimal tours for almost half of the test runs on a 431 city 

instance with a computing time of about 35 minutes (Johnson and McGeoch 1997; Braun 

1991). The open-source GRASS GIS application implemented in this research utilizes a 

type of genetic algorithm combined with a bootstrap statistical sampling technique to 

solve TSP scenarios.   
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METHODS 

In order to determine the extent to which heuristic procedures in a GIS context for 

a symmetric TSP scenario produce sub-optimal results, the following methodologies 

were employed. The least cost path of a tour along a real-world road network which visits 

all cities in the problem instance only once, and returns to the original point of departure 

was calculated and measured in terms of distance in meters. The TSP routes are 

considered to be symmetric such that the distance traveled from point A to point B is 

equal to the distance traveled from point B to point A. For each software implementation 

10 network datasets were tested, each with a set of 10 problem instances ranging from 10 

– 100 cities. Portions of real-world street centerline files were chosen that represent 

various network types from multiple geographic areas, of varying size and complexity. 

These street datasets represent the edges of the underlying networks on which the 

analysis was performed.  

To help mitigate any data dependent results, the vertices or nodes to be visited in 

the TSP scenario were created using a random number generator to produce integers to 

represent coordinate pairs within the full extent of the road network. For each network, 

ten node datasets sets ranging incrementally from 10 to 100 were created. The output 

from the random number generator was saved as a point shapefile representing the city 

stops; two examples are demonstrated in Figure 1. For instances in which the randomly 
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generated coordinate pair could not be located on the network, another pair of integers 

was randomly generated to replace the un-located vertices. 
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9

 

 

Figure 1. Example problem instances for Paris and Vancouver street networks 
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Before executing the heuristic solvers a data integrity check was performed to 

make sure all the stops were located along the network and to mitigate the chance of 

extraneous variables causing an obstacle during the actual network analysis procedures.  

Some instances for having un-located stops can include disconnected road networks 

where portions of a road or line segments are disjointed from the network, or perhaps the 

stops fall outside of the snap tolerance that dictates whether they are geometrically 

coincident to the network. An Origin-Destination Cost Matrix (ODCM) was generated 

for all problem instances for each network dataset using ArcGIS Network Analyst, the 

details of which will be addressed in greater detail in the following section. The ODCM 

calculates a least cost path from each city (origin) to every other city (destination) across 

the network; these cities represent the stops along the tour which are visited during the 

TSP scenario. Additionally, the output data layer of the ODCM serves as the input to 

create the TSPLIB files which were ingested by the Concorde TSP solver in order to 

perform the TSP solution procedures. A TSP route for each street network and problem 

instance was calculated with the ArcGIS Network Analyst 10.0 and GRASS GIS 7.0 

heuristic-based GIS applications, and with the Concorde TSP exact solution procedure 

via the NEOS server. Figure 2 illustrates the overall methodology employed in this study 

which will be described in greater detail in the sections to follow. 
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Figure 2. Overall methodology for calculating TSP routes
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ArcGIS Network Analyst Implementation 
Esri ArcGIS ArcInfo version 10.0 was used to carry out the heuristic TSP solution 

procedure. Specifically, the separately available Network Analyst extension for ArcGIS 

was utilized to execute the network analysis tasks. Network analysis relies on the 

theoretical foundation of topology between nodes (vertices) and edges (line segments) 

(Curtin 2007); topological properties such as adjacency, connectivity, incidence, etc., are 

important considerations during data preparation for network analysis. The ArcGIS 

Network Analyst extension was chosen as one software platform to utilize in this 

research as it is one of the industry’s leading commercial GIS software applications, 

popularly and commonly used by GIS analysts and those in academia worldwide. The 

Network Analyst extension is well equipped to create and support network datasets that 

adhere to the aforementioned topological properties, and to accommodate the type of 

analysis that relies on topological invariance and the inherent properties of a network data 

structure.  

The Network Analyst extension provides network analysis tools that perform 

optimization tasks such as shortest route, closest facility, origin-destination cost matrix, 

service area, location-allocation, and vehicle routing analysis. The solvers used for a 

normal instance of a shortest route problem and an ODCM utilize Dijkstra’s algorithm – 

an exact solution procedure for which given a graph with costs associated to edges, the 

algorithm searches for the least cost path from one node to every other node in the graph 

(Dijkstra 1959). The option to allow the route solver to reorder stops while preserving the 

first and last stop to find the best route, accommodates a TSP scenario. The TSP solver 
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generally works by first creating an ODCM to calculate the least cost path between each 

stop against every other stop on the network, then utilizes a tabu local search algorithm to 

calculate a route sequence that tries to best visit all stops. The exact implementation of 

the TS heuristic and the various parameters that guide the local search is proprietary to 

Esri and undisclosed to the user. It essentially works by finding a solution, then tries to 

improve the tour by iteratively deleting and inserting edges from its best neighbors while 

avoiding areas already searched and determined to be in violation or ‘tabu’, until a 

stopping criterion is met to render the final tour (Gendreau, Laporte, and Séguin 1996).  

To perform the actual network analysis in ArcGIS, the first procedure involved 

building a network dataset (ND) layer. The street and centerline shapefiles used in this 

study did not automatically possess the required connectivity properties and had to be 

transformed into a network dataset. The topological properties and attribute schema of 

the ND layer provide the underlying data structure on which to perform the analyses that 

rely on connectivity and take into account a particular cost or impedance value. 

ArcCatalog (a module in ArcGIS) was used to define the parameters and build the ND; 

for this study no hierarchies and no usage restrictions were enforced such as one-ways, 

turns, or height when constructing the ND layer. Using the ArcMap application of 

ArcGIS, the randomly generated cities were loaded into the ND layer and an ODCM was 

generated as previously described. After examining the ODCM to ensure all points were 

located and the shortest paths between each were successfully calculated, the shortest 

route was executed. The options for capturing the cumulative cost (in meters) of the 
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route, rendering the graphical representation of the route, and allowing the solver to 

reorder the stops in an attempt to find the best TSP route were all enabled.  

This procedure was repeated for 10 problem instances ranging from 10 – 100 

cities for all 10 street networks. Therefore, 100 problem instances were addressed in total. 

For each problem instance, the attribute table from the ODCM layer was exported and 

saved in a text file format in order to serve as the input layer for the Concorde TSP 

solver. 

GRASS GIS Implementation 
The open source GRASS GIS application has over 350 modules for data 

management and analysis, image processing, spatial modeling, and map production and 

visualization. As an open-source software platform the ability to access the internal code 

and algorithms is made available if users have the expertise. The GRASS GIS vector 

network analysis module contains algorithms for such functions as finding the shortest 

path, allocation of sources, computing maximum flow, and calculating the traveling 

salesman tour.  

To perform the TSP function in GRASS the street centerline and cities shapefiles 

were imported as vector layers. In order to create the topological properties required for 

the analysis, a v.net operation was first performed to connect the cities to the road 

network. A v.net.salesman operation followed which calculated the TSP tour, using the 

distance in meters as the cost attribute. The TSP tours were exported as shapefiles and 

ingested into ArcMap to examine the accumulated distance of the routes and visually 

compare the results against the solutions generated by Network Analyst. 
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Concorde TSP Implementation 
The Concorde TSP solver enables exact solution procedures to be implemented 

via the NEOS web-based server instance; this study utilized the option to execute the 

CPLEX solver. The input is a Traveling Salesman Problem Library (TSPLIB) Concorde 

Graph Document (.tsp) file that can be created using a text editor such as notepad; an 

example input file for the Vancouver – 10 city problem instance is shown in Figure 3. 

This text file contains keywords that specify the parameters of the problem instance; the 

required keywords for this study included: 

 ‘TYPE’ = TSP – to identify a symmetric traveling salesman problem 

 ‘DIMENSION’ = an integer to specify the number of cities 

 ‘EDGE_WEIGHT_TYPE’ = Explicit – to specify that the distances will 

be listed explicitly in a corresponding section 

 ‘EDGE_WEIGHT_FORMAT’ = Full_Matrix – to describe the format of 

the edge weights 

 

 

Figure 3. Vancouver - 10 city example Concorde .tsp input file 
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For each problem instance the data from the exported ODCM was extracted and 

used as the full matrix of edge weights which were used by the TSP solver to determine 

the best sequence of stops to calculate the optimal route. The output from the Concorde 

TSP solver included the sequence of stops, the length of the tour, and the time required 

by the solver to execute the solution as illustrated by Figure 4. The resultant length of the 

optimal TSP routes served as the basis of comparison of the two heuristic GIS-based TSP 

solution procedures.  

 

 

Figure 4. Example output from the Concorde TSP solver for Vancouver - 10 city problem instance 
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DATA 

The spatial structure of a road network can vary from one geographic region to 

another or even between neighboring areas, perhaps evolving organically or resulting 

from a planned urban process. These spatial configurations generally possess identifiable 

patterns that characterize the different types of road networks. Some examples include 

grid, curvilinear, cul-de-sac (Rodrigue, Slack, and Comtois 2013), radial, and irregular 

(Zadeh and Rajabi 2013) as illustrated in Figure 5. One very traditional and conventional 

spatial form found in many older cities is the grid street pattern. These street networks 

were observed at least as far back as the 1st century in Roman cities. Some American 

cities also adopted these network forms to accommodate streetcars in the late 18th and 

early 19th centuries; San Francisco being an iconic example (Rodrigue, Slack, and 

Comtois 2013). Possibly one of the most pure examples of a grid street network is 

Manhattan, NY - adopted in 1811 as set forth by the Commissioners Plan and illustrated 

in Figure 6. The term Manhattan distance alludes to this grid network, for which the 

distance between two points is the sum of the differences of the point’s x and y 

coordinates, as measured along the axes at right angles (Sherwood et al. 2002). This 

rectilinear network type is formed by sets of parallel roads that are perpendicular to other 

sets of parallel roads to form a grid like pattern, sometimes also including diagonal roads 

and traffic circles as observed in Washington D.C. for example.
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Figure 5. Examples of street network patterns 
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Figure 6. Manhattan grid network as illustrated by the Commissioners Map of 1807
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In terms of a network, when compared to curvilinear type roads, gridded patterns 

are typically characterized by a higher degree of connectivity (Rodrigue, Slack, and 

Comtois 2013).  The ratio of nodes (intersections) to edges (road segments) is larger and 

there is a greater chance to get from one node to every other node in that network via a 

direct path.  Moreover, the overall length of a gridded network is usually longer as 

compared to a curvilinear type network covering the same square area (Rodrigue, Slack, 

and Comtois 2013). In response to the age of motorization and to accommodate travel via 

privately owned vehicles, the curvilinear loop and the cul-de-sac road patterns emerged 

(Rodrigue, Slack, and Comtois 2013); as the names imply, these network types exhibit 

curved and winding roads as well as looped and dead-end roads also reflected in Figure 6. 

These two types of patterns are frequently seen in suburban neighborhoods and often 

result in a reduction of network connectivity between street segments (Rodrigue, Slack, 

and Comtois 2013).         

It is possible that the inherent structural characteristics of these types of street 

networks may cause type-specific idiosyncrasies that can influence the routing solutions 

generated by heuristics, rendering some heuristic procedures more or less capable of 

producing near optimal or even optimal solutions. For example a highly-connected grid-

type street network may lend itself to a better heuristic solution in a shortest path scenario 

than that of a curvilinear or cul-de-sac network which exhibits discontinuous and perhaps 

disconnected properties. In another example, the traveling salesman on a network formed 

in a circle would likely be solved optimally with a nearest neighbor heuristic whereas the 

same might not hold true for a less-regular network of the same size. Therefore, a 
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comprehensive test of traveling salesman solutions demands that a range of network sizes 

and structures be examined. Table 1 lists the characteristics of the street datasets utilized 

as the network analysis layers in this research; the cumulative length, number of nodes 

and edges, and type of network is listed. Figures 7-9 show the different networks utilized 

in this study, representing multiple types of street patterns, sizes, and complexity, from 

various geographic regions. 

 

Table 1. Street network by size and type 
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Figure 7. Vancouver, Canada; Washington D.C. street network datasets 
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Figure 8. Beijing, China; Munich, Germany; Paris, France; and Bernalillo, NM street network datasets
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Figure 9. Baghdad, Iraq; Suffolk, MA; San Diego, CA; and Horry County, SC street network datasets
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RESULTS 

In order to determine the performance levels of the GIS based approximate 

solution techniques, the cumulative cost measured by distance in meters for all TSP 

routes generated were examined and compiled.  The results from the GIS based heuristic 

procedures as implemented via the ArcGIS Network Analyst tabu search method and the 

GRASS GIS genetic algorithm were compared against the Concorde TSP optimal 

solutions. The distance for each tour was recorded and each heuristic problem instance 

was given a value that reflected the percentage above the known optimal solution; that is 

to say, the extent to which the solutions were sub-optimal. The primary results of the 

comparative analysis between exact and approximate solution procedures across 10 

network datasets for problem instances ranging from 10 – 100 cities are presented in 

Table 2. To summarize the results, the Concorde TSP solution was able to produce 

optimal tours for each combination of problem instance and road network. The tabu 

search heuristic implemented via the ArcGIS Network Analyst extension generated 

optimal solutions for 8 out of the 100 possible combinations; the largest problem instance 

for which an optimal solution was found was for the San Diego street network containing 

30 cities. Overall, the TS heuristic procedure produced solutions that averaged 2.85% 

above the optimal solution. The genetic algorithm on the other hand did not generate any 
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optimal solutions and averaged 31.88% above optimum across all network/problem 

instance combinations.   
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 Table 2. Total distance in meters for TSP routes for 100 problem instance combinations across 10 network datasets as implemented via the Concorde TSP 

exact solution procedure, ArcGIS Network Analyst 10.0 tabu search heuristic, and the GRASS GIS genetic algorithm 
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Exact Solution Procedure – Concorde TSP 
The Concorde TSP exact solution implementation generated optimal results for all 

100 problem instances across each of the ten network datasets. The cumulative distance 

for each route was recorded and used as the basis for comparison to determine by what 

percent, if any, the heuristic solutions were above the optimal result. In order to evaluate 

the level of performance, the percent increase in the length of the routes generated from 

the heuristic-based GIS procedures was calculated.   

Equation 1. Level of sub-optimality 

 r1= the length in meters of a TSP route derived from heuristic solution procedure 

 r2= the length in meters of a TSP route derived from exact solution procedure 

  

𝑃 = (𝑟1 − 𝑟2) ∗ 100/𝑟2 

The Concorde TSP server implementation does not have a mechanism to generate 

and view a graphical representation of the calculated shortest path route and therefore 

cannot easily be visualized and compared to the graphical output produced by both 

heuristic-based GIS applications. However, during the calculation of the optimal route 

via the Concorde TSP solver, the sequence for which the stops were visited along the 

route is generated. To visually compare one of the datasets, this output was used to 

manually order and load the stops in ArcGIS with the Network Analyst extension; 

ultimately allowing for the shortest path to be calculated based on the optimal sequence 

as identified by Concorde. To calculate the shortest path with Network Analyst, the user 

is able to check a box to either allow or disallow the solver to re-order the stops when 

calculating the shortest route. During the calculation, the extension first calculates an 

ODCM for all the stops loaded into the (TSP) route solver using Dijkstra’s algorithm – 

which is an exact solution procedure. The solver then employs a tabu search heuristic to 
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determine the route, and if allowed, reorder the stops in an attempt to determine the 

shortest path. It is logical to conclude that since the optimal sequence of stops as 

calculated by Concorde, was used to dictate the order for which the stops should be 

visited by the Network Analyst solver in ArcGIS, and since the optimal shortest paths 

from each point to every other point is identified via the ODCM, running the Network 

Analyst route solver should produce an optimal TSP route. This procedure was used on 

the Vancouver – 80 city problem instance to test the theory and produce a graphical 

representation of the optimal shortest route. The length of the resultant route was the 

same distance in meters as that which was calculated via the original Concorde 

implementation with the exception of 1 meter which was attributed to a system 

application rounding error in ArcGIS. Figures 10-12 illustrate a comparison of the three 

different routes as generated by Concorde, Network Analyst, and GRASS GIS 

implementations respectively.  

Though the computational expense as measured by the time required for an 

algorithm to calculate a solution was not formally evaluated in this study, it was noted 

that the longest running time was 34 seconds while the overall average computing time 

was 6.91 seconds for the Concorde TSP solver across all 100 test iterations.    
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Figure 10. Concorde TSP optimal solution for Vancouver 80-city problem instance 

 



 

41 

 

 

Figure 11. Network Analyst tabu search heuristic solution for Vancouver 80-city problem instance 
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Figure 12. GRASS GIS genetic algorithm solution for Vancouver 80-city problem instance 

 

Approximate Solution Procedure – ArcGIS Network Analyst 
The tabu-search heuristic utilized by the Network Analyst extension in the Esri 

ArcGIS software application was able to generate TSP solutions for each problem 

instance across all network datasets. As illustrated in Figure 13, the overall performance 

averaged across all problem instances was 2.85% above optimal with the highest level of 

sub-optimality averaging 4.89% for problem instances having 100 cities. Overall this 

solution procedure performed consistently across all permutations of problem instances 
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and networks with a standard deviation of 2.46%. Additionally, this solver was able to 

generate optimal solutions for 8 out of the 100 iterations, and achieved a result of less 

than or equal to 1% above optimal for 28 iterations (excluding the optimal solutions). The 

best and worst case performance values were 0 and 10.42% above optimal, respectively. 

Figure 14 shows the average percentage above optimal for each combination of number 

of cities and network dataset as well as the overall average percentage above optimum.   

 

 

Figure 13. Network Analyst level of sub-optimality as measured by percentage above optimum across all 

networks averaged by number of cities visited 
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Figure 14. Level of sub-optimality as measured by percentage above optimal for all problem instances across 

each network dataset via the Network Analyst tabu search heuristic implementation 
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Approximate Solution Procedure – GRASS GIS 
The genetic algorithm method utilized by the GRASS GIS open-source software 

application was also able to generate TSP solutions for each problem instance across all 

network datasets. However, the overall level of performance was significantly worse than 

the results computed by ArcGIS Network Analyst. Moreover, the results displayed a 

greater variance across all problem instances and network datasets with a standard 

deviation of 30.0%. The average sub-optimal result for all 100 iterations across all 

networks was 31.88% above optimal. Surprisingly, the smallest problem instances having 

only 10 cities displayed the greatest average level of sub-optimality totaling 36.58%. 

Figure 15 shows the overall average level of performance, as well as the percentage 

above the optimum across all networks averaged by the number of cities visited. The 

GRASS heuristic solver did not generate any optimal solutions, but did achieve a result 

of less than or equal to 1% above optimal for 6 out of 100 iterations. The minimum 

percentage above the optimum was 0.04%, while the maximum percentage above optimal 

was 121.85% for the Suffolk dataset containing only 10 cities. Figure 16 illustrates the 

level of sub-optimality for each combination of problem instance.           
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Figure 15. GRASS GIS level of sub-optimality as measured by percentage above optimum across all networks 

averaged by number of cities visited
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Figure 16. Level of sub-optimality as measured by percentage above optimal for all problem instances across 

each network dataset via the GRASS GIS genetic algorithm implementation 
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On average, across all tested problem instances, the tabu search heuristic 

implemented via Network Analyst clearly outperformed the GRASS GIS genetic 

algorithm solution procedure. Figure 17 compares the level of performance, as measured 

by the percentage above the optimal solution, averaged for each problem instance ranging 

in size from 10 to 100 cities. While the average performance of the Network Analyst TS 

heuristic was only slightly degraded as the problem size increased, the GA of the GRASS 

GIS application displayed no obvious trend in performance behavior in terms of the 

problem size. 
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Figure 17. Level of sub-optimality as measured by percentage above optimum across all networks averaged by 

number of cities visited via Network Analyst and GRASS GIS 

  

 

 

Several comparative results displayed a significant degree of disparity between 

the GIS-based heuristic solutions. For example, the TSP routes generated from the 

Network Analyst TS procedure for the Suffolk, MA street dataset produced solutions 

totaling less than or equal to 1% above optimal for seven out of 10 problem instances 

with the highest degree of sub-optimality totaling only 4.71% and an overall average of 

1.37%. Meanwhile, no optimal or even near optimal solutions were achieved with the 
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GRASS GA procedure; solutions ranged from 58 to 121% above the optimal solution 

with an overall average of 74.92%.  Figures 18-23 demonstrate the three network datasets 

with the greatest level of disparity in the average percentage above optimum per problem 

instance between the GA and TS heuristics as implemented via the GRASS GIS and 

Network Analyst applications. For each example network dataset, a graph charting the 

performance and a graphical representation of the resultant TSP routes are illustrated. 

 

 

 

Figure 18. Average percentage above optimum per problem instance for Suffolk, MA dataset. Overall average 

% above optimal: Network Analyst TS – 1.37% / GRASS GIS GA – 74.92% 
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Figure 19. Graphical representation of TSP routes for Suffolk County - 10 city problem instance
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Figure 20. Average percentage above optimal per problem instance for Horry, SC dataset. Overall average % 

above optimal: Network Analyst TS – 3.42% / GRASS GIS GA – 76.89%
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Figure 21. Graphical representation of TSP routes for Horry County - 10 city problem instance
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Figure 22. Average percentage above optimal per problem instance for Bernalillo, NM dataset. Overall average 

% above optimal: Network Analyst TS – 4.21% / GRASS GIS GA – 71.19%

0.00

10.00

20.00

30.00

40.00

50.00

60.00

70.00

80.00

90.00

10 20 30 40 50 60 70 80 90 100

%
 A

B
O

V
E 

O
P

TI
M

A
L

PROBLEM INSTANCE (# OF CITIES)

BERNALILLO, NM - AVERAGE % ABOVE OPTIMAL 
PER PROBLEM INSTANCE

Concorde
Exact Solution

Network Analyst
TS Heuristic

Grass GIS
GA Heuristic



 

55 

 

 

Figure 23. Graphical representation of TSP routes for Bernalillo - 60 city problem instance
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CONCLUSION 

The aim of this research was to compare the performance of approximate solution 

procedures for the symmetric TSP via GIS-based implementations against known optimal 

solutions in order to determine the extent to which heuristic solutions were sub-optimal. 

This study performed a comparative analysis of the TSP employing 100 different 

problem instances, solved with three unique solution procedures – Concorde TSP optimal 

LP, ArcGIS Network Analyst tabu search heuristic, and GRASS GIS genetic algorithm. 

These problem instances utilized 10 different urban area street networks that span the 

globe, representing various sizes and complexities of networks, as well as different types 

of network patterns such as rectilinear, curvilinear, cul-de-sac, radial, and irregular. The 

GIS software applications utilized in this study are either both readily available and easy 

to use as open-source software or arguably one of the leading GIS software applications 

worldwide. All three procedures were able to generate solutions for each combination of 

problem instance and network dataset, for which a comprehensive, empirical examination 

of the performance was able to be executed. This removed the limitation of having 

incomplete results against which to compare, as was the case in other studies where 

optimal solution(s) were not achieved for all test cases or not known. In those instances 

the analysis was performed on incomplete results or reliant on comparisons to other 

heuristic solutions to attempt to evaluate and quantify the level of performance.  
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The primary conclusion of this research is that the tabu search heuristic, as 

implemented via the ArcGIS Network Analyst extension, clearly produces better results 

than the genetic algorithm approach from the open-source GRASS GIS application, as 

measured by the length of tours generated from the TSP solvers. The TS heuristic 

produced better quality tours for 94 out of the 100 problem instances tested, with a 

substantially better overall level of performance value of 2.85% above optimal as 

compared to 31.88% above optimal for the GA. These findings differ substantially from 

the results obtained in similar research conducted by Curtin, et al, which concluded the 

average TS solution when sub-optimal was 14.6% above the optimal solution (Curtin et 

al. 2014). The disparity in results may be attributed to an improvement of the TS heuristic 

solution procedures implemented by the Network Analyst 10.0 extension as compared to 

earlier versions 3.2 and 9.1. Or perhaps the single road network tested in the study 

(Curtin et al. 2014) may have exhibited some data dependent idiosyncrasy which may 

have skewed or influenced the results.  

Additionally, the TS solution procedure generally functioned more consistently 

and with less variability across most combinations of test instances, exhibiting a likely 

positive correlation between problem size and performance; as the problem instance 

increased the percentage above optimal also increased. Conversely, there was no obvious 

trend demonstrated in the performance from the GA based on number of cities. As an 

example, in two problem instances the GA exhibited the poorest performance on datasets 

with the fewest number of nodes (10 cities) when it would be expected that the heuristic 

would be better able to produce solutions nearer to the optimum on smaller problem 
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instances. For problem instances that exhibited the greatest level of disparity between the 

heuristic based GIS solutions, closer scrutiny of the routes generated via the GRASS GIS 

application possibly reveal a potential issue with the shortest path calculation via the 

GRASS genetic algorithm solver. For these problem instances when the derived routes 

from both heuristic solvers followed the same sequence nodes, those portions of the 

GRASS GIS routes appeared to take a more circuitous path, versus a more direct path as 

generated from the Network Analyst solver.  

While open source computing is revolutionizing the world of analysis in many 

ways, this research shows that there can be costs associated with employing open source 

solutions as compared to rigorously tested private party solutions. It goes without saying 

that in order to stay competitive in a commercial market the product must deliver and/or 

differentiate itself in a manner that a competitor cannot. In this case, although the open-

source application is freely available and relatively easy to employ, the quality of the 

product, as a reflection of the tours generated in this study, was poor, if not unacceptable 

for the majority of test scenarios. Out of 100 test procedures, 62 solutions were greater 

than 10% above optimal with most well above optimal; there were only 17 instances out 

of 100 for which the solution was less than or equal to five percent above the optimal 

solution. As a user or analyst, these results should serve as caution to evaluate and 

question the integrity of the results. This can partly be achieved by understanding the 

data, and the procedures and parameters used to manipulate or process the data, and 

perhaps by anticipating or hypothesizing about the expected results so that subsequent 
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decisions derived from the data analysis can be made with a certain level of expectation 

and confidence.  

 Both GIS based implementations of the TSP solvers were relatively easy and 

straightforward to employ, however there are limitations in terms of the flexibility and 

adaptability of the methods. Though both solution procedures were able to generate a 

TSP route for all instances, and though the TS heuristic demonstrated a much better 

performance than the GA, both applications could seemingly be improved and made 

more robust. The software applications could provide more options allowing the user to 

define or tune the guiding parameters of the heuristics. For example, in lieu of offering 

only one approach such as the TS, software providers could incorporate additional 

solution strategies such as a GA, ant colony, neural network, etc., that would allow users 

a choice in solution procedures rather than requiring that they rely on one heuristic 

approach to meet the needs of multiple research questions, perhaps with vastly different 

datasets. With such an approach, users would have the opportunity to employ a better, 

more tailored search strategy, likely resulting in a better quality solution.   

To continue the discussion, take for instance the TS and GA metaheuristics 

employed in this research. Both procedures begin with an initial tour – possibly generated 

from a construction heuristic as previously discussed. Allowing the user to specify the 

combination of heuristic approaches may improve the overall tour. For example a 

network with nodes that are generally concentrated and uniformly dispersed in one area 

might be best served by an initial tour constructed via a nearest neighbor method 

followed by an improvement heuristic such as a 2 or 3-opt exchange. In another example, 
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a dataset with multiple groupings of nodes dispersed throughout a network could benefit 

from an initial solution which produces tours for each cluster followed perhaps by a 

variable neighborhood search method that visits the distant neighborhoods and joins the 

sub-tours of each grouping to deliver an overall tour. Well-developed methods for 

determining the level of clustering in a point pattern could be used to inform the choice of 

heuristic solution procedure. If it is not practical or is cost-prohibitive to include 

additional heuristic solution procedures within a software application, perhaps at a 

minimum the user could be afforded the option to fine-tune a heuristic to better 

accommodate the data and problem scenario. For example, in the case of the TS heuristic, 

certain parameters such as the tabu tenure could be an optional user-defined setting to 

specify the number of iterations a node is deemed to be tabu before allowing it to be 

revisited during the search procedure. Other user-defined settings could be simple options 

to allow the user to dictate the stopping criterion of a heuristic, or specifying the number 

of times to permit an improvement heuristic to start from multiple randomly generated 

occurrences (Junger, Reinelt, and Rinaldi 1994).  

The ability to allow a user to choose in an a` la carte fashion from a menu of  

heuristic procedures coupled with optional user-defined settings for fine-tuning the 

objective functions and parameters of the solution procedures would seemingly provide a 

more flexible and robust methodology, better equipped to accommodate various 

underlying data structures and analysis scenarios. Although it is easy to put forth these 

suggestions for improvement, it should be acknowledged that designing and modifying 

algorithms to perform efficiently is not straightforward and necessitates significant 
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programming and coding effort (Junger, Reinelt, and Rinaldi 1994; Johnson and 

McGeoch 1997). For this reason a well-established software platform adhering to 

rigorous design and testing standards may be a better choice to a user in an applied 

setting.    

In addition to offering a varied menu of heuristic solvers and options, software 

vendors and consumers might also benefit from the integration of exact solution 

procedures. There are well known examples of exact solution algorithms for the TSP, of 

which there are successful implementations for problems ranging as large as 85,900 

cities. Unfortunately most of these implementations are executed outside of a 

commercially available toolset and entail coding or programing expertise to execute or to 

extend an out-of-the-box solution. Given that in this research it was clear that the GIS 

data structures could be integrated with the Concorde TSP solution procedure to generate 

guaranteed optimal solutions, one approach may be to consider integrating this solver 

into GIS based applications via some licensing or business partner agreement. The NEOS 

server instance could potentially be incorporated into a GIS application via a cloud-

enabled web service or perhaps a server instantiation. Another possibility could be to 

offer the Concorde solver as a separately licensed extension that plugs into mapping 

applications similar to the Network Analyst extension in ArcGIS, in order to provide the 

user an easy-to-use graphical user interface (GUI) based implementation to perform exact 

solution procedures.  

In summary, in today’s applied environment, although heuristic based solution 

procedures are sometimes necessary for meeting the combinatorially complex challenges 
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that demand immediate results, this research demonstrates the costs associated with those 

methods. With the growing adoption and application of GIS spilling into other industries 

and disciplines, and with the increased reliance on GIS practitioners to perform analysis 

and produce results, it is important to facilitate and promulgate sound practices 

throughout the GIS community. This should be practiced individually and at an 

institutional level. As a GIS user, the analytical process and the derived results should not 

be taken for granted. If a heuristic solution procedure is employed it should be done so 

with the expectation that the results may not be optimal and may in fact deviate 

substantially from the optimal solution, and this should be caveated with any derivative 

conclusions. As a vendor, the utilization of heuristic methods and the parameters of such 

an implementation should be disclosed to the consumer and care should be taken to 

ensure that the quality and the performance of the solution procedures are not 

misrepresented. 

Limitations and Future Research 
This research was able to successfully perform a comparative analysis of GIS 

based approximate solution procedures for the TSP scenario against the optimal solutions 

obtained via an exact solution procedure. However only two GIS software applications 

were implemented to execute the heuristic procedures for the network analyses, as 

obtaining the software for use in this study was prohibitive and therefore limited the 

scope of this research. Future research should examine the TSP solvers in other 

commercial GIS applications such as Intergraph GeoMedia and Caliper TransCAD as 

well as other open-source applications such as pgRouting which employs a simulated 
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annealing heuristic for TSP scenarios. This would provide an opportunity to evaluate 

different heuristic approaches and examine whether other applications provide a more 

robust platform that enables a more customized solution via user-defined options and 

settings to guide the solution procedure’s search strategy, which ultimately may lead to 

better solutions.  

Perhaps more importantly, the scope of the study should be expanded to test a 

larger range of problem instances to include problem sizes ranging up to at least 1,000 

cities to gain a better perspective of the trend in performance among different solution 

procedures as the problem size increases. Additionally, given the proposed larger 

problem instances, the required computing resources would almost certainly be a factor 

in determining the overall level of performance of an algorithm and thus should be part of 

the comparative analysis.  

This research might also benefit from scrutinizing the underlying data structure 

and properties of a road network to examine whether certain inherent characteristics of a 

network dataset affect a solution procedure’s level of performance. One characteristic 

worth examining might be the particular network type; that is trying to identify whether a 

particular street pattern such as a grid versus a curvilinear network has an influence on 

the performance of a particular solution procedure. Another possibility for further 

research could be testing to see if a correlation exists between the connectivity of a road 

network, as calculated by a gamma or alpha index, and the level of performance as 

measured by the percentage above the optimal solution.   
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