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Abstract

INTERPRETABLE MODEL LEARNING AND
ADAPTIVE EM ALGORITHM FOR POISSON MIXTURE MODELS

Shenghao Ye, PhD

George Mason University, 2025

Dissertation Director: Dr. Jiayang Sun

This dissertation consists of two parts: (a) interpretable model learning, and (b) partial

Expectation-Maximization (PEM) algorithm for fitting Poisson mixtures, aimed to address

challenges in modeling complex data, and analyzing large or online data in batches, respec-

tively.

Statistical modeling is a key step for supporting evidence-based decision-making. In

the first part of this dissertation, we developed a comprehensive learning strategy for con-

structing interpretable statistical models for data with multiple covariates x˜ and outcome

y. Linear models are easy to interpret but limited in the flexibility of modeling nonlinear

relations in data, whereas deep neural networks and nonparametric models offer some flex-

ibility at the cost of interpretability. Our strategy is to develop a semiparametric model

learning approach —incorporating linear relation of some covariates (denoted by x1) with

y, nonlinear relation of some other covariates (denoted by x2) with y, and nonparametric

relation of the remaining covariates (denoted by x3) with y. The nonlinear relation here is

meant to depend on a few unknown parameters and its shape to be determined by data,

and hence is also termed as seeking a nonlinear transformation of x2. This model will be



called “S-Interpretable” model, bridging the gap between the fully linear and fully non-

parametric models. The challenges to build our “S-Interpretable” models are: (1) properly

partitioning covariates x into x1, x2, and x3, (2) determining suitable transformations for

x2 when nonlinear effects can be approximated by unknown parametric functions, and (3)

jointly estimating linear, nonlinear, and nonparametric components.

To address these challenges, we developed a data-driven pipeline that (1) determines

x1,x2,x3 based on the data (with an option for human input), (2) suggests transforma-

tion forms for x2, (3) enables simultaneous estimation of all components, (4) validates

transformation sufficiency, and (5) evaluates overall model performance. Our contributions

are not only in developing this interpretable model learning strategy, but also developing

(i) A support for transformation necessity and sufficiency using a semiparametric boot-

strap method based on effective degrees of freedom (EDF), (ii) A simultaneous estimation

procedure allowing transformation terms to follow change-point parametric functions, (iii)

Comprehensive model evaluation strategies, including repeated cross-validation and cross-

conformal prediction sets, and (iv) An application to a real-world study of Tibetan women

reproductive success. These developments are not only of interest for each of the four com-

ponents (i)-(iv) but also contribute to the system science that requires an ensemble for data

science, such as our “S-Interpretable” model learning.

In the second part of this dissertation, we proposed an adaptive partial EM algorithm

for estimating Poisson mixture models to analyze heterogeneous count data. The full EM

algorithms require processing the full dataset in each iteration, posing efficiency and scal-

ability issues when having large data. Sun et al. (2025+) developed a partial EM (PEM)

estimation method for a Gaussian mixture model, which is competitive with other methods

in theory and computational efficiency. In this dissertation, we follow their idea and extend

it to the Poisson mixture case. We derive the partial maximum likelihood estimators (MLE)

for Poisson mixture parameters for data composed of the previous estimates and a new batch

of data. We handle cases with and without an extra component in the new data batch to

those from the previous estimates. Our method demonstrates significant improvements



in computational efficiency and scalability compared to existing benchmarks. Theoretical

guarantees are provided for the convergence of the algorithm and the consistency of the

MLE.



Chapter 1: Introduction

Relevant data is an essential part in any evidence-based decision-making. In marketing,

data-driven strategies are useful to optimize advertising campaigns by targeting specific

audience with personalized recommendations. In sports, professional clubs may collect

and analyze player performance metrics to enhance scouting and recruitment decisions.

In healthcare, patient demographics, medical records, and genetic information are vital in

developing precision medicine tailored to individual needs. While the proliferation of data

offers unprecedented opportunities for better decision making, it also introduces significant

challenges, particularly when data is large, complex, or both.

One major challenge in data-driven applications is handling large-scale datasets, both

in terms of computational demands and in uncovering meaningful insights. Processing big

data requires substantial computational resources and effective data management strategies

to ensure efficiency and scalability. In recommendation systems, millions of users’ data is

continuously collected to improve content suggestions, while dynamic updates are required

as user preferences evolve and new users enter the system. Training large language mod-

els (LLMs) involves massive corpora—ranging from hundreds of gigabytes to terabytes of

text—incurring significant computational costs. Scalable algorithms or analysis tools are es-

sential for obtaining meaningful insights and unmasking the truth. We address this scaling

challenge in the second part of the dissertation. We develop an adaptive learning algorithm

to handle streaming (online) or large data that are modeled by a Poisson mixture model.

On the other hand, data complexity often increases with more data. Complex data

can exhibit high dimensionality, as seen in text data and proteomics datasets mentioned

earlier, along with intricate dependencies and multimodal characteristics. These factors can

render standard statistical modeling insufficient for fully capturing underlying patterns,

prompting the need for more advanced modeling approaches. However, while advanced
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machine learning models like deep neural networks (DNNs) can achieve strong predictive

performance, they often suffer from a lack of interpretability in terms of important factors or

covariates from x. This trade-off between performance and interpretability is a critical issue,

especially in high-stakes fields like healthcare and finance, where discovering important

factors for transparent decision-making is essential. Therefore, the development of novel

analytical methodologies that lead to more interpretable statistical models will help to

address the challenge.

In the first part of this dissertation, we develop a systematic learning pipeline for ana-

lytics toward an “S-Interpretable” model. An “S-Interpretable” model is more interpretable

than existing benchmark models (such as regression with a combination of linear and non-

parametric components) while maintaining competitive prediction performance.

The remainder of the dissertation is organized as follows. In Chapter 2, we introduce

a learning strategy under a new semiparametric regression framework that includes linear,

nonlinear, and non-parametric terms for potential covariates. We propose a new semi-

parametric bootstrap procedure to determine the necessity and sufficiency of the nonlinear

transformation of candidate covariates. When data suggests that the nonlinear term has

a change point structure with unknown parameters, we consider a class of change-point

semi-parametric regression problems, estimate simultaneously the parameters (including

unknown change-point locations) and non-parametric terms using the reproducing kernel

Hilbert Space (RKHS) framework. We evaluate and compare model performance between

different models through multiple ways, including repeated Cross-Validation and cross-

conformal prediction sets. In Chapter 3, we propose an adaptive EM algorithm for the

Poisson mixture model, following the ideas in (Sun et al., 2025+). We also consider the

case when the data from the current stage may have extra components to an existing mix-

ture distribution. Convergence of the algorithm and consistency of the partial maximum

likelihood estimator (MLE) are provided. In Chapter 4, we conclude the dissertation with

additional discussions and insights.

2



1.1 Towards an Interpretable Model

The goal of constructing a more interpretable model is well-justified, especially when the

model is simpler but remains competitive in performance to a complex one. A recent

example is the Kolmogorov-Arnold Networks (KAN) (Liu et al., 2024), which replaces

fixed activation functions with learnable, spline-based activation functions. KAN achieves

a balance between expressivity and interpretability, using fewer parameters than traditional

deep neural networks while remaining highly expressive.

One approach to achieving model interpretability involves first extracting insights from

a complex or advanced model, then building a simpler model that leverages the knowledge

gained. For instance, McTavish et al. (2022) learned from a black box tree-ensemble refer-

ence model to build fast, sparse and interpretable trees that closely match the predictive

performance of the original black-box model.

Our learning strategy incorporates this philosophy but goes a step further. We start

with a general semiparametric framework which includes linear (simple) and non-parametric

(flexible) terms with both data-driven and domain insights. We then learn from a general

additive model with these linear and non-parametric components to validate the linear terms

and extract nonlinear interpretable shapes from some of the non-parametric terms (transfor-

mation necessity). We next conduct nonlinear transformation for selected covariates based

on the estimated non-parametric terms. Additional analytic procedures are developed to

assess the necessity of transforming nonlinear covariates, to verify the adequacy of the cho-

sen transformations, and to choose the final model. This entire analytic process is described

in more detail in Chapter 2.

1.2 Partial EM Algorithm for Poisson Mixtures

Large volumes of data are increasingly collected in streams, presenting new challenges for

their analysis. In many cases, the datasets are too large to load the entire dataset into

memory in one pass for analysis. Some even have to be partitioned into multiple batches

3



and stored across different machines. In other scenarios, data arrive incrementally over time

and may come with extra components (or anomalies), as in streaming data. In such settings,

the procedure that requires access to the complete dataset at once is not applicable.

Finite mixture models are powerful for modeling complex datasets originating from

heterogeneous populations, with applications across various domains including medicine,

biology, economics, and the social sciences. The second part of this dissertation focuses on

the estimation of parameters in heterogeneous large-scale and streaming data that can be

modeled by a finite mixture model (or an updated one) of Poisson distributions. Specifically,

a finite mixture of K distributions fi, for i = 1, . . . , k has the density of

f(x) =
K∑
i=1

πi · gi(x) (1.1)

where gi(x) is the probability distribution function (pdf) for the ith component population,

πi is the mixture proportion for the ith component population. Here, we focus on the case

that gi(x) is the pdf of a Poisson(λi) distribution, with intensity parameter λi.

The EM (Expectation-Maximization) algorithm (Dempster et al., 1977) is the standard

method for maximum likelihood estimation in a finite mixture model, as a finite mixture

model does not have a closed-form solution of its MLE. However, the full EM algorithm

requires a complete pass through the entire dataset at each iteration of the algorithm,

resulting in significant computational and memory costs. To address this limitation, we

propose an adaptive partial EM algorithm for parameter estimation in Poisson mixture

models in Chapter 3, designed to accommodate large-scale and streaming data scenarios.

4



Chapter 2: Interpretable Model Learning

2.1 Introduction

Statistical parametric models, such as multiple linear regression and generalized linear mod-

els (GLMs), have long been favored for their simplicity and transparency. These models are

relatively easy to interpret, as their formulas show the “explicit” associations between co-

variates and outcomes. However, these linear models may not be adequate approximations

to the real relation in more complex scenarios.

Advanced models, such as generalized additive models (GAMs) with nonparametric

additive terms, kernel-based regression, and deep neural networks (DNNs), allow involv-

ing nonlinear relation of covariates x˜ with the outcome y. These models are more flexible

in modeling nonlinear behavior in the data than the linear models, but are not as easily

interpretable as linear models. For example, although DNNs are particularly well-suited

for predictions based on large amounts of data, such as images or texts, it is difficult to

delineate the actual relation via layers of elements in the weight matrices from the DNN

formula (Prince, 2023). This is the reason why sometimes DNNs are called “black-box”

models (Rudin, 2019). To help explain DNNs, additional explanation methods with ap-

proximate measures, such as SHAP (SHapley Additive exPlanations) (Lundberg and Lee,

2017) and LIME (Local Interpretable Model-agnostic Explanations) (Ribeiro et al., 2016)

have been developed. SHAP assigns additive, ‘consistency-guaranteed’ feature attributions

(Shapley values) to each prediction, summing to the prediction’s deviation from a baseline,

whereas LIME explains an individual prediction by fitting a simple surrogate model to per-

turbed samples in the local neighborhood of that instance. In short, LIME and SHAP are

add-on’s to the DNN, where LIME offers local explanations by local approximations that

5



are easier to interpret, and SHAP provides aggregatable global importance measures. Non-

parametric regression techniques (such as, kernel methods, splines), also typically require

auxiliary tools—such as graphics—to plot the nonparametric functions in order to interpret

the relations of the covariates with y.

Semiparametric models that combine parametric (e.g., linear) and nonparametric com-

ponents can outperform purely parametric or purely nonparametric approaches in inter-

pretability and accuracy, see the current GAM (Wood, 2006). Additional nonlinear para-

metric terms can be added to such a semiparametric model if the form of the nonlinear

relation can be ascertained and the associated parameters can be easily estimated, thereby

bridging the gap between fully linear models and fully non-parametric models. However,

there are several challenges in learning a semiparametric regression model in practice. First,

which subsets of the covariates x˜ have a linear relation, which subsets have a nonlinear re-

lation, and which of the rest have a non-parametric relation with y, need to be determined.

Second, what parametric functions are good approximations to the nonlinear terms needs

to be figured out–We refer to this step as the determination of suitable parametric trans-

formations, for the nonlinear terms, hereafter. Third, how to estimate the parameters

in the linear and nonlinear components jointly with the nonparametric functions can be

challenging.

Before addressing these three challenges, we first define interpretable versus explainable

models. In the literature, the terms are sometimes used interchangeably, but many au-

thors distinguish them as follows. Interpretable models have transparent relations between

x˜ with the outcome y that can be understood without auxiliary tools (e.g., linear or logis-

tic regression and small decision trees). Explainable models are the models (e.g., DNN or

some ensembles) whose predictions can be elucidated post hoc through additional expla-

nation methods, such as approximate values or functions for DNN (e.g., SHAP, LIME) or

ensembles, or visualization for splines. We adopt this distinction between interpretable and

explainable models hereafter. We hence classify nonparametric regression (e.g., splines) and

DNN with LIMEs as explainable while keeping linear and nonlinear parametric models, and

6



(small) decision trees under the class of interpretable models because their text or built-in

tree representations provide clear relations of x˜ with y.

Definition 2.1.1. Let x˜ ∈ RP be the covariates and y ∈ R1 be the outcome variable from n

subjects. An “S-Interpretable” model that relates x˜ with y has the following expression:

y = βx1 + g(x2;θ) + f(x3) + ϵ, (2.1)

where {x1,x2,x3} is the partition of covariates x˜; g(·;θ) is a nonlinear parametric function

with unknown parameters θ ∈ Rd1 with the form of g either known or estimable; and f

is a general nonparametric function. The error ϵ is assumed to have zero mean and be

uncorrelated across subjects, with either a constant or heteroscedastic variance Var(ϵ|x˜) =
σ2(x˜), where σ2(x˜) may be smooth or depend on an additional parameter r ∈ Rd2. Here di

are fixed, and satisfy di ≪ (p ∧ n).

Remark 2.1.1. The “S” in S-Interpretable has two meanings: Semi–domain-supervised

and Sensible Interpretable. In our framework, the data determine which covariates are

treated linearly, which require nonlinear transformation, and which are modeled nonpara-

metrically. Domain knowledge plays only a supportive role, such as helping choose an appro-

priate transformation or interpreting the resulting components in a scientifically meaningful

way.

In addition, our learning strategy aims to construct models that are statistically inter-

pretable and scientifically reasonable by allowing a mixture of linear, parametric nonlinear,

and nonparametric components. Depending on what the data support, the resulting model

can be any combination of these three components, including an entirely linear model or a

fully nonparametric model. This is why the “S” also stands for sensible modeling.

Remark 2.1.2. An “S-Interpretable” model (2.1) has the expectation E(y|x˜) = βx1 +

g(x2;θ) + f(x3) with interpretable components βx1 and g(x2;θ), and explainable compo-

nents f(x3). Hence an “S-Interpretable” model is explainable, and is also more interpretable

7



than the benchmark model with E(y|x˜) = βx1+f(x2,x3) in GAM. Here, we abused the no-

tation of f to denote nonparametric functions in (x2,x3) and x3 respectively by f(x2,x3)

and f(x3). The extension of (2.1) to f(x3) being a DNN is a future research topic.

Our proposed learning strategy, “S-Interpretable” model learning below, aims to address

the three challenges to achieve the structure of the model (2.1) by a data-driven strategy

(and allow incorporating domain knowledge if available).

Definition 2.1.2. Given (x˜i, yi)ni=1 drawn independently from (2.1),an “S-Interpretable”

model learning strategy is a data-dependent learning approach that fits the model of y in

relation to covariates x˜ of the form:

y = βx1 + g(x2;θ) + f(x3) + ϵ.

This “S-Interpretable” model learning determines (1) the appropriate subsets x1,x2, and

x3 of the covariates x˜ to form the partition x˜ = (x1,x2,x3); (2) nonlinear parametric

functions g(·;θ) (aka transformation) of nonlinear terms x2 with unknown parameters θ

where the form of g is interpretable and can be either known or to be estimated; (3) f , a

general nonparametric function, and (4) the error variance V ar(ϵ|x˜).
Remark 2.1.3. Filtering x˜ to reduce its dimension before applying any extensive model-

building technique is important (Fan and Lv, 2008). Likewise, when appropriate, the “S-

Interpretable” model learning strategy is assumed to operate on data that have been pre-

filtered using an existing filtering method (e.g., Sure Independence Screening, SIS (Fan and

Lv, 2008)) or other filtering strategy as shown in our Tibetan women fertility study in §2.7.

Remark 2.1.4. The nonlinear function g(·;θ) can be either smooth or non-smooth in

the parameter θ. When g is smooth, the model estimation of (2.1) can be reduced to a

partial spline problem (Wahba, 1990), to which its solution is provided in the Appendix A.

The main challenges arise when g is non-smooth, for instance, when g is a change-point

function where g is not smooth at the change point locations. Change point problems have

8



continuously been studied due to their contemporary, wide applications (Reeves et al., 2007;

Zhang et al., 2010; Xie and Siegmund, 2013; Aminikhanghahi and Cook, 2017; Ye et al.,

2024). This dissertation will focus on when g is a change-point function under (2.1). In

particular, we will consider the formulation of g as a segmented change point regression

that has had vast applications in the tire industry (Ganocy and Sun, 2015), energy sector

(Perez et al., 2017), medicine (Kim et al., 2022), Tibetan fertility study (Ye et al., 2024),

and beyond.

The rest of this chapter is organized as follows. In Section 2.2, we present in depth

our “S-Interpretable” model learning strategy. In Section 2.3, we develop a semiparametric

bootstrap procedure to support this learning strategy. The bootstrap procedure is based on

the effective degrees of freedom (EDF) automatically provided by GAM (Wood, 2006), and

will be used to assess the “necessity” of transformation (a precursor to the determination

of g), and to validate the “sufficiency” of such transformation by g.1By transforming cer-

tain nonparametric components into interpretable nonlinear parametric forms, the resulting

model becomes simpler and more interpretable than a fully nonparametric model or one that

combines only linear and nonparametric components.

In Section 2.4, we study a challenge case of a joint estimation problem when g is a

change-point regression function. We further relax the assumptions on the errors to have

a general heteroscedastic structure. Under this change-point semiparametric model with

heteroscedastic error structure in (2.1), we developed an iterative MM algorithm in §2.4 to

jointly estimate the unknown parameters β and θ (including the change-point locations),

the nonparametric function f in (2.1), as well as the variance components σ2 = (σ21, σ
2
2, σ

2
3);

we show that the algorithm converges and yields joint estimates under regularity conditions.

Such change-point parametric can have natural interpretations and applications (Ye et al.,

1We use the effective degrees of freedom as a simple test statistics because GAM outputs include the EDF
for each smooth term, which quantify their deviation from linearity. An EDF value close to one indicates an
approximately linear relationship, while larger EDF values suggest nonlinear behavior. Thus, EDF offer an
intuitive and readily available statistic for determining whether a transformation is necessary. Future work
may explore alternative statistics for further refinement. As shown in later sections, our learning strategy is
effective with this EDF and other components including our overall model selection procedure in §2.5.
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2024). In Section 2.5, we introduce two strategies for model evaluation and selection. In

Section 2.6 and 2.7, we illustrate the performance and application of the “S-Interpretable”

model learning strategy via simulation and a Tibetan women’s fertility study.

2.2 Learning Strategy

In this Section, given data (x˜i, yi)ni=1 independently drawn from (2.1), we describe how our

“S-Interpretable” model learning strategy achieve the structure (2.1).

1. Partition 𝒙𝒙 into 
𝒙𝒙𝟏𝟏,𝒙𝒙𝟐𝟐𝟐𝟐  by EDA 

2. Fit 𝐺𝐺𝐺𝐺𝑀𝑀1:
𝑦𝑦 ∼ 𝒙𝒙𝟏𝟏 + 𝑠𝑠 𝒙𝒙𝟐𝟐𝟐𝟐  

and  partition 
𝒙𝒙𝟐𝟐𝟐𝟐 into 𝒙𝒙𝟐𝟐,𝒙𝒙𝟑𝟑

4.Determine 
𝒙𝒙𝟐𝟐′ = 𝑔𝑔(𝒙𝒙𝟐𝟐;𝜽𝜽) 
and estimate 

𝜷𝜷,𝜽𝜽, 𝒇𝒇

7. Evaluate 
model

6. Candidate 
models

No

Yes

Yes

No

3. Determine 
whether 

transformation is 
necessary for 𝒙𝒙𝟐𝟐

5. Determine 
whether 

transformation 
𝒙𝒙𝟐𝟐′  is sufficient

Merge 𝒙𝒙𝟐𝟐 into 
𝒙𝒙𝟏𝟏 group

Figure 2.1: “S-Interpretable” learning strategy
The learning strategy consists of seven main steps (Steps 1–7). An additional box “Merge x2 into x1

′

group” is included in the flowchart to explain how we get a candidate model when there is no need for
transformation on x2. This box is not considered a separate step in the procedure. In Step 3, we introduce
a new semiparametric bootstrap test, based on the effective degrees of freedom (EDF), to determine the
necessity of transformation. In principle, this bootstrap test applies to other test statistics beyond the

EDF. In Step 4, we provide a new approach for joint estimation of β, θ, and f when g is not smooth in θ.

In Step 5, we can reuse the semiparametric bootstrap test on edf(s(x2
′)) to check the adequacy of the

transformation. Step 6 represents the collection of candidate models before the final model evaluation and
selection stage. In Step 7, we provide two different overall metrics for model evaluation to select the final

model.
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2.2.1 Overall Idea

As depicted in Figure 2.1, the idea of the “S-Interpretable” model learning strategy is

presented below, while its algorithm is provided in Algorithm 1 and further details are

discussed in §2.2.2.

The first step is exploratory data analysis (EDA), which also serves as the starting point

for general statistical analysis. In this step, we apply both graphical EDA and numerical

procedures (details below) to partition the covariates x˜ into two disjoint subsets x1 and

x23. The subset x1 contains covariates with strong evidence of a linear relationship with

the outcome variable y, while x23 contains those that may exhibit a nonlinear relationship

or lack sufficient information to determine their forms.

In the second step, we fit an additive modelGAM1: y ∼ x1+s(x23)
2 that incorporates

both linear terms in x1 and nonparametric terms in x23. We then further partition x23

into two subsets: x2, which includes covariates whose relationships with the outcome y can

be approximated by simple and interpretable parametric functions (with domain knowledge

if available); and x3, which includes the remaining covariates.

In Step 3, we use effective degrees of freedom (EDF) from GAM1 output in Step 2 to

determine, through a semiparametric bootstrap procedure (§2.3), whether a transformation

for a candidate non-linear term x2 is necessary. If a transformation is not required, we merge

x2 into the x1 group and proceed to Step 6 with a candidate model y ∼ x1 +x2 + s(x3).

If a transformation is required, we move to Step 4 and decide the form of g based on

domain knowledge and the partial residual plot from GAM1, a process referred to as a

data-dependent domain supervised procedure. We then estimate β,θ and f .

Next, in Step 5, we check the goodness of the transformation (i.e., whether it is suf-

ficient) via the bootstrap test. If the transformation is sufficient, we go to Step 6 and

put in a candidate model y ∼ x1 + g(x2;θ) + s(x3). If the transformation is not ‘good’

2The syntax “y ∼ x1 + s(x23)” indicates a GAM model y = βx1 + f(x23) + ϵ where βx1 are linear

components and f(x23) are smooth functions. The syntax ∼ (tilde) is a standard R syntax, which defines a

model formula for lm(), glm(), gam(), etc., and s() function denotes a smooth function, i.e., a nonparametric
smoother of x. The remainder of this dissertation will occasionally use this standard R syntax “y ∼ x1 +
s(x23)” or similar formulations to simplify model representations.
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enough, or not sufficient, we return to the previous step (Step 4) and consider alternative

transformations, or additional transformations on x2
′(= g(x2,θ)).

In Step 6, we have multiple candidate models arising from different transformations

or alternative partitions of x˜, possibly including additional benchmark models. Finally, in

Step 7, we evaluate the predictive performance of all candidate models using two proce-

dures: (1) repeated cross-validation and (2) conformal prediction intervals, and select the

best-performing models as the final choice.

In summary, the proposed “S-Interpretable” model learning strategy consists of seven

main steps, as outlined in Algorithm 1.
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Algorithm 1 “S-Interpretable” Learning Strategy

0: Original Data (x˜, y)
1: Step 1 Conduct EDA and partition x˜ = (x1,x23), where x1 shows linear relationships

with y, and x23 do not.

2: Step 2 Fit GAM1: y ∼ x1 + s(x23) to further partition covariates x23 = (x2,x3), where

x2 has interpretable parametric relationships and x3 are the rest.

3: Step 3 Assess whether a transformation is necessary for x2 using the bootstrap procedure

to determine H0:g(x2,θ) is linear versus H1:g(x2,θ) is nonlinear.

4: if transformation is not necessary then

5: Proceed to Step 6 and use y ∼ x1 + x2 + s(x3) as a candidate model

6: else

7: repeat

8: Step 4 Transform x2
′ = g(x2,θ) based on domain knowledge and the partial resid-

ual plot from GAM1. Fit the model y ∼ x1 + g(x2,θ) + s(x3) to estimate θ

9: Step 5 Fit GAM2: y ∼ x1 + s(x2
′) + s(x3) and check whether the transformation

x2
′ is sufficient using edf(x2

′)

10: until transformation x2
′ is sufficient

11: Use the updated model as a candidate model

12: Step 6 Review the candidate models and include additional candidates or benchmarks as

appropriate.

13: Step 7 Evaluate the predictive performance of all candidate models.

14: Output: Final selected model(s)

2.2.2 Detailed Statistics

The detailed statistics for Steps 1-7 of the “S-Interpretable” learning strategy are given

below.

Step 1: Conduct an EDA and partition x˜ into (x1,x23).

13



During this step, we assume that we have filtered potential covariates 3. Procedures

for filtering potential covariates includes: (1) correlation matrices, scatter plots, heatmaps,

and other EDA plots, useful for identifying patterns, trends, or anomalies; (2) fast screening

methods like Sure Independence Screening (SIS) (Fan and Lv, 2008), or variable importance

rankings derived from a preliminary model using Random Forest; (3) domain knowledge or

prior research findings (if available) to keep a must-have base set and check the relevance

and interpretability of variables, and the need of normalization or randomization of data.

After this careful filtering, we obtain a reduced subset of the original raw covariates,

denoted as x˜. We then partition the covariate set x˜ into two distinct subsets: x1, comprising

covariates that exhibit a strong, approximately linear association with the outcome y; and

x23, comprising covariates whose association with y is nonlinear and/or involves complex

interactions or unclear relation.

Specifically, graphically, we inspect scatter plots (and, when appropriate, partial-residual

/ added-variable plots) for an approximately straight-line pattern without systematic cur-

vature. Numerically, we propose our “S-correlation coefficients”

r(xi) = corr(f̂(xi), β̂xi)

for each covariate xi, where f̂(xi) is a LOESS or a spline fit of y on xi, and α̂ + β̂xi is a

least-squares linear fit. If |r(xi)| ≥ r0 (e.g., r0 = 0.9), we include xi in x1; otherwise, we

place xi in x23. The threshold may be tuned with respect to the application.

Step 2: Fit GAM1 : y ∼ x1 + s(x23) and partition x23 into x2 and x3.

We fit GAM1 : y ∼ x1 + s(x23), where s(·) denotes smooth functions applied to each

of covariates x23, allowing for their interactions if necessary. Here, the gam() is from the

mgcv R-package. We use the default parameters, such as the number of basis functions, and

the penalty parameters determined via GCV. This model formula accommodates a mixture

3Typically, we will also identify missing values, outliers, and curate data further if needed. Here, we
assume that this data curation step has been completed.
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of linear and nonparametric effects: the covariates x1 enter the model linearly, while x23

are modeled with smooth functions to capture potentially nonlinear relationships with the

response variable y.

We examine the resulting partial residual plots (x23, s(x23)) for each covariate x23 of

x23, or only those of x23 that are of interest, and further divide x23 into two subsets: x2

and x3.

• The subset x2 contains covariates that are either of particular interest, or may be

approximated by some simple parametric functions, or may have linear effects. These

covariates appeared to be nonlinear and are categorized as candidate nonlinear

covariates to be transformed.

• The covariates set x3 includes the remaining from x23. These are treated as non-

parametric covariates.

Remark 2.2.1. In this step, it is possible to merge some of the covariates from x23 to the

existing subset x1. Distinguishing between x2 (parametric nonlinear) and x3 (nonparamet-

ric) follows the following principle. When a covariate exhibits a clear parametric nonlinear

relation—supported by physics or domain knowledge—it is placed in x2. When the rela-

tionship is complex with no simple parametric form, it is assigned to x3. In other cases,

we may consider two candidate models, one is placing the covariate in x2, and the other is

x3. We use their predictive performance to determine the final selection. This pragmatic

strategy balances interpretability and accuracy even if the partition is not perfect.

Step 3: Verify whether a nonlinear transformation is needed for x2 via a boot-

strap procedure

The GAM analysis in Step 2.1 also associates each smoothing term with a value of

effective degrees of freedom (EDF). In GAM, each smooth term sj(x) =
∑Kj

k=1 βjkBjk(x) is

represented by a linear combination of basis functions {Bjk(x)}. To avoid overfitting, GAM

adds additional penalty terms λjβ
⊤
j Sjβj to penalize wiggliness, controlled by a smoothing
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parameter λj that needs to be determined. Here Sj represents the penalty matrix. For

additive models, the penalized objective function includes multiple penalty terms, each

controlled by a different smoothing parameter. For instance, if the model is y = α +

s1(x1)+s2(x2)+ϵ , the penalized objective function is ∥y−Bβ∥2+λ1β⊤S1β+λ2β
⊤S2β and

the corresponding hat matrix Hλ = B
(
B⊤B+ λ1S1 + λ2S2

)−1
B⊤, where B is the design

matrix. The EDF for each smooth term sj(x) is calculated by the trace of the corresponding

block of the hat matrix, which is the summation of diagonal values corresponding to the

coefficients βi of the smooth term.

When the smoothing parameter λj → ∞, this implies the penalization dominates and

the fitted function will become as smooth as possible, often a straight line, with the EDF

close to 1. When the smoothing parameter λj → 0, this indicates there is almost no

penalization and the fit may be very wiggly. In this case, the EDF≈ k where k is the basis

dimension for the smoothing term sj(x).

We use λj determined by GCV. If the optimal GAM result shows that the EDF of

s(x2) is close to 1 and the fitted function is approximately linear, a linear relation may be

sufficient. This motivates us to propose a semiparametric bootstrap procedure, using EDF,

to assess whether a transformation for x2 is necessary. See details of the semiparametric

bootstrap procedure in Section 2.3. Cov(x, s(x)) can be an alternative test statistics to

EDF(x2) in our bootstrap procedure.

Step 4: If the transformation is necessary, determine the form of g and estimate

β,θ, f jointly under (2.1).

The goal is to choose g that closely approximates the underlying relationship—ideally

yielding a simple, sensible parametric form, even if nonlinear. Its form can be guided by

examining partial residual plots of (x2, s(x2)), combined with domain knowledge where

available. The form of g may also depend on unknown parameters θ that need to be esti-

mated. Then it is necessary to jointly estimate the parameters β in the linear components,
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θ in g(x2,θ), and the nonparametric functions f in model (2.1) using our MM algorithm

in §2.4.2.

Step 5: Check the goodness of the transformation g(x2)

We fit the second GAM model GAM2 : y ∼ x1 + s(x2
′) + s(x3), using the transformed

covariate x2
′ = g(x2,θ). If EDF(x2

′) ≈ 1, it implies g(x2,θ) is a good transformation. This

can also be examined via the semiparametric bootstrap procedure in Step 3. If the boot-

strap procedure suggests that the transformation g(x2,θ) is sufficient or “good” enough,

it implies that we can add a candidate model y ∼ βx1 + g(x2,θ) + f(x3) into the set of

candidate models in Step 6; If the test suggests that additional transformation is needed,

then we return to step 4 and either consider other transformations from x2 or further

transformations from x′
2. We choose g that is interpretable and provides a reasonable fit.

Step 6: Review candidate models and add in a few candidates or benchmarks.

At this stage, there may be multiple candidate forms for g since the transformation

g may come from different parametric families in Step 4, or with a different partition of

covariates. There may be also additional plausible or benchmark models, as in our Tibetan

fertility study (Ye et al., 2024).

Step 7: Evaluate candidate models and select the finalists from the set of can-

didate models.

Model evaluation plays a critical role in final model selection. To compare between

the models, we propose using two predictive performance metrics: (1) repeated Cross-

Validation, and (2) conformal prediction sets, explained in §2.5. We select the final model(s)

based on their predictive power and generalization to unseen data.

Remark 2.2.2. Although the learning strategy typically aims to select a single final model,

there are situations where multiple candidate models perform similarly and each offers strong

interpretability. In such cases, it is reasonable to retain more than one final model. These

models may serve different purposes: one may provide slightly better predictive performance,
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while another may offer clearer interpretation or simpler structure. When the top models

are very close in both predictive accuracy and interpretability, we keep all such models as

the finalist(s) for downstream analysis.

2.3 Bootstrap Procedure for Determining Linearity

Consider the model (2.1) for (x˜, y):
y = α+ βx1 + g(x2;θ) + f(x3) + ϵ.

where the partition x˜ = (x1,x2,x3) is known but α, β, g, θ, and f are unknown, the error

ϵ has zero mean with a variance σ2(x˜). Here in (2.3), to ensure identifiability, we assume

that α captures all interaction terms so that βx1, g(x2;θ) and f(x3) are all centered at

zero.

Given (x˜i, yi)ni=1 independently drawn from (2.3), our goal is to determine whether the

function g is linear. Specifically, we determine the hypothesis H0 : g(x2;θ) = θTx2 for some

θ, against the alternative H1 that it is nonlinear, using three complementary approaches.

The first procedure is H0-focused, to test

H0 : g is linear. vs. H1 : g is nonlinear.

The second procedure is H1-focused, to test

H1 : g is nonlinear vs. H0 : g is linear..

The third procedure is a classification-based model determination procedure that classifies

g as in H0 or H1.

Remark 2.3.1. For final model determination, one may prefer a simpler model (i.e., us-

ing the H0-focused procedure) and apply the classification criterion for confirmation. The

18



developed procedure for testing H0 versus H1 is generally applicable and is used in Steps 3

and 5 of the “S-Interpretable” learning framework when confirmation is required.

In the literature, related tests have been developed to compare parametric (e.g., poly-

nomial) versus non-parametric regression models. Eubank and Spiegelman (1990) derived

goodness-of-fit tests for a linear model, which are based on test statistics constructed from

nonparametric regression fits to the residuals from a linear regression, to see if an ad-

ditional nonlinear term is needed for a single covariate. Other work, (Jayasuriya, 1996;

Eubank and LaRiccia, 1993; Cox and Koh, 1989), discussed different approaches for the

univariate covariate case. Cantoni and Hastie (2002) proposed a likelihood ratio test and

extended it to an additive model to compare between two different smoothing parameters.

Härdle and Mammen (1993) proposed a test statistic based on a weighted L2-distance for

the test of the validity of a parametric model against the nonparametric alternative under

the heteroscedastic errors. Fan and Huang (2001) used adaptive Neyman test and Wavelet

thresholding test for testing a parametric model against the others, and can be applicable

for testing the linear model against the partial linear model or fully additive model. In our

case, we have additional nonparametric terms under the null hypothesis. Wood (2013) pro-

posed a Wald-type test to generate valid p-values for testing whether smooth components

in generalized additive models are significantly different from zero.

We propose a new semiparametric bootstrap method to determine the linearity of x2 in

(2.3), using the three approaches outlined above:

H0 : g(x2) is linear, vs. H1 : g(x2) is not linear,

where θ in g is omitted for brevity. Our bootstrap procedure is applicable to any reasonable

test statistic, although we illustrate it below using the EDF as an example. This semipara-

metric bootstrap procedure does not assume normality as required by ANOVA-based tests

(Wood, 2013) or by asymptotic arguments in earlier work. It will be used to determine
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whether the transformed variable g(x2; θ) is linear and the transformation is adequate for

x2. Without loss of generality, we consider the univariate case when x2 ∈ R.

The idea of our semiparametric bootstrap procedure is to generate bootstrap samples

to estimate the EDF distributions f0 and f1 under H0 and H1, respectively, in a parallel

manner. Specifically, as given in Algorithm 2, our bootstrap procedure is given below:

Given observed data (x1, x2,x3, y) in Step 2, we already have the estimates β̂
(1)
1 , ŝ

(1)
2 , and

ŝ
(1)
3 obtained under H1 by

GAM1 : y ∼ α+ β1x1 + s2(x2) + s3(x3).

We consider t = edf(ŝ
(2)
2 (x2)), the effective degrees of freedom (EDF) of the smooth s2(x2)

estimated under H1, as the observed test statistic quantifying the nonlinearity of x2. A

larger t indicates a stronger deviation from linearity.

The remaining steps in our bootstrap procedure are to (1) obtain parameter estimates

under H0, and (2) generate bootstrap samples under both H0 and H1 in parallel, in order

to compute the bootstrap samples of EDF(s(x2)) under H0 and H1.

Step 1: Fit a baseline model in which x2 contributes linearly to the response:

GAM0 : y ∼ α+ β1x1 + β2x2 + s3(x3),

where the effect of x2 is constrained to be linear. The fitted coefficients and smooth terms

from this model are denoted by (β̂
(0)
1 , β̂

(0)
2 , ŝ

(0)
3 ), which serve as the basis for generating

bootstrap samples under H0.

Step 2. Perform bootstrap resampling to approximate the sampling distribution of the

EDF under both H0 and H1. For each bootstrap replication b = 1, . . . , B, perform steps

(a)–(c):
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(a) Resample from x: Draw covariate samples x∗(i) = (x1
∗, x∗2,x3

∗)(i) ∼ Fn(x) from the

empirical distribution Fn(x) for i = 1, . . . , n.

(b) Generate data under H0 and H1. Compute responses for i = 1 . . . n:

y(0) = β̂
(0)
1 x1

∗ + β̂
(0)
2 x∗2 + ŝ

(0)
3 (x3

∗) + ϵ̂(0).

y(1) = β̂
(1)
1 x1

∗ + ŝ
(1)
2 (x∗2) + ŝ

(1)
3 (x3

∗) + ϵ̂(1).

(c) Estimate EDF(s(x2)) under H0 and H1: Fit two GAM models

GAM0 : y
(0) ∼ β1x1

∗ + s2(x
∗
2) + s3(x3

∗),

GAM1 : y
(1) ∼ β1x1

∗ + s2(x
∗
2) + s3(x3

∗),

and record the EDF of s2(x
∗
2), denoted by edf b0(x

∗
2) and edf

b
1(x

∗
2).

Based on bootstrap samples {edf b0(x∗2)}Bb=1 and {edf b1(x∗2)}Bb=1, compute their empirical

density functions denoted by fB0 (x) and fB1 (x), respectively, or compute the following p-

values:

• H0 focused: Compute the p-value under H0 as

p̂0 =
1

B

B∑
b=1

1{edf b0(x∗2) ≥ t}.

If p̂0 < α, reject H0 and conclude that x2 exhibits nonlinear behavior.

• H1 focused: Compute the p-value under H1 as

p̂1 =
1

B

B∑
b=1

1{edf b1(x∗2) ≤ t}.

21



If p̂1 < α, reject H1 and favor a linear representation of x2.

• Classification criterion: Compare the empirical densities at t, f̂B0 (t) and f̂B1 (t).

The model corresponding to the higher density value, max{f̂B0 (t), f̂B1 (t)}, is considered

more likely to have generated the data.

Together, these steps provide a simulation-based and data-adaptive framework for evaluat-

ing the linearity of x2 within the additive model. The null-based test emphasizes type I error

control, the alternative-based test favors model flexibility by testing against underfitting,

and the classification criterion offers a likelihood-oriented perspective for model preference.
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Algorithm 2 Bootstrap Method for Determining Linearity of x2 in GAM

1: Input: Observed data (x1, x2,x3, y), β̂
(1)
1 , ŝ

(1)
2 , ŝ

(1)
3 , and t = edf(ŝ

(1)
2 (x2)) from Step 2.

2: Step 1: Fit GAM0 under H0: y ∼ β1x1 + β2x2 + s3(x3) to obtain β̂
(0)
1 , β̂

(0)
2 , ŝ

(0)
3

3: Step 2: for b = 1 to B do

4: Resample data x∗(i) = (x1
∗, x∗2,x3

∗)(i) ∼ Fn(x) for i = 1, ..., n

5: Generate data y
(0)
i

n

i=1 from

y
(0)
i = β̂

(0)
1 x1

∗ + β̂
(0)
2 x∗2 + ŝ

(0)
3 (x3

∗) + ϵ̂(0) Under H0

and y
(1)
i

n

i=1 from

y
(1)
i = β̂

(1)
1 x1

∗ + ŝ
(1)
2 (x∗2) + ŝ

(1)
3 (x3

∗) + ϵ̂(1) Under H1

6: Fit GAM0: y
(0) = β1x1

∗ + s2(x
∗
2) + s3(x3

∗) + ϵ, and record EDF: edf b0(x
∗
2)

7: Fit GAM1: y
(1) = β1x1

∗ + s2(x
∗
2) + s3(x3

∗) + ϵ, and record EDF: edf b1(x
∗
2)

8: end for

9: For {edf b0(x∗2)}Bb=1 and {edf b1(x∗2)}Bb=1, we obtain their empirical density functions fB0 (x)

and fB1 (x).

10: Step 3: Three ways for determining the necessity for transformation.

• If fB0 (t) > fB1 (t), then we prefer H0; otherwise, we prefer H1. f
B
i (t) can be kernel

or spline density estimates.

• If 1
B (#{edf b0(x∗2) > t}) < α, then we reject H0.

• If 1
B (#{edf b1(x∗2) < t}) < α, then we reject H1.

Fitting a generalized additive model (GAM) provides both the estimated shape of the

smooth function, denoted by ŝ(x2), and its corresponding effective degrees of freedom
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(EDF). Typically, an EDF value close to one suggests that the smooth term is approxi-

mately linear, while larger EDF values indicate stronger departures from linearity. However,

EDF values may occasionally be large even when the fitted smooth visually appears nearly

linear, due to minor local fluctuations or noise. Thus, EDF can indicate whether a variable

is linear or requires transformation in clear cases. In ‘S-Interpretable” learning, we apply

the bootstrap procedure to determine the necessity of transformation and the sufficiency of

a transformation g by using EDF as the test statistic.

For assessing the necessity of transformation (Step 3), we fit

GAM: y ∼ β1x1 + s2(x2) + s3(x3),

and compute t = EDF(s2(x2)). If no prior preference is imposed betweenH0 (linear) andH1

(nonlinear), we compare their empirical EDF densities fB0 (t) and fB1 (t) obtained from the

bootstrap procedure. A result of fB0 (t) < fB1 (t) indicates stronger evidence for nonlinearity

and hence the need to determine a transformation g. Alternatively, when a conservative

preference for parsimony is adopted, we evaluate the p-value p̂0 =
1
B

∑B
b=1 1{edf b0(x∗2) ≥ t}.

If p̂0 < α, we reject H0 and conclude that a transformation is required.

For assessing the sufficiency of a transformation (Step 5), we fit

GAM: y ∼ x1 + s(x′2) + s(x3), where x′2 = g(x2; θ̂),

and compute t = EDF(s(x′2)). Here, we evaluate p̂1(t) under the bootstrap EDF distribution

to test whether additional nonlinear structure remains after transformation. If p̂1 ≥ α, or

equivalently if fB0 (t) > fB1 (t) when no prior preference is imposed, the transformation is

deemed sufficient, indicating that no further transformation is needed.
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2.4 Change-point Semiparametric Regression

Following “S-Interpretable” learning path, when a transformation is needed (or necessary)

for the nonlinear term, we need to: (1) decide the nonlinear form of g(·; θ), and (2) jointly

estimate unknown parameters β, θ, and the nonparametric function f in model (2.1).

The choice of g can be determined by the partial residual plots of (x2, s(x2)) from the

GAM analysis, and supported by domain knowledge if available. For example, in our Ti-

betan women fertility study (§2.7), our scatter plots from the exploratory data analysis,

partial residual plot of (x2, s(x2)) from the GAM1 analysis, all suggested that the rela-

tionship between the number of live births (y) and the covariate age is not linear. This is

consistent with the biological fact that any smooth relation between y and age will change

at the end of the natural fertility age, leading to a change point relation that can be modeled

using a change-point function.

Definition 2.4.1. A change-point function C(t) is a piecewise-defined function where

each segment is allowed to follow a parametric function, and the change points (can be

either known or unknown) indicate transitions between those segments.

The particular function we shall consider for g in the semiparametric model (2.1) is a

change-point regression function such that

g(x;θ) =


a0 + b0x if x < τ1

a1 + b1x if τ1 ≤ x ≤ τ2

a2 + b2x if x > τ2

. (2.2)

where a0, a1, a2 are the intercepts and b0, b1, b2 are the slopes of the three segments, respec-

tively. This form of g with change points τ1 and τ2 which can be unknown contains three

segments with each of them being a straight line, hence called having an LLL-form.
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The form (2.2) has multiple applications, such as, in the tire industry (Ganocy and Sun,

2015), energy sector (Perez et al., 2017), medicine (Kim et al., 2022), and Tibetan fertility

study (Ye et al., 2024). For example, in our Tibetan women fertility study, the nonlinear

relation with age has one change point as we studied women after age 18. In this case,

g(age; θ) contains two segments, and is continuous at the change point, where the change

point is the end of fertility.

In general, the nonlinear function g in model (2.1) can take various forms. It may be

a parametric function g(·; θ) known up to some unknown parameters, but is smooth in θ.

If g is smooth in both x and θ, joint estimation of θ, β, and f can be achieved via partial

spline smoothing as shown in the Appendix A.

The challenge lies when g is not smooth in θ, such as when g has unknown change points

that also need to be estimated. For the change point regression in (2.2), if τi’s are unknown,

then θ = (a0, b0, a1, b1, a2, b2, τ1, τ2) and g is not smooth in θ. This is the case in our study

of Tibetan fertility data (see §2.7) (Ye et al., 2024).

This Section 2.4 develops estimation procedures for unknown parameters θ when g is a

continuous change-point function with three segments, where all three segments are straight

lines (LLL-form), while the slopes, intercepts, and locations of change points are unknown.

Our approach is to develop an MM algorithm to estimate iteratively both the parameters

β, θ and the non-parametric terms f , by incorporating (1) RKHS (in Section 2.4.3) and

(2) change point analysis procedure by Ganocy and Sun (2015). We also validate the MM

algorithm by a general simulation study and its convergence property.

2.4.1 Penalized Objective Function

We formally establish the following change-point semiparametric regression problem. Given

sample data (x˜i, yi)ni=1 i.i.d from the semiparametric model (2.1):

y = x1β + g(x2; θ) + f(x3) + ϵ (2.3)
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where x1,x2,x3 are a partition of the covariates x˜ = (x1,x2,x3), having linear, nonlinear,

and nonparametric relations with y, respectively. Here β is the unknown linear coefficients.

Under the change-point LLL-form, the function g(·; θ) is a parametric function with un-

known parameter vector θ = (a0, b0, a1, b1, a2, b2, τ1, τ2) that includes unknown change-point

locations τ = (τ1, τ2) in (2.2). The function f is an unknown smooth function, and the

error ϵ is uncorrelated random noise following a normal distribution with zero mean but

may have heteroscedastic variances related to x2. The nonlinear covariate x2 can be multi-

dimensional, each dimension covariate has a change point relation. For simplicity, when x2

is a one-dimensional variable, x2 = x2. Similarly, although x3 may also be multivariate in

general, we restrict our discussion to the one-dimensional case for x3 to simplify notation,

that is x3 = x3; the results extend directly to the multivariate setting. Suppose the change-

point function g(x; θ) for x2 = x is a continuous univariate function with LLL-form in (2.2).

Further, denote the observed x2 in ascending order, that is x2,(1) < x2,(2) < · · · < x2,(n).

Let (j, k) be the indices of the x-values for x2 at the change points, which satisfies

x2,(1) < · · · < x2,(j) ≤ τ1,

τ1 < x2,(j+1) < · · · < x2,(k) ≤ τ2,

τ2 < x2,(k+1) < · · · < x2,(n).

Since g(x; θ) is a continuous function in x, it must satisfy the following constraints:

a0 + b0τ1 = a1 + b1τ1, a1 + b1τ2 = a2 + b2τ2.
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We allow that the variance σ2 of random error ϵ is heteroscedastic in the form of

σ2 =


σ21 if x2 < τ1

σ22 if τ1 ≤ x2 ≤ τ2

σ23 if x2 > τ2.

(2.4)

Then the log-likelihood function of β, θ, σ2, f based on (xi, yi)
n
i=1 from (2.3) is

L(β, θ, σ2, f |x) = −n
2
log(2π)+

j

2
log η1+

k − j
2

log η2+
n− k
2

log η3−
η1
2
ψ1−

η2
2
ψ2−

η3
2
ψ3

where ηi = 1/σ2i for i = 1, 2, 3 and

ψ1 =

j∑
i=1

(
yi − x1,(i)β − g(x2,(i); θ)− f(x3,(i))

)2
,

ψ2 =
k∑

i=j+1

(
yi − x1,(i)β − g(x2,(i); θ)− f(x3,(i))

)2
,

ψ3 =

n∑
i=k+1

(
yi − x1,(i)β − g(x2,(i); θ)− f(x3,(i))

)2
.

Analogous to a partial spline smoothing problem (Wood, 2006), we add to our objective

function a ‘wiggliness’ penalty, or a regularization term to control the model’s smoothness

and avoid an over-fitting issue. Our penalized objective function is then:

Lp(β, θ, σ2, f |x) = L(β, θ, σ2, f |x)−
λ

2

∫ 1

0

(
f (m)(u)

)2
du (2.5)
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where f (m)(·) is them-th derivatives of a function f . For example, the optimal estimation of

f in (2.5) is equivalent to a natural cubic spline if we select m = 2. The “smoothing parame-

ter” λ controls the tradeoff between fidelity and smoothness, balancing the overall estimated

error and the wiggliness of the non-parametric function. In all, the goal is to find the esti-

mates of the parameters β in the linear part, the parameters θ = (a0, b0, a1, b1, a2, b2, τ1, τ2)

within the parametric function g, as well as the fitted smooth non-parametric function f

and η = 1/σ2 that maximize Lp(β, θ, σ2, f |x).

2.4.2 MM algorithm

There is no explicit closed-form solution for maximizing the penalized objective function

(2.5) since the objective function is not differentiable for the locations of the change points τ1

and τ2. However, if the locations of the change points τ1 and τ2 are given, the problem can be

transformed as a partial smoothing spline with heteroscedasticity. Therefore, we propose an

MM algorithm (Maximization-Maximization Algorithm), Algorithm 2.4.2, that iteratively

updates the estimates of parameters to maximize the penalized likelihood function (2.5).

Algorithm 3 Maximization-Maximization Algorithm

1: procedure MM(x = (x1, x2,x3), y, λ)

2: initialize θ(0) and σ2
(0)

3: repeat

4: Step 1: estimate β(m+1), f (m+1) = argmax Lp(β, θ(m), σ2
(m)

, f |x)
5: ▷ by partial spline smoothing with heteroscedasticity

6: Step 2: estimate θ(m+1), σ2
(m+1)

= argmax Lp(β(m+1), θ, σ2, f (m+1)|x)
7: ▷ by change point regression
8: until convergence

In our MM algorithm below, we first initialize the parameters θ = (a0, b0, a1, b1, a2, b2,

τ1, τ2) and σ2 as follows. One suggestion for setting the initial value for θ is to look at

the marginal plot of (x2, y) and decide rough regions for the change points τ1 and τ2 by
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Ganocy and Sun (2015). Then given τ̂1 and τ̂2, we can compute the approximate estimates

of (a0, b0, a1, b1, a2, b2) and σ2, by linear regression on each of the segments and use the

approximates as the initial value. Ganocy and Sun (2015) showed that these choices of

initial values worked well.

Given the initial values, the MM algorithm iterate between two main steps:

(1) The first step is to estimate β and the nonparametric terms f that maximize the

objective function (2.5), given θ and σ2. If the parameters θ and σ2 are known, in

this case, the penalized likelihood function can be simplified as

L̃p(β, f |x) =−
η1
2

j∑
i=1

(
ỹi − x1,(i)β − f(x3,(i))

)2 − η2
2

k∑
i=j+1

(
ỹi − x1,(i)β − f(x3,(i))

)2

− η3
2

n∑
i=k+1

(
ỹi − x1,(i)β − f(x3,(i))

)2 − λ

2

∫ 1

0

(
f (m)(u)

)2
du (2.6)

or, in matrix form

L̃p(β, f |x) = −
1

2
(ỹ − x1β − f)T W (ỹ − x1β − f)− λ

2
∥f∥2 (2.7)

where ỹi = yi − g(x2,(i); θ) or ỹ = y − g(x2; θ), and W ∈ Rn×n is a diagonal matrix

of weights, with W = diag(1/σ2). We use a norm to represent the penalty function.

Then, maximizing the objective function (2.7) is, in fact, equivalent to a partial spline

smoothing problem with heteroscedastic errors. We can therefore use aReproducing

Kernel Hilbert space (RKHS) framework for estimating β and f . See §2.4.3.

(2) The second step is to determine the parameters θ including locations of the change

points τ1 and τ2, and the variances σ2, given the estimates of β, and f(·). This

relates to a change point problem for a segmented regression model with unknown

heteroscedastic variances. Ganocy and Sun (2015) developed a comprehensive analysis
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(with R packages vrcp and hcp) for such change point problems. We apply their

results here to obtain the estimate of θ and σ2.

2.4.3 Reproducing Kernel Hilbert Space (RKHS) framework

RKHS is an abstract framework for estimating unknown quantities in general nonparametric

regression models that includes additive models (Chen et al., 1989). It provides a rigorous

foundation for kernel methods and extensive applications in nonparametric regression, as

well as in machine learning domains such as Kernel Support Vector Machines (SVM), Gaus-

sian Processes, and Kernel Principal Component Analysis (PCA). Wahba (1990) developed

a theory for smoothing problems in the setting of RKHS, for univariate smoothing splines,

thin plate splines in d-dimensions, splines on the sphere, additive splines, and interaction

splines in a generalized framework. Gu (2002) and Wang (2011) extended Wahba’s work.

In Step 1 of the iteration cycle in our MM algorithm, we estimate the optimal β and f

within a Reproducing Kernel Hilbert space (RKHS) framework. The use of RKHS is

motivated by the fact that, when f is assumed to lie in a Reproducing Kernel Hilbert Space

HR, the penalized likelihood function (2.7) exists a unique solution for both f and β.

In the remainder of this section, we first present the theoretical background of RKHS in

§2.4.3.1 and then derive the estimation solutions within the MM algorithm in §2.4.3.2. The

solutions for partial spline smoothing with nonlinear terms and univariate spline smoothing

are provided in Appendix A, as a reference. Finally, we discuss why the RKHS framework

cannot be directly applied to the original optimization problem (2.5).

2.4.3.1 Basics for RKHS

To introduce RKHS, we first review the notion of bounded linear functional, the Riesz

representation theorem from Akhiezer and Glazman (1963) and Aronszajn (1950). We then

provide a brief introduction to Reproducing Kernel Hilbert Space (RKHS), reproducing

kernels (r.k.), and their properties. Most of the materials in this section is adapted from

Wahba (1990).
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Definition 2.4.2 (Inner product). Let H be a vector space over R. A function ⟨·, ·⟩H :

H×H → R is said to be an inner product if it satisfies the following conditions:

1. ⟨α1f1 + α2f2, g⟩H = α1⟨f1, g⟩H + α2⟨f2, g⟩H (linearity)

2. ⟨f, g⟩H = ⟨g, f⟩H (symmetry)

3. ⟨f, f⟩H ≥ 0 and ⟨f, f⟩H = 0 iff f = 0 (nonnegativity)

for all f, g, f1, f2 ∈ H and α1, α2 ∈ R.

Definition 2.4.3 (Hilbert space). A Hilbert space H is a complete vector space over R on

which an inner product is defined, with the norm defined by ||f ||H =
√
⟨f, f⟩H, for f ∈ H.

A complete space is a space on which every Cauchy sequence in H has a limit in H.

Definition 2.4.4. A function K : X × X → R is said to be positive definite if

1. K is symmetric: K(x, y) = K(y, x)

2. ∀x1, x2, ..., xn ∈ X , for ∀n, the matrix K̃ defined by K̃ij = K(xi, xj) is positive defi-

nite. In other words,
∑n

i,j=1 cicjK(xi, xj) ≥ 0 for all c1, ..., cn ∈ R, x1, ..., xn ∈ X , n ∈

Z.

Reproducing Kernel Hilbert Space. A linear evaluation functional over the Hilbert Space

of functions H is a linear functional Lt : H → R that evaluates each function in the space

at the point t, or Lt[f ] = f(t). An evaluation functional is bounded if there exists Mt, s.t.

|Ft[f ]| = |f(t)| ≤Mt||f ||H, ∀f ∈ H.

Definition 2.4.5 (Reproducing Kernel Hilbert Space). A Reproducing Kernel Hilbert

Space (RKHS) is a Hilbert space of real-valued functions on X with the property that, for

each t ∈ X , the evaluation functional Ft is bounded.

If H is a RKHS, then for each t ∈ X there exists, by the Riesz representation theorem,

a unique function Kt ∈ H with the reproducing property

Ltf = f(t) = ⟨Kt, f⟩.
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Kt is called the representer of evaluation at t. For each x ∈ X , let f = Kt and t = x,

then Kt(x) = ⟨Kt,Kx⟩H. Thus, we can define a reproducing kernel of H as function

K : X × X → R : K(x, y) = ⟨Kx,Ky⟩H. Such K is a positive definite and unique.

Theorem 2.4.1. For every Reproducing Kernel Hilbert Space, there corresponds a unique

positive definite function K on X × X . Such K is called the reproducing kernel.

Theorem 2.4.2 (Moore–Aronszajn theorem). Suppose K is positive definite on X × X .

Then there is a unique Hilbert space of functions on X for which K is a reproducing kernel.

The above theorems 2.4.1 and 2.4.2 indicate that every RKHS has a unique reproducing

kernel; conversely, we can construct a unique RKHS given a positive definite function. The

span of the corresponding reproducing kernel is dense in RKHS.

Theorem 2.4.3 (Mercer’s theorem). Suppose K is a continuous, symmetric, positive def-

inite kernel on a set X with ∫
X

∫
X
K2(s, t) ds dt <∞. (2.8)

Define an integral operator TK : L2(X )→ L2(X ) by

(TKf)(·) =
∫
X
K(·, x)f(x)dx.

Then there exists a sequence of orthonormal basis functions (eigenfunctions) {ϕi} in L2(X )

and the corresponding sequence of non-negative eigenvalues {λi}, with

∫
X
K(s, t)ϕν(t) dt = TKϕν(s) = λνϕν(s),

K(s, t) =
∞∑
ν=1

λνϕν(s)ϕν(t),
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∫
X

∫
X
K2(s, t) ds dt =

∞∑
ν=1

λ2ν <∞,

∫
X
K(t, t) dt =

∞∑
ν=1

λν = Trace(K).

Mercer’s theorem implies every function f in a RKHS can be represented as a linear com-

bination of orthonormal functions, provided the associated kernel function K(·, ·) satisfies

(2.8). Next, we will introduce Sobolev-Hilbert space Wm and its associated reproducing

kernel.

Reproducing Kernel Spaces on [0, 1] with Norms Involving Derivatives. If f is a real-valued

function on [0, 1] with m−1 continuous derivatives and f (m) ∈ L2[0, 1], by Taylor expansion

theorem,

f(t) =

{
m−1∑
ν=0

tν

ν!
f (ν)(0)

}
+

{∫ 1

0

(t− u)m−1
+

(m− 1)!
f (m)(u) du

}
, (2.9)

where (x)+ = x for x ≥ 0 and (x)+ = 0 otherwise. Let Bm denote the class of functions

satisfying the boundary conditions f (ν)(0) = 0,ν = 0, 1, ...,m− 1. If f ∈ Bm then by (2.9)

f(t) =

∫ 1

0

(t− u)m−1
+

(m− 1)!
f (m)(u) du =

∫ 1

0
Gm(t, u)f (m)(u) du,

where

Gm(t, u) =
(t− u)m−1

+

(m− 1)!
.

Gm is the Green′s function for the problem Dmf = g, f ∈ Bm, where Dm denotes the

mth derivative.
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Define W 0
m = {f on [0, 1] : f ∈ Bm, f (m−1) is absolutely continuous, f (m) ∈ L2}.

Then W 0
m is a Hilbert space with a square norm ||f ||2 =

∫ 1
0 (f

(m)(t))2dt, but also an RKHS

with the reproducing kernel

K(s, t) =

∫ 1

0
Gm(t, u)Gm(s, u) du.

Let H0 denotes the m-dimensional space of polynomials of degree m − 1 or less spanned

by ϕ1, ..., ϕm, where ϕν(t) = tν−1/(ν − 1)! for ν = 1, 2, ...,m. Then H0 is endowed with the

squared norm

||ϕ||2 =
m−1∑
ν=0

[(Dνϕ)(0)]2,

and is an m-dimensional Hilbert space with ϕ1, ..., ϕm as an orthonormal basis. H0 is also

a RKHS with the reproducing kernel

K(s, t) =

m∑
ν=0

ϕν(s)ϕν(t).

Let Wm = {f defined on [0, 1] : f (m−1) is absolutely continuous, f (m) ∈ L2} be

the Sobolev-Hilbert space. Each element in Wm has a Taylor series expansion to order m

and hence a unique decomposition

f = f0 + f1

with f0 ∈ H0 and f1 ∈W 0
m. Denote W 0

m by H1, then Wm = H0 ⊕H1. There are a number

of ways to construct a norm on Wm, but if we endow Wm with the square norm

||f ||2 =
m−1∑
ν=0

[(Dνf)(0)]2 +

∫ 1

0
(Dmf)2(u) du,
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then H0 and H1 are perpendicular. The reproducing kernel for Wm is

K(s, t) =

m∑
ν=0

ϕν(s)ϕν(t) +

∫ 1

0
Gm(t, u)Gm(s, u) du.

2.4.3.2 Partial Smoothing Spline Solution with Heteroscedastic Variance

In this subsection, we provide the result for (2.7), which is the first main step of the iteration

cycle in MM algorithm, and also the solution to θ adopted from Ganocy and Sun (2015) in

our second step of the MM algorithm.

Theorem 2.4.4. Given data (x, y) = (xi, yi)
n
i=1 independently distributed from the change-

point semiparametric model (2.3):

y = x1β + g(x2; θ) + f(x3) + ϵ

where x1,x2,x3 is a partition of x, and x2 is a one-dimensional variable, x2 = x2; the

change point function g has the form of (2.2), and the heteroscedastic error ϵ has mean 0

and variance σ2(x2) that depends on x2, and the change points τ = (τ1, τ2) as in (2.4).

Let β(m), θ(m), f (m) and σ2
(m)

be the solutions for the two optimization problems in the

iteration steps in the MM algorithm:

β(m+1), f (m+1) = argmax Lp(β, θ(m), σ2
(m)

, f |x) (2.10)

and

θ(m+1), σ2
(m+1)

= argmax Lp(β(m+1), θ, σ2, f (m+1)|x). (2.11)
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Then the solution of β(m+1), f (m+1) in (2.10) satisfy the following:

f (m+1)(t) =

p∑
ν=1

dνϕν(t) +

n∑
i=1

ciξi(t),

(β(m+1),d) = (β(m+1), d1, ..., dm)′ = (T ′
1M

−1T1)
−1T ′

1M
−1 (y − g(x2, θ(m))),

with c = (c1, ..., cn)
′ =M−1(I − T1(T ′

1M
−1T1)

−1T ′
1M

−1) (y − g(x2, θ(m)))

where ξi(·) = K(ti, ·), ϕν(t) = tν−1/(ν − 1)!, and

K(s, t) =

∫ 1

0

(s− u)p−1
+ (t− u)p−1

+

[(p− 1)!]2
du,

Tn×p = {ϕν(ti)}ni=1
p
ν=1,

T1 = (X1 : Tn×p)

Mn×n = Σ+ nλW−1,

Wn×n = diag(1/σ2(m)
)

Σ = {K(ti, tj)}ni=1
n
j=1.

The solution of θ(m+1) and σ2
(m+1)

in (2.11) can be obtained via the method from Ganocy

and Sun (2015) with their packages “vrcp” and “hcp”” applied to the data (x, y) = (x, y −

β(m+1)x1 − f (m+1)(x3)).

The proof follows the standard RKHS representation and normal-equation argument

used in weighted partial spline smoothing (Wahba, 1990; Gu, 2002). Given θ(m) and σ2(m),

we express f(t) =
∑p

ν=1 dνϕν(t) +
∑n

i=1 ciK(ti, t) by the Representer Theorem and obtain

first-order conditions for (β,d, c). The detailed algebraic derivation is given in Appendix

B.
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Remark 2.4.1. The solution procedure for partial smoothing spline in Appendix A requires

that the transformation function g(·; θ) be differentiable with respect to the parameters θ.

However, this assumption does not hold for the change-point regression problem in equation

(2.5), as the function is not differentiable with respect to the unknown change-point locations

τ . Thus, we cannot apply the RKHS framework directly to the original optimization problem

(2.5), but instead, propose the MM algorithm to iteratively solve the problem.

2.4.4 Identifiability

The S-interpretable model (2.1) decomposes the mean function into a linear term, a para-

metric nonlinear component, and a smooth nonparametric component. Without additional

constraints, this decomposition is not identifiable because a constant shift can be redis-

tributed arbitrarily among x1
⊤β, g(x2; θ), and f(x3). Thus, anchoring constraints are

needed.

A general strategy that yields identifiability is to fix a reference value for the nonlinear

component g (e.g., g(0) = 0) and to include a constant basis function in the smooth com-

ponent f . These constraints prevent the constant levels of g and f from being confounded

with the intercept in the linear term and guarantee a unique decomposition for any choice

of g used in the S-interpretable model.

Specializing to the change-point model (2.3), we fix the origin of the change–point

function by setting

g(0) = 0.

This restriction removes the indeterminacy between the overall mean level and the value of

g(·), ensuring that g only captures deviations relative to the reference point x2 = 0. We

also rescale the x2 to [0, 1] to make sure 0 is in the support of x2.
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Here, we do not include an explicit intercept β0 in the linear term x⊤
1 β. Instead, we let

the smooth function f contain the constant basis ϕ1(t) = 1 in its polynomial null space,

f(t) =

p∑
ν=1

dνϕν(t) +

n∑
i=1

ciK(ti, t), ϕ1(t) = 1,

so that the coefficient d1 plays the role of the global intercept β0. This construction is

equivalent to including an intercept in the model but avoids confounding it with the level

of g(·).

Although for simplicity the exposition here assumes univariate x2 and x3, the same

identifiability arguments can extend directly to multivariate covariates by applying the

anchoring constraint to g and including a constant basis in f .

Under these constraints, the decomposition

y = d1 + x⊤
1 β + g(x2; θ) +

(
f(x3)− d1

)
+ ε

is uniquely identifiable. The identifiable parameter space is

Ω = Rp1 ×Θ×H× S,

where Rp1 is the parameter space for β and p1 is the dimension of x1, Θ is the set of ordered

change–point parameters, H is the RKHS for f and S denotes the class of positive variance

functions σ2(x2) > 0.

2.4.5 Convergence Property

In this subsection, we establish the convergence property of the proposed MM algorithm.

Theorem 2.4.5. Let the sequences {β(m)}∞m=0, {θ(m)}∞m=0, {f (m)}∞m=0, and {σ2(m)}∞m=0

be generated by the iterative updates (2.10) and (2.11) in Theorem 2.4.4. Then all limit
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points of {β(m)}, {θ(m)}, {f (m)}, and {σ2(m)} lie in the parameter space, and the penalized

likelihood sequence {Lp(β(m), θ(m), σ2
(m)

, f (m))} is monotonically nondecreasing and con-

verges to Lp(β̂, θ̂, σ̂2, f̂) for some (β̂, θ̂, σ̂2, f̂) that is a blockwise maximizer of the penalized

likelihood function.

The convergence result follows from Zangwill’s Global Convergence Theorem (Zangwill,

1969). First, the penalized likelihood Lp serves as a continuous improving function because

each MM iteration performs two exact maximization steps, ensuring that

Lp(β(m+1), θ(m+1), σ2
(m+1)

, f (m+1)) ≥ Lp(β(m), θ(m), σ2
(m)

, f (m)).

Second, all iterates remain in a compact level set of Lp due to the boundedness induced

by the RKHS penalty on f , the quadratic form of the linear coefficients, and the compact

domains of the variance parameters and change–point locations. Finally, the algorithmic

mapping defined by the two blockwise argmax updates has a closed graph: the first block

(β, f) follows from Berge’s Maximum Theorem (continuity and compactness), and the sec-

ond block (θ,σ2) consists of a finite search over the discrete change–point set combined with

continuous maximization over the segmentwise coefficients and variances in R6 × [s, s]J+1,

which is also closed under the MM mapping. These conditions satisfy Zangwill’s assump-

tions, implying that {L(m)
p } is monotone increasing and convergent, and that every accu-

mulation point (β̂, θ̂, σ̂2, f̂) is a fixed point of the MM map, i.e., a blockwise maximizer of

Lp. The detailed verification of these conditions is provided in Appendix B. □

2.4.6 Simulation Study For MM Algorithm

To evaluate our MM algorithm in estimating for β, θ and f in (2.5) in finite sample cases,

we generate data (x, y)ni=1 from the following representative semiparametric model for our

simulation study.
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We have four covariates that x = (x1,1, x1,2, x2, x3) where x1 = (x1,1, x1,2) is two-

dimensional and has a linear relation with y, x2 has a nonlinear relation with y, and x3 has

a nonparametric relation with y, from the model:

y = 0 + 4x1,1 + 7x1,2 + g(x2; θ) + f(x3) + ϵ, (2.12)

Here, the covariates x1,1, x1,2, x2, x3 are independent and identically, uniformly distributed

in [0, 1]. The true g(·; θ) is an LLL-form change-point function as in (2.2) with

θ = (a0, b0, a1, b1, a2, b2, τ1, τ2) = (0, 4, 0.8, 0, 2,−2, 0.2, 0.6).

The smooth function f(x) has the form of

f(x) = e[esin(6x) − 1] · (x+ 0.1)3,

and the error ϵ has mean 0 and variance σ2 with the form in (2.4) with σ1 = σ3 = 0.3, σ2 =

0.5.

To see the varying effects, we varied the sample sizes from n = 100, 200, 300, 500, 800,

1000, 1500, 2000 to 3000. For each sample size n, the data (xi, yi)
n
i=1 was generated from

the model (2.12) and the estimates (β̂, θ̂, f̂), are computed using our MM algorithm. This

process was repeated independently m = 1000 times.

Mean and mean square error (MSE) of the estimates of the parameters β and θ, as

well as σ, are provided in Table 2.1 - Table 2.9. Mean integral square of error (MISE) and

variance of ISE for nonparamtric function estimates are provided in Table 2.10. The results

show that the average values of the estimates get closer to the true value, and the MSE

dramatically decreases, suggesting improved accuracy and precision, as n increases.

Figure 2.2 - Figure 2.5 provide a visual of the simulation results for the estimates of the

parameters across varying sample sizes n. Each grey dot represents an estimate obtained

from a simulation run. The blue line denotes the mean estimate at each n, while the red
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dashed horizontal line indicates the true parameter value. The black vertical lines represent

one standard deviation around the mean. The plots demonstrate that as n increases, the

variance of the estimates decreases and the estimates converge toward the true values,

indicating consistent estimation. Figure 2.6 displays several examples of the nonparametric

estimates of the function f when the sample size is n = 1000. The black curve represents

the true underlying function, while the colored curves correspond to different estimated

functions from repeated simulations. The close alignment between the estimated curves

and the true function suggests a good approximation and model fit.

Next, we investigate how different specifications of the nonlinear function g affect estima-

tion performance under various change point configurations. Four situations are considered:

• Case 1: τ1 = 0.1, τ2 = 0.6, representing a one-sided marginal case where one change

point is located near the boundary of the covariate x2.

• Case 2: τ1 = 0.1, τ2 = 0.9, representing a marginal case with both change points

near the boundaries of the range of x2.

• Case 3: Baseline setting τ1 = 0.2, τ2 = 0.6.

• Case 4: τ1 = 0.45, τ2 = 0.6, where the two change points are relatively close to each

other, making them more difficult to detect.

Simulation results in Table 2.11 suggest that overall estimation performance remains

satisfactory across all scenarios. However, certain parameter estimates exhibit reduced ac-

curacy when compared to the benchmark. For instance, in Cases 1 and 2, the estimation

of b0 shows increased bias and variability, while in Case 2, the estimate of b2 also devi-

ates more significantly. These discrepancies are attributable to the proximity of change

points to the domain boundaries, which inherently increases estimation difficulty for the

corresponding slope parameters (b0, b2).

Moreover, the mean squared errors (MSEs) for estimating the change point locations are

substantially larger in Case 2 and Case 4 than in the benchmark. This is expected, as the
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underlying function g in these cases more closely resembles a two-segment piecewise linear

function, which tends to reduce identifiability and stability of the change point estimates.

These results highlight the importance of both change point placement and function shape

in model performance.

Table 2.1: Summary Statistics of β̂1 When β1 = 4

n 100 200 300 500 800 1000 1500 2000 3000

Mean 3.9971 4.0030 4.0001 3.9992 3.9996 3.9997 3.9987 4.0008 4.0000
MSE 0.0210 0.0091 0.0054 0.0035 0.0022 0.0022 0.0018 0.0019 0.0006

Table 2.2: Summary Statistics of β̂2 When β2 = 7

n 100 200 300 500 800 1000 1500 2000 3000

Mean 6.9979 7.0025 7.0020 6.9995 7.0005 6.9982 6.9985 7.0002 6.9993
MSE 0.0224 0.0091 0.0061 0.0032 0.0024 0.0018 0.0017 0.0019 0.0005
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Table 2.3: Summary Statistics of b̂0 When b0 = 4

n 100 200 300 500 800 1000 1500 2000 3000

Mean 3.6437 3.7402 3.7690 3.8430 3.8992 3.9604 3.9638 3.9429 3.9681
MSE 2.2188 1.0852 0.7040 0.4138 0.2275 0.1478 0.0914 0.1076 0.0447

Table 2.4: Summary Statistics of â2 When a2 = 2

n 100 200 300 500 800 1000 1500 2000 3000

Mean 1.9352 1.9691 1.9644 1.9942 2.0053 2.0036 2.0055 1.9963 2.0032
MSE 0.2535 0.1131 0.0772 0.0402 0.0225 0.0150 0.0110 0.0090 0.0048

Table 2.5: Summary Statistics of b̂2 When b2 = −2

n 100 200 300 500 800 1000 1500 2000 3000

Mean -1.9742 -1.9917 -1.9869 -2.0054 -2.0132 -2.0075 -2.0072 -2.0007 -2.0051
MSE 0.1875 0.0874 0.0592 0.0337 0.0179 0.0122 0.0080 0.0076 0.0036

Table 2.6: Summary Statistics of τ̂1 When τ1 = 0.2

n 100 200 300 500 800

Mean 0.2344 0.2250 0.2201 0.2126 0.2059
MSE 2.970E-03 2.011E-03 1.466E-03 8.189E-04 3.761E-04

n 1000 1500 2000 3000

Mean 0.2028 0.2024 0.2022 0.2018
MSE 1.758E-04 1.054E-04 2.177E-05 5.305E-05

Table 2.7: Summary Statistics of τ̂2 When τ2 = 0.6

n 100 200 300 500 800

Mean 0.6171 0.6169 0.6124 0.6056 0.6004
MSE 2.768E-03 1.964E-03 1.413E-03 7.344E-04 3.453E-04

n 1000 1500 2000 3000

Mean 0.5994 0.5994 0.608 0.5996
MSE 1.813E-04 1.009E-04 2.375E-05 1.956E-05
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Table 2.8: Summary Statistics of σ̂1 When σ1 = 0.3

n 100 200 300 500 800

Mean 0.3083 0.3054 0.3042 0.3032 0.3015
MSE 1.491E-03 7.112E-04 4.288E-04 2.374E-04 1.359E-04

n 1000 1500 2000 3000

Mean 0.3010 0.3011 0.3021 0.3005
MSE 9.478E-05 5.769E-05 6.445E-05 3.101E-05

Table 2.9: Summary Statistics of σ̂2 When σ2 = 0.5

n 100 200 300 500 800

Mean 0.5173 0.5085 0.5057 0.5051 0.5042
MSE 5.569E-03 2.264E-03 1.483E-03 8.012E-04 4.296E-04

n 1000 1500 2000 3000

Mean 0.5037 0.5021 0.5018 0.5014
MSE 3.716E-04 2.227E-04 1.837E-04 1.060E-04

Table 2.10: Summary Statistics of f̂

n 100 200 300 500 800

MISE 0.0227 0.0125 0.0090 0.0057 0.0038
var(ISE) 5.649E-05 1.393E-05 7.109E-06 2.311E-06 8.359E-07

n 1000 1500 2000 3000

MISE 0.0031 0.0023 0.0019 0.0012
var(ISE) 5.041E-07 2.851E-07 2.380E-07 7.589E-08
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Figure 2.2: Estimates of the linear coefficients (β1, β2) across varying sample sizes n. Gray
points show individual estimates; black bars give mean ± SD; the blue line shows mean
estimates; the red dashed line marks the true value.

Figure 2.3: Estimates of the parameters of g across varying sample sizes n
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Figure 2.4: Estimates of the change points across varying sample sizes n

Figure 2.5: Estimates of variance across varying sample sizes n
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Figure 2.6: Examples of the nonparametric estimates of function f when the sample size is
n = 1000. The black curve represents the true underlying function, while the colored curves
correspond to different estimated functions from 5 randomly selected repeated simulations.
The close alignment between the estimated curves and the true function suggests a good
approximation and model fit.

Table 2.11: Performance summary of β̂, θ̂ and f̂ under different change points locations
with sample size n = 1000 and simulation repeated m = 1000

True
values

Parameter
measures

Case 1
τ1 = 0.1
τ2 = 0.6

Case 2
τ1 = 0.1
τ2 = 0.9

Case 3
τ1 = 0.2
τ2 = 0.6

Case 4
τ1 = 0.45
τ2 = 0.6

β1 = 4 mean(β̂1) 3.9991 4.0011 3.9996 3.9995

mse(β̂1) 0.0016 0.0023 0.0016 0.0013

β2 = 7 mean(β̂2) 7.0012 7.0003 6.9989 7.0023

mse(β̂2) 0.0018 0.0023 0.0016 0.0013

b0 = 4 mean(b̂0) 3.8795 3.8598 3.9640 3.9987
mse(â0) 0.7515 0.9007 0.1202 0.0122

a2 = 2 mean(â2) 2.0084 2.0417 2.0161 1.9961
mse(â2) 0.0138 0.5915 0.0153 0.0174

b2 = −2 mean(b̂2) -2.0137 -2.0463 -2.0174 -1.9967

mse(b̂2) 0.0120 0.5158 0.0111 0.0122

mean(τ̂1) 0.1042 0.1036 0.2020 0.4510
mse(τ̂1) 9.329E-03 9.435E-03 9.1439E-03 6.303E-02

mean(τ̂2) 0.5982 0.8976 0.5977 0.5969
mse(τ̂2) 6.741E-05 8.864E-02 9.849E-05 8.153E-05

σ1 = 0.3 mean(σ̂1) 0.3011 0.2994 0.3006 0.3008
mse(σ̂1) 1.055E-04 3.071E-04 8.109E-05 5.832E-05

σ2 = 0.5 mean(σ̂2) 0.5037 0.5030 0.5035 0.5049
mse(σ̂2) 2.846E-04 1.603E-04 3.473E-04 9.808E-04

MISE(f̂) 0.0035 0.0047 0.0032 0.0027

varISE(f̂) 7.300E-07 1.304E-06 5.603E-07 4.039E-07

Across all cases, parameter estimates remain reasonably accurate, though performance deteriorates when
change points lie near domain boundaries. In particular, b0 in Cases 1–2 and b2 in Case 2 show increased
bias and variability compared to the previous result (highlighted in blue color). Change-point estimation is
also less stable in Cases 2 and 4, where the underlying function resembles a nearly two-segment structure,
reducing identifiability. Overall, the results show that both change-point location and function shape may

influence estimation accuracy.
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2.5 Model Evaluation Procedures

We propose using two approaches for model evaluation and selection. The first is repeated

cross-validation, and the second is conformal prediction intervals.

2.5.1 Repeated Cross-Validation

Our proposed Repeated Cross-Validation is an extension of the k-fold Cross-Validation,

which means we repeat a k-fold Cross-Validation process multiple times independently, and

each time with a different random partition of the data into folds. The justification and

resulting performance measures are given below.

Justification

When building a machine learning or statistical model for large data, we typically split

the data into a training set (with 60-80% data), a validation set (with 10-20% data), and a

test set (with 10-20% data) to train candidate models, validate an “optimal” one, and test

(predict) the model for generalization.

When the data set is small or moderate in its size, we use cross-validation instead of

having one fixed validation set, to examine the performance of a proposed procedure. In a

standard k-fold Cross-Validation, we partition the data into k subsets (folds) of equal (or

nearly equal) size. For each of k subsets, we use the remaining k-1 subsets as the training

set and the subset as the validation/test set. The model is trained and evaluated across

all k subsets, and the results are aggregated (usually by averaging) to obtain performance

estimates, e.g., MSEs for continuous response variables and misclassification rates for binary

response variables, for tuning hyperparameters or evaluating candidate models.

However, a single k-fold CV’s estimate can be sensitive to a particular data partition.

Different random partitions may lead to different evaluation measures. If one split is biased,

it may yield a misleading performance estimate. In order to address the variability, we

recommend using Repeated Cross-Validation. By repeating the Cross-Validation multiple
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times independently with m (different) random partitions, we can obtain a more robust and

stable assessment of model performance.

Performance measure for repeated CV

We propose using the following summary of performance measures to better evaluate and

compare model performance from m repeated CVs. For each independent Cross-Validation,

we have k performance measures that can be summarized by their mean and variance:

• mEst, the mean of the k estimates of the performance measure, such as, mean square

error (MSE) or the misclassification rate in one cross-validation, and

• vEst, the variance of these k estimates.

For m independent Cross-Validation, we have m values of mEst and m values of vEst.

From these, we compute the following four performance measures: (1) the mean of m

mEst values (MmEst), (2) the variance of m mEst values (VmEst), (3) the mean of m

vEst values (MvEst), and (4) the variance of m vEst values (VvEst). These aggregated

performance measures provide a comprehensive basis for model selection and comparison.

We illustrate the use of (MmEst, VmEst, MvEst, VvEst) in our data analysis in §2.7.

2.5.2 Conformal Prediction Interval

Given n independently distributed observations (x1, y1), (x2, y2), . . . , (xn, yn), we are inter-

ested in predicting the future yn+1 for given covariates xn+1. Although we state the data as

independently distributed, conformal prediction formally requires only exchangeability —

a strictly weaker assumption — which justifies its applicability here. Conformal prediction

is a powerful framework that provides finite-sample, distribution-free prediction intervals

with theoretical guarantees under minimal assumptions (Vovk et al., 2005). A comprehen-

sive review of the conformal prediction is in Angelopoulos and Bates (2021). Vovk et al.

(2005) provided a (Full) conformal prediction procedure. Let f̂ be a fitted model that is

invariant to permutations of the data. Denote S(xi, yi, f̂) a conformal score so that smaller
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conformal scores correspond to more model confidence. For each y ∈ Y, a new model f̂y is

fitted to the augmented dataset (x1, y1), . . . , (xn, yn), (xn+1, y). We then compute confor-

mal scores Sy
i = S(xi, yi, f̂

y) for i = 1, . . . , n and Sy
n+1 = S(xn+1, y, f̂

y). Next, we compute

the conformal α quantile,

q̂y = Quantile

(
Sy
1 , . . . , S

y
n,

⌈
(n+ 1)(1− α)

n

⌉)
. (2.13)

Then the full conformal prediction set is all the possible y’s that satisfy Sy
n+1 ≤ q̂y, that is:

C(xtest) =
{
y : Sy

n+1 ≤ q̂
y
}
. (2.14)

It is guaranteed (Vovk et al., 2005) that

P (yn+1 ∈ C(xn+1)) ≥ 1− α.

However, the computation of conformal prediction sets in practice is challenging for regres-

sion problems since an infinite number of models must be fitted for all possible y (Ndiaye

and Takeuchi, 2023). Even for categorical outcome y, if |y| = k, it requires (n+ 1)k model

fits, which is computationally inefficient.

Papadopoulos (2008); Vovk (2012); Lei et al. (2018) proposed alternative methods for

constructing conformal prediction sets, called split conformal prediction or inductive con-

formal prediction. The idea is first to split the data into two disjoint sets: a training set

and a calibration set. Then the model is fitted on the training set, and the conformal

scores are computed on the calibration set. Then the construction of conformal prediction

sets is similar to full conformal prediction. This method also guarantees (1− α) predictive

coverage. Split conformal prediction is computationally efficient as it only requires fitting

the model once; however, it sacrifices statistical efficiency since it depends on the split of

the training set and calibration set.
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Cross-conformal prediction (CCP) (Vovk, 2015; Vovk et al., 2018) balances a trade-

off between the statistical efficiency of full conformal prediction and the computational

efficiency of split conformal prediction. CCP uses a small number of model fits, but still

uses all data for both model fitting and calibration. We follow this idea to construct a

prediction set for each observed data point for model evaluation.

The procedure of cross-conformal prediction (Vovk, 2015) is defined as follows: for each

data point (xi, yi), we leave this point out as a test point. The remaining set D−i of size

n − 1 is randomly split into K folds of (approximately) equal size: DJk
−i for k = 1, . . . ,K,

where (J1, . . . , JK) is a partition of the index set {1, . . . , i − 1, i + 1, . . . , n}. For each k,

we use the K − 1 folds D−Jk
−i as a training set to fit a predictive model and evaluate its

performance on the k-th fold DJk
−i, which serves as the calibration set. The residual deviance

on the calibration set is used as the conformal score, denoted SJk
i,j for j ∈ Jk.

The prediction region for the test data point (xi, yi) is defined as the set of values y

satisfying:

Ri(y) =

{
y

∣∣∣∣∣
K∑
k=1

∣∣∣{j ∈ Jk ∣∣∣ fki (xi, y) ≤ SJk
i,j

}∣∣∣ > (1 + n)α− 1

}
,

where fki (xi, y) is the conformal score assigned to y when (xi, y) is evaluated using the

model trained on D−Jk
−i . The detailed steps are described in Algorithm 4 below.

The prediction set Ri(y) requires additional computation but remains tractable, com-

pared to the conformal prediction set in full conformal prediction. When the outcome y is

categorical, then the prediction set can be obtained by evaluating each possible value of y

and computing the associated conformity score fki (xi, y) for each combination of i and k,

followed by checking whether the inequality fki (xi, y) ≤ S
Jk
i,j holds for enough j.

When y is numerical, however, the problem becomes more computationally intensive.

One must identify the sub-regions of y that satisfy the inequality fki (xi, y) ≤ SJk
i,j for all
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Algorithm 4 Cross-Conformal Prediction Algorithm

1: procedure CCPRegion(D,K, α)
2: for i in 1,...,n do
3: test.data← Di = (xi, yi) ▷ Di is the ith data point
4: train.data← D−i ▷ D−i is the data that excludes the ith data point

5: {DJ1
−i, ...,D

JK
−i } ← CV(D−i,K)

6: for k in 1,...,K do

7: fki ← Model(D−Jk
−i )

8: SJk
i ← {fki (D

Jk
−i)} ▷ obtain a set of conformal scores from the kth fold

validation
9: Ri(y) = {y|

∑K
k=1 |{j ∈ Jk|fki (xi, y) ≤ S

Jk
i,j }| > (1 + n)α− 1}

10: ▷ Set a (1− α) prediction set for test data

j ∈ Jk, and k ∈ {1, ...,K}, and then compute or approximate the coverage over those

regions. See Appendix C for Poisson model and linear model for more details.

Our key idea in selecting models based on the conformal prediction procedure is to

compare the sizes of prediction sets among candidate models. Since all models guarantee

a coverage probability 1− α, the model with the smallest prediction set is regarded as the

most accurate, as it reflects the least uncertainty.

2.6 Simulation Study for “S-Interpretable” Learning Strat-

egy

In this section, we evaluate the performance of the proposed “S-Interpretable” model learn-

ing strategy described in Section 2.2. The goal is to assess whether the procedure can

(i) correctly recover the semiparametric structure assumed in (2.1), (ii) decide when to

introduce a parametric transformation for nonlinear covariates, (iii) jointly estimate the

parameters and nonparametric functions, and (iv) achieve better interpretable models than

benchmark models while achieving competitive predictive performance.
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A: Model Design

Model Specification

We consider a simple, representative model with a 4 covariates x˜ = (x1, x2, x3, x4), and its

relation to the response variable y according to

y = 1.0x1 + 2.0x2︸ ︷︷ ︸
linear part

+ g(x3;θ)︸ ︷︷ ︸
nonlinear part

+ f(x4)︸ ︷︷ ︸
nonparametric part

+ϵ, (2.15)

where ϵ ∼ N (0, σ2) with σ = 0.5. The first two covariates (x1, x2) have a linear relation

with y and are grouped to be x1 = (x1, x2) and contribute to y with β = (1, 2)T in (2.1).

The third covariate x3 is x2 in (2.1), contributing to y through a nonlinear parametric

function

g(x3;θ) =


a0 + b0x3 if x3 < τ1,

a1 + b1x3 if τ1 ≤ x3 ≤ τ2,

a2 + b2x3 if x3 > τ2,

with θ = (a0, b0, a1, b1, a2, b2, τ1, τ2) = (0, 4, 0.8, 0, 2, −2, 0.2, 0.6). This g has two un-

known change points τ1 and τ2, with three linear segments, hence called to have an LLL-

form, reflects an interpretable relation for practice. The remaining nonlinear effect is mod-

eled through a smooth function of x4:

f(x4) = exp
(
exp(sin(6x4))− 1

)
(x4 + 0.1)3,

which is intentionally highly nonlinear and to be estimated by nonparametric smooth term,

corresponding to x3 in the partition. Further, to introduce realistic dependence among

predictors, the vector (x1, . . . , x4) is first drawn from a zero-mean multivariate normal
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distribution with covariance

Cov(xi, xj) = 0.5|i−j|, (2.16)

and then each covariate is monotonically transformed to Uniform(0, 1). This correlated

design ensures that the initial partitioning step (Step 1) is nontrivial.

Simulation Procedure

In each simulation, we generate a sample of size n = 1000: (xi, yi)
n
i=1, independently drawn

from the model (2.15), then execute the proposed learning strategy without assuming the

knowledge of β, θ, g and f , or the partition. We choosem = 1000 times. In each replication,

our full “S-Interpretable” pipeline has 7 steps from Step 1 (EDA) to Step 7 (model selection),

ensuring that all components of the learning process are examined in an end-to-end manner.

In our simulation, we expect statistical uncertainty in some intermediate steps. For

example, the exploratory partitioning may occasionally misclassify covariates, and the

bootstrap test may sometimes suggest that no transformation is needed. Nevertheless,

we proceed with the full pipeline for every replication, even when intermediate decisions are

imperfect. This design allows us to evaluate the final performance and stability of the com-

plete “S-Interpretable” learning process as an integrated workflow. Here, we only choose

n = 1000. We shall further vary the simulation size and the complexity of the model (2.15)

in the future, refined study.

B: Simulation Results

The simulation results are summarized according to the major steps of the learning strategy.

We report how the proposed method performs in identifying linear and nonlinear structures,

detecting necessary transformations, and achieving interpretable yet competitive model fits

under repeated replications.

Step 1: Exploratory Data Analysis (EDA). We first examine whether the initial par-

titioning can correctly separate linear and nonlinear covariates. Let f̂(xi) be a LOESS of
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y on xi, and α̂ + β̂xi be a least-squares linear fit. Based on our proposed “S-correlation

coefficients” (aka corr(f̂(xi), β̂xi)), for each x ∈ x˜, x1 and x2 are identified as linearly re-

lated to y, whereas x3 and x4 exhibit nonlinear patterns. The threshold we use here is

0.9. Although x4 occasionally shows moderately high correlation values—possibly due to

the moderate dependence among neighboring covariates—its true functional form remains

nonlinear. While it is impractical to visualize every marginal relationship for all repli-

cations, a random inspection of several marginal plots confirms the nonlinear effect of x4.

Across repeated simulations, the EDA step correctly partitions the covariates in most cases,

providing a reliable starting point for subsequent analysis.

Step 2: Additive Model Fitting. During each simulation replication, we fit an additive

model using the mgcv package in R to approximate the nonlinear effects identified from

Step 1. The fitted smooth functions s(x3) and s(x4) are examined through partial residual

plots to assess their shapes. Because it is infeasible to visualize all m = 1000 replications,

we randomly inspected a subset of simulation runs. In these representative cases, s(x3)

typically shows a nearly piecewise-linear trend that can be approximated by an LLL-form

function, whereas s(x4) displays a more complex nonlinear pattern with a sharp increase

near the upper tail, as shown in Figure 2.7. This observation supports treating x3 as

having a parametric change-point relationship while keeping x4 as having a nonparametric

relationship with y.
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Figure 2.7: Estimated smooth functions of x3 and x4 from a representative case. The
curve of x3 shows an LLL-type, nearly piecewise-linear pattern, whereas x4 exhibits a more
complex nonlinear structure with pronounced curvature.

Step 3: Testing the Need for Transformation. Next, we apply our semiparametric

bootstrap procedure to determine whether x3 requires a nonlinear transformation. In the

simulation, the decision is made using the classification criterion, which compares the em-

pirical EDF densities fB0 (t) and fB1 (t) and selects the model under which the observed EDF

value is more likely to occur. Across m = 1000 simulation replications, the empirical distri-

butions exhibit the expected ordering fB0 (t) < fB1 (t), indicating that the observed EDFs are

far more consistent with the nonlinear representation under H1. Only 5.6% of the replica-

tions disagree with this conclusion, suggesting that the proposed EDF-based classification

approach is highly reliable in detecting the need for transformation.

Step 4–5: Form and Adequacy of the Transformation. Once a nonlinear transforma-

tion is deemed necessary, the functional form of g(x3;θ) is estimated using a semiparametric

change-point regression model. Since the parameters β, θ and the nonparametric function

f have already been accurately estimated in our study of the MM algorithm in §2.4.2, we

do not present the numerical results for θ here. Instead, we apply the fitted parameter

estimates to perform the transformation x′3 = g(x3; θ̂).
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The adequacy of this transformation is then evaluated using the H0 focused, which

assesses whether the transformed variable x′3 behaves approximately linearly under H0.

The bootstrap validation in Step 5 shows that the vast majority of fitted transformations

satisfy the sufficiency criterion

1

B
#{edfB0 (x′3) > t} < 0.05,

indicating that no further nonlinear structure remains. Only 8.7% of the replications indi-

cate potential inadequacy, suggesting that the proposed transformation achieves a satisfac-

tory goodness of fit in most cases.

Step 6: Model Sets. This step is important to include all sensible candidate models,

including those proposed in the literature, as well as both conservative and liberal specifi-

cations (Model 2 & 3 below) for comparison. In this study, we evaluate three competing

models using repeated cross-validation:

Model 1 (semi-CP): y ∼ x1 + x2 + g(x3;θ) + f(x4),

Model 2 (GAM): y ∼ x1 + x2 + s(x3) + f(x4),

Model 3 (GAM): y ∼ x1 + x2 + x3 + f(x4).

Step 7: Model Evaluation and Selection. The proposed semi-parametric change-

point model (Model 1) represents the case where transformation is applied in the majority

of cases, whereas the benchmark GAM models (Models 2 and 3) correspond to cases where

the transformation is omitted. Thus, regardless of whether the bootstrap test in individual

replications favored transformation or not, all three models are included as candidate models

for comparison. We did not further consider additional transformation beyond the one

already applied to x3.
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Table 2.12 summarizes the cross-validation results from one representative simulation.

This table illustrates how the performance metrics MmEst, MvEst, VmEst, and VvEst

are computed and compared across the three models.

Table 2.12: Repeated Cross-validation Performance Results for One Representative Simu-
lation (MSE Criterion).

Repeated CV Model 1 (semi-CP) Model 2 (GAM) Model 3 (GAM)

MmEst 0.263 0.264 0.350
MvEst 0.143E–03 0.160E–03 0.344E–03
VmEst 0.663E–06 0.663E–06 0.672E–06
VvEst 0.596E–06 0.589E–06 1.332E–06

Model 1 adopts a semiparametric change-point (CP) structure for x3, whereas Models 2 and 3 are
benchmark GAM models without transformation. Four aggregated performance metrics in §2.5.1 are

reported from 10 repeated 5-fold cross-validations: MmEst (mean of mEst), VmEst (variance of mEst),

MvEst (mean of vEst), and VvEst (variance of vEst). We used mean square error (MSE) as the
estimation. Bold values indicate the best performance across models.

Model 1, which incorporates the semiparametric change-point structure for x3, achieves

the lowest mean of mean, and mean of variance of MSE (MmEst = 0.263, MvEst =

1.43× 10−4), as well as the smallest variability in mean estimates (VmEst = 1.48× 10−2),

and is very close to Model 2 in terms of the least of variance of variance of the MSE.

Model 2, which treats x3 as a fully nonparametric component, performs comparably in

predictive accuracy but is less interpretable. Model 3, which treats x3 as purely linear

without any transformation, exhibits noticeably higher bias and instability. Thus, in this

representative simulation, the results confirm that the semiparametric change-point model

(Model 1) achieves the best predictive accuracy while maintaining interpretability and we

prefer Model 1 as the final model.

Table 2.13 summarizes the aggregated performance across m = 1000 independent simu-

lation replications. Each replication produces its own repeated-CV table as above, and the

results below represent averages over all replications.
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Table 2.13: Repeated Cross-validation Aggregated Performance Across 1000 Simulation
Replications (MSE Criterion).

Measure Model 1 (semi-CP) Model 2 (GAM) Model 3 (GAM)

Mean of means 0.2609 0.2601 0.3231
Mean of variances 0.117E–03 0.117E–03 0.199E–03
Var of means 0.636E–06 0.604E–06 0.688E–06
Var of variances 0.775E–07 0.696E–07 0.222E–06

Model 1 and Model 2 exhibit nearly identical predictive performance in aggregate, whereas Model 3
performs substantially worse across all criteria. Bold values indicate the best performance in each measure.

To further compare models across replications, Table 2.14 reports the rank frequencies

of the three models under each metric (Rank 1 = best, Rank 3 = worst), aggregated across

1000 replications.

Table 2.14: Rank Frequencies Across 1000 Simulation Replications for the Four Repeated-
CV Metrics.

Rank
MmEst MvEst VmEst VvEst

M1 M2 M3 M1 M2 M3 M1 M2 M3 M1 M2 M3

1st 482 518 0 476 524 0 351 402 247 481 519 0
2nd 518 482 0 524 476 0 326 383 291 519 481 0
3rd 0 0 1000 0 0 1000 323 215 462 0 0 1000

Model 1 and Model 2 frequently alternate between first and second place for the first three metrics, while
Model 3 is almost always ranked last. For the stability metric (VmEst), Model 3 occasionally ranks first,

but also ranks last most frequently, indicating high instability.

Across 1000 simulation replications, Models 1 and 2 consistently outperform Model 3,

which shows substantially higher MSE and instability. Model 1 and Model 2 exhibit very

similar average performance, but Model 1 uses a parsimonious and interpretable semi-

parametric change-point structure for x3, whereas Model 2 relies on a fully nonparametric

smooth.
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Summary. Overall, the simulation study demonstrates that the proposed “S-Interpretable”

learning strategy performs reliably across all major stages. Despite minor stochastic varia-

tions in intermediate steps such as variable partitioning or transformation testing, the full

pipeline consistently recovers the underlying model structure and produces interpretable

results with competitive predictive accuracy. These findings confirm both the robustness

and practical utility of the proposed framework.

2.7 Tibetan Women Fertility Study

The primary aim of our Tibetan study analysis (Ye et al., 2024) was to investigate important

features that influenced high-altitude native ethnic Tibetan women’s lifetime reproductive

success, measured by the number of pregnancies and livebirths. Specifically, we

explored whether physiological and sociocultural traits associated with oxygen content and

transport contribute to reproductive fitness in a population that has lived under chronic

hypoxic stress for generations.

The data was collected from four hundred seventeen (417) women aged from 46 to 86

years residing at high altitude in Upper Mustang, Nepal, provided comprehensive informa-

tion (115 covariates) for this observational cohort study, including:

1. Reproductive histories (number of pregnancies and livebirths)

2. Physiological measurements (e.g., hemoglobin concentration, oxygen saturation,

echocardiography, ventilatory and heart rate response to hypoxia)

3. Sociocultural variables (e.g., age at first birth, length of marriage)

We began with a thorough exploratory data analysis (EDA) on 115 potential covariates.

Key EDA steps included: (i) dentifying and correcting outliers and missing values, (ii)

examining distributions and bivariate scatterplots of predictors vs. outcomes (pregnancies

and livebirths), (iii) reducing variables to a moderate size of meaningful predictors for

modeling, and (iv) detecting nonlinear relationships (e.g., with age, BMI, and hemoglobin).
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To isolate influential physiological features among multiple possibilities in effectively

predicting two outcomes (pregnancies and livebirths), we performed variable reduction of

115 potential covariates, using two approaches, one by Random Forest (RF) and another by

a tree-based sure independence screening (SIS) procedure. By RF, we ranked all variables

based on variables of importance. By the tree-based SIS procedure, we evaluated the

predictability of each of the 115 variables, one variable at a time, based on the RMSE

(residual mean square errors) of tree-based modeling for each outcome by each covariate.

RF and tree-based models can handle missing values, and are nonparametric models without

assuming the shapes of relationships of the covariates with an outcome. The single Tree

analyses may be considered a generalization of the original Sure Independence Screening

(Fan and Lv, 2008) to provide a quick, flexible screening of the features. Combining the

results of RF and the tree-based screening with the support of domain knowledge, we

reduced the number of covariates to 50 in our investigation of important predictors (from

the covariates).

Three Group Analyses. Since the data contains a subgroup that did not have echocar-

diography (echo) or hypoxic ventilatory response (HVR) data, our modeling of lifetime re-

productive successes using these 50 variables relied on three data sets, respectively: 1) the

entire sample of 417 women, 2) the subsample of 364 women with complete echocardiogra-

phy (echo) and hypoxic ventilatory response (HVR) data (call it the complete dataset),

and 3) the subset of 53 women who did not have echo or HVR data. In this dissertation, we

focus on modeling for the complete dataset while we analyzed all three group separately

in the paper.

For the complete data, we further performed exploratory data analysis, using scat-

terplots of the outcomes (pregnancies and live births) with the 50 potential covariates,

superimposed with a nonparametric smoothing curve called a Loess curve (Cleveland and

Devlin, 1988), to suggest preliminary, possible relationships of the covariates with each of

the outcomes. As shown in Figure 2.8, the relationships of three covariates, age, body mass

index (BMI), and hemoglobin concentration (HB), do not look linear. The women 63 and
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older had about the same number of pregnancies. In contrast, successively younger women

had fewer, roughly consistent with the history of family planning becoming available to

women in Nepal in the 1990s and the subsequent decline in fertility (Craig et al., 2016).
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Figure 2.8: Exploratory plots of the relationship of the number of pregnancies and live
births with age, BMI, and hemoglobin. Here, “vrcp” is the method for estimation of varying
regression segments and change point in heteroscedastic Data, (Ganocy and Sun, 2015)

Next, we performed a semiparametric model analysis using generalized additive model-

ing (GAM) of the outcomes with the 50 covariates. Covariates age, BMI, and hemoglobin

concentration entered the GAM as potential predictors via unspecified smooth curves (hence

nonparametric), while the other covariates entered via linear parametric relationships. The

shape of estimated nonparametric curves from our GAM analysis confirmed the nonlinear re-

lationships in the first step, demonstrating the need to transform age, BMI, and hemoglobin

concentration, before using them as potential predictors in Poisson regression modeling.
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Third, we determined the specific transformations for age, BMI, and hemoglobin con-

centration. We fitted change point models using R package vrcp (Ganocy and Sun, 2015)

to determine a two-segment relationship between the number of pregnancies (or live births)

and age, and another for hemoglobin concentration with a slight bulge at an intermediate

value. In addition, we fitted the best quadratic model for the relationship between the

number of pregnancies (or live births) and BMI. These nonlinear relations are biologically

sensible – ever-increasing hb or BMI would not occur in a population, and births stop at

menopause. These nonlinear relations are denoted as gage(x), ghb(x), and gBMI(x), provided

the transformed variables: age1 = gage(age),hb1 = ghb(hb), and BMI1 = gBMI(BMI), in

(2.17) and (2.18). Transformed variables age2, hb2, and BMI2 were determined similarly

for the number of live births.

ghb(x) =


−0.242 + 0.149x, x ≤ 13.67

2.017− 0.016x, x > 13.67

gBMI(x) = (x− 22.52)2 (2.17)

gage(x) =


0.056 + 0.029x, x ≤ 63

1.914, x > 63

2.17. Transformation on number of pregnancies.
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ghb(x) =


−0.389 + 0.161x, x ≤ 13.4

1.942− 0.012x, x > 13.4

gBMI(x) = (x− 21.95)2 (2.18)

gage(x) =


0.050 + 0.0294x, x ≤ 63

1.901, x > 63

2.18. Transformation on number of live births.

Fourth, we fitted a Poisson regression model via generalized linear model (GLM) on a

combination of (1) the original variables exclude age, BMI, and hb and (2) the transformed

variables for age, BMI, and hb. The resulting models are parametric models incorporating

both linear terms and nonlinear (transformation) terms.

To check the adequacy of the resulting models, we fitted three competitive models for

the number of pregnancies/live births (y): The first two are Poisson regression models

incorporate the three transformed variables with other covariates in the original scales.

Model 1 transforms all three covariates, age, BMI, and hb, while Model 2 transforms only

the most influential predictor, age. Model 3, on the other hand, is a Generalized Additive

Model that fully models age, BMI, and hb as nonparametric covariates using smoothing

splines. This third model serves as the most flexible benchmark to assess the adequacy of

Model 1 and Model 2.

• Model 1 : GLM (y ∼ age1+BMI1+hb1+other linear & interaction terms; Poisson)4

• Model 2 : GLM (y ∼ age1 +BMI + hb+ other linear & interaction terms; Poisson)

4here age1 is the transformed variable of age, BMI1 is the transformed variable of BMI, and hb1 is
transformed variable of hemoglobin concentration
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• Model 3 : GAM (y ∼ s(age) + s(BMI) + s(hb)) + other linear & interaction terms)

We examined the performance of the three competing models for each outcome using

repeated 10-fold cross-validation and conformal prediction sets.

First, we repeated 10-fold cross-validation independently 100 times. Specifically, each

time by a 10-fold CV, we randomly partitioned the data into ten sub-datasets of approxi-

mately equal size and used each as a test set. At the same time, the remaining nine subsets

formed a training set to derive three estimated models. In each case, we computed the mean

of residual square Errors (MRSE) of the test set, leading to ten MRSEs for one 10-fold CV

for each of the three comparative models. Next, we calculated the mean and variance of

the ten MRSEs and denoted them as mMRSE and vMRSE. As we repeated 100 times 10-

fold CVs under different random splits, we had 100 mMRSE s and 100 vMRSE s. We then

calculated performance measures: m1=mean of 100 mMRSEs (MmMRSE), m2=variance

of 100 mMRSEs (VmMRSE), m3=mean of 100 vMRSEs (MvMRSE), and m4=variance

of 100 vMRSEs (VvMRSE). Small values of m1-m4 indicate good performance. The best

performer in consideration of m1-m4 collectively is our choice for the final model.

Table 2.15: Comparison of three models based on four statistics when outcome is the number
of live births.

Model 1 Model 2 Model 3

MmMRSE 3.3913 3.5180 3.8194

VmMRSE 1.929E-3 2.824E-3 7.500E-3

MvMRSE 0.8272 0.9040 0.9753

VvMRSE 0.1331 0.1924 0.1639

We computed four measures for three models: MmMRSE, VmMRSE, MvMRSE, and VvMRSE. The red
color showed the best results among the three for each measure while the blue color indicated the worst.

Model 1 performed best on all four measures, supporting its selection as the final model.

Second, we calculated cross-conformal prediction sets for each data point across the three

models. For each data point (xi, yi), we treated it as a test point and left it out from the
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whole data set. The remaining n−1 data points were randomly split into five folds of equal

(or nearly equal) size. Denote these five folds as DJk
−i for k = 1, . . . , 5, where (J1, . . . , J5) is

a partition of {1, . . . , i− 1, i+ 1, . . . , N}, following the notation in Section 2.5.2.

In each iteration, we used four folds as a training set to train Model 1, Model 2, and

Model 3, respectively. For Model 1 and Model 2, we employed transformed variables, where

the forms of transformation are defined in (2.17) and (2.18). The remaining fold was used

as the calibration set.

We adopted the residual deviance as the conformal score function, since it serves as

a goodness-of-fit metric for Poisson regression models and satisfies the requirement that

smaller scores indicate better fit. For each data point in the calibration set, we computed

its conformal score. For the test point xi, we computed a conformal score as a function of

a hypothetical outcome y based on the predicted value ŷi obtained from the model using

input xi.

The cross-conformal prediction region Ri(y) for test point xi is then constructed as:

Ri(y) =

{
y

∣∣∣∣∣
5∑

k=1

∣∣∣{j ∈ Jk ∣∣∣ fki (xi, y) ≤ SJk
i,j

}∣∣∣ > (1 +N)α− 1

}
,

where SJk
i,j is the conformal score for calibration data point (xj , yj) under the specific training

set indexed by i and k, and fki (xi, y) is the conformal score for the test input xi under the

k-th model fold and hypothetical output y.

Each condition {y | fki (xi, y) ≤ SJk
i,j } corresponds to an interval of the form {y | a ≤

y ≤ b} for some constants a and b (depend on i and k). Therefore, we can determine the

prediction set Ri(y) by evaluating the count of y values that satisfy the inclusion condition

across all calibration folds. This results in a cross-conformal prediction region for each xi.

We obtained cross-conformal prediction regions for each xi under the three models. To

compare the prediction performance across models, we evaluated the size (i.e., length) of
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the prediction region for each xi. We then ranked the models for each xi based on the

region size: the model with the smallest region was assigned rank 1, the one with the

intermediate size was assigned rank 2, and the model with the largest region was assigned

rank 3. Finally, we counted the number of data points for which each model was ranked 1,

2, or 3, respectively, in order to assess which model most frequently produced the narrowest

prediction intervals. The results are shown in Tables 2.16 and 2.17. The model that uses

the transformed variables age, BMI, and hb is the best among the three, which is consistent

with the evaluation results from Repeated Cross-Validation.

In Summary, the best model is Model 1 :

GLM(y ∼ age1 + BMI1 + hb1 + other linear & interaction terms; Poisson)

It shows that an intermediate hemoglobin concentration of approximately 13.67 gm/dL

predicted more live births.

Table 2.16: Ranking frequencies across three models for the number of pregnancies

Model 1 Model 2 Model 3

Rank 1 174 102 37

Rank 2 47 165 101

Rank 3 92 46 175

Model 1 attains the highest number of Rank 1 placements, indicating that it most frequently produces the
shortest conformal prediction intervals and thus delivers the most precise predictions. Model 2 performs

moderately, while Model 3 most often yields the longest intervals. Overall, Model 1 is preferred, consistent
with the repeated cross-validation results.
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Table 2.17: Ranking frequencies across three models for the number of live births

Model 1 Model 2 Model 3

Rank 1 262 44 7

Rank 2 45 236 32

Rank 3 6 33 274

The ranking results are similar to the previous case, leading to the same conclusion: Model 1 performs
best, Model 2 is intermediate, and Model 3 is least preferred.
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Chapter 3: Adaptive Partial EM Algorithm for Poisson

Mixture Model

3.1 Introduction

Count data frequently arise in a wide range of fields. When modeling such data, the Poisson

distribution is a natural choice due to its simplicity and suitability for discrete, non-negative

outcomes. However, real-world count data often exhibit overdispersion (variance exceeding

the mean), multimodality, or underlying heterogeneity across subpopulations, which the

standard Poisson model fails to capture adequately.

To address this limitation, Poisson mixture models have been proposed as a flexible and

powerful framework. These models assume that the observed counts are generated from a

mixture of multiple Poisson distributions, each corresponding to a latent subpopulation or

data-generating process. Formally, a finite mixture model of K Poisson components has

the density of

f(x) =

K∑
i=1

πi · gi(x;λi) (3.1)

where gi(x;λi) follows a Poisson distribution function with an intensity parameter λi for

the ith population, πi is the mixture proportion for the ith population, such that πi > 0

for all i and
∑K

i=1 πi = 1.

Estimation of model parameters in Poisson mixture models is commonly performed

using the Expectation-Maximization (EM) algorithm (Dempster et al., 1977), alternating

between an E-Step and an M-Step. However, when data are extremely large or come in

batches/streams, the standard EM algorithm is too slow or not applicable. The standard
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EM algorithm requires computing the conditional MLE using all data points in each iter-

ation, which could be computationally inefficient (McLachlan and Krishnan, 2007) or not

applicable as some early data streams are gone or compressed due to the storage limitation.

To overcome this issue, variants of EM algorithms have been proposed and developed.

These methods include: Titterington (1984) developed a stochastic approximation algo-

rithm where the parameters are updated after each new observation using the gradient of

the incomplete data likelihood. Cappé and Moulines (2009) and Nguyen et al. (2020) ex-

tended to online EM-like estimation. Bradley et al. (2000) adaptively detected the clusters

by controlling the sample size each time running EM algorithms. Verbeek et al. (2003)

offered an acceleration of the EM algorithm for Gaussian mixtures by precomputing and

storing sufficient statistics of the data in the nodes of a kd-tree. Steiner and Hudec (2007)

used a reasonable data compression technique first, allowing the representation of individ-

ual observations by a much smaller number of prototypes, and used sufficient statistics of

the prototypes to estimate the mixture by means of an adapted EM algorithm. Sun et al.

(2025+) developed an adaptive mixture estimation method for a Gaussian mixture model,

which is competitive in theory and computing efficiency, and can adapt to a changing model

that has an additional component in the next stage. In this chapter, we follow the idea

from (Sun et al., 2025+) and extend it to the Poisson mixture case, as the most common

finite mixture of a discrete distribution.

In Section 3.2, we reviewe the conventional EM algorithm for estimating parameters in

a finite Poisson mixture model. In Section 3.3, we propose an adaptive likelihood approach

for a Poisson mixture model, following the idea from (Sun et al., 2025+). We derive the

adaptive partial maximum likelihood estimators (MLE) for Poisson mixture parameters for

data composed of the previous estimates and a new batch of data. Then, we propose an

adaptive partial EM algorithm for estimating the adaptive partial MLE for Poisson mixture

parameters. In Section 3.4, we provide an update of parameters when data changes with

an extra subpopulation. In Section 3.5, we determine the convergence of the adaptive

partial EM algorithm. In Section 3.6, we show the consistency of the MLE. In Section 3.7,
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we conduct simulation experiments to evaluate and compare the proposed procedures to

benchmarks.

3.2 EM Algorithm for fitting Poisson Mixture Model

EM algorithm (Dempster et al., 1977) has proven to be very useful in many problems, in-

cluding mixture of densities and others (Titterington et al., 1985). Based on complete data

computations, EM algorithm is simple to implement and is proceeded by an iteration of

two steps: At each iteration, its E-Step involves taking an expectation over the conditional

distribution of the latent variables (or unobserved variables) given the observations and

the current estimated parameters while the M-Step is analogous to complete data (ob-

served data + estimate latent data) weighted maximum-likelihood estimation, estimating

the parameters that maximize a pseudo likelihood, called the Q function.

A finite mixture model of K Poisson components has the following probability mass

function (pmf):

f(x; θ) = P (X = x; θ) =
K∑
i=1

πi ·
λxi e

−λi

x!
(3.2)

where the ith mixing proportion is πi ≥ 0 unknown and satisfies
∑K

i=1 πi = 1, and the ith

subpopulation follows a Poisson distribution with an unknown intensity parameter λi > 0,

for i = 1, . . . ,K.

Given K, the number of components, and the observation x = (x1, . . . , xn) i.i.d. from

the Poisson mixture model (3.2), the log-likelihood formed by X about the parameter vector

θ = (π,λ) is

ln(θ;x) = log f(x;θ) =

n∑
i=1

log

{
K∑
k=1

πk · g(xi,λk)

}
, (3.3)

where π = (π1, . . . , πK), λ = (λ1, . . . , λK), and gi(x;λi) =
λx
i e

−λi

x! .
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There is no closed-form solution to the MLE based on (3.3) (McLachlan and Peel, 2000).

However, if we knew which subgroup that the xi belonged to, then we could find the MLE

of θ in each subgroup. To see this, define the latent variables (or called surrogate variables)

Zik as

Zik =


1 if Xi ∈ the kth group

0 if Xi /∈ the kth group

(3.4)

for i = 1, . . . , n and k = 1, . . . ,K. We would have the following complete data log-likelihood

function:

ln,c(θ;x,Z) =

n∑
i=1

K∑
k=1

Zik log {πk · g(xi,λk)}, (3.5)

We now implement the E-step and M-step with the initial value of estimates θ(0) =

(π(0),λ(0)).

E-Step: Evaluate the probability of each observation from every component using current

parameter values. For i = 1, . . . , n and k = 1, . . . ,K,

τ
(m)
ik = E(Zik|x,θ(m−1)) =

π
(m−1)
i · (λ(m−1)

i )xje−λ
(m−1)
i∑K

i=1[π
(m−1)
i · (λ(m−1)

i )xje−λ
(m−1)
i ]

(3.6)

M-Step: Update estimate θ(m) that maximize the likelihood function ln,c(θ;X,Z) where

Zij is replaced by τ
(m)
ik .

π
(m)
k =

∑n
i=1 τ

(m)
ik

n
, λ

(m)
k =

∑n
i=1 τ

(m)
ik xi∑n

i=1 τ
(m)
ik

(3.7)

Iterate the E-Step and M-Step until the size of change ||θ(m)−θ(m−1)|| falls below ϵ||θ(m)||

for some pre-specified positive ϵ and norm || · ||.
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3.3 Adaptive Partial EM for fitting Poisson Mixture Model

In this section, we propose an adaptive likelihood approach for a Poisson mixture model

in large data with an adaptive partial EM algorithm. The idea is to handle an adaptive

likelihood that combines both the information from the available parameter estimates from

the previous data and the additional batch of data.

3.3.1 Adaptive Likelihood for Poisson Mixture Model

Suppose the data come into batches where the jth batches are a sequence of independent

samples x(j) of size nj , j = 1, 2, . . . from a finite Poisson mixture model. Let n[j] =
∑j

i=1 ni

be the total sample size from the first j batches of samples. We construct the adaptive

likelihood to allow efficient estimation based on the current data x(j) and previous-stage

estimate θ̂[j−1] = (π[j−1],λ[j−1]) with the aid of surrogate variables Zik as defined in (3.4).

Define sj be the index set of observations in the x(j) and Z(j) = {Zik|i ∈ sj , k = 1, . . . ,K}

The complete adaptive likelihood function is

L(π,λ;π[j−1],λ[j−1], n[j−1],x
(j), Z(j))

= P (π[j−1],λ[j−1],x(j), Z(j)|π,λ, n[j−1])

= P (π[j−1]|π,λ, n[j−1])× P (λ[j−1]|π[j−1],π,λ, n[j−1])× (3.8)

P (x(j), Z(j)|π,λ).

Denote P1 = P (π[j−1]|π,λ, n[j−1]), P2 = P (λ[j−1]|π[j−1],π,λ, n[j−1]), P3 = P (x(j), Z(j)|π,

λ).

The three terms P1, P2, and P3 have distinct interpretations. P1 represents the distribu-

tion of the previous-stage estimate of the mixture proportions given the currently available

information, reflecting the information on π accumulated from earlier batches. Intuitively,

P1 can be regarded as a probabilistic prior summarizing the uncertainty of π[j−1] under the
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model learned so far. P2 quantifies the contribution of the previous estimates of the Poisson

means λ[j−1] given π[j−1] and the model learned so far. Similar to P1, this term captures

the information retained from the earlier batches about the component means, acting as a

weighted empirical prior for λ. P3 corresponds to the standard complete-data likelihood for

the current batch, incorporating both the observed counts x(j) and their latent component

indicators Z(j).

Hence, the adaptive likelihood in (3.8) recursively combines past and current informa-

tion, where P1 and P2 contain prior knowledge and P3 incorporates new data. In the

following, we provide tractable approximations for each of these components to derive the

adaptive Partial EM updating rules.

Let Mk =
∑j−1

t=1

∑
i∈St

Zik be the number of units from the kth subpopulation in the

first j − 1 batches of samples for k = 1, . . . ,K. Then (M1, . . . ,MK) follows a multinomial

distribution with the parameters n[j−1] and p, where p = π = (π1, . . . , πK). Thus,

P (M1 = m1, . . . ,MK = mK) =
n[j−1]!

m1! . . .mK !

K∏
k=1

πmk
k (3.9)

Notice that (π
[j−1]
1 n[j−1], . . . , π

[j−1]
K n[j−1]) should be close to (m1, . . . ,mK) when π[j−1] is a

close estimator of π. We replace P1 = P (π[j−1]|π, n[j−1]) by P (M1 = π
[j−1]
1 n[j−1], . . . ,MK =

π
[j−1]
K n[j−1]|π, n[j−1]) as its approximation function. The approximated log-likelihood func-

tion of P1, denoted by ℓ(multi)(θ), is

ℓ(multi)(θ) ≜
K∑
k=1

π
[j−1]
k n[j−1] log πk + C1 ≈ logP1 (3.10)

where C1 is some constant not relevant with θ.
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If the subpopulation identities were known, for samples {xi}i∈S[j−1,k]
where S[j−1,k] are

the index set of the first j− 1 batches of samples from the kth subpopulation,
∑

i∈S[j−1,k]
xi

is a sufficient statistics and follows a Poisson distribution of Poi(mkλk). Notice that∑
i∈S[j−1,k]

xi can be approximated bymkλ
[j−1]
k , thus the probability function can be written

as

P (
∑

i∈S[j−1,k]

xi = mkλ
[j−1]
k |λ) = (mkλk)

mkλ
[j−1]
k e−mkλk

(mkλ
[j−1]
k )!

(3.11)

We replace mk by π
[j−1]
k n[j−1] and have the following approximation log-likelihood function

of P2, denoted by ℓ(s.s.)(θ),

ℓ(s.s.)(θ) ≜
K∑
k=1

{
π
[j−1]
k n[j−1]λ

[j−1]
k log(π

[j−1]
k n[j−1]λ

[j−1]
k )

− π[j−1]
k n[j−1]λk − log

[(
π
[j−1]
k n[j−1]λ

[j−1]
k

)
!
]}
≈ logP2 (3.12)

The log-likelihood of P3 has the same form in (3.5), which is

ℓ(j)(θ) = logP3 =
∑
i∈Sj

K∑
k=1

Zik log {πk · g(xi, λk)} (3.13)

Therefore, the complete adaptive log-likelihood function can be approximated as

ℓ[j](θ) = ℓ(multi)(θ) + ℓ(s.s.)(θ) + ℓ(j)(θ) (3.14)

Remark 3.3.1. Note that the third term in (3.14) is a usual likelihood function for a finite

Poisson mixture model. The first and second terms are penalty functions where maximized

at θ̂[j−1].
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3.3.2 Adaptive Estimation for Poisson Mixture Model

In this section, we derive an adaptive Partial EM algorithm from the MLE of the approxi-

mated likelihood function (3.14). Notice that

ℓ[j](θ) = ℓ(multi)(θ) + ℓ(s.s.)(θ) + ℓ(j)(θ)

=

K∑
k=1

π
[j−1]
k n[j−1] log πk + C1

+
K∑
k=1

{
π
[j−1]
k n[j−1]λ

[j−1]
k log(π

[j−1]
k n[j−1]λk)

−π[j−1]
k n[j−1]λk − log[(π

[j−1]
k n[j−1]λ

[j−1]
k )!]

}

+
∑
i∈Sj

K∑
k=1

Zik[log πk + log(g(xi, λk))]

=

K∑
k=1

(
π
[j−1]
k n[j−1] +

∑
i∈Sj

Zik

)
log πk

+
K∑
k=1

(
π
[j−1]
k n[j−1]λ

[j−1]
k +

∑
i∈Sj

Zikxi

)
log λk

−
K∑
k=1

(
π
[j−1]
k n[j−1] +

∑
i∈Sj

Zik

)
λk + C2 (3.15)
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where C2 are some constant not related to πk or λk, and the constraint
∑K

k=1 πk = 1. Let

f(π,λ, α) = ℓ[j](θ)− α(
∑K

k=1 πk − 1). Then let

∂f

∂πk
=

π
[j−1]
k n[j−1] +

∑
i∈Sj

Zik

πk
− α = 0,

∂f

∂λk
= −(π[j−1]

k n[j−1] +
∑
i∈Sj

Zik) +
π
[j−1]
k n[j−1]λ

[j−1]
k +

∑
i∈Sj

Zikxi

λk
= 0

The MLE of ℓ[j](θ) is

πk =
1

n[j]

(
π
[j−1]
k n[j−1] +

∑
i∈Sj

Zik

)

λk =
π
[j−1]
k n[j−1]λ

[j−1]
k +

∑
i∈Sj

Zikxi

π
[j−1]
k n[j−1] +

∑
i∈Sj

Zik

for k = 1, . . . ,K.

Hence, the adaptive partial EM algorithm in Algorithm 5 uses θ̂[j−1] as initial values and

has the following steps:

E-Step: For i ∈ Sj and k = 1, . . . ,K,

τ
(m)
ik =

π
(m−1)
k · (λ(m−1)

k )xie−λ
(m−1)
k∑K

t=1[π
(m−1)
t · (λ(m−1)

t )xie−λ
(m−1)
t ]

(3.16)
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M-Step: For k = 1, . . . ,K, update the parameters

π
(m)
k =

1

n[j]

(
π
[j−1]
k n[j−1] +

∑
i∈Sj

τ
(m)
ik

)
(3.17)

λ
(m)
k =

π
[j−1]
k n[j−1]λ

[j−1]
k +

∑
i∈Sj

τ
(m)
ik xi

π
[j−1]
k n[j−1] +

∑
i∈Sj

τ
(m)
ik

(3.18)

Iterate the E-Step and M-Step until the size of change ||θ(m)−θ(m−1)|| falls below ϵ||θ(m)||

for some pre-specified positive ϵ and norm || · ||. Report the latest θ(m) as θ̂[j].

Identifiability

In terms of identifying the vector of the specific subpopulation parameters and mix-

ing proportions, θ is not strictly identifiable, because permuting labels 1, ...,K leads to a

different parameter vector without altering the mixture distribution. However, this lack

of identifiability is not of concern in the fitting of Poisson mixture models by maximum

likelihood via the EM algorithm. (McLachlan and Peel, 2000)

3.4 Adaptive Partial EM for an Extra Subpopulation

In this section, we consider the case when the data from the current stage may come from

a mixture distribution that includes an additional component to the mixture distribution

in earlier stages. This modeling is useful in many applications. For example, in network

intrusion detection, historical network traffic data may consist of K subpopulations rep-

resenting normal activity modes (e.g., background connections, routine file transfers, user

logins, and some known viruses). When new traffic patterns emerge, including a previously

unseen attack type, they can be regarded as an additional component with mixing pro-

portion πK+1. Similarly, in e-commerce transaction analysis, historical customer behaviors

(e.g., occasional and frequent buyers) may be modeled by a K-component Poisson mixture,
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Algorithm 5 adaptive partial EM Algorithm for Poisson Mixture Model

1: Input: Observed data x(j), number of componentsK, estimates θ̂[j−1] = (π[j−1],λ[j−1])
from previous stage

2: Initialize: Mixing proportions π(0) = π[j−1], Poisson rates λ(0) = λ[j−1]

3: repeat
4: E-step: For each i = 1, . . . , n and k = 1, . . . ,K, compute posterior responsibilities

τ
(m)
ik =

π
(m−1)
k · (λ(m−1)

k )xie−λ
(m−1)
k∑K

t=1[π
(m−1)
t · (λ(m−1)

t )xie−λ
(m−1)
t ]

5: M-step: Update parameters

π
(m)
k =

1

n[j]

(
π
[j−1]
k n[j−1] +

∑
i∈Sj

τ
(m)
ik

)

λ
(m)
k =

π
[j−1]
k n[j−1]λ

[j−1]
k +

∑
i∈Sj

τ
(m)
ik xi

π
[j−1]
k n[j−1] +

∑
i∈Sj

τ
(m)
ik

6: until ||θ(m) − θ(m−1)|| < ϵ
7: Output: Estimated parameters πk, λk for k = 1, . . . ,K

while the introduction of a new marketing strategy or membership tier may create a new

purchasing pattern, represented as an extra subpopulation.

In the earlier stages, we assume the probabilities of each component are π = (π1, . . .

, πK), associated with the data that contain K subpopulations. In the current stage, we

give additional assumptions that the proportions for each component are π∗ = (π∗1, . . . , π
∗
K ,

πK+1), where π∗i = πi(1 − πK+1) for i = 1, . . . ,K. This assumption ensures that the

summation of the proportions equals one, while the relative proportions among the first K

subpopulations remain consistent with those from the previous stages.

This assumption is reasonable when the newly added component represents an emerg-

ing behavior or event that does not substantially alter the existing structure but rather

supplements it. For instance, in the intrusion detection scenario, the introduction of a new

attack type may not change the underlying balance among the normal traffic modes, which

continue to occur in similar relative frequencies; it only contributes an additional source of

80



traffic represented by πK+1. Likewise, in e-commerce, when a new customer segment ap-

pears due to a marketing campaign or membership plan, the pre-existing customer groups

(occasional and frequent buyers) often maintain their relative ratios, while the new group

simply occupies a proportion of the total population. Hence, defining π∗i = πi(1 − πK+1)

reflects the assumption that the addition of a new subpopulation affects the overall scale

but not the internal composition of the previously existing components.

Notice that ℓ(multi)(θ) and ℓ(s.s.)(θ) don’t change as they share the same parameters with

the previous stages. However, the contribution of the complete likelihood function for the

current stage should be modified as

ℓ̃(j)(θ) =
∑
i∈Sj

K∑
k=1

Zik log {π∗k · g(xi, λk)}+
∑
i∈Sj

Zi,K+1 log {πK+1 · g(xi, λK+1)}

=
∑
i∈Sj

K∑
k=1

Zik log {(1− πK+1)πk · g(xi, λk)}+
∑
i∈Sj

Zi,K+1 log {πK+1 · g(xi, λK+1)}

= ℓ(j)(θ) +
∑
i∈Sj

K∑
k=1

Zik log (1− πK+1) +
∑
i∈Sj

Zi,K+1 log {πK+1 · g(xi, λK+1)}(3.19)
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Thus, the modified complete adaptive log-likelihood function can be approximated as

ℓ̃[j](θ) = ℓ(multi)(θ) + ℓ(s.s.)(θ) + ℓ̃(j)(θ)

=

K∑
k=1

(
π
[j−1]
k n[j−1] +

∑
i∈Sj

Zik

)
log πk

+
K∑
k=1

(
π
[j−1]
k n[j−1]λ

[j−1]
k +

∑
i∈Sj

Zikxi

)
log λk

−
K∑
k=1

(
π
[j−1]
k n[j−1] +

∑
i∈Sj

Zik

)
λk +

∑
i∈Sj

K∑
k=1

Zik log (1− πK+1)

+
∑
i∈Sj

Zi,K+1 log(πK+1)

+
∑
i∈Sj

Zi,K+1(xi log λK+1 − λK+1)

+C3(constant not related to the parameters)

(3.20)

The MLE of ℓ̃[j](θ) is

πk =

∑
i∈Sj

Zik + π
[j−1]
k n[j−1]∑K

k=1

∑
i∈Sj

Zik + n[j−1]

λk =
π
[j−1]
k n[j−1]λ

[j−1]
k +

∑
i∈Sj

Zikxi

π
[j−1]
k n[j−1] +

∑
i∈Sj

Zik
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for k = 1, . . . ,K.

πK+1 =
1

nj

∑
i∈Sj

Zi,K+1

λK+1 =

∑
i∈Sj

Zi,K+1xi∑
i∈Sj

Zi,K+1

Hence, we proposed a modified adaptive partial EM algorithm with an extra component.

We uses θ̂[j−1] as initial values and carefully choose initial values for π
(0)
K+1 and λ

(0)
K+1 and

has the following steps:

E-Step: For i ∈ Sj and k = 1, . . . ,K + 1,

τ
(m)
ik =

π
(m−1)
k · (λ(m−1)

k )xie−λ
(m−1)
k∑K+1

t=1 [π
(m−1)
t · (λ(m−1)

t )xie−λ
(m−1)
t ]

(3.21)

M-Step: Update the parameters

π
(m)
k =

∑
i∈Sj

τ
(m)
ik + π

[j−1]
k n[j−1]∑K

k=1

∑
i∈Sj

τ
(m)
ik + n[j−1]

· (1− π(m)
K+1) (3.22)

λ
(m)
k =

π
[j−1]
k n[j−1]λ

[j−1]
k +

∑
i∈Sj

τ
(m)
ik xi

π
[j−1]
k n[j−1] +

∑
i∈Sj

τ
(m)
ik

(3.23)

for k = 1, . . . ,K, and

π
(m)
K+1 =

1

nj

∑
i∈Sj

τ
(m)
i,K+1 (3.24)

λ
(m)
K+1 =

∑
i∈Sj

τ
(m)
i,K+1xi∑

i∈Sj
τ
(m)
i,K+1

(3.25)
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Iterate the E-Step and M-Step until the size of change ||θ(m) − θ(m−1)|| falls below

ϵ||θ(m)|| for some pre-specified positive ϵ and norm || · ||. Report the latest θ(m) which

contains parameter values of K + 1 subpopulation as θ̂[j].

3.5 Convergence of the Partial EM Algorithm

The adaptive partial EM algorithm is an ascent algorithm since it increases the value of

the (observed) likelihood ℓ[j](θ) at each iteration. Besides, ℓ[j](θ) has a finite upper bound

because ℓ(multi+suff)(θ) serves as a natural regularization term. Hence, ℓ[j](θ(m)) converges to

a finite limit. The following theorem 3.5.1 gives a convergence property of θ(m) in Algorithm

5.

Theorem 3.5.1. Let {θ(m)} be a sequence generated by the adaptive partial EM algorithm

for Poisson mixture models in Algorithm 5. Then all the limit points of {θ(m)} are stationary

points of ℓ[j] in 3.15 and ℓ[j](θ(m)) converges monotonically to ℓ[j]
∗
= ℓ[j](θ∗) for some

stationary point θ∗.

Proof. The parameter space Θ is a subset of 2K-dimensional Euclidean space R2K . ℓ[j](θ)

is continuous in Θ and differentiable in the interior of Θ. Besides, since θ[j−1] are the initial

values for the PEM iterations, we have ℓ[j](θ[j−1]) > −∞. The sequence θ(m) is contained

in the clearly compact set Θ[j−1] =
{
θ ∈ Θ : ℓ[j](θ) ≥ ℓ[j](θ[j−1])

}
.

According to Global Convergence Theorem and Theorem 2 in Wu (1983), all the limit

points of {θ(m)} are stationary points of ℓ[j] and ℓ[j](θ
(m)) converges monotonically to

ℓ∗ = ℓ(θ∗) for some stationary point θ∗.

Remark 3.5.1. There is no guarantee that the limit ℓ∗ is the global maximum of ℓ[j](θ)

over Θ for the EM algorithm.
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3.6 Consistency of the Maximum Likelihood Estimator

In this section, we show that the maximum likelihood estimator in (3.14) is consistent to

the true parameters θ.

Theorem 3.6.1. Suppose we have a sequence of independent samples x(j) as the jth batches

from a finite Poisson mixture model with the probability density function f(x;θ0). Let

L(θ|x(j)) = ℓ[j](θ) be the penalized likelihood function. Let θ[j] denote the penalized MLE

of θ.

Then θ[j] is a consistent estimator of θ. That is, θ[j] → θ0 in probability as nj →∞.

Furthermore, suppose that in addition the following conditions hold:

• √n[j−1](θ
[j−1] − θ0)→ N (0,Σj−1) in distribution as n[j−1] =

∑j−1
i=1 ni →∞.

• The sample proportion nj/n[j] → ρj as nj →∞ for some 0 < ρj < 1.

Then
√
n[j](θ

[j]−θ0)→ N (0,Σj) where Σj = {ρjI− (1−ρj)A}−1[ρjI+(1−ρj)AΣj−1A]

{ρjI− (1− ρj)A}−1 and A is a block-diagonal matrix.

Wald (1949) gave proof of the consistency of the maximum likelihood estimate under cer-

tain assumptions. Kiefer and Wolfowitz (1956) extended the work for a more general case

when the incidental parameters (could be infinitely many) are independently distributed

random variables with a common unknown distribution function. In Kiefer and Wolfowitz’s

setting, {Xij}, i = 1, ..., n, j = 1, ...k are random variables where the distribution func-

tion of Xi1, ..., Xik is f(x|θ, αi). The parameter θ upon which all the distributions depend

is called ”structural”; the parameters {αi} are incidental parameters with some unknown

distribution function. They showed that under some regular conditions, not only the max-

imum likelihood estimator of θ is strongly consistent, but also the distribution function of

incidental parameters converges with probability one. If the distribution function of inci-

dental parameters belongs to a parametric class, then the problem can be classified as a
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classical maximum likelihood problem and the parameters in the distribution function are

also strongly consistent.

The finite mixture model is a special case following Kiefer and Wolfowitz’s setting.

Recall that the finite mixture model is

f(x;λ) =

K∑
i=1

πi · g(x, λi).

There is no need for the structural parameter θ in the finite mixture model under Kiefer

and Wolfowitz’s setting while {αi} follows a discrete distribution function G ∈ G satisfying

P (α = αi) = πi and αi = λi. Sometimes G can also be specified by a cumulative distribution

function G(α) =
∑K

j=1 πjI(λj ≤ α). This implies that the maximum likelihood estimator

of parameters (πi, λi)
K
i=1 for a finite mixture model is consistent when the mixture model

satisfies Kiefer and Wolfowitz’s conditions.

Note that Kiefer and Wolfowitz’s theorem requires four main conditions, which are

summarized in (Chen, 2017):

• Continuity: The component parameter space Λ = (λ1, . . . , λK) is a closed set. Assume

G is a cumulative distribution function with G(α) =
∑K

j=1 πjI(λj ≤ α). The density

function f(x;G) is continuous in G ∈ G for all x except on a zero probability set,

that is, limG→G0 f(x;G) = f(x;G0). The understanding of G → G0 is using the

metric D(·, ·) such that D(G1, G2) =
∫
Θ |G1(θ) − G2(θ)| exp(−|θ|)dθ and G → G0 if

D(G,G0)→ 0. (partial assumption 2 of K&W’s theorem)

• Compactness: The density function f(x;G) in G can be continuously extended to a

compact space Ḡ. (partial assumption 2 of K&W’s theorem)
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• Integrability: For any G ∈ Ḡ and G ̸= G0, there exists an ϵ > 0 such that,

E
[
log
(f(x;Bϵ(G))

f(x;G0

)]+
<∞,

where f(x;Bϵ(G)) = supD(G,G0)<ϵ f(x;G). (assumption 3 of K&W’s theorem)

• Identifibility: Let F (x;G) be the CDF of f(x;G). If G ̸= G0, then there is at least

one x, such that F (x;G) ̸= F (x;G0). (assumption 4 of K&W’s theorem)

Remark 3.6.1. The mixing distribution G of a finite mixture model can be expressed by

two vectors: one for the parameters in each component and one for the mixing proportions.

For Poisson finite mixture model, the component parameter space Θ = {(λ1, · · · , λK)}.

The Poisson finite mixture model satisfies Kiefer and Wolfowitz’s conditions. To begin

with, we verify the continuity condition. The component parameter space Θ is (0,∞)K

which is not closed. However, Θ can be extended to Θ̄ by defining f(x; 0) = 1 when x = 0

and f(x; 0) = 0 otherwise. For compactness, we follow the idea from Chen (2017). We

introduce ρG as a subdistribution for any ρ ∈ [0, 1) and let Ḡ be G supplemented with all

the subdistributions. Such Ḡ is compact. f(x;G) can be continuously extended to Ḡ by

defining

f(x; ρG) = ρ

∫
Θ̄
f(x; θ)dG(θ).

Such extension ensures that likelihood cannot be maximized on Ḡ − G since ρ < 1 and

the MLE on Ḡ is always a proper distribution on Θ̄. Chen (2017) (Example 2.1) verified

the integrability condition for the Poisson finite mixture model. Teicher (1961) showed

the class of mixtures of a one-parameter additively-closed family of distributions is proved

identifiable, which includes Poisson distribution. This completes the verification.
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Discussion. The integrability condition is not easy to verify for specific mixture models and

may not even be satisfied sometimes. Chen (2017) (Example 2.1) gave a counter-example

of the Poisson mixture model with infinitely many components.

Other mixture models may fail in continuity, such as the Gaussian mixture model, which

cannot extend the component parameter space because the component density function can-

not be defined at σ = 0. Chen et al. (2008) solved such an issue for the Gaussian mixture

model by using penalized maximum likelihood.

Theorem 3.6.2. The maximum likelihood estimator of θ for the penalized likelihood func-

tion ℓ[j] is consistent.

Proof. The proof follows directly from Kiefer and Wolfowitz’s proof. Since the Poisson finite

mixture model satisfies Kiefer and Wolfowitz’s conditions, we have the conclusion that for

any compact subset of parameter space Ω ∈ Θ which does not contain the true parameter

vector θ0,

P
{

lim
n→∞

supθ∈Ω f(x1;θ)f(x2;θ) · · · f(xn;θ)
f(x1;θ0)f(x2;θ0) · · · f(xn;θ0)

= 0
}
= 1.

Define ℓp(θ) = ℓ(multi)(θ) + ℓ(s.s.)(θ) as the penalty terms. Thus,

sup
θ∈Ω

ℓ[j](θ)− ℓ[j](θ0) = sup
θ∈Ω

[ℓp(θ) + ℓ(j)(θ)]− ℓp(θ0)− ℓ(j)(θ0) (3.26)

≤ sup
θ∈Ω

[ℓp(θ)− ℓp(θ0)] + sup
θ∈Ω

[ℓ(j)(θ)− ℓ(j)(θ0)] (3.27)

= sup
θ∈Ω

[ℓp(θ)− ℓp(θ0)] + sup
θ∈Ω

log
{ ∏n

i=1 f(xi;θ)∏n
i=1 f(xi;θ0)

}
< −∞(3.28)

with probability 1 using the fact that ℓ(multi)(θ) + ℓ(s.s.)(θ) maximize at θ̂[j−1] ∈ Θ. This

implies the consistency of the MLE of θ.
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3.7 Simulation Results

In the following simulation studies, we evaluate and compare the performance of the stan-

dard EM algorithm and the adaptive Partial EM algorithm across multiple cases, including:

• Case 1: A two-component well-separated Poisson mixture model,

• Case 2: A two-component moderately separated mixture,

• Case 3: A two-component barely-separated mixture.

• Case 4: A three-component moderately separated mixture,

• Case 5: Two-component mixture models under different component proportions,

• Case 6: Three-component mixture models under different sample sizes n,

• Case 7: An extra component in the later stage.

(Case 1) Two batches of data x(1) and x(2) of sizes n1 = n2 = 2000 were gener-

ated independently from a 2-component Poisson mixture model with pmf P (X = x) =

0.5Poi(x; 2) + 0.5Poi(x; 10) (Model 1), where the true mixture proportion π = (0.5, 0.5)

and true mean parameters λ = (2, 10). We applied our adaptive Partial EM algorithm to

the batches of data and the standard EM algorithm to the full dataset (x(1), x(2)) and a

single batch of data x(1) or x(2) for a complete comparison. The performance of the full

EM (standard EM algorithm on the full dataset) is considered a benchmark. This simula-

tion process is repeated independently M = 10, 000 times. We calculated the mean square

errors for mixture proportion π = (π1, π2) and mean parameters λ = (λ1, λ2). We use the

Euclidean distance to define the metric.

From Table 3.1, all four methods have a good estimates of parameters since the two

components are well-separated. The full EM algorithm has the smallest MSE as expected.

The adaptive Partial EM’s performance on MSE is very close to that of full EM, and has

the shortest computation time.
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Table 3.1: Performance of mixture parameter estimates (Case 1)

Methods MSE(π̂) MSE(λ̂) running time

PEM 1.595 0.869 0.598

EM(x) 1.533 0.828 0.769

EM(x(1)) 3.055 1.619 0.415

EM(x(2)) 3.110 1.656 0.398

* MSE(π̂) is in the scale of 10−4, MSE(λ̂) and running time are in the scale of 10−2

(Case 2) We generate data from a 2-component Poisson mixture model with pmf P (X =

x) = 0.5Poi(x; 2) + 0.5Poi(x; 7). The other simulation settings and the procedure are the

same as those in Case 1. The empirical MSEs of parameter estimates and average running

times for each method are given in Table 3.2.

Table 3.2: Performance of mixture parameter estimates (Case 2)

Methods MSE(π̂) MSE(λ̂) running time

PEM 8.711 2.614 0.651

EM(x) 6.407 1.997 0.959

EM(x(1)) 12.960 4.078 0.518

EM(x(2)) 12.956 3.987 0.538

* MSE(π̂) is in the scale of 10−4, MSE(λ̂) and running time are in the scale of 10−2

As the two subpopulations are less separated than the ones in Model I, the mixture

learning process becomes more difficult. The mean square error terms are larger than

their corresponding ones in Model I. The adaptive partial EM does not have a relative

performance as good as in model 1, but still produces better parameter estimates than

using the EM solely on part of the data.

(Case 3) We generate data from a 2-component Poisson mixture model with pmf P (X =

x) = 0.5Poi(x; 2) + 0.5Poi(x; 5). The other simulation settings and the procedure are the
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same as those in Cases 1 and 2. In this case, two components are highly overlapped, and it

is very hard to distinguish them from the histogram plot. The empirical MSEs of parameter

estimates and average running times for each method are given in Table 3.3 below. The

results show that the overall performance for each method is worse than in Cases 1 and

2. The PEM still provides better estimates than the full EM on x(1) or x(2) alone and is

fastest among the four methods.

Table 3.3: Performance of mixture parameter estimates (Case 3)

Methods MSE(π̂) MSE(λ̂) running time

PEM 6.129 6.394 1.819

EM(x) 3.436 3.867 2.960

EM(x(1)) 6.712 7.707 1.685

EM(x(2)) 6.807 7.819 1.678

* MSE(π̂) is in the scale of 10−3, MSE(λ̂) and running time are in the scale of 10−2

(Case 4) We generate two batches of data x(1) and x(2) from a 3-component Poisson

mixture model with pmf P (X = x) = 0.5Poi(x; 3)+0.3Poi(x; 10)+0.2Poi(x; 20), and each

batch of sample size n1 = n2 = 10, 000. The true mixture proportion π = (0.5, 0.3, 0.2) and

true mean parameters λ = (3, 10, 20). This simulation process is repeated independently

M = 10, 000 times. The empirical MSEs of parameter estimates and average running times

for each method are given in Table 3.4 below.

The results show that the adaptive partial EM yields more accurate parameter estimates

than applying the standard EM to a subset of the data, while achieving faster computation

than the standard EM to the full data.

(Case 5) Next, we evaluate the algorithms’ ability to detect and estimate components

in a two-component Poisson mixture model under varying mixing proportions. Specifically,
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Table 3.4: Performance of mixture parameter estimates (Case 4)

Methods MSE(π̂) MSE(λ̂) running time

PEM 0.714 2.727 10.343

EM(x) 0.588 1.954 16.953

EM(x(1)) 1.164 3.951 8.892

EM(x(2)) 1.175 3.879 8.871

* MSE(π̂) is in the scale of 10−4, MSE(λ̂) and running time are in the scale of 10−2

two batches of data are independently generated from the model

P (X = x) = πPoi(x; 3) + (1− π) Poi(x; 10),

with mixing proportions π = 0.1, 0.3, 0.7, 0.9. Each batch contains 1000 observations, and

the simulation is repeated independently M = 10,000 times. The overall performance of

the methods is summarized in Table 3.5. The results indicate that when one component

is dominant (i.e., π is close to 0 or 1), the estimation of the mixing proportion π tends

to be highly accurate. Among the four cases, the standard EM algorithm yields the most

accurate estimates, while the adaptive PEM algorithm shows comparable performance in

accuracy and outperforms other methods in computational efficiency. Both EM and PEM

perform substantially better than the standard EM applied to a single batch of data.

(Case 6) We compare the PEM and EM procedures when the sample size varies. We set

the sample size with different values of n = 103, 104, 105, 106, 107, with the same simulation

size M = 1,000, under Model 1. The Figure 3.1 compares the evaluation between different

methods across multiple metrics. Here, “PEM-EM” represents the difference between the

PEM algorithm and the standard EM algorithm. The Figure 3.1 indicates that when the

sample size increases, the MSE of parameters decreases for all methods. The difference of

MSE between PEM and standard EM becomes smaller as n increases, indicating that the

performance of PEM is close to standard EM when the sample size is large. This again
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shows that the PEM provides a good solution and can substitute the standard EM with

the adaptive partial EM when the full EM is not applicable. The average running time for

adaptive PEM is almost equal to the standard EM on the single batch of data x(2) and much

less than the full standard EM. When n = 107, the average running time of the standard

EM on the full data is more than twice as long as that of our adaptive PEM algorithm.

Table 3.5: Performance of mixture parameter estimates under different proportions

MSE(π̂) MSE(λ̂) running time

Partition: 1:9

PEM 1.591 3.565 0.624

EM(x) 1.417 3.026 0.854

EM(x(1)) 2.795 6.059 0.469

EM(x(2)) 2.842 6.077 0.462

Partition: 3:7

PEM 2.876 1.571 0.420

EM(x) 2.715 1.458 0.503

EM(x(1)) 5.431 2.946 0.267

EM(x(2)) 5.397 2.936 0.277

Partition: 7:3

PEM 2.592 2.637 0.335

EM(x) 2.491 2.510 0.410

EM(x(1)) 5.087 4.971 0.225

EM(x(2)) 5.097 5.101 0.223

Partition: 9:1

PEM 1.223 9.101 0.418

EM(x) 1.163 8.396 0.487

EM(x(1)) 2.338 16.411 0.282

EM(x(2)) 2.363 16.704 0.277

* MSE(π̂) is in the scale of 10−4, MSE(λ̂) and running time are in the scale of 10−2
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Figure 3.1: MSE and average running time at various sample sizes under Model 1

(Case 7a) The first batch of data x(1) with a sample size n1 = 10, 000 is generated from

a two-component mixture model with pmf

P (X = x) = 0.5Poi(x; 3) + 0.5Poi(x; 10),

where the true mixture proportion π = (0.5, 0.5) and true mean parameters λ = (3, 10).

The second batch of data x(2) with a sample size n2 = 10, 000 is generated from a three-

component mixture model with pmf

P (X = x) = 0.3Poi(x; 3) + 0.3Poi(x; 10) + 0.4Poi(x; 20),

where the true mixture proportion π = (0.3, 0.3, 0.4) and true mean parameters λ =

(3, 10, 20). The combined data (x(1), x(2)) can be considered as sampled from a combined
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distribution with pmf

P (X = x) = 0.4Poi(x; 3) + 0.4Poi(x; 10) + 0.2Poi(x; 20).

The densities of the above three models are depicted and compared in Figure 3.2.
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Figure 3.2: Densities for two batches of data when there is an extra component in the second
batch of data. The blue bars represent the histogram of the sample data, and the red curve
is the kernel density estimate, which provides a smooth approximation of the underlying
density. The first batch shows two clear modes, the second batch shows three modes, and
in the combined data the third mode becomes less pronounced due to mixing with the first
batch.

We applied the adaptive PEM to the two batches of data, and compared it with the

standard EM algorithm applied to (i) the entire combined dataset (x(1), x(2)), and (ii) the

second batch x(2), which contains the additional component. Each simulation was repeated

independently 10,000 times. For each method, we computed the MSE of the estimated

mixture proportions and component means, as well as the MSEs for the third component’s
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parameters π3 and λ3, along with the average computation time. Results are presented in

Table 3.6.

Table 3.6: Performance of mixture parameter estimates (Case 7a)

Methods MSE(π̂) MSE(λ̂) MSE(π̂3) MSE(λ̂3) running time

EM(x) 5.830 1.718 1.476 1.114 18.401

PEM 7.077 1.116 2.596 0.752 7.066

EM(x(2)) 12.917 2.984 4.795 1.011 9.472

* MSE(π̂) and MSE(π̂3) are in the scale of 10−5, MSE(λ̂), MSE(λ̂3) and running time are in the

scale of 10−2

Since PEM and EM(x(2)) aim to estimate parameters under the same model, we directly

compare their performance. The key difference is that PEM incorporates prior information

from the first batch x(1) while EM(x(2)) does not. Table 3.6 shows that PEM consistently

outperformed EM(x(2)) across all metrics. Although a direct comparison between PEM and

EM on the full dataset is not strictly valid due to differing model structures, the results still

offer insight. Notably, PEM achieved more accurate estimates for the component means λ

and mean value λ3 for the extra component.

This can be understood by examining the density plots in Figure 3.2. In the combined

data, the third component represents only 20% of the total, making it less distinguishable

than in the second batch alone. As a result, estimating parameters under the combined

model is more challenging and demands a larger sample size for accurate estimation. On

the other hand, PEM takes advantage of the separation between batches and incorporates

prior knowledge from the simpler two-component model in x(1), enabling better estimation

in x(2), which contains the additional component.

Furthermore, this improvement can also be interpreted from an information perspective.

When the two datasets are treated separately—where the second batch contains an ex-

tra component—the overall system actually provides more discriminative information than
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when the two datasets are pooled together. Specifically, the first batch offers a clear and

stable reference for the shared components (e.g., λ = 3, 10), while the second batch con-

tributes additional information about the new component (e.g., λ = 20). By explicitly

preserving this separation, the adaptive PEM algorithm effectively leverages the informa-

tion asymmetry between batches: it uses the first batch to stabilize the estimation of the

shared structure and the second batch to detect and refine the newly introduced component.

In contrast, when EM is applied to the combined dataset, the minor component (with

20% weight) tends to be masked by the dominant mixture structure, making parameter es-

timation less stable and less accurate. Therefore, it is reasonable that PEM can outperform

EM in this case, not only in computational efficiency but also in estimation accuracy.

(Case 7b) Next, we consider a more challenging setting. The second batch x(2) with

a sample size n2 = 10, 000 is generated from a three-component mixture model with pmf

P (X = x) = 0.3Poi(x; 3)+ 0.3Poi(x; 10)+ 0.4Poi(x; 7), where the true mixture proportion

π = (0.3, 0.3, 0.4) and true mean parameters λ = (3, 10, 7). All other simulation settings

and procedures are the same as in Case 7a. Results are summarized in Table 3.7.

Table 3.7: Performance of mixture parameter estimates (Case 7b)

Methods MSE(π̂) MSE(λ̂) MSE(π̂3) MSE(λ̂3) running time

EM(x) 7.492 4.162 3.099 3.643 33.532

PEM 0.224 0.108 0.134 0.073 1.457

EM(x(2)) 7.203 2.898 2.609 1.798 15.155

* MSE(π̂) and MSE(π̂3) are in the scale of 10−3, MSE(λ̂), MSE(λ̂3) and running time are in the

scale of 10−1

In this harder case, PEM significantly outperformed both EM(x(2)) and EM on the full

dataset across all parameters. This is because the problem becomes more difficult under

both the full data and the second batch alone, especially as the third component mean

(λ3 = 7) lies between the first two, reducing separation. When prior information from the
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first batch is available, PEM is able to leverage that structure, resulting in significantly

better parameter estimates and computational performance.
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Chapter 4: Discussion, Conclusion and Future Work

Conclusion of Chapter Two

In Chapter Two, we advocated a systematic model learning pipeline—termed the “S-

Interpretable” model learning strategy—to identify explainable yet more interpretable semi-

parametric models than existing benchmarks. This model simultaneously incorporates lin-

ear, nonlinear (parametric), and nonparametric components.

The learning process begins with Steps 1 and 2, where the covariates x are partitioned

into (x1,x2,x3). These steps include an initial screening that separates covariates into a

linear subset x1 and a potentially nonlinear subset x23, using both graphical and numerical

procedures. A subsequent GAM fit further partitions x23 into x2 (nonlinear parametric)

and x3 (nonparametric) based on partial residual plots and domain knowledge. Such a

partition may not be perfect, as boundaries between x2 and x3 can be ambiguous. In other

cases, we may consider two candidate models (placing the covariate in x2 vs. x3), and

the final selection is based on predictive performance. This pragmatic strategy balances

interpretability and accuracy, even if the partition is not perfect.

In Steps 3 and 5, we assess the necessity and sufficiency of the nonlinear parametric

transformation for x2. These steps employ a semiparametric bootstrap test using the

effective degrees of freedom (EDF) as a test statistic to determine whether a transformation

is needed and whether it adequately captures the nonlinear pattern. We further propose

three complementary approaches to determine whether g is linear and note that future

research may explore alternative statistics for refinement.

In Step 4, once the form of g is specified, we jointly estimate the parameters of the

linear and nonlinear components along with the nonparametric function. We focus on

the case where g represents a change-point function, motivated by its broad applicability,
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including our Tibetan women fertility study. This specification distinguishes our model

from a standard partial spline, as it is non-differentiable at the change-point locations.

To address this, we developed an MM algorithm that iteratively updates parameter blocks:

the first step solves a partial smoothing spline problem under heteroscedastic variance given

the estimates of θ and σ2, while the second updates parameters using results from (Ganocy

and Sun, 2015) given β and f . The algorithm is shown to converge and performs well in

simulation studies. Moreover, the MM framework is flexible and can be extended to broader

classes of models with non-differentiable or data-adaptive transformations.

Model evaluation and selection form the final stage of the learning strategy, as multi-

ple candidate models may arise from alternative transformations, partitions, or benchmark

comparisons. To select the best model, we employ two complementary procedures. The

first is Repeated Cross-Validation (RCV), which repeats k-fold cross-validation multiple

times independently with different random splits, producing a robust estimate of average

predictive performance. The second is the use of conformal prediction intervals, which

are appealing for their distribution-free properties. We apply cross-conformal prediction to

construct prediction sets for the training data across candidate models, using the average

size of these sets as a proxy for model accuracy and stability—smaller sets imply higher con-

fidence and precision. Although cross-conformal prediction provides only (1− 2α) marginal

coverage guarantees, it typically exhibits strong empirical performance with well-calibrated

models (Barber et al., 2021). In practice, however, the computational cost of conformal

prediction can be high when the score function is complex or the response is continuous, in

which case approximation methods may be required.

In conclusion, the proposed “S-Interpretable” learning strategy offers a comprehensive,

practical, and effective data-driven approach for constructing interpretable semiparamet-

ric models. The strategy has demonstrated its feasibility and performance through both

simulation studies and its successful application in the Tibetan women fertility analysis,

highlighting its potential for broader use in complex data modeling scenarios.
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Conclusion of Chapter Three

In Chapter Three, we proposed an Adaptive Partial Expectation-Maximization (PEM)

algorithm tailored for Poisson mixture models, particularly designed for settings with large

datasets and online streaming data. Unlike the standard EM algorithm, which requires

full-batch updates and can be computationally expensive, or is not adequate when only

limited data is available at a given time, our PEM algorithm adaptively updates model

parameters using only a subset of data or partial information at each iteration. This makes

it particularly suitable for situations when data is not applicable, as some early data streams

are gone or compressed due to the storage limitation.

The algorithm is shown to converge at least to a stationary point under mild regu-

larity conditions, and our empirical results confirm its numerical stability and consistency

across various settings. Extensive simulation studies were conducted under multiple cases,

including well-separated, moderately separated, and barely separated Poisson mixture com-

ponents, as well as imbalanced mixing proportions and increasing sample sizes.

Across all these settings, the PEM algorithm demonstrated comparable estimation accu-

racy to the standard EM algorithm in terms of parameter recovery (e.g., MSE of estimated

mixing proportions and component means). Notably, PEM significantly outperformed the

standard EM in computational efficiency, often requiring much less running time to achieve

convergence, especially in large sample or streaming data environments.

Furthermore, our study showed that even when an additional component is introduced

midway (a form of model misspecification), the PEM algorithm maintains robustness and

adapts effectively, which is crucial in dynamic real-world applications where the number of

underlying mixture components may evolve over time.

In summary, the adaptive PEM algorithm provides a flexible, scalable, and efficient

alternative to standard EM for Poisson mixture modeling. Its applicability extends to real-

time learning, resource-constrained systems, and adaptive modeling frameworks. This work

contributes to the growing need for efficient statistical learning in the era of big data and

online computation. Future work could involve extending or combining PEM to handle other
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mixture problems, such as negative binomial or zero-inflated mixture models, or Poisson

mixture regression, when the data is large.
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Appendix A: Solution for Spline Smoothing Problems

Partial Spline Smoothing Problem for Nonlinear Regression

Consider the nonlinear partial spline model

yi = g(Xi, θ) + f(ti) + ϵi, i = 1, 2, ..., n, (A.1)

where ϵi ∼ N(0, σ2) and θ = (θ1, . . . , θq) and f(·) are unknown, the form of g(Xi, θ) is

known up to unknown parameters θ.

The goal is to find θ ∈ Eq and f ∈ H that minimize the penalized loss function:

1

n

n∑
i=1

(yi − g(Xi, θ)− f(ti))2 + λ||f ||2H. (A.2)

Note: we build the polynomial terms ϕν of f into g in (A.2), to simplify the problem when

using iterative methods.

If we know θ, then yi − g(Xi, θ) can be considered as a new ỹ and then the minimizer

fλ should be of the form

f =
n∑

i=1

ciK(ti, ·), (A.3)

where Kti = K(ti, ·) is the representer of evaluation at ti. Thus, to find θ ∈ Eq and

c = (c1, c2, ..., cn) ∈ En, we minimize

1

n
||y − g(θ)− Σc||2 + λc′Σc, (A.4)
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which is in a matrix form. Here, g(θ) = (g(x1, θ), ..., g(xn, θ)) and Σ satisfies

Σ = {K(ti, tj)}ni=1
n
j=1.

For any fixed θ, c = c(θ) satisfies

(Σ + nλI)c(θ) = y − g(θ). (A.5)

Substituting the equation (A.5) into the objective function (A.4), we find θ that minimizes

λ(y − g(θ))′(Σ + nλI)−1(y − g(θ)).

If g is differentiable in θ, we can use Gauss-Newton iterative method (Björck, 1996) to solve

for θ above.

Let T (l) be the n × q matrix with iν th entry ∂g(ti, θ)/∂θν |θ=θ(l) , where θ
(l) is the lth

iterate of θ. Expanding g(θ) in a first-order Taylor series gives

g(θ) ≃ g(θ(l))− T (l)θ(l) + T (l)θ. (A.6)

We have that θ(l+1) is the minimizer of

(z(l) − T (l)θ)′(Σ + nλI)−1(z(l) − T (l)θ), (A.7)

where

z(l) = y − g(θ(l)) + T (l)θ(l).

Then θ(l+1) satisfies

T (l)′(Σ + nλI)−1T (l)θ(l+1) = T (l)′(Σ + nλI)−1z(l). (A.8)
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The equation (A.8) provides an iterative method to solve for θ. In summary, the solution

of (θ, c) to (A.2) in RKHS is θ∗ = liml→∞ θ(l) in (A.8) and the solution of c in (A.5).

Univariate Spline Smoothing Problem

Consider a univariate smoothing spline model

Y = f(t) + ϵ, (A.9)

where t ∈ [0, 1], f ∈ Wm, and ϵ ∼ N(0, σ2). Let yi be the realization of Y when t = ti for

i = 1, . . . , n, drawn independently from (A.9). Our objective here is to estimate f using

the data X = (ti, yi)i=1,...,n.

A good estimate of f is f ∈Wm that minimizes the penalized objective function

1

n

n∑
i=1

(yi − f(ti))2 + λ

∫ 1

0
(f (m)(u))2du. (A.10)

The minimizer of the penalized objective function (A.10) is fλ given by

fλ(t) =
m∑

ν=1

dνϕν(t) +

n∑
i=1

ciξi(t) (A.11)

where ξi(·) = K(ti, ·), ϕν(t) = tν−1/(ν − 1)!, and

d = (d1, ..., dm)′ = (T ′M−1T )−1T ′M−1y

c = (c1, ..., cn)
′ =M−1(I − T (T ′M−1T )−1T ′M−1) y (A.12)
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with y = (y1, . . . , yn)
′,

K(s, t) =

∫ 1

0

(s− u)m−1
+ (t− u)m−1

+

[(m− 1)!]2
du,

Tn×m = {ϕν(ti)}ni=1
m
ν=1,

Mn×n = Σ+ nλI,

Σ = {K(ti, tj)}ni=1
n
j=1. (A.13)

106



Appendix B: Proofs of Theorems

B.1 Proof of Theorem 2.4.4

Let {(xi, yi)}ni=1 be i.i.d. samples from the semiparametric change–point model

yi = x⊤
1,iβ + g(x2,i; θ) + f(x3,i) + εi, E(εi) = 0, V ar(εi) = σ2(x2,i).

At iteration m of the MM algorithm, θ(m) and σ2(m) are fixed, and we define

ỹi = yi − g(x2,i; θ(m)), ỹ = (ỹ1, . . . , ỹn)
⊤.

Then (β(m+1), f (m+1)) minimizes the penalized weighted least–squares criterion

Q(β, f) = 1
2(ỹ −X1β − f)⊤W (m)(ỹ −X1β − f) + nλ

2 ∥f∥
2
H, (B.1)

where W (m) = diag(1/σ2(m)), f = (f(t1), . . . , f(tn))
⊤ with ti = x3,i, and ∥ · ∥H denotes the

reproducing–kernel Hilbert space (RKHS) norm associated with the penalty
∫ 1
0 {f

(p)(u)}2du.

By the Representer Theorem (Wahba, 1990; Gu, 2002), the minimizer of (B.1) has the

finite–dimensional form

f (m+1)(t) =

p∑
ν=1

dνϕν(t) +

n∑
i=1

ciK(ti, t), (B.2)

where {ϕν(t) = tν−1/(ν − 1)!}pν=1 span the polynomial null space and K(·, ·) is the repro-

ducing kernel

K(s, t) =

∫ 1

0

(s− u)p−1
+ (t− u)p−1

+

[(p− 1)!]2
du.
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Let Tn×p = {ϕν(ti)}i,ν , Σn×n = {K(ti, tj)}i,j , and define T1 = (X1 : T ). At the sample

points, f = Td+Σc, so that

Q(β,d, c) = 1
2r

⊤W (m)r + nλ
2 c⊤Σc, r = ỹ −X1β − Td− Σc.

Setting derivatives of Q with respect to β,d, c to zero yields

X⊤
1 W

(m)r = 0,

T⊤W (m)r = 0,

ΣW (m)r = nλΣc. (B.3)

Stacking the first two gives

T⊤
1 W

(m)(ỹ − T1γ − Σc) = 0, γ = (β⊤,d⊤)⊤,

which implies

γ = (T⊤
1 W

(m)T1)
−1T⊤

1 W
(m)(ỹ − Σc). (B.4)

From (B.3), we have

ΣW (m)(ỹ − T1γ − Σc) = nλΣc.

Expanding and rearranging gives

ΣW (m)(ỹ − T1γ) = (ΣW (m)Σ+ nλΣ)c.

Premultiplying both sides by Σ−1 leads to

W (m)(ỹ − T1γ) = (W (m)Σ+ nλI)c.

108



Multiplying by (W (m))−1 on both sides yields

ỹ − T1γ = (Σ + nλW (m)−1)c.

Hence

c =M−1(ỹ − T1γ), M = Σ+ nλW (m)−1. (B.5)

Substituting (B.5) into (B.4) gives

γ = (T⊤
1 W

(m)T1)
−1T⊤

1 W
(m)
[
ỹ − ΣM−1(ỹ − T1γ)

]
.

Expanding terms,

γ = (T⊤
1 W

(m)T1)
−1T⊤

1 W
(m)
[
(I − ΣM−1)ỹ +ΣM−1T1γ

]
.

Moving the γ term to the left-hand side yields

[
T⊤
1 W

(m)T1 − T⊤
1 W

(m)ΣM−1T1

]
γ = T⊤

1 W
(m)(I − ΣM−1)ỹ.

Simplifying gives

γ = (T⊤
1 M

−1T1)
−1T⊤

1 M
−1ỹ. (B.6)

Substitute (B.6) into (B.5) to obtain

c =M−1
[
I − T1(T⊤

1 M
−1T1)

−1T⊤
1 M

−1
]
ỹ. (B.7)
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Because γ = (β⊤,d⊤)⊤, the first block of (B.6) gives β(m+1) and the second block gives d.

Collecting all results,

(β(m+1),d) = (T⊤
1 M

−1T1)
−1T⊤

1 M
−1ỹ,

c =M−1
[
I − T1(T⊤

1 M
−1T1)

−1T⊤
1 M

−1
]
ỹ,

with M = Σ + nλW (m)−1 and ỹ = y − g(x2; θ
(m)). Substituting these coefficients into

f (m+1)(t) =
∑p

ν=1 dνϕν(t) +
∑

i ciK(ti, t) yields the explicit form stated in Theorem 2.4.4.

□

B.2 Proof of Theorem 2.4.5

Verification of Zangwill’s Convergence Conditions

To establish Theorem 2.4.5, we verify that the MM iteration mapping satisfies the assump-

tions of Zangwill’s Global Convergence Theorem (Zangwill, 1969). Let

x(m) = (β(m), f (m), θ(m),σ2(m)) ∈ X ,

and denote byM(x(m)) the set of all possible updates x(m+1) generated by one MM cycle:

x(m+1) ∈M(x(m)).

We show thatM satisfies the three key conditions of Zangwill’s theorem.

(1) Compactness of the sequence. Each MM step increases the penalized log-

likelihood Lp and therefore confines all iterates to the upper level set

S0 = {x ∈ X : Lp(x) ≥ Lp(x(0))}.
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The RKHS penalty term λ∥f∥2H ensures that f (or equivalently (d, c)) remains bounded;

the Euclidean coefficients (β, aj , bj) are finite due to the quadratic structure of Lp; and the

variance block σ2 lies in the compact cube [s, s]J+1. Because the change–point locations

(τ1, τ2) belong to the finite set Θn, the Cartesian product of these bounded components is

compact. Hence all iterates {x(m)} remain in a compact subset of X .

(2) Closedness of the MM mapping. For a fixed (θ(m),σ2(m)), the first subproblem

(maximization over (β, f)) has a unique continuous solution (β(m+1), f (m+1)) given in The-

orem 2.4.4. By Berge’s Maximum Theorem (Berge, 1963), the argmax mapping is upper

hemicontinuous and has a closed graph under compactness of the domain and continuity of

Lp. Similarly, the second subproblem (maximization over (θ,σ2) given (β(m+1), f (m+1))) is

a finite optimization over Θn × [s, s]J+1, and therefore the associated update map is also

closed. Consequently, the overall MM mapM has a closed graph on X .

(3) Monotone improvement function. By construction of the MM algorithm, each

iteration satisfies

Lp(x(m+1)) ≥ Lp(x(m)),

with equality if and only if x(m) is a fixed point of M. Thus Lp acts as an improving

function in Zangwill’s terminology. Because Lp is bounded above, the sequence {Lp(x(m))}

converges.

Therefore, by Zangwill’s Global Convergence Theorem, every limit point of {x(m)} be-

longs to the set of fixed points ofM. Equivalently, the sequence of iterates converges to a

blockwise optimal point of Lp, where no further improvement can be achieved by updating

any single block (β, f) or (θ,σ2) while holding the others fixed. □

Remark B.2.1. Because the change–point parameter θ enters the model through non-

differentiable indicator functions and is restricted to the finite set Θn, the mapping is not

smooth in θ. Consequently, Zangwill’s theorem guarantees convergence only to blockwise
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optimal points of the penalized likelihood Lp, rather than to a global stationary point in the

continuous sense. That is, at convergence, no single block—(β, f) or (θ,σ2)—can be up-

dated to further increase Lp, even though the overall gradient with respect to all parameters

need not vanish.
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Appendix C: Conformal Prediction Set

The Cross-conformal prediction set is represented by

Ri(y) = {y|
K∑
k=1

|{j ∈ Jk|fki (Xi, y) ≤ SJk
i,j }| > (1 +N)α− 1}.

This is not a problem when y has finite discrete distribution but it may be hard to obtain the

exact region when the response y is either infinite discrete or continuous. In this Appendix,

we provide the explicit solution for the Poisson and linear regression models.

Deviance is a measure of model fit in generalized linear models (GLMs). For Poisson

regression, the deviance is

D = 2
n∑

i=1

[
yi log

(
yi
µ̂i

)
− (yi − µ̂i)

]
,

where

• yi is the observed count, and

• µ̂i = exp(x⊤i β̂) is the predicted mean from the model.

Thus, we define the conformal score using the individual deviance:

fki (x, y) = 2

[
y log

(
y

exp(x⊤β̂)

)
− (y − exp(x⊤β̂))

]
,

where β̂ is obtained from the Poisson regression model fitted on the training set D−Jk
−i . For

each test point (xi, y), we consider the acceptance region {y : fki (xi, y) ≤ t} for a given

threshold t ∈ SJk
i .

113



To describe this region, write µ̂ki = exp(x⊤i β̂) and treat fki (xi, y) as a function of y ≥ 0:

f(y) = 2

[
y log

( y
µ̂ki

)
− (y − µ̂ki )

]
.

A direct derivative calculation shows that

f ′(y) = 2 log

(
y

µ̂ki

)
, f ′′(y) =

2

y
> 0.

Hence f(y) is strictly convex, strictly decreasing on (0, µ̂ki ), strictly increasing on (µ̂ki ,∞),

and attains its unique minimum at

f(µ̂ki ) = 0.

Consequently, for any threshold t ≥ 0, the inequality f(y) ≤ t defines a single interval

[yL(t), yU (t)] containing µ̂
k
i . The endpoints yL(t) ≤ µ̂ki ≤ yU (t) are the two solutions of

f(y) = t; they can be computed numerically using one–dimensional root–finding by solving

on each monotone side of µ̂ki .

Since the Poisson response is integer–valued, the effective region for y at threshold t is

{y ∈ Z≥0 : yL(t) ≤ y ≤ yU (t)} = {⌈yL(t)⌉, ⌈yL(t)⌉+ 1, . . . , ⌊yU (t)⌋}.

In particular, for each fold k and calibration index j ∈ Jk with tk,j := SJk
i,j , we obtain an

integer interval

Ik,j = [Lk,j , Uk,j ], Lk,j = ⌈yL(tk,j)⌉, Uk,j = ⌊yU (tk,j)⌋.
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The cross–conformal prediction region Ri for xi is defined as

Ri =

{
y ∈ Z≥0 :

K∑
k=1

∣∣{j ∈ Jk : fki (xi, y) ≤ S
Jk
i,j }
∣∣ > (1 + n)α− 1

}
.

Using the interval representation above, the inner count is simply the number of intervals

Ik,j that cover y. Because there are finitely many such intervals, their endpoints partition

Z≥0 into finitely many segments, and within each segment the coverage count

Ci(y) =

K∑
k=1

∑
j∈Jk

1{Lk,j ≤ y ≤ Uk,j}

remains constant. Therefore, to construct Ri in practice, we:

1. compute all integer intervals Ik,j = [Lk,j , Uk,j ];

2. evaluate Ci(y) for all integers 0 ≤ y ≤ ymax using a sweep-line (prefix-sum) algorithm;

3. collect all integers with Ci(y) > (1 + n)α− 1 and merge them into a union of integer

intervals.

This yields an explicit form of the cross–conformal prediction region for Poisson regres-

sion based on deviance scores.

In the linear regression model, the natural conformal score is simply the squared residual.

For a candidate response value y at covariate xi, we define

fki (xi, y) = (y − µ̂ki )2,
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where µ̂ki = x⊤i β̂
(k) is the fitted value obtained from the model trained on D−Jk

−i . Since

fki (xi, y) is a quadratic function with minimum at y = µ̂ki , the acceptance region corre-

sponding to a threshold t ∈ SJk
i is the closed interval

{y : fki (xi, y) ≤ t} =
[
µ̂ki −

√
t, µ̂ki +

√
t
]
.

Given these intervals for all k and j ∈ Jk, the cross-conformal prediction region for xi is

Ri =
{
y ∈ R :

K∑
k=1

∣∣{j ∈ Jk : y ∈ [ µ̂ki −
√
tk,j , µ̂

k
i +
√
tk,j ]}

∣∣ > (1+n)α−1
}
, tk,j = SJk

i,j ,

obtained by counting, for each real value y, how many of these intervals cover it and retaining

those exceeding the threshold.
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